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How are we doing? Email techbookseditor@futurenet.com and let us know if we’ve lived up to our promises!

Welcome!
… to the only guide you need to go from Linux 
enthusiast to certified Linux professional!

Linux (or, if we’re being 
correct, ‘GNU/Linux’, which 
is a mouthful and not 
something we’re going to 
type every time –there’s an 
extensive Wikipedia article 
on the naming convention 
and the squabbles it’s 

caused that comes recommended if you’re 
struggling to sleep) forms the foundation of 
countless brilliant free desktop operating 
systems. Since it was first developed in 1991 
(built on top of code from the GNU project 
which began in 1984 – again, we’re not getting 
into that argument) it’s grown into a clone of 
UNIX so mature that it’s pushed its inspiration 
into the shade. Linux does a lot more than you 
might think to prop up servers and systems the 

world over despite an environment that can 
seem, for newcomers, quite intimidating. 

If you’ve dabbled in Linux before, perhaps as a 
straight desktop OS, it’s possible you’ve never 
experimented with its deepest recesses. And 
we’re willing to suggest that even if you’ve spent 
considerable time with the OS there are aspects 
of it which you don’t fully understand. So we’ve 
grabbed a number of leading Linux experts and 
milked them for their most pertinent tips, tricks 
and tutorials –by the time you’re finished with 
the Ultimate Linux Handbook you should be 
Linux Professional Institute qualified, have an 
amazing local network, a fully custom desktop,.
and much more besides. Hope you enjoy the 
guide, and happy hacking.

Ultimate Handbooks are designed 
to give you a complete guide to 
a device or piece of software you 
own. We aim to help you get more 
from the products you love and 
we guarantee you’ll get the 
following from each book…

 A reference guide you can keep on 
your desk or next to your computer 
and consult time and time again 

when you need to know how to 
do something or solve a problem 

 New skills you can take with you 
through your life and apply at home 
or even in the workplace

 Expert advice to help you do more 
with your hardware and software – 
from solving new problems to 
discovering new things to try out, 

we’ll show you the best ways 
to do everything

 Clear recommendations for other 
products, accessories and services you 
can use with your device or software 
to get the best possible results

 Advice you can take everywhere 
thanks to the free digital edition of this 
book – see page 178 for more details

Alex Cox, Editor
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Linux 101
Start your Linux journey and 
end up certified by the Linux 
Professional Institute

Make your day-to-day 
experience perfect with 
customisations and more

Take your FOSS 
knowledge further and 
master your free OS 
with tutorials and 
guides from the Linux 
experts!

10 Installing

14 Terminal basics

16 Apt-get

18 Terminal programs

20 Packages

24 School of Linux: Hardware

28 School of Linux: Boot process
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40 School of Linux: Command line

44 School of Linux: More command line

48 School of Linux: Processes

52 School of Linux: Links & permissions

Desktop

59 Pick a distro

70 Hack your desktop

78 File sharing

82 Virtual machines
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Do more with your network 
and the cloud by creating 
dedicated servers

Learn the skills you need to 
properly administer your 
network and its machines

Stay vigilant, stay safe. 
Look after your Linux and 
it will look after you

Servers Sysadmin Security
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92 Ubuntu
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130 Systemd
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138 SystemTap
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space of Windows. The minimum space is around 7GB, 
obviously more is always better, but to try out Ubuntu just 
10GB is more than enough.

Easy ways to Linux
If you’re not a big Linux user then you’ll probably 
won’t want to destroy your existing Windows or 
Mac system. The truth is you don’t need to either, 

Linux is flexible enough that it can be run in a number of 
ways, eg beside, on top or alongside most other operating 
systems and on most types of hardware, and from virtual 
versions to versions running off spare USB drives, DVDs or on 
low-cost hardware like the Raspberry Pi.

Booting from a live disc  is the easiest and fastest way to 
try Linux and Ubuntu. In our extensive testing procedure we 
managed to get Ubuntu loaded up in less than four minutes. 
Getting the disc to boot, however, can be easier said than 
done. See the box (Disc Booting Problems, p11) If your  
system doesn’t automatically run the disc when turned  
on with it in the drive. Ideally, it’s no more complex than 
pressing the correct key to open a Boot Menu from which  
you can select the DVD to run. 

There’s an additional issue that can happen with PCs 
using the more recent UEFI boot system that replaces the 
BIOS – these tend to be on PCs made after 2010 – where the 
UEFI can block the disc from running for security reasons.

To circumvent this system it’s necessary to run live discs 
in a compatibility mode. As mentioned in the box (see Disc 
Booting Problems, p11) use the suitable button to enter the 
UEFI/BIOS. In the UEFI, disable QuickBoot/FastBoot and 
Intel Smart Response Technology (SRT). If you have Windows 
8/10, also disable Fast Startup.

The procedure to disable the Secure Boot differs from 
machine to machine, and in some rare cases it’s outright 
impossible (where the manufacturer doesn’t want the original 
OS replacing). Look in the Boot UEFI settings for Classic-
BIOS mode, CSM or Legacy to be able to run a live disc.

Going virtual
Another option is to install Oracle VirtualBox software from  
www.virtualbox.org/wiki/Downloads. Install and run this. 
It looks complex, but creating a virtual PC is pretty easy if you 
stick to the default settings. The main stumbling block is 
ensuring you add the ISO file to the virtual optical drive under 
the Storage settings. (See box Installing VirtualBox, p11).

If you find you want to keep using the virtual version of 
Ubuntu ensure you install the VirtualBox additions, this 

Ubuntu: Quick 
install guide
Linux isn’t scary or hard. You can be up and running in just 4 minutes, 
honestly! Would we lie to you? Don’t answer that…

Honestly, modern Linux is easier, faster and less  
hassle to install than any recent release of Windows. 
That’s the truth. No messing with keys, no worrying 

about activation and no digging out that lost install disc or 
USB drive. The beauty of Linux is that because it’s free 
software anyone can download and start using it. You don’t 
even have to install anything! Linux technology and its free 
and easy licence means that it can be run straight off a CD  
or DVD. It’s not as fast and you can’t save work as such, but 
it’s an ideal way to quickly try out Linux without worrying 
about installing or setting up anything else. As long as you 
have an optical drive and can persuade your PC to boot from 
it – not always an easy task – then you can be trying out 
Linux in just a few minutes.

Perhaps you want something a little more permanent? 
If you’ve tried Ubuntu and decided it’s for you then it’ll easily 
help you install it permanently on your local hard drive. It can 
even automatically shrink Windows to fit Ubuntu on there. 
If that sounds too complex then why not use a virtual 
version? We’ll look at how using VirtualBox you can run 
Ubuntu at the same time as Windows. Another big win with 
Linux and Ubuntu is that it doesn’t require anywhere near the 

We didn’t include 
times to download 
anything, as that’s 
so variable and 
unnecessary. 
We also excluded 
any POST delays, 
but we also 
excluded the many 
times we popped 
out to make a 
nice cup of tea. 
Otherwise times 
include writing 
to any discs and 
the entire boot-up 
process.

Quick
tip

Boot to a 
Live Disc
3m 35s
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provides better screen scaling, seamless mouse integration, 
combined clipboard and seamless dragging and dropping 
from the host machine to the virtual Ubuntu. To do this run 
the VirtualBox Ubuntu, once the desktop has loaded select 
the Devices > Insert Guest Additions CD image… What this 
does is add another virtual optical disc with the required 
software. After a few seconds a window should open asking if 
you want to run the disc, choose ‘Run’ and allow the software 
to install, this can take a while.

Use the View, Input and Devices menus at the top of the 
VirtualBox window to adjust and control all of the previously 
mentioned integration features. They make using the 
VirtualBox much more comfortable, as well as enable a wider 
range of resolutions.

There are more options available including writing the ISO 
file to a suitable USB thumb drive and following a similar boot 
process as discussed above, running Linux from this. To get 

this to work you’ll need to use a write tool, such as 
UNetbootin from http://unetbootin.github.io. This can be a 
helpful option if your device doesn’t have an optical drive that 
you can boot from or you’ve downloaded the relevant disc 
image (ISO) file from www.ubuntu.com/download/desktop.

Using USB
There are some pretty exotic solutions for running Ubuntu 
and other versions of Linux from a USB stick, eg so you can 
carry your OS around with you and boot it on almost any PC 
you happen across, but we’re just looking at running the basic 
Live Disc so you can at least try it out. (See Ubuntu on a USB 
drive for more details.) You’ll need at least a 2GB stick, larger 
ones give you the option of using the spare space as storage, 
ensure you enter a suitable value into UNetbootin. Also be 
aware using USB storage brings its own set of issues. We had 
no problem with a Toshiba 16GB stick, but a San Disk 32GB 

On the Mac you 
have to hold [c] 
when your system 
is turned on to get 
it to boot from an 
optical drive. As 
we go into some 
depth when you 
first turn on a PC 
you can usually 
get it to boot from 
alternative media 
with [F11]/[F12].

Quick
tip

1  Get VirtualBox
Head to www.virtualbox.org and download 
Virtual Box 5 for your operating system be 
that Windows or OS X. Install it and be aware 
you’ll need around 20GB of space drive space 
to store the virtual OS file. You’ll also need the 
Ubuntu ISO file from www.ubuntu.com. Once 
installed start it and click the ‘New’ button 
and call it Ubuntu.

3  Starting virtual Ubuntu
A prompt will appear asking for a disc, locate 
the Ubuntu ISO file and click ‘Start’. Linux 
Ubuntu will start, once loaded you’re free to 
try out Ubuntu or use the Install icon to 
properly install it to the virtual machine. 
For extended use in the virtual machine’s 
settings under Display, you’ll want to enable 
3D acceleration and allocate 16MB.

2  Create a machine
Choose Ubuntu and the bits should match 
the ISO you downloaded, click ‘Next’. Under 
Memory we’d recommend 2048, but if you 
have an 8GB PC 4096 is best. You can leave 
all the rest as default settings, apart from the 
dynamic hard drive size. The default is 8GB, 
we’d suggest at least 32GB just in case. Finish 
and click Start to get going.

Installing to a VirtualBox 
Installed on 
a virtual PC
7m 00s

Disc booting problems
The first problem that many people encounter is booting 
their desktop or laptop from a live disc. Many systems no 
longer check the optical drive for boot media, as it slows 
down the start process. You have two options, one is to open 
any provided Boot Menu – not all devices offer this – the key 
used varies. HP systems use [F9], Dell and Lenovo use [F12], 
older AMIBIOS-based systems use [F8], Award-based 
systems use [F11]. You need to slowly tap the key just after 
switching on the system. Select any CD-ROM/Optical drive 
option and you’re good to go.

If no boot menu seems available the other option is to 
select the order of boot devices within the BIOS/UEFI 
settings. Typically a message should flash up during the 
system start explaining which key to press. Just as with the 
boot menu pressing one of [Del] (the most common), [F1], 
[F2], [Esc] or a ‘special’ maintenance key should provide 
access. In the BIOS locate the Boot Device menu and ensure 
the DVD/optical drive is first in the list. Save and reboot!  This is our boot menu, there are others like it, but this one is ours.
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stick would start but Ubuntu wouldn’t then load.
We don’t really have space here to go into the full ins and 

outs of backing up any existing Windows partition, resizing 
partitions and installing Ubuntu by hand. The good news is 
Ubuntu will largely do the last two automatically for you, if you 
let it. Be warned though, it’s easy to destroy your Windows 
partition, the Windows bootloader or to leave your PC 
unusable if you should choose the wrong options or if 
something else goes wrong along the way. We don’t 
recommend installing or upgrading any OS unless you have 
backed up any files, created an image of your drives and the 
system isn’t critical to any business, personal use or other 
operation. With that dire warning out of the way, on to the fun!

As a general rule if you have Windows on the boot drive, 

Ubuntu will happily resize this and fit itself alongside Windows 
on the drive. Before trying to ensure the drive has enough free 
space. These days drives can be easily 500GB or larger, as 
long as there’s 20GB free there shouldn’t be an issue; more 
space is required than just for Ubuntu as there needs to be 
space to move Windows files out of the way too. If there isn’t 
this free space, run the Windows Disk CleanUp Tool, ideally 
choose to re-run it as Administrator, and get it to remove 
unused system files too.

If you don’t have 20GB free don’t try to install Ubuntu. 
Once you start the Ubuntu install process don’t interrupt it. If 
you break your bootloader or partition tables they are a real 
pain to fix, but if you do break something don’t panic 
Windows will still be there.

1  UNetbootin Linux
To run Ubuntu from a USB stick, you first 
need a USB drive at least 2GB in size, 8GB 
would be ideal. You’ll need the Ubuntu ISO file 
from www.ubuntu.com as discussed in the 
VirtualBox walkthrough (see p11) and we’ll use 
the download tool UNetbootin from http://
unetbootin.github.io. This installs the Live 
Disc ISO file directly to your USB drive.

3  Boot and run
You can now boot your PC from the USB 
drive. However, you’ll need to ensure your PC 
selects the USB drive as the boot device. 
Usually when you first turn on your PC a 
message says press [F11] or [F12] to select 
the boot device. Some PCs have their own 
specific button, consult your manual or 
manufacturer for details. Ubuntu will now run.

2  Install Ubuntu
The tool can download the ISO image, but it’s 
best practice to do this yourself. So select 
Diskimage, locate the file in the Download 
folder. Use the Ubuntu storage box to create 
reusable space—512MB should be fine use 
more on larger sticks. Ensure you have the 
correct USB drive select in the bottom pull-
down menu and click ‘OK’ to create the drive.

Ubuntu on a USB drive 

 UEFI has 
replaced the 
BIOS and can 
block the disc 
from running for 
security reasons.

Installed on 
your USB
5m 20s
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1  Make room
To create an empty partition for your Ubuntu installation, you’ll first 
have to squeeze your existing Windows partition. Fire up the Disk 
Management tool in Windows, and right-click your main partition 
that’s typically assigned the drive letter C. Then select the Shrink 
Volume option from the pop-up menu.

2  Shrink Windows
This brings up the Shrink dialog box which shows you the total size of 
the hard drive and the maximum amount of space that you can 
squeeze out of the selected partition. To create a new partition, 
specify the size of the partition in the space provided in megabytes 
and click ‘Shrink’ to start the process.

3  Updates & plugins
After your computer boots from the Ubuntu installation medium, it’ll 
display a checklist. Make sure you toggle the two available 
checkboxes on this screen. The first checkbox option will fetch any 
available updates from the Internet, and the other will install the 
plugin required to play MP3 content.

4  Use free space
In the screen labelled Installation type, toggle the ‘Something else’ 
radio button to manually partition the disk. Ubuntu will now show you 
a list of partitions on the hard drive. Select the one labelled ‘free 
space’ and click the plus sign (‘+’) to create a partition out of this 
space you freed up in Windows.

5  Define partitions
In the Create partition box enter the size for the Ubuntu partition 
leaving 1024MB free for the swap partition. Then use the ‘Mount 
point’ pull-down menu to select the ‘/’ option. Similarly create a 
partition for swap but instead of the default ext4 option, select the 
‘swap area’ option.

6  Login credentials
And that’s it. The installer will now start the process of installing 
Ubuntu. While the files are being copied to the hard drive in the 
background, it will ask you for your location and time zone as well as 
your keyboard layout. In the last screen you’ll be asked to enter your 
desired login and password details.

Manually install Ubuntu 
Resize your disks and dual-boot Windows with Ubuntu.

Installed on 
your PC
16m 00s
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It is fast When you know what you are doing, the shell is 
much faster for many tasks.
It is repeatable Running the same task again is almost 
instant – no need to retrace all your steps.
There is more feedback Error messages from the program 
are displayed in the terminal.
Help is available Most commands provide a summary of 
their options, while man pages go into more detail.

You can’t argue with the plus points, but what about the 
cons? Well, apart from not giving us pretty screenshots to 
brighten up the pages, the main disadvantage of the terminal 
is that you need to have an idea of the command you want to 
run, whereas you can browse the menus of a desktop system 
to find what you’re after.

In this tutorial, we will look at the layout of the filesystem 
on Linux, and the various commands that you can use to 
manipulate it. On the following pages we will cover several 
other aspects of administering and using a Linux system 
from the command line.

What goes where?
Users coming from Windows can be puzzled by the way Linux 
handles separate drives and partitions. Unlike the drive letter 
system used by Windows, Linux mounts everything in the 
same hierarchy. Your root partition, containing the core 
system files, is mounted at /, the root of the filesystem tree. 
Other partitions or drives can be mounted elsewhere at what 
are called mount points. For example, many distros use a 
separate partition for the home directory, where users’ files 
are kept, to make installing a new version easier. This is a 
completely separate partition, it can even be on a different 
hard drive, but it appears at /home just as though it were 
part of the root partition. This makes everything easier and 
transparent for the user.

There is another difference. Linux, in common with every 
operating system but MS-DOS, uses a forward slash to 
separate directories. The layout of directories is also different, 
organising files according to their type and use. The main 
directories in a Linux filesystem are as follows…
/ The root of the filesystem, which contains the most  
critical components.
/bin and /usr/bin General commands.
/sbin and /usr/sbin System administration commands for 
the root user.
/etc Where system configuration files are kept.
/usr Where most of the operating system lives. This is not for 

The Terminal: 
Getting started
There’s no need to be afraid of the command line – we’re here to help you with 
your first steps into the world of text commands.

I t won’t be long after starting to use Linux that you ask a 
question and the answer begins with, “Open a terminal 
and...” At this point, you may be thrown into an alien 

environment with typed commands instead of cheery-looking 
icons. But the terminal is not alien, it’s just different. You are 
used to a GUI now, but you had to learn that, and the same 
applies to the command line. This raises an obvious question: 
“I already know how to use a windowed desktop, why must I 
learn something different?” You don’t have to use the 
command line, almost anything you need can be done in the 
GUI, but the terminal has some advantages.
It is consistent The commands are generally the same on 
each distribution while desktops vary.

What ls tells us about files

1 File permissions – this is a script 
as it has the execute bits set.

2 The user and group owning  
the file.

3 A directory usually has x set but 
also the special character d.

4 The time and date that the file 
was last modified.

5 Many distros add the 
--color=auto option, which helps 
distinguish between different 
types of file.

1

3

2

4

5
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user files, although it was in the dim and distant past of Unix 
and the name has stuck.
/lib and /usr/lib The home of system libraries.
/var Where system programs store their data. Web servers 
keep their pages in /var/www and log files live in /var/log.
/home Where users’ data is kept. Each user has a home 
directory, generally at /home/username.

Moving around
Now that we know where everything is, let’s take a look at the 
common commands used to navigate the filesystem. Before 
going anywhere, it helps to know where we are, which is what 
pwd does. Many Unix commands are short, often two to 
three characters; in this case, pwd is print working directory – 
it tells you where you are. Many distros set up the terminal 
prompt to display the current directory, so you may not need 
this command often. Moving around is done with the cd 
(change directory) command. Run it with no arguments to 
return to your home directory. Otherwise it takes one 
argument, the directory to change to.

Directory paths can be either relative or absolute. An 
absolute path starts with / so cd /usr/local goes to the 
same place wherever you are starting from. A relative path 
starts at the current directory, so cd Documents goes to the 
Documents sub-directory of wherever you are, and gives an 
error if it is not there. That sounds less than useful if you can 
only descend into sub-directories, but there are a couple of 
special directory names you can use. To go up a directory use 
cd .. – a single dot is the current directory. There is also a 
shortcut for your home directory: ~. Let’s say you have 
directories called Photos and Music in your home directory 
and you are currently in Photos, either of these commands 
will move into Music:
cd ../Music
cd ~/Music

You can tell where you are with pwd, but how do you know 
what is in the current directory? With the ls command. Used 
on its own, it gives a list of files and directories in the current 
directory. Add a path and it lists the contents of that directory. 
If you want to know more about the files, use the -l (--long) 
option, which tells you the size and date of the file, along with 
information about ownership and permissions, which we will 
look at later.

With your permission
Every file object (that is files, directories and device nodes in /
dev) has a set of permissions associated with it, as shown in 

the screenshot of the output from ls -l. These are normally in 
the form rwxrwxrwx and shown by ls, or the numeric 
equivalents. The three letters stand for read, write and 
execute, and are shown three times for the file’s owner, the 
group it belongs to, and other users. For example, rw-r--r-- is 
a common set of permissions for files; it means the owner of 
the file can read from or write to it, all other users can only 
read it. Program files usually appear as rwxr-xr-x, the same 
permissions as before but also all users can execute the file. If 
a program does not have execute permissions, you cannot 
run it. This is sometimes the case with system programs 
owned by the root user and only executable by root.

When applied to directories, the meanings are slightly 
different. Read means the same, but write refers to the ability 
to write into the directory, such as creating files. It also means 
that you can delete a file in a directory you have write 
permissions for, even if you don’t have write permissions on 
the file – it is the directory you are modifying. You can’t 
execute a directory, so that permission flag is re-purposed to 
allow you to access the contents of the directory, which is 
slightly different from read, which only allows you to list the 
contents (that is, read the directory).

File permissions are displayed by using the -l option with 
ls and modified with chmod, which can be used in a number 
of different ways, best shown by example:
chmod u+w somefile
chmod o-r somefile
chmod a+x somefile
chmod u=rw somefile
chmod u=rwx,go=rx somefile
chmod 755 somefile

The string following chmod has three parts: the targets, 
the operation and the permissions. So the first example adds 
write permission for the user. The next one removes read 
permission for other users, while the third adds execute 
permission for all users. + and - add and remove permissions 
to whatever was already set, while = sets the given 
permissions and removes the others, so the next example 
sets read and write for the file’s owner and removes execute if 
it was previously set. The next command shows how we can 
combine several settings into one, setting read, write and 
execute for the owner, and read and execute for the group 
and others. The final command does exactly the same, but 
using the numerical settings. Each permission has a number: 
4 is read, 2 is write, and 1 is execute. Add them together for 
each of the user types and you have a three-digit number that 
sets the permissions exactly (there is no equivalent to + or - 
with this method).

 If you need help with a command, ask the command for 
it. Most commands give a brief summary of their options 
when run with --help.

 Here is the 
GUI way of 
changing file 
permissions. You 
would need to 
do this for each 
file you wanted 
to change, and 
click a separate 
box for each 
permission.

 15 



in the package and ending up with multiple copies of the 
same library on your computer (which is what Windows 
does), a package simply lists its dependencies so that your 
package manager can check whether they are already 
installed, and grab them from the repo if not.

In addition to the default repositories provided by the 
distro, there are several third-party ones that can be added to 
your package manager. These are not guaranteed to be 
tested to the same standards as the official repos, but many 
of them are very good, and if you stick to the popularly 
recommended repos for your distro, you won’t go far wrong.

Ubuntu has also introduced the concept of the PPA, or 
Personal Package Archive, which are small repositories for 
individual projects. These may each be added individually to 
your package manager, but be careful about adding any 
untrusted sources.

Package management
We have used the term ‘package manager’ a few times now 
but what is it? Basically, this is a program that enables you to 
install, update and remove software, including taking care of 
dependencies. It also enables you to search for programs of 
interest, as well as performing other functions. All distros will 
have command line package management tools. You can 
access them either by using your system’s search and 
looking for terminal or using [Ctrl]+[Alt]+[T] in desktops 
such as Unity, Gnome or Xfce, even if they also provide a 
fancy graphical front end. The main commands are:

 apt-get Installs, upgrades and uninstalls packages.
 apt-cache This works with the repository index files, such as 

searching for packages.

Terminal: Apt-
New to Linux? Then allow us to guide you through your first steps with  
apt-get, the powerful command line tool.

One of the biggest changes that catches Windows 
users moving to Linux is the way that software is 
installed. Instead of downloading an executable file 

from some website or other, running it and hoping it doesn’t 
clobber your existing library files (DLLs) or install some 
dubious adware or malware, Linux distributions maintain 
repositories of software, which are all packaged up for that 
distro and tested for compatibility with the rest of the distro.

In this tutorial, we will look at how this is done by distros 
that use the Advanced Packaging Tool (apt) software 
management system, as developed by Debian and used by 
distros from Ubuntu to Raspbian on the Raspberry Pi.

Repositories
A repository is a collection of software packages for a distro. 
Each major release of a distro will have its own repositories, 
and the packages will have been built for and tested with that 
release, but a repository is more than a collection of files. 
Each repo (as they are usually called) is indexed, making it 
easy to find what you want. It can also be quickly checked for 
updates for your package manager without any need to visit 
websites to check for updates, or the need for software to 
‘phone home’ to check.

More importantly, each package in a repo is signed with 
the repository’s GPG (encryption) key, which is checked when 
installing packages. This means you can trust the software 
installed from there to be what it says it is, and not some 
infected trojan that’s been uploaded maliciously.

A repository also makes dependency handling simple. A 
dependency is a program that the program you want to install 
needs to run, such as a library. Instead of bundling everything 

1  Install
Using apt-get install will check the 
dependencies of the packages you want and 
install any that are needed. Adding --dry-run 
to apt-get install enables you to see what 
would be done, without actually writing 
anything to your hard drive. If you are happy, 
run the command again without --dry-run.

3  Update
Run apt-get update to update all your 
package lists, followed by apt-get upgrade to 
update all your installed software to the latest 
versions. In our case, it’s well overdue. Then 
apt will show you what needs to be updated, 
and how much needs to be downloaded, 
before asking whether you want to proceed.

2  Search
Use apt-cache search to find what’s available. 
The --names-only option can give a more 
manageable set of results if you know the 
program’s name. Otherwise let apt-cache 
search go through the descriptions, too, and 
view the results in less. You don’t need to use 
sudo as search doesn’t write to your drive.

Package management
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 add-apt-repository Adds extra repositories to the system.
 dpkg A lower level package manipulation command.

These commands generally require root (superuser) 
access, so should be run at the root user or with sudo – we 
will stick with the sudo approach here. We’ve already 
mentioned that repos are indexed, so the first thing to do is 
update your index files to match the current contents of the 
repositories with:
sudo apt-get update

Then you probably want to make sure that your system is 
up to date:
sudo apt-get upgrade

This will list the packages it wants to install, tell you how 
much space it needs for the download, and then get on with it 
when you tell it to. When you want to install some new 
software, unless you have been told the exact name to install, 
you may want to search for it first, like this:
apt-cache search gimp

This will spit out a long list of packages, because it 
searches both name and description, and lists anything 
mentioning gimp, and there are a lot of them. To search only 
the names, use the -n or --names-only option:
apt-cache search -n gimp

This often gives a more manageable output, but still a lot 
in this case, perhaps too much to fit in your terminal window. 
The solution to this is to pipe the output from this command 
to the program less:

apt-cache search -n gimp | less
The less command is a pager – it lets you read text page 

by page and scroll through it. It can be used with any program 
that generates lots of terminal output to make it easier to 
read (see the ‘Package management’ walkthrough opposite 
for more details). Once you have found the package you want, 
installation is as simple as:
sudo apt-get install gimp

You can install multiple programs by giving them all to apt-
get at once:
sudo apt-get install program1 program2...

Not every program you try will be what you want, so you 
can tidy up your hard drive by uninstalling it with:
sudo apt-get remove program1

Or you can use:
sudo apt-get purge program1

Both commands remove the program, but remove leaves 
its configuration files in place while purge deletes those, too.

There are a number of extra options you can use with apt-
get, the man page lists them all (type man apt-get in the 
terminal), but one of the most useful is --dry-run. This has 
apt-get show you what it would do without actually doing it, a 
useful chance to check that you are giving the right 
command. Remember, computers do what you tell them to, 
not what you want them to do! Finally, you don’t normally 
need to use dpkg, but it is useful for listing everything you 
have installed with dpkg -L.

 Less displays 
text from any 
source – from a 
file, the output of 
another program 
or its built-in help 
if you manage to 
get stuck.

get in action
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Getting help
The command line may appear a little 
unfriendly, but there’s plenty of help if you know 
where to look. Most commands have a --help 
option that tells you what the options are. The 
man and info pages are the main sources of 
information about anything. To learn all the 
options for a program and what they do, run:
man progname

The man pages are divided into numbered 
sections. The ones that are most applicable to 
using the system are:

 1 User commands

 5 File formats and conventions
 8 System administration tools

If you don’t specify the number, man will pick 
the first available, which usually works. But man 
pages are not limited to programs; they also 
cover configuration files. As an example, 
passwords are managed by the passwd 
command, and information is stored in the  
/etc/passwd file, so you could use:
man passwd
man 1 passwd
man 5 passwd

The first two would tell you about the passwd 
command, while the third would explain the 
content and format of the /etc/passwd file.

Man pages have all the information on a 
single page but info pages are a collection of 
hypertext-linked pages contained in a single file. 
They often provide more detail but aren’t very 
intuitive to read – try info info to see how to use 
them. It’s often easier to use a search engine to 
find the online version of info pages, which 
contain the same information in the more 
familiar HTML format.

see what it really contains.
 find Searches the current or given directory for files 

matching certain criteria. For example, you could find all 
LibreOffice spreadsheets with:
find Documents -name '*.ods'
 locate This also looks for files but using a much faster 

system. The locate database is automatically rebuilt each 
day by updatedb, and locate then searches this. It’s fast, but 
doesn’t know about very recent changes.

Text handling
Text files are all around us, from emails to configuration files, 
and there are plenty of commands that deal with them. If you 
want to edit a text file, for example, there are a number of 
choices, with the two big ones being Emacs and Vi. Both are 
overkill if you just want to tweak a configuration file; in this 
instance, try nano instead:
nano -w somefile.txt

The -w option turns off word wrapping, which you 
certainly don’t want when editing configuration files. The 
status bar at the bottom shows the main commands – for 
example, press [Ctrl]+[X] to save your file and exit.

This assumes you know which file you want, but what if 
you know what you’re looking for but not the name of the file? 
In that case, use grep. This searches text files for a string or 
regular expression.
grep sometext *.txt

will search all .txt files in the current directory and show any 
lines containing the matching text from each file, along with 
the name of the file. You can even search an entire directory 
hierarchy with -r (or --recursive):

Terminal: 
Core programs
Out of the hundreds of different terminal commands available, here’s a handy 
summary of some of the more useful ones.

We’ve looked at various shell commands in the last 
few tutorials, but they have each been in the 
context of performing a particular task. It’s time to 

take an overview of some of the general-purpose commands. 
There are thousands of terminal commands, from the 
commonplace to the arcane, but you need only a handful of 
key commands to get started. Here we will look at some of 
the core workhorse commands, giving a brief description of 
what each one is for. As always, the man pages give far more 
detail on how to use them. Many of these produce more 
output than can fit in your terminal display, so consider piping 
them through less.

Central to any terminal activity is working with files, 
creating, removing, listing and otherwise examining them. 
Here are the main commands for this.

 ls Lists the contents of the current or given directory.
 ls -l As for ls, but gives more information about each item. 

Add human-readable file sizes with -h:
ls -lh MyPhotos
 rm Deletes a file. Use the -i option for confirmation before 

each removal or -f to blitz everything. With -r it deletes 
directories and their contents, too.

 rmdir Deletes a directory, which must be empty.
 df Shows free disk space on all filesystems or just those 

given on the command line.
 du Shows the amount of space used by individual files  

or directories.
df -h /home
du -sh /home/user/*
 file Identifies the type of a file. Unlike Windows, which uses 

the file name extension, this command looks inside the file to 
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grep -r -I sometext somedir
Be careful when you are searching large directory trees, 

because it can be slow and return strange results from any 
non-text files it searches. The -I option tells grep to skip such 
binary files.

Text is also the preferred way of passing data between 
many programs, using the pipes we looked at previously. 
Sometimes you want to pass data straight from one program 
to the next, but other times you want to modify it first. You 
could send the text to a file, edit it and then send the new file 
to the next program, or you could pass it though a pipe and 
modify it on-the-fly. Nano edits files interactively, grep 
searches them automatically, so we just need a program to 
edit automatically; it’s called sed (Stream EDitor). Sed takes 

a stream of text, from a file or pipe, and makes the changes 
you tell it to. The most common uses are deletion and 
substitution. Normally, sed sends its output to stdout, but 
the -i option modifies files in place:
sed -i 's/oldtext/newtext/g somefile.txt
sed -i '/oldtext/d' somefile.txt

The second example deletes all lines containing oldtext. 
Another useful program is awk, which can be used to print 
specific items from a text file or stream.
awk '{print $1}' somefile.txt
cat *.txt | awk '/^Hello/ {print $2}'

The first example prints the first word from each line of the 
file. The second takes the contents of all files ending in  
.txt, filters the lines starting with Hello (the string between the 
slashes is a pattern to match) and then prints the second 
word from each matching line.

Networking
We normally think of big graphical programs like Chromium 
and Thunderbird when we think of networked software, but 
there are many command line programs for setting up, 
testing and using your network or internet connection.

 Ping Sends a small packet to a remote server and times the 
response, which is useful if you want to check whether a site 
is available, or if your network is working.
ping -c 5 www.google.com
 wget Downloads files. The only argument it needs is a URL, 

although it has a huge range of options that you will not 
normally need.

 hostname Shows your computer’s host name, or its IP 
address with -i.

 lynx A text mode web browser. While not as intuitive as 
Chromium or Firefox, it is worth knowing about in case you 
ever suffer graphics problems.

 KDE’s Filelight, shown here, and Gnome’s GDU provide a 
graphical alternative to du, representing disk usage visually.

Commands, options and arguments
You’ll often see references to command 
arguments and options, but what are they? 
Options and arguments are the things that tell a 
program what to do. Put simply, arguments tell a 
command what to do, while options tell it how to 
do it – although the lines can get a little blurred. 
Take the ls command as an example – this lists 
the contents of a directory. With no options or 
arguments, it lists the current directory using 
the standard format:
ls
Desktop    Downloads         Music     Public     

Videos
Documents  examples.desktop  Pictures  

Templates
If you want to list a different directory, give 

that as an argument:
ls Pictures

or
ls Desktop Downloads

Arguments are given as just the names you 
want listed, but options are marked as such by 
starting with a dash. The standard convention 
among GNU programs, and used by most 
others, it to have long and short options. A short 
option is a single dash and one letter, such as  
ls -l, which tells ls to list in its long format, giving 

more detail about each file. 
The long options are two 
dashes followed by a word, 
such as ls --reverse, which 
lists entries in reverse order, 
as is pretty apparent from 
the name. ls -r does the 
same thing but it is not so 
obvious what it does. Many 
options, like this one, have 
long and short versions, but 
there are only 26 letters in 
the alphabet, so less popular 
options are often available 
only in the long version. The 
short options are easier to 
type but the long ones are 
more understandable. 
Compare
ls -l --reverse --time

with
ls -l -r -t

or even
ls -lrt

Each gives a long listing in reverse time/date 
order. Notice how multiple short options can be 
combined with a single dash. While we’re talking 

about ls, this is a good time to mention so-called 
hidden files. In Linux, any files or directories 
beginning with a dot are considered hidden and 
do not show up in the output from ls or in most 
file managers by default. These are usually 
configuration files that would only clutter up 
your display – but if you want to see them, 
simply add the -A option to ls.

 By piping the output from du through sort, and adding 
extra options to both commands, we can see which 
directories use the most space.
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tends to be updated quite regularly. In Linux terms, you  
don’t install particular applications, but packages. These  
are bundles of files. Usually, each one represents an 
application, but not always. For example, a package could be 
documentation, or a plug-in, or some data for a game. In 
actual fact, a package is just a collection of files that can 
contain anything at all.

In order to install software with apt-get, you need to know 
the package name. Usually this is pretty obvious, but it needs 
to be exactly right for the system to get the right package. If 
you’re unsure, you can use apt-cache to search through the 
list of available packages. Try running:
apt-cache search iceweasel

This will spit out a long list of packages that all have 
something to do with the web browser (Iceweasel is a 
rebranded version of Firefox).

To install Iceweasel, run:
sudo apt-get install iceweasel

You will notice that apt-get then prompts you to install a 
number of other packages. These are dependencies. That 
means that Iceweasel needs the files in these packages in 
order to run properly. Usually you don’t need to worry about 
these – just press ‘Y’ and the package manager will do 
everything for you. 

However, if your storage is running low on space, you may 
sometimes come across a program that has so many 
dependencies that they’ll overfill the device. In these cases, 
you’ll either need to free up some space or find another 
application that has fewer dependencies.

If you then want to remove Iceweasel, you can do it with:
sudo apt-get purge iceweasel

The package manager will try to remove any 
dependencies that aren’t used by other packages.

You’ll often see packages with -dev at the end of package 
names. These are only needed if you’re compiling software. 
Usually you can just ignore these.

apt-get is a great tool, but it isn’t as user-friendly as it 
could be. There are a couple of graphical tools that make 
package management a bit easier. The first we’ll look at is 
Synaptic. This isn’t installed by default on Raspbian, so you’ll 
have to get it using apt-get with:
sudo apt-get synaptic

This works with packages in the same way as apt-get, but 
with a graphical interface. Once the package is installed, you 
can start it with:
--where is synaptic

The boxout on the next page shows you what to expect.
The second graphical tool is the Raspberry Pi App store. 

Unlike apt-get and Synaptic, this deals with commercial 
software as well as free software, so you have to pay to install 
some things. It comes by default on Raspbian, and you can 
get it by clicking on the icon on desktop. See the boxout on 
the next page again for more information, 

Packages: How   
Discover how Debian’s package manager apt-get gets software  
from online repositories and manages it on your system.

If you’re used to Windows, you may be used to each bit of 
software having its own installer, which gets the 
appropriate files and puts them in the appropriate places. 

Linux doesn’t work in the same way (at least, it doesn’t 
usually). Instead, there is a part of the operating system 
called the package manager. This is responsible for getting 
and managing any software you need. It links to a repository 
of software so it can download all the files for you. Since Linux 
is built on open source software, almost everything you will 
need is in the repositories and free. You don’t need to worry 
about finding the install files, or anything like that – the 
package manager does it all for you.

There are a few different package managers available for 
Linux, but the one used by Debian is apt-get. Arch uses  
a different one, so if you want to try this distribution you’ll 
need to familiarise yourself with the pacman software,  
which we won’t cover here.

Before we get started, we should mention that since this 
grabs software from the online repositories, you will need to 
connect your PC to the internet before following this section.

apt-get is a command line program, so to start with you’ll 
need to open a terminal window, either through your distro’s 
default package or by dropping out of your graphical 
environment. Since package management affects the whole 
system, all the commands need to be run with sudo. The first 
thing you need to do is make sure you have the latest list of 
software available to you. Run:
sudo apt-get update

Since all the software is handled through the package 
manager, it can update all the software for you so you don’t 
need to bother doing it for each program separately. To get 
the latest versions of all the software on your system, run:
sudo apt-get upgrade

This may take a little while, because open source software 
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  do they work?

how to continue with the installation. Usually (but not always), 
it will say:
./configure
make
sudo make install

The first line will check you have all the necessary 
dependencies on your system. If it fails, you need to make 
sure you have the relevant -dev packages installed.

If that all works, you should have the software installed 
and ready to run. 

Synaptic
Synaptic lets you do everything you can with the command 
line apt-get, but the graphical interface is easier to use. We 
find it especially useful when searching, because the window 
is easier to look through than text on the terminal.

Raspberry Pi store
The Raspberry Pi store, if you’re using Raspbian, allows users 
to rate the software, so you can see how useful other people 
have found it. It also includes some non-free software. 
However, it doesn’t have anywhere near the range that is 
available through apt-get or Synaptic.

Compiling software
Sometimes, you’ll find you need software that isn’t in the 
repository, and so you can’t get it using apt-get. In this case, 
you’ll need to compile it. Different projects package their 
source code in different ways, but usually, the following will 
work. Get the source code from the project’s website, and 
unzip it. Usually, the filename will end in .tar.gz or .tgz. If this is 
the case, you can unzip it with:
tar zxvf <filename>

If the filename ends in .tar.bzip2, you need to replace zxvf 
with xjf. This should now create a new directory which you 
need to cd into. Hopefully, there’ll be a file called INSTALL, 
which you can read with less INSTALL This should tell you 

Further information

 apt-cache in 
a terminal will 
give you a list 
of available 
packages.

 Synaptic 
provides a 
user-friendly 
front-end to the 
apt package 
management 
system.
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How do you prove just how good your Linux knowledge 
is? To your friends and family, it’s not so hard – set 
someone up with a Linux box, let them see you doing 

a few intricate operations at the command line and they’ll 
soon be pretty convinced that you’ve got the nous. For 
companies, however, it’s not so easy. They can’t necessarily 
tell from a CV, covering letter or interview whether your brain 
is swelling with useful information on package management, 
the Linux boot process and so forth. That’s something that 
has to be confirmed somewhere else.

Certified and bonafide
Fortunately, here in the Linux world we have an excellent 
scheme to do just that: LPI Certification. LPI stands for the 
Linux Professional Institute, a non-profit group that provides 
exams and qualifications for those seeking to work with Linux 
systems. There are three levels of certification available, the 
first of which covers general system administration, including 
configuring hardware, working at the command line, package 
management and handling processes.

LINUX
Part 1: Looking to get a job  
in Linux? Take a seat at the 
front of the class and work 
towards LPI certification. 
First lesson: hardware.

PCs are complicated beasts at the best of times, with designs 
that desperately try to look and feel modern, but remnants 
from the 1980s still lurking beneath the surface. Fortunately, 
open systems such as Linux provide all the tools we need to 
get lots of information about devices and peripherals. The 
starting points for this are the /proc and /sys directories. 
These are not real, ‘tangible’ folders in the same sense as your 
home directory, but rather pseudofilesystems created by the 
kernel, which contains information about running processes 
and hardware devices. What are they for? Well, /proc is 
largely focused on supplying information about processes 

(read: running programs on the system), whereas /sys 
primarily covers hardware devices. However, there is a bit of 
overlap between the two.

Sloppy lscpi
Most internal devices in your PC sit on a data transfer system 
called the PCI bus. On older distros, you can obtain 
information about devices using the command cat /proc/
pci, but this file doesn’t exist in newer distros. Instead, you 
could look inside /sys/bus/pci/devices – although you 
should be aware that this information isn’t meant to be read 

Section 1: Listing hardware

In this series, we’re going to set you up with all you need to 
know for the LPI 101 exam, thereby proving you have what it 
takes to look after Linux boxes in a business setting. If you’ve 
been using Linux for a while, you might find this installment 
somewhat familiar, but it’s worth going through anyway in 
case there’s a snippet of knowledge that you’re missing.

Live and learn
At this point, it’s also worth noting that LPI training materials 
tend to be based around conservative, long-life distros that 
don’t change drastically every six months. Red Hat Enterprise 
Linux (RHEL) is a good example, but it’s not cheap, so 
CentOS – a free rebuild of RHEL – is an excellent base for 
your training. Another good choice is Debian, which tries to 
adhere to standards and remains stable for years at a time. 
Here, we’ll use CentOS 7.

So, without further ado, let’s get started! In this tutorial 
we’ll be focusing on hardware, so we’ll walk you through the 
process of finding out what devices are in your system, 
enabling/disabling drivers and more.

School of
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by us mere mortals. Instead, the command 
we will use is:
lspci

Open a terminal with Applications > 
Utilities > Terminal and switch to the root 
(admin) user by entering su. Then run the 
command above and you’ll get a list of all 
hardware devices on the PCI bus in your 
machine, as shown in the image on the right. 
You should be able to see your video card, 
Ethernet adaptor and other devices. You can 
generate much more detail by adding -vv 
(dash v v) to the command, which will show 
information about interrupts and I/O (input/
output) ports. If you’re new to the world of 
PC hardware, then interrupts are effectively 
ways for a device to tell the CPU that it needs 
servicing – for instance, a soundcard telling 
the system that it has completed an 
operation. Meanwhile, I/O ports are for transmitting data to 
and from the device.

A PC has a finite number of interrupts (aka IRQs). While 
that was fine back in the days when most systems just had a 
monitor and keyboard to their name, today it’s rather limiting. 
Consequently, IRQs can be shared across devices. You won’t 

What if you want to disable a device? Well, first of all we need 
to identify what enables a device in the first place: the 
hardware driver. In Linux, drivers can be enabled in two ways 
when compiling the kernel. The distro maker can either 
compile them directly into the kernel itself, or as standalone 
module files that the kernel loads when necessary. The latter 
approach is the norm, since it makes the kernel smaller, 
speeds up booting and makes the OS much more flexible too. 

You can find your modules in /lib/modules/<kernel 
version>/kernel. These are KO files, and you’ll see that 
they’re sorted into directories for sound, filesystems (fs) and 
so on. If you go into the drivers subdirectory, you’ll see more 
categories of modules. It’s important to make a distinction 
here between block and char (character) devices. The former 
is for hardware where data is transmitted in large blocks, such 
as hard drivers, whereas character devices stream data a 
byte or so at a time – for instance, mice and serial ports.

The Linux kernel is clever, and can load modules when it 
detects certain pieces of hardware. Indeed, it can load 

A cold-pluggable 
device needs to 
be plugged in 
when the machine 
is off. Adding 
and removing 
cold-pluggable 
devices (such as 
PS/2 mice and 
keyboards) when 
the machine is on 
can potentially 
damage chips on 
the motherboard. 

Quick
tipSection 2: Driver modules

 The output of 
lspci, showing 
the hardware 
devices inside 
the machine.

modules on demand when USB devices are plugged in – but 
we’ll come to USB in a moment. In the meantime, let’s look at 
how to manage modules. To get a list of all the modules that 
the kernel has currently loaded, enter this command as root:
lsmod

Note that in some distros, such as older CentOSes, you 
may need to prefix that with /sbin/ – ie /sbin/lsmod. You’ll 
see a list, the exact contents of which will vary from system to 
system, depending on the hardware that you have installed.

You know my name
Now, the names of some of these modules will be 
immediately obvious to you, such as cdrom and battery. For 
certain modules, you’ll see a list of Used By modules in the 
right-hand column. These are like dependencies in the 
package management world, and show which modules need 
other ones to be loaded beforehand. 

What about those modules with cryptic names, though? 
What do they do exactly? Here’s where the modinfo 

have to fiddle with the IRQs and I/O ports that a device needs 
– those days are long gone, thankfully – but you can always 
get a detailed list of hardware resources in use with the 
aforementioned lspci -vv command. More options to lspci 
are available, and you can find out more about these in the 
manual page (man lspci).

What is /dev?
One of the core philosophies of Unix, and 
therefore Linux, is that everything is a file. Not 
just your documents and images, but hardware 
too. That sounds strange at first – how can a 
hardware device be represented as a file? Well, it 
makes sense at a fundamental level. A file is 
something which you can read information from 
and write it to. The same’s true for a physical 
device, such as a hard drive: you can read bytes 
of data from it and write bytes of data to it. 

However, there are some devices (such as 
random number generators) that normally only 
work one way – for instance, they can be read, 
but you have no ability to send anything back.

The /dev directory contains hardware device 
nodes – files representing the devices. For 
example, /dev/dvd is your DVD-ROM drive. With 
a disc in the drive, you could enter cat /dev/dvd 
and it would spew out the binary data to your 
terminal. Device nodes are created automatically 

by the kernel, and some are placed in 
subdirectories such as snd (sound cards/chips), 
input (mice) and so on. There’s a  
/dev/null device that simply eats data and 
destroys it, which you can use when you want to 
redirect output of a command so it doesn’t show 
on the screen. There’s also /dev/mem, a device 
for the machine’s RAM. Running strings /dev/
mem | less is a fascinating way to see what text 
your RAM chips are currently holding.
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command comes into play. For instance, it isn’t at all clear 
what the dm_mod module does, but by running:
modinfo dm_mod

We get a bunch of information. This is largely technical, but 
comes with a handy Description line that provides a smidgen 
of information about what the module does. Unfortunately, 
not every module has anything useful in this field, but it’s 
worth trying if you’re stumped about one’s purpose.

As mentioned, many modules are loaded by the kernel 
automatically. You can also force one to be loaded with the 
modprobe command. This small utility is responsible for both 
loading and removing modules from the kernel, and is a very 
handy way to disable and enable kernel functionality on the 
fly. For instance, in our module list we see that there’s lp, 
parport and parport_pc. These are for printers hooked up to 
the parallel port, which hardly anyone uses these days, so we 
can disable this functionality to free up a bit of RAM with:
modprobe -r lp parport_pc parport

How do we know the right order to enter these? We can 
work it out using the Used By field mentioned before, placing 
the module that the first two depend on at the end of the 
command. So we remove the lp printer module, the parport_
pc PC-specific parallel port driver and finally the generic 
parallel port driver.

Probe deeper
Similarly, we can enable these modules again by using a plain 
modprobe command (without the -r remove flag). Because 
of the dependencies system, we need only specify the first in 
the list, and modprobe will work out what else it needs: 
modprobe lp

This also loads up parport_pc and parport, which we can 
confirm with a quick lsmod command.

While Linux typically handles modules automatically and 
with great aplomb, sometimes it’s useful to have a bit of 
manual input in the process. We can do this by placing a .conf 

file in /etc/modprobe.d/. First up is aliases, a way to provide 
a shorthand term for a list of modules. For instance, you 
might want to be able to disable and enable your soundcard 
manually, but you can’t always remember the specific 
module that it uses. You can add an alias line like this:
alias sound snd-ens1371

Now you can just enter modprobe sound and have your 
card working without having to remember the specific driver. 
Using this system, you can unify the commands you use 
across different machines. Then there’s options, which 
enables you to pass settings to a module to configure the way 
it works. To find out which options are available for a 
particular module, use the modinfo command as described 
previously, looking for parm sections in the output.

For instance, when running modinfo snd-intel8x0 we can 
see a list of parm sections that show options available for this 
sound chip module. One is called index. Our CentOS on 
VirtualBox /etc/modprobe.d/alsa-base.conf shows this in 
action with:
options snd-intel8x0 index=0

Custom commands
Lastly, we have the install and remove facilities. These are 
really powerful: they enable you to replace commands with 
different ones. For instance, in CentOS on VirtualBox we see:
remove snd-intel8x0 { /usr/bin/alsactl store 0...

The full line is much longer, but essentially it says: ‘When 
the user or system runs modprobe -r snd-intel8x0, execute 
this command instead, beginning with alsactl – a volume 
control utility.’ In this way, you can perform clean up and 
logging operations before the module removal takes place.

To prevent a module from loading entirely, simply alias it to 
off in, say,  /etc/modprobe.d/noparport.conf:
alias parport off

This will stop the module from ever being loaded, and 
therefore usually stop the hardware from being activated.

You can find out 
more about LPI 
certification at 
the organisation’s 
website: www.lpi.
org. There you’ll 
find detailed lists of 
objectives covered 
in the various 
qualifications and, 
best of all, sample 
exam questions. 

Quick
tip

 An example  
modprobe.d/ 
conf file in 
CentOS 7. Note 
the ability 
to expand 
upon remove 
commands in the 
last line.

 Listing driver modules with the lsmod command.

What are HAL, udev, D-Bus?
Desktop environments, such as Gnome  
and KDE, are abstracted from the nitty-gritty  
of hardware management. After all, Gnome 
hackers working on a photo app don’t want to 
write code to poke bytes down a USB cable to  
a camera – they want the OS to handle it. This 
makes sense and enables Gnome to run on  
other OSes. Back in the dark ages, the HAL 

(hardware abstraction layer) daemon once 
provided this abstraction, but it was replaced  
by udev, a background process that creates 
device nodes in /dev. Today udev (besides  
a few other subsystems) has since been 
subsumed into systemd.

How do programs interact with udev? They  
do this primarily via D-Bus, an inter-process 

communication (IPC) system which helps 
programs send messages to one another.  
For instance, a desktop environment can ask 
D-Bus to inform it if a new device is plugged in. 
D-Bus gets this information from udev when  
the user plugs in hardware and then informs  
the desktop so that it can pop up a dialog or 
launch an app. 



If this article were written in the mid 1990s, we’d have to 
include long sections on the various ports sitting around in 
the back of a PC case. PS/2, AUX, serial, parallel… almost 
every device required its own connector and things were 
extremely messy. Thankfully, the situation is much simpler 
today with USB (Universal Serial Bus) – virtually every 
mainstream computer made in the last decade includes  
at least one USB port. The specification hasn’t stayed  
still either: we’ve had USB 3 and 3.1 ramping up speeds  
to compete with other connectivity systems, such as  
FireWire and Thunderbolt.

When you plug in a USB device, the kernel initially probes 
it to find out what class it belongs to. USB devices are 
organised into these classes to facilitate driver development. 
There are classes for audio devices, printers, webcams, 
human interface devices (mice, keyboards, joysticks) and 
more. There’s even a vendor-specific class for very 
specialised devices that don’t fit into the normal categories 
and therefore require specific drivers to be installed.

ls + usb = lsusb
Linux’s USB support is excellent, and there are many tools 
available for administrators to find out what’s going on behind 
the scenes. First of all, as the USB controller typically sits on 
the USB bus, we can use our trusty lspci command to find 
out information about what type of USB controller we have:

Hardware-less booting
We’re all used to installing Linux on machines  
that have the essential peripherals: a keyboard, 
display and mouse. You can probably get away 
with ditching the mouse if you’re familiar with  
the right kind of tab-space-enter combinations  
for your particular distro installer, but the other 
devices seem obligatory. Or are they? In a server 
environment, where your machine may be rack 

mounted and hard to access, you might have  
to install without hooking up these extra 
peripherals – and that’s where network booting 
comes into play.

The magic to this method is PXE, Preboot 
Execution Environment. This is a bit of firmware 
on the computer that scans the network for an 
NBP (Network Bootstrap Program), which it then 

loads and executes. For this to work you’ll need 
functioning DHCP and TFTP servers on your 
network, with the latter serving up the appropriate 
boot files for the distro. If your machine’s BIOS 
doesn’t support PXE, there’s still another option – 
USB booting. You can boot a rudimentary Linux 
system from a USB key, which then goes on to 
load a more substantial setup from the network.

 The verbose output from the lsusb -v command.

Section 3: USB peripherals
lspci | grep -i usb

Here, we’re taking the output of lspci and piping it through 
to the grep utility, to search for all instances of the word USB 
in upper or lower-case. Don’t worry if piping and grep are 
unfamiliar: we’ll cover the command line in a later installment. 
Currently all you need to know is that this command filters 
the lspci output to just lines containing USB information. 

After you’ve run the command, a few lines of information 
should appear, telling you the vendor and type of USB 
controller that you have. Slightly confusingly, there are two 
standard controller types for USB 1: UHCI and OHCI. USB 2.0 
created EHCI, which layers on top of one of those. You don’t 
need to worry about the differences between them, since the 
kernel handles this itself, but be aware that there’s a bit of 
fragmentation in the USB world.

Like lspci, there’s a command we can use to list all devices 
connected to our USB controller, and that’s:
lsusb

On its own, this command doesn’t generate a great deal of 
information – just a list of device numbers and their positions 
on the USB bus. You can make it a bit more useful by adding 
-t, which shows the devices in a tree-like format and helps 
you see which are connected to which. However, by adding 
the -v flag we get much more verbose information, as shown 
in the screenshot on the left.

Look through the results and you can see information on 
both the USB controller you have and the devices connected 
to your box. If you’re feeling particularly adventurous, go into  
/sys/bus/usb/devices, and there you’ll see directories for 
each device, in which are files containing the manufacturer 
name, speed, maximum power usage and more.

As covered before, kernel modules are usually the method 
through which hardware devices are supported in Linux. This 
is also true for USB. Try this command, for instance:
lsmod | grep hci

On our machine, it shows that the kernel has loaded a 
module for the OHCI controller, and also a module for EHCI 
USB 2.0 support along with that.

Dmesg in a bottle 
A good way to determine how the kernel is recognising as 
USB device is with the dmesg command. This spits out a list 
of messages generated by the kernel since bootup. Run 
dmesg, then plug in a USB device, wait a few seconds for it to 
be recognised, and run dmesg again, noting the differences. 
Extra lines will be added to the bottom of the dmesg output, 
showing that the kernel has (hopefully) recognised the device 
and activated it. 

 27 



LINUX
Part 2: After our previous foray 
into the world of hardware, in 
this class we’ll prep your Linux 
skills with a detailed look at the 
boot process. Oh, and spit out 
that gum!

School of

You press the power button on your PC. A bunch of 
messages scroll by, or perhaps a flashy animation if 
you’re using a desktop-oriented distro, and finally you 

arrive at a login prompt. What exactly happens in the mean 
time? That’s what we’ll be explaining in this instalment of our 
School of Linux series. Like the last installment, which 
focused on identifying and managing hardware on your  
Linux system, this tutorial will help you prepare for Linux 
Professional Institute (LPI) certification. So it’s useful if you 

The Linux boot process is an intricate collection of processes 
and scripts that turn your PC, initially nothing more than a 
lump of cold metal, into a powerful workstation or server. 
Let’s go through the key steps in order.

BIOS/UEFI
The BIOS (Basic Input/Output System) or on modern 
systems, UEFI (Universal Extensible Firmware Interface) are 
small programs that live in a chip on your motherboard. When 
you hit your PC’s power button, the CPU starts executing 
BIOS code. You’ve no doubt seen the ‘Hit F2 for setup’ 
messages that appear when your system starts, providing 
you with access to the BIOS for changing settings such as the 
disk drive boot order. Typically, the BIOS performs a quick 
check of your hardwareand then tries to find a bootloader. 
BIOS systems attempt to execute the first 512 bytes from a 
hard drive whereas UEFI-ready bootloaders are installed into 
a special UEFI partition .

Bootloader
So the BIOS has handed over control to the first part of the 
OS: the half-kilobyte bootloader. Back in the 1980s, such a 

tiny amount of memory was fine for loading an OS kernel. 
However, modern bootloaders must support many different 
filesystems, OSes and graphics modes, so 512 bytes isn’t 
enough. In the case of Grub, as used by most Linux distros, 
the half-k loader then loads another program called Stage 1.5.

This is a slightly larger bootloader that’s located towards 
the start of the drive so that it can be found easily. It then 
loads Grub Stage 2, a fully fledged bootloader that provides 
all of the features you’re used to. Grub reads a configuration 
file, loads the Linux kernel into RAM and starts executing it.

Linux kernel and Init
When the very first bytes of the Linux kernel begin executing, 
it’s like a newborn, unaware of the outside world of your 
system. First, it tries to work out what processor and features 
are available, sees how much RAM is installed and gets an 
overall picture of the system. It can then allocate itself a safe 
place in memory – so that other programs can’t overwrite it 
and cause spectacular crashes – and starts enabling features 
such as hardware drivers, networking protocols and so forth.

Once the kernel has done everything it needs to, it’s time 
to hand control over to userland: the place where programs 

Section 1: From power up to desktop

want to get a job in the Linux world, or even if you just want to 
learn a bit more about your operating system.

Linux certification avoids whizz-bang, rapidly updated 
distros and teaches skills applicable to the more stable, 
enterprise-friendly flavours such as Red Hat Enterprise Linux 
(RHEL), CentOS and Debian. We used CentOS for last 
month’s guide – this time it’s the turn of Debian (version 8).
While distros vary in the way they implement certain features, 
much here will be applicable across the board.
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are run. The kernel isn’t interested in running Bash, Gdm, and 
so on directly, so it runs a single master program: init. This is 
the first proper process on the system. Init is responsible for 
starting the boot scripts that get the system running. Today 
the most common init system is systemd, it having usurped 
the ubiquitous System V (SysV for short).

SysV was based around a concept called runlevels – the 
different running states the system can be in, such as single 
user, multiuser and shutting down. SystemD has a similar 
concept called targets, which we’ll cover later on.

Runlevels or targets determine which services to start – 
establishing a network connection, starting a system logger 
and, on a desktop machine, launching the X server and login 
manager. Once you’ve given your details, the login manager 
launches your desktop or window manager of choice and 
you’re ready to go. This entire process – from power button to 
clicking icons – involves a lot of work, but is generally well-
shielded from the user.

Now let’s look at the bootloader in more detail. In most cases, 
this will be Grub, a powerful program that can launch a range 
of OSes and enables you to make configuration changes at 
startup. We’re going to cover Grub’s configuration files and 
related utilities in a future tutorial – for now, we’ll focus on 
making changes at boot time on our Debian installation.

When Grub appears, just after the BIOS screen, you’re 
given a list of boot options. You can hit Enter to start one of 
these, but you can edit them in place as well. Select the entry 
you want to edit and hit E. You’ll see a whole lot of text, but 
look for the following lines:

Section 2: Editing Grub settings

 Want to see 
how much time 
is being spent 
during bootup? 
You can use 
systemd-analyze 
for that

 Grub is a hugely flexible bootloader. With a tap of E, you 
can edit its options before starting the boot sequence.

set root=’hd0,msdos1’
kernel  /boot/vmlinuz-3.16.0-4-amd64 root=/dev/hda1 ro quiet
initrd  /boot/initrd.img-3.16.0-4-amd64

Have a look at the second line. This tells Grub where to 
find the Linux kernel, and what options to pass over to it. In 
this case, we tell the kernel where the root partition (/) device 
is, then ro says the partition should be mounted as read-only. 
This is so that filesystem checks can be run if needed – but it 
will be remounted as read-write shortly after. Meanwhile, 
quiet tells the kernel that we don’t want it to spit out lots of 
messages, making the boot cleaner and easier to follow.

We can modify these options by using the Down cursor 
key to select that second line and hitting E again. The screen 
will switch to a plain editing mode, where you can add and 
remove options. The cursor keys move around in the line. So 
let’s try something: after quiet, add a single s (with a space 
separating them). What we’re doing is specifying the runlevel 
we want the kernel to boot in – s means single user.

Hit Enter to return to the Grub screen, then press B to 
start the boot process. Since we’re booting into single user 
mode, the normal process stops after the kernel’s initialised 
and mounted the root partition, and you’ll be asked for the 
root user password. Provide it and you’ll enter a prompt. This 
is a limited mode of operation, but handy for sorting boot 
problems – you can edit and fix scripts unhindered.

Booting into the future
Traditionally, Linux (and Unix) boot scripts were 
run sequentially – that is, one follows the other. 
This is simple, and guarantees that certain bits of 
hardware and features will be enabled by certain 
points in the boot process. However, it’s an 
inefficient way of doing things and leads to long 
bootup times, especially on older hardware. 
Much of the time, the scripts are waiting for 
something to happen: for a piece of hardware to 
activate itself, or for a DHCP server on the 
network to send a lease, for instance.

Wouldn’t it be great if other things could be 
done in the delays? That’s the aim of parallelised 
init scripts. While your network script is waiting 
for DHCP, another script can clean /tmp or start 
up the X Window System. You can’t just put 
ampersands on the end of every script call and 
run them all in parallel, though; some scripts 
depend on certain facilities being available. For 
instance, a boot script that gets an IP address via 
DHCP needs to assume that networking’s 
already been enabled by another script.

OpenRC is a parallelised boot system in which 
scripts have dependencies to sort out their order. 
Then there’s systemd  which, ever since being 
included in Fedora 15, has inveigled its way into 
all the major Linux distros. This was not without 
controversy, and you want to avoid it, there are a 
couple of choices (PCLinuxOS, Slackware). For 
the most part though, the storm has died down 
and most people are either happy that their 
systems boot faster or have begrudgingly 
accepted systemd.
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With the aforementioned quiet option and the overall speed 
of modern PCs, it’s quite possible that the photons from the 
boot messages will barely have time to reach your retinas 
before the boot process is finished. Fortunately, then, we can 
read them in peace once the system is fully up and running. 
Look in the file /var/log/messages (you’ll need to be root to 
view this) and you’ll see everything generated by the kernel, 
right from the moment it begins execution. However, since 
the kernel is trying to find out what hardware it lives in, it’s 
sometimes surprised by what it finds, so don’t panic if you 
see entertaining warning messages such as ‘warning: strange, 
CPU MTRRs all blank?’.

Kernel Saunders explains
Roughly, the order in which the kernel works is like this, 
although there’s some overlap:

  Get hardware information from the BIOS (note that this is 
not always reliable).
  Find out how many CPUs/cores there are, and learn of any 
CPU features.
  Get ACPI information and probe the PCI bus for devices.
  Initialise the TCP/IP networking stack.
  Look for hard, floppy and CD-ROM drives.
  Probe for USB controllers and connected devices.

Once the kernel is happy with the state of the system, it 
mounts the root filesystem and runs init, as described before. 
While /var/log/messages is a valuable resource for finding 
out what the kernel has done since it booted, it can become 

Earlier, we mentioned runlevels and targets, which play a 
massively important role in the workings of your Linux 
installation, even if you’ve never heard of them. Almost all new 
distros have embraced systemd, and hence use the related 
notion of targets, but there are still plenty of older SysV-based 
servers out there so it’s worth familiarising yourself with the 
old style. It’s not some secret, inner-kernel black magic, but 
merely a system whereby init runs scripts to turn 
functionality on and off. . There are eight runlevels, seven of 
them with numbers:

  0 Halt the system. Switching to this runlevel starts scripts 
to end processes and cleanly halt the system.
  1 Single user mode. Normal user logins are not allowed.
  2 to 5 Multiuser mode. These are all the same in a Debian 
installation, so you can customise one of them if you need 

A security note: 
anyone with access 
to your machine 
can reboot it 
and play around 
with the Grub 
options, no matter 
how secure the 
OS is. In a later 
tutorial, when 
we cover Grub’s 
configuration file, 
we’ll show you how 
to password protect 
the bootloader to 
stop such nefarious 
antics happening.

Quick
tip

Section 3: Viewing log files

Section 4: Runlevels and the magic of /etc/init.d/

cluttered with lines from other programs as well. For instance, 
on our installation many lines include kernel:, but there are 
others with gnome-session[...] and the like.

If you want to get a kernel-only list of messages, run the 
dmesg command. (You can redirect this into a text file for 
easier reading with dmesg > listing.txt.) While most of the 
messages contained therein will be from the early parts of the 
boot process, this information will be updated if you plug in 
new hardware. Add a USB flash key and then run the 
command, for instance, and you’ll see new lines describing 
how the kernel detected the device.

to. This is the normal mode of operation, allowing multiple 
users to log in, with all features enabled.
  6 Reboot. Very similar to runlevel 0.

Then there’s runlevel S, for single user mode, which we 
enabled before when editing Grub’s boot parameters. This is 
quite similar to runlevel 1, but there are subtle differences: S is 
the runlevel you use when booting the system and you need 
to be in a safe recovery mode. In contrast, you use runlevel 1 
when the system is already running and you need to switch to 
a single user mode to do some maintenance work. Don’t 
worry, though – already logged-in users won’t be kicked off.

Although runlevels 2 to 5 are identical on Debian, in some 
other distros there are specific runlevels in this range. For 
instance, many distros use runlevel 3 for a multiuser, text-
mode login setup, and runlevel 5 for a graphical login (such as 

Alerting users to runlevel changes
Changing runlevels on a single-user machine is 
no problem – you’re already prepared for it. But 
what about on a multiuser machine? What if you 
have other users logged in via SSH and running 
programs? They don’t want everything to 
disappear from under their feet in an instant. 
Fortunately, there are a couple of ways you can 
alert them about the changes to come. First, if 
you log in as root and enter wall, you can type a 

message and hit Ctrl+D to finish. This message 
will then be displayed on the terminals of every 
currently logged-in user. So you could, for 
instance, broadcast, “Shutdown in 10 minutes.” 
Normal users can run wall too, but they can also 
disable messages from other normal users with 
the mesg command.

An alternative way to contact users in order to 
alert them is to mail them. This is similarly simple 

and can be done in a single command, such as 
the following:
echo “Reboot in 10 minutes” | mail -s “Reboot 
notice” user@localhost

If the users are running an email notification 
tool, they’ll see the new message immediately. If 
you’ve got a big installation, with hundreds of 
logged-in users, you’ll want to give several hours 
rather than minutes of advance notice.

 Try gnome-system-log or KDE’s Ksystemlog for a slightly 
more attractive view of your log messages.



Shutting down the system safely
In the desktop operating systems of the 1980s, 
you normally had no special process to shut 
down the computer – you just hit the power 
button when you were done with your work.  
This was fine back then, but on today’s machines 
it can be very risky for two reasons. Firstly,  
some operating systems, including Linux, don’t 
immediately write data to drives when you  
save a file. They wait until other processes want 

to save data, then bundle it all together in  
one big write operation in order to improve 
performance. You can, however, force Linux to 
write all data stored in its RAM buffers to disk 
with the sync command.

Secondly, Linux startup scripts also have 
shutdown equivalents, which make sure 
processes end safely, temporary files are cleaned 
up and so forth. Don’t worry too much, it’s not a 

massive crisis if they’re not run, but it does help 
to keep your system in a tidy state. Most of us 
shut down via widgets on our desktop, but if 
you’d rather do this via the command line, you 
can use systemctl poweroff or systemctl 
reboot. Any locally logged in user can use these. 
The old fashioned, but still perfectly functional, 
command to power off a machine immediately  
is shutdown -h now. 

Xdm/Gdm/Kdm). In days gone by, the runlevel your distro 
runs by default was determined by the /etc/inittab file, 
which may have begun:
id:3:initdefault:

This line tells init that runlevel 3 is to be the default.
Nowadays systemd has taken over and the /etc/inittab 

file only exists as a relic. You’ll probably find it on your system 
and if you edit it you’ll find a message that says just as much. 
Systemd  uses targets as opposed to runlevels, which differ in 
that multiple targets can be active at once. The default target 
is called multi-user.target, which is comparable to runlevel 3. 
There are also rescue.target and graphical.target, 
comparable to runlevels 1 and 5 respectively. Changing the 
default is a simple matter of, say:
systemctl set-default multi-user.target

System V allowed one to change runlevel by calling the 
script /etc/init.d/rc with the number of the runlevel as a 
parameter. The script will work out which other scripts it 
needed to execute for the current runlevel. Thesewere neatly 
organised in numbered directories inside /etc. So you would 
find /etc/rc0.d, /etc/rc1.d and so on.

Changing targets in systemd is done thusly:
systemctl isolate graphical.target

Inside a runlevel
Despite the wide-scale deprecation of SysV, it still lives on 
through systemd’s compatibility layer. This allows systemd  
to work with runlevels and init scripts as opposed to targets 
and service unit files. Let’s have a look inside /etc/rc2.d  
for the default Debian runlevel. Inside, you’ll find a bunch of 
scripts with filenames such as S02postfix and S06rc.local. 
Each of these scripts enables a specific functionality in your 
Linux installation – have a look inside one and you’ll see a 
description comment describing exactly what it does. What 
do the first three characters mean, though? S denotes that 
it’s a script to start something and 04 gives it a position in  
the boot order. These files are actually links to scripts inside 
the directory /etc/init.d.

These scripts are carefully written wrappers around the 
programs after which they’re named. For instance, /etc/
init.d/gdm isn’t just a single-line text file containing gdm; 
rather, it sets up necessary environmental variables, adds 
messages to log files and so on. In a Debian system, most of 
these scripts can be called with parameters. For instance, run 
/etc/init.d/gdm and you’ll see a line like this:
Usage: /etc/init.d/gdm {start|stop|restart|reload|force-
reload|status} 
So you can run /etc/init.d/gdm start to get Gdm going, and 
/etc/init.d/gdm stop to halt it. Note that restart does a 

stop and start, whereas reload asks the program to  
reread its configuration files without actually stopping,  
if this is possible. You can freely use these scripts outside  
of the whole runlevel system – for instance, to restart  
Exim or Apache after you’ve made changes to their 
configuration files.

Systemd unit files are much more general than SysV  
init scripts since, besides services, they also cover mounts, 
devices, slices and timers. However the units governing 
services are at least comparable. For example, look at /lib/
systemd/gdm.service. Service files are modelled after 
Windows ini files, so there are sections, denoted in square 
brackets, each with its own set of key-value pairs of the form 
Directive=Value. In the [Unit] section the Conflicts directive 
tells systemd which units cannot be loaded at the same time 
as the unit and the After directive tells it which units need to 
be loaded before the unit can start. The actual command run 
when the service is started is given in the [Service] section 
by the ExecStart directive, but again, the rest of the unit file 
sets up a sane environment so that this command works. 
Manually starting services (or systemd unit) is done with the 
systemctl command. For example, to start the Gnome 
display manager (assuming it isn’t already running):
systemctl start gdm

Besides starting services, one can also use stop and reload 
with the systemctl command, which are pretty self-
explanatory.

Have you ever wondered where the text terminals at 
bootup come from? The ones you can switch to with 
Ctrl+Alt+Fx from the X server? These are set up in the file  
/etc/systemd/logind.conf by the directive:
NAutoVTs=6

Increase this value to enable TTYs with Ctrl-Alt+F7 (which is 
where your desktop usually goes) to Ctrl-Alt-F12. 

 Each runlevel 
has a directory  
(/etc/rcX.d)  
with symbolic 
links to scripts in 
/etc/init.d.
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LINUX
Part 3: Moving on from 
hardware and booting, our 
class now turns to the 
filesystem, partitioning and 
shared libraries. And yes, 
there’s a test at the end!

School of

Guess how many files you end up with on your hard 
drive after a single-CD barebones Debian 8 install. 
Go on – we’ll wait. Well, the answer is 55,185. That 

seems almost unbelievable – and impossible to manage – 
but fortunately the Linux filesystem layout handles this vast 
number of files well, providing everything with a sensible 
place to live. You don’t need to know what each individual file 
does in great detail, but from its location you can determine 
its overall purpose in the grand scheme of things.

First, let’s look at how a Linux installation is organised on a 
hard drive. As opposed to Windows, which has different 
‘starting points’ or drive letters for each device, in Linux 
there’s one single source of everything – like a Big Bang of 
data. This is /, or the root directory, which is not to be 
confused with the root user, aka administrator. All of the other 
directories stem from this, such as /home/username, your 
home directory. In other words, root is the top-level directory, 
and everything on the system is a subdirectory of it. Here are 
the items you’ll find in the root directory:

  /bin This holds binary files – that is, executable programs. 
These are critical system tools and utilities, such as ls, df, 
rm and so forth. Anything that’s needed to boot and fix the 
system should be in here, whereas /usr/bin has a different 
purpose – as we’ll see in a moment.
  /boot This contains the kernel image file (vmlinuz – the z 
is because it’s compressed), which is the program loaded 
and executed by the bootloader. It also contains a RAM disk 

image (initrd), which provides the kernel with a minimal 
filesystem and set of drivers to get the system running. 
Many distros drop a file called config here – which contains 
the settings used to build the kernel – and there’s a grub 
subdirectory for bootloader configuration, too.
  /dev Device nodes. You can access most hardware devices 
in Linux as if they were files, reading and writing bytes from 
them. See part one of this series for more on /dev.
  /etc Primarily configuration files in plain text format, 
although there are exceptions. Boot scripts (see part two of 
this series) also live here. These are system-wide 
configuration files for programs such as Apache; settings 
for desktop apps typically live in a user’s home directory.
  /home Where home directories usually reside. Each user 
account has a directory here for personal files and settings.
  initrd.img A symbolic link (not a real file, more like a 
Windows shortcut) to the aforementioned RAM disk file in  
/boot. You can see its full link target with ls -l.

Section 1: The Linux filesystem layout

Here we’re looking at how the Linux filesystem fits 
together, partitioning your hard drive and modifying the  
Grub bootloader’s configuration. We’ll also look at how  
shared libraries improve security and reduce disk space 
requirements. As with the other tutorials in this series,  
some filesystem locations and commands may vary 
depending on the distro you’re using. However, for training 
purposes we recommend one used in enterprise, such as 
Debian, which this tutorial is based on.
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  /lib Shared libraries; see the What are shared libraries? box 
at the bottom of this page to learn more. Like /bin, these 
are critical libraries used to boot and run the system at a 
basic level. /lib also contains kernel modules (see part one 
of this series for more).
  /lost+found If your PC crashes or loses power during a 
heavy disk write operation and does a disk check (fsck) on  
next boot, pieces of partially lost files are deposited here.
  /media When external drives, such as USB keys, are 
plugged in, the auto-mounting process will give them a 
directory here from which you can access the files.
  /mnt A bit like /media, except this is usually used for 
manually mounted, long-term storage, including hard drives 
and network shares.
  /opt Optional software. This is quite rarely used, but in 
some distros and packages you’ll find large suites such as 
KDE and OpenOffice.org placed here in order to keep 
everything neatly together (and therefore easy to remove 
or upgrade outside a package manager).
  /proc Access to process information. Each process 
(running task) on the system can be examined here, 
maintaining Unix’s ‘everything is a file’ philosophy.
  /root Personal files used by the superuser or root account. 
Many administrators will keep backups of config files here 
too. When it comes to multiple-user installations, it’s vital 
that normal user accounts can’t poke around here.
  /sbin Binary executable files, similar to in /bin, but 
explicitly for use by the superuser. This contains programs 
that normal users shouldn’t run, such as network 
configuration tools, partition formatting tools and so on.
  /selinux A placeholder for files used by the Security-
Enhanced Linux framework.
  /srv This is intended to be used for data served by the 
system (for example, a web server). However, most 
programs use /var instead.
  /sys Like a more modern /dev, with extra capabilities. You 
can get lots of information about hardware and the kernel 
here, but it’s not important for normal admin jobs.
  /tmp Temporary files. Any program can write here, so you’ll 
see random bits and bobs from background services, web 
browsers and so on. Most distros clean it at boot.

 Most programs 
derive a good 
chunk of their 
functionality 
from shared 
libraries, as 
running the ldd 
command shows.

  /usr This is a different world. /usr contains its own versions 
of the bin, sbin and lib directories, but these are for 
applications that exist outside of the base system. Anything 
that’s vital to get the machine running should be in /bin, /
sbin and /lib, whereas nonessential programs such as 
Firefox and Emacs should live here. There’s a good reason 
for this: you can have the important base system on one 
partition (/) and add-on programs on another (/usr), 
providing more flexibility. /usr, for example, might be 
mounted over the network. In here, there’s also /usr/local, 
which is typically used for programs you’ve compiled 
yourself, keeping them away from the package manager.
  /var Here be files that vary. In other words, files that 
change a lot, such as log files, databases and mail spools. 
Most distros place Apache’s document root here too (/var/
www). On busy servers, where this directory is accessed 
often with lots of write operations, it’s frequently given its 
own partition with filesystem tweaks for fast performance.
  vmlinuz A symbolic link to the kernel image file in /boot.

Depending on your distro, you may find additional items in 
the root directory. However, most distros try to abide by the 
guidelines of the Filesystem Hierarchy Standard (FHS). This 
is an attempt to standardise the filesystem layout across 
distros. You can delve deeper into /var, /usr and other 
directories by looking at the hierarchy manual page – just 
enter man hier in a terminal.

What are shared libraries?
A library is a piece of code that doesn’t run on its 
own, but can be used by other programs. For 
instance, you might be writing an application that 
needs to parse XML, but don’t want to create a 
whole XML parser. Instead, you can use libxml, 
the XML handling library, which someone else 
has already written. There are hundreds of 
libraries like this in a typical Linux installation, 
including ones for basic C functions (libc) and 
graphical interfaces (libgtk, libqt).

Libraries can be statically linked to a program 
– rolled into the final executable – but usually 
they’re provided as shared entities in /lib,  
/usr/lib and /usr/local/lib with .so in the 
filename, which stands for shared object. This 
means multiple programs can share the same 

library, so if a security hole is discovered in it, only 
one fix is needed to cover all the apps that use it. 
Shared libraries also mean program binary sizes 
are smaller, saving disk space.

You can find out what libraries are used by a 
program with ldd. For instance, ldd /usr/bin/
gedit shows a list of libraries including:
libgtk-3.so.0 => /usr/lib/x86_64-linux-gnu/

libgtk-3.so.0 (0x00007fdf9dd8a000)
Gedit depends on GTK, so it needs libgtk-3 

and on the right you can see where the library’s 
found on the system. What determines the 
locations for libraries, though? The answer is in /
etc/ld.so.conf, which nowadays points to all files 
in /etc/ld.so.conf.d. These files contain plain 
text lines of locations in the filesystem where 

libraries can be found, such as /usr/local/lib. 
You can add new files with locations here if you 
install libraries elsewhere, but must run ldconfig 
(as root) afterwards to update a cache that’s 
used by the program loader.

Sometimes you might want to run a program 
that needs a library in a specific place that’s not 
part of the usual locations. You can use the LD_
LIBRARY_PATH environment variable for this. 
For instance, entering the following will run the 
myprog executable that’s in the current 
directory, and temporarily add mylibs to the list 
of library locations as well:
LD_LIBRARY_PATH=/path/to/mylibs ./myprog 

Many games use this method to bundle libraries 
alongside a binary, without needing the binaries. 
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Test yourself!
As you progress through this series of tutorials, 
you may want to assess your knowledge along 
the way. After all, if you go for full-on LPI 
certification when our time together is over,  
you’ll need to be able to use your knowledge on 
the spot without consulting the guides. We’re 
planning to include a comprehensive set of 
example questions when this series concludes, 
but for now here are some tasks to try and 

questions to answer based on the three sections 
in these pages:
1  Where are the kernel image and RAM disk 

files located?
2  Explain the difference between /lib, /usr/lib 

and /usr/local/lib.
3  Explain the available Linux partitioning 

schemes. Why would you put /home on a 
separate partition?

4  Describe how to add a new location for 
libraries on the system.

See if you can answer these without having to 
turn back to the relevant sections. If you struggle, 
no worries – just go back and read it again. The 
best way to learn is to take the information we’ve 
provided and experiment on your machine (or a 
distro in VirtualBox if you don’t want to risk 
breaking an installation).

Drive partitioning is one of those tasks that an administrator 
rarely has to perform, but one that can have huge long-term 
consequences. Allocate the wrong amount of space for a 
particular partition and everything can get very messy later 
on. How you go about partitioning depends on the installer 
your distro uses, so we won’t list thousands of keybindings 
here. Instead, we’ll look at a partitioning tool common to all 
distros, and the options you have when divvying up a drive.

Open up a terminal, switch to root and enter:
fdisk /dev/sda

Replace sda with the device node for your drive. (This 
should be sda on single-hard drive machines, or sdb if you’re 
booting Linux from a second drive. Consult dmesg’s output if 
you’re unsure.) fdisk itself is a simple command-driven 
partitioning utility. Like Vi, it’s austere in appearance, but it’s 
ubiquitous. Enter p and you’ll see a list of partitions on the 
drive, as in the screenshot, below. Type m to list the available 
commands: you can delete partitions (d), create new ones 
(n), save changes to the drive (w) and so forth.

This is a powerful tool, but it assumes that you know what 
you’re doing and won’t mollycoddle you. fdisk also doesn’t 
format partitions – it just gives them a type number. To 
format, type in mkfs and hit Tab to show the possible 
completion options. You’ll see that there are commands to 
format partitions in typical Linux formats (such as mkfs.
ext4) plus Windows FAT32 (mkfs.vfat) and more.

Along with filesystem partitions, there’s also the swap 
partition to be aware of. This is used for virtual memory. In 

Section 2: Partitioning schemes

 Most distros have their own graphical partitioning tools, 
but wherever you are, you’ll always find the trusty fdisk.

other words, when a program can no longer fit in the RAM 
chips because other apps are eating up memory, the kernel 
can push that program out to the swap partition by writing 
the memory as data there. When the program becomes 
active again, it’s pulled off the disk and back into RAM. There’s 
no magical formula for exactly how big a swap partition 
should be, but most administrators recommend between one 
and two times the amount of RAM. You can format a partition 
as swap with mkswap followed by the device node (/dev/
sda5, for instance), and activate it with swapon plus the 
node. You can also use a single file as swap space – see the 
mkswap and swapon man pages for more information.

Partition approaches
Now, what approach do you take when partitioning a drive? 
There are three general approaches:
1  All-in-one. This is a large single partition that contains the 

OS files, home directory data, temporary files and server 
data, plus everything else. This isn’t the most efficient route in 
some cases, but it’s by far the easiest, and means that each 
directory has equal right to space in the whole partition. Many 
desktop-oriented distros take this approach by default.
2  Splitting root and home. A slightly more complex design, 

this puts /home in its own partition, keeping it separate from 
the root (/) partition. The big advantage here is that you can 
upgrade, reinstall and change distros – completely wiping out 
all the OS files if necessary – while the personal data and 
settings in /home remain intact. For a more detailed look at 
the benefits of creating a separate /home partition, see 
Ubuntu’s documentation at http://tinyurl.com/y6emnch.
3  Partitions for all. If you’re working on a critical machine, 

such as a live internet-facing server that needs to be up 24-7, 
you can develop some very efficient partitioning schemes. For 
instance, say your box has two hard drives: one that’s slow 
and one that’s fast. If you’re running a busy mail server, you 
can put the root directory on the slow drive, since it’s only 
used for booting and the odd bit of loading. /var/spool, 
however, could go on the faster drive, since it could see 
hundreds of read and write operations every minute.

This flexibility in partitioning is a great strength of Linux 
and Unix, and it just keeps getting more useful. Consider, for 
example, the latest fast SSD drives: you could put /home on 
a traditional hard drive to give yourself plenty of room at a 
cheap price, but put the root directory onto an SSD so that 
your system boots and runs programs at light speed. 

Want to stop other 
users from fiddling 
with options at the 
Grub boot screen? 
You can password-
protect your boot 
entries so that only 
you can edit them 
– see Grub’s online 
documentation 
at http://tinyurl.
com/6czhkn8  
for a weighty
guide.

Quick
tip



Almost all Linux distributions today use 
Grub 2 (the Grand Unified Bootloader to 
give it its full name) to get the kernel 
loaded and start the whole Linux boot 
process. We looked at Grub in last issue’s 
tutorial, and specifically how to edit its 
options from inside Grub itself. However, 
such edits are only temporary. If there’s a 
change you need to do every time, it’d be 
a pain to interrupt the boot sequence at 
each startup. The solution is to edit the  
/etc/default/grub file.

This isn’t actually Grub’s own 
configuration file – that’s located at  
/boot/grub/grub.cfg. However, that file 
is automatically generated by scripts 
after kernel updates, so it’s not 
something you should ever have to 
change by hand. In most cases, you’ll 
want to add an option to the kernel boot 
line, such as one to disable a piece of 
hardware or boot in a certain mode. You 
can add these by opening up /etc/
default/grub as root in a text editor, 
and looking at this line:
GRUB_CMDLINE_LINUX_
DEFAULT=“quiet”

This contains the default options that are passed to the 
Linux kernel. Add the options you need after quiet, separated 
by spaces and inside the double-quotes. Once done, run:
/usr/sbin/update-grub

This will update /boot/grub/grub.cfg with the new options. 

Old and grubby
If you come across a really old distro with Grub 1, the setup 
will be slightly different. You’ll have a file called /boot/grub/
menu.lst, which will contain entries such as:
title Fedora Core (2.6.20-1.2952.fc6)
root (hd0,0)
kernel /vmlinuz-2.6.20-1.2952.fc6 ro root=/dev/md2 rhgb 
quiet
initrd /initrd-2.6.20-1.2952.fc6.img

Here, you can add options directly to the end of the kernel 
line, save and reboot for the options to take effect. Should 

A mount point 
is a place where 
a partition is 
attached to the 
filesystem. Say, for 
instance, that the  
/dev/sdb2 
partition on your 
hard drive is going 
to be used for the 
home directories: 
in this case, its 
mount point will be  
/home. Simple!

Quick
tip

Section 3: Configuring the boot loader

 The place to add kernel boot options is /etc/default/grub – remember to run update-grub 
afterwards in order to transfer your changes to /boot/grub/grub.cfg.

Grub get corrupted or removed by another bootloader, you 
can reinstall it by running the following as root:
grub-install /dev/sda

Replace sda with sdb if you want to install it on your 
second hard drive. This writes the initial part of Grub to the 
first 512 bytes of your hard drive, which is also known as the 
master boot record (MBR). Note that Grub doesn’t always 
need to be installed on the MBR; it can be installed in the 
superblock (first sector) of a partition, allowing a master 
bootloader in the MBR to chain-load other bootloaders. 
That’s beyond the scope of LPI 101, however, and you’re 
unlikely to come across it, but it’s worth being aware of.

Finally, while Grub is used by the vast majority of distros, 
there are still a few doing the rounds that use the older LILO – 
the Linux Loader. Its configuration file is /etc/lilo.conf, and 
after making any changes you should run /sbin/lilo to 
update the settings stored in the boot sector. 

The magic of /etc/fstab
After reading about the partitioning schemes 
available, and how to set them up using fdisk 
and mkfs, you may be wondering how they hook 
into a working Linux installation. The controller of 
all this is /etc/fstab, a plain text file that 
associates partitions with mount points. Have a 
look inside and you’ll see various lines that look 
like this:
UUID=cb300f2c-6baf-4d3e-85d2-9c965f6327a0 /               
ext4    errors=remount-ro 0       1

This is split into five fields. The first is the 
device, which you can specify in /dev/sda1-type 
format or with a more modern UUID string (use 
the blkid command with a device node to get its 
UUID – it’s just a unique way of identifying a 
device). Then there’s its mount point, which in 
this case is the root directory. Following that is 
the filesystem format, and then options.

Here, we’re saying that if errors are spotted 
when the boot scripts mount the drive, it should 

be remounted as read-only, so that write 
operations can’t do more damage. Use the man 
page for mount to see all the options available 
for each filesystem format. The final numbers 
deal with filesystem checks, and you don’t need 
to change these defaults.

You can add your own mount points to /etc/
fstab with a text editor, but beware that some 
distros make automatic changes to the file, so be 
sure to keep an original copy backed up too.
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Part 4: In this class, we 
examine a topic that all  
administrators have to deal 
with: package management. 
Read on to learn how it works 
in RPM and Deb flavours.

School of

Installing software on Linux – that’s a doddle, right? Just 
fire up your lovely graphical browser, poke checkboxes 
next to the apps you fancy and they’ll magically be 

downloaded from the internet and installed. That’s all well and 
good for most users, but if you’re looking to be a serious 
sysadmin some day, you’ll need to know the nitty-gritty of 
managing packages at the command line, too. (Note: we’ll be 
covering the command line fully in a later tutorial; we’re just 
going to focus on a small set of utilities here.)

If you’re somewhat new to the world of Linux, it’s worth 
considering what a package actually is. Ultimately, it’s a single 

Let’s start with Deb packages, originally created by the 
Debian project and now used in a vast range of Debian-based 
distros, such as Ubuntu. Here’s the filename for a typical 
Debian package:
nano_2.2.6-3_amd64.deb

There are five components to this filename. First is the 
name of the application, followed by its version number 
(2.2.6). The -3 is the distro’s own revision of the package, 
separate from the version number of the application. For 
example, if a package is built incorrectly or is missing some 
documentation, when it’s rebuilt, that number will increment 
to 4, 5 and so forth. Then there’s amd64, which identifies the 
CPU architecture that this package runs on, and finally the 
.deb identifier suffix.

Let’s say that you’re running Debian 6 and you have that 
nano package, which you’ve downloaded from the internet, 

and it’s sitting in your home directory. Navigate to 
Applications > Accessories > Terminal and enter su to switch 
to the superuser (administrator). To install the package, enter:
dpkg -i nano_2.2.6-3_amd64.deb

Provided that there are no problems (such as the fact that 
you’ve got a newer version of Nano already installed, or you’re 
missing libraries that it depends on), the package will be 
installed successfully and you can enter nano to fire it up. 
Dpkg is a useful utility for installing one or more package files 
that you’ve already downloaded – if you have multiple 
packages to install, use dpkg -i *.deb/ (the asterisk is a 
wildcard, here meaning all files ending in .deb).

There are two ways to remove a package. Running:
dpkg -r nano

will remove the program, but will leave any configuration files 
intact (in this case, /etc/nanorc). This is useful to system 

Section 1: The Debian way

compressed file that expands into multiple files and 
directories. Many packages contain programs, but some 
contain artwork and documentation. Large projects (such as 
the KDE suite) are split up by distro-makers into a range of 
packages, so that when one small program has a security fix, 
you don’t need to download the entire desktop.

Packages are typically more involved than simple archives, 
though. For instance, they can depend on other packages or 
include scripts that should be run when they’re installed and 
removed. Making a high-quality package can be a lot of work, 
but it does make life easier for users.
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administrators who make customisations to config files – you 
might want to get rid of a package in order to replace it with  
a more tailored, source-built version, but to retain the same 
config file. If you want to get rid of everything, run the dpkg 
--purge nano command.

This is fine when you have pre-downloaded packages to 
install, but a more flexible alternative is apt-get. APT is the 
Advanced Package Tool, and provides facilities beyond simple 
package installation and removal. Most notably, apt-get can 
retrieve packages (and dependencies) from the internet. For 
instance, say you want the Vim editor, but you don’t have the 
relevant Deb packages to hand. Enter:
apt-get install vim

APT will retrieve the correct packages for your current 
distro version from the internet and install them. Just before 
the download phase, however, you’ll be given a chance to 
confirm the operation:
Need to get 7,005 kB of archives.
After this operation, 27.6MB of additional disk space will be
used.
Do you want to continue [Y/N]? 

This tells you what effect the operation is going to have on 
your disk space (showing the download size and 
uncompressed size). Enter Y to continue.

How does APT know where to get the packages from? 
This may all seem like black magic, but there’s a clear system 
behind it: repositories. Essentially, a repository is a structured 
online collection of packages for a particular version of a 
Linux distribution. These packages have been checked to 
work with a distro, and any dependencies that a package may 
need should be included. Repositories can range from vast 
archives containing thousands of packages – such as 
Debian’s – to small, private collections lurking out in the 
backwater of the internet.

Because these repositories are online, they can be 
specified as URLs. Have a look in /etc/apt/sources.list and 
you’ll see lines such as:
deb http://ftp.uk.debian.org/debian/ jessie main

Here, deb tells APT that the URL is a source of Deb 
packages, and that’s followed by the URL itself. From there, 
you have the version identifier for the distro, which in this 
case is jessie, to signify Debian 8. Lastly, you have the 
category of packages that you want to access. In Debian, for 
instance, there’s the main category for packages that abide 
by its free software guidelines, but there’s also a non-free 
category for programs that aren’t quite so open.

 Just because 
you’re at the 
command line, 
you don’t have to 
forsake a good 
package manager 
– Aptitude does 
the trick.

So that’s the general source for programs you may wish to 
install, but there’s also another repository for security and 
bugfix updates, which can be found with:
deb http://security.debian.org/ squeeze/updates main

An increasing number of Linux software providers are 
supplying their own repositories to go alongside the official 
distro ones. If you’re given a string of text similar to the one 
above to install a package, paste it into your /etc/apt/
sources.list file and save the changes. APT stores a local 
cache of package information for quick searching, so it won’t 
have details of the new packages until you tell it to update:
apt-get update

Once you’ve done this, you’ll be able to install the very 
latest packages. (To install all updated packages at once, use 
apt-get upgrade.) You can also make queries to the local 
cache by running the appropriately named apt-cache 
command. For example:
apt-cache search chess

This command will display a list of all of the available 
(accessible in the repositories) packages with the word chess 
in their title or description.

APT is an extremely powerful system, and its functionality 
is spread across several utilities (enter apt and hit Tab to see 
the existing options). You can harness a lot of its functionality 
in a single program by entering aptitude. This is an Ncurses-
based program that provides various GUI-like features in a 

Converting packages with Alien
RPM and Deb are the big two package formats in 
the Linux world, and they don’t play nicely with 
one another. Sure, you can install the Dpkg tools 
on an RPM box (or the rpm command on a 
Debian box) and try to force packages to install 
that way, but the results won’t be pretty and you 
can expect a lot of breakage. 

A slightly saner option is to use the Alien tool, 
which is available in the Debian repositories. This 
handy utility converts Deb files to RPMs,  
and vice versa. For instance:

alien --to-deb nasm-2.11.05-1.amd64.rpm
This generates a file called nasm_2.11.05-1_

amd64.deb, which you can then install with the 
dpkg -i command described earlier. Whether or 
not it will install properly is another matter, 
though: some packages can be so specific to 
distros that they will simply fall apart when you 
attempt to use them elsewhere. 

All that Alien does is modify the compression 
format and metadata formats to fit a particular 
packaging system; it can’t guarantee that the 

package will adhere to the filesystem layout 
guidelines of the distro, or that pre- and post-
installation scripts will function correctly.

Over the years, we’ve had reasonable success 
when using Alien to convert small, standalone 
programs that have minimal dependencies. You 
might be in luck, too. Large apps are generally 
out of the question, though, and trying to replace 
critical system files (such as glibc) with those 
from another distro would be a very unwise  
move indeed.

After installing 
programs with 
apt-get install, 
the downloaded 
packages are 
stored in a cache 
in /var/cache/
apt/archives to 
be reused later. 
This can get large 
if you’re installing 
big beasts such 
as KDE, though: 
to clean it up, run 
apt-get clean.

Quick
tip
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Building packages from source code
Most binary packages you’re likely to come 
across have been generated from a source code 
equivalent. The process of creating packages is 
rather more involved than just gzip-ing up a 
binary, so scripts and configuration files are 
required. On Debian-based distros, the first step 
is to install the required tools:
apt-get install dpkg-dev build-essential fakeroot

Next, tell Debian that you want access to 
source code and not just binary Debs by opening 
up /etc/apt/sources.list and duplicating lines 
that start with deb to deb-src. For example:
deb-src http://ftp.uk.debian.org/debian/ jessie 

main
(Depending on your setup, you may have 

these tools installed by default.) You can then  
get the source for a program with apt-get 

source package, replacing package with the 
program name. The original upstream source 
code will be downloaded, extracted and  
patched with any distro-specific changes.  
You can switch into the resulting extracted 
directory with cd package-*. Some packages 
have library and additional tool dependencies  
for building, which you can install using apt-get 
build-dep package.

You can now go about making any source 
code customisations you need, or changing the 
optimisation options for the compiler in the 
CFLAGS line in debian/rules. Then build the 
package using:
dpkg-buildpackage

Once the build process is complete, enter  
cd .. to go to the directory above the current one, 

then ls. You’ll see that there are one or more 
freshly built Deb packages, which you can 
 now distribute.

For RPM systems, you can install the 
Yumdownloader tool, which lets you grab SRPM 
(source RPM packages) via yumdownloader 
-source package (replacing package with the 
name of whatever you need). An SRPM contains 
the source code along with specifications for 
building the code (a SPEC file), plus any distro-
specific tweaks and patches.

You can then build binary packages from them 
with rpmbuild --rebuild filename.src.rpm. 
Depending on the program that you’re building, 
you’ll end up with one or more binary RPM 
packages, which you can go on to distribute 
and install.

 Want to change a program’s settings via its package scripts? You can do so 
using the dpkg-reconfigure command.

text mode environment, such as menus, dialog boxes and 
so on. It even has a Minesweeper clone built in! 

You can browse lists of packages using the cursor keys 
and Enter, and the available keypress operations are 
displayed at the top. Hit Ctrl+T to bring up a menu. Aptitude 
is great when you’re logged into a remote machine via SSH 
and need to perform a certain job but can’t remember the 
exact command for it, as you can simply look in the menu to 
find it, instead of struggling.

Let’s go back to the Dpkg tool for a moment. As well as 
installing and removing packages, Dpkg can be used to query 
the database of installed packages. For instance, if you want 
to list the files included in the nano package:
dpkg -L nano

Debian packages carry a status, reflecting the state of 
integration they have with the system. This is a complex topic 
that’s beyond the scope of LPI 101, but in a nutshell: packages 
can be fully installed, or they can be half-installed and waiting 

for certain configuration options to be set. They can also be 
unpacked (the files extracted but installation scripts not yet 
run). Enter dpkg -l nano (lowercase L this time) and you’ll 
see a table with information about the package, and some 
basic ASCII art pointing to the two ‘ii’ columns at the start. 
This shows that the administrator wants the package to be 
installed (meaning that it isn’t going to be removed in the next 
round of updates), and that it’s actually installed as well.

To get a more detailed list of information about a package, 
run this command:
dpkg -s nano

This will provide everything you need to know about the 
package: its version, size, architecture, dependencies and 
even the email address of the maintainer, in case you wish to 
report any problems (although it’s often better to use a 
distro’s bug-tracking tools). An interesting feature here is the 
provides line. Nano, for instance, provides the ‘editor’ feature, 
which is deliberately generic. Some other command-line tools 
depend on a text editor being installed, but it would be silly for 
them to specify an exact editor, such as Emacs or Vim. 
Instead, they ask that a package that provides ‘editor’ is 
installed – and so Nano does the trick.

Another useful command is dpkg -S, followed by a 
filename. This searches for files matching this filename on the 
system, and then tells you which package provides them. For 
instance, dpkg -S vmlinuz will locate the vmlinuz kernel file 
on the system and show you which package originally carried 
out its installation.

Finally, a word about package configuration. As you know, 
many programs have text-based configuration files in the  
/etc directory that you can modify by hand. That’s all fine, but 
many Deb packages try to make things easier for the 
administrator by providing a certain level of automation. 
Install the Postfix mail server via apt-get, for instance, and a 
dialog box will pop up, offering to guide you through the 
server setup process. This saves you from having to learn the 
format of a specific configuration file. If you do ever need to 
change the configuration and want to do it the Debian way, 
simply use this command:
dpkg-reconfigure postfix



To see a list of all 
installed packages 
on a Deb-based 
system, enter dpkg 
-l. For RPM-based 
distros, enter rpm 
-qa. Because these 
lists are long, you 
might find it more 
convenient to 
redirect the output 
to a text file with 
rpm -qa > list.txt.

Quick
tip

Originally starting life as the Red Hat Package Manager, today 
this system has adopted a recursive acronym (RPM Package 
Manager) to highlight its distro neutrality. A vast range of 
distros use RPM, so it’s likely to stay around for a long time – 
especially as it’s the chosen package format of the Linux 
Standard Base. Here, we’re using CentOS 7, the super-reliable 
community-supported rebuild of Red Hat Enterprise Linux.

Basic package management on an RPM system is, as 
you’d expect, done with the rpm command. This enables you 
to work with packages that you’ve downloaded. For instance, 
if you’ve grabbed a package for NASM:
rpm -Uvh nasm-2.10.07-7.el7.x86_64.rpm

You can see here that the filename structure is the same 
as that with Deb packages: first you have the name of the 
package, then its version (2.10.07 in this case), followed by 
the package maintainer’s own version (7). The el7 refers to 
Redhat Enterprise Linux 7. Lastly, there’s the architecture and 
the .rpm suffix.

Look at the flags used in this command: -U is particularly 
important, because it means ‘upgrade’. You can use rpm -i to 
install a package, but it will complain if an older version is 
already installed;  -U can install a new package or upgrade an 
existing one, meaning you only have to use one command. 

If you’ve downloaded an RPM file and want to check that it 
isn’t corrupt, use rpm --checksig filename. Removing a 
package is simple, too – just run rpm -e nasm.

There are a few ways to find out information about a 
package. When dealing with an RPM file before installation, run:
rpm -qpi nasm-2.10.07-7.el7.x86_64.rpm

For dealing with packages that are already installed, 

Section 2: The RPM way

 Getting information about a package is straightforward 
when using the rpm -q command.

remove the p flag and just use the stem of the package name. 
For instance, the equivalent of the previous command for 
when NASM is already installed would be:
rpm -qR nasm

To get a list of files installed by a package, use rpm -ql 
nasm. You can find out to which package a file belongs by 
using rpm -qf /path/to/file. The rpm command is 
tremendously versatile, like its dpkg cousin. To explore its 
capabilities further, see the manual page (man rpm).

It’s also worth noting that you can install RPM packages 
before installing by converting them to CPIO archives and 
extracting. For instance:
rpm2cpio nasm-2.10.07-7.el7.x86_64.rpm > data.cpio
cpio -id < data.cpio

This will expand the files contained in the package into the 
current directory, so you may end up with a usr directory, etc 
directory, and so on.

While the rpm command is useful for working with local 
packages, there’s also a tool that automates the job of 
retrieving packages and dependencies from the internet, 
much like Debian’s APT. This is called Yum – Yellowdog 
Updater Modified – and was originally based on a program 
for another distro. For instance, if we want to install the Z Shell 
but don’t have any packages with us locally:
yum install zsh

Yum will check its cache of package information, work out 
which dependencies are required and prompt you to hit Y if 
you want to proceed with the operation. If so, it will download 
and install the required packages. You can see a list of 
packages matching a keyword with yum list followed by the 
keyword, and get information on a package before installing 
with yum info, followed by the package name.

Yum is especially useful for grabbing operating system 
updates: run yum update and it’ll show a list of packages 
that have been changed remotely since the installation took 
place. Where’s it finding these packages, though? The answer 
lies in the /etc/yum.repos.d directory. Inside, you’ll find text 
files ending in .repo, which contain repository information – 
locations for package stores on the internet. For instance, the 
stock CentOS installation that we’re using for this tutorial 
contains repositories for all of the main CentOS packages and  
their relevant updates.

It’s worth noting that yum has been deprecated in favour 
of dnf for recent versions of Fedora, Redhat’s community 
distro. However, aliases are in place there so rpm commands 
will still work there, and CentOS 7 will continue to support 
yum for the duration of it’s lifecycle. Adding dnf support in 
CentOS is also straightforward.

Test yourself!
Once you’ve read through this tutorial, 
internalised all of the concepts and tried out your 
own variants of the commands, it’s worth 
checking that you can respond in an exam-like 
situation. Read these questions, then rotate the 
page to see the answers underneath.
1   What’s the command used to remove a Deb 

package, including its configuration files?
2   Which file contains a list of repositories used 

in Debian-based distros?
3   Which command provides a detailed list of 

information about a package in Debian?
4   Which command would you use to convert an 

RPM file to a Deb?

5   How do you remove a package from an 
RPM-based system?

6  Where do Yum’s repositories live?
7   How do you refresh the cache of packages 

with Yum?

1. dpkg --purge 2. /etc/apt/sources.list  3. dpkg -s  4. alien --to-deb   
5. rpm -e  6. /etc/yum.repos.d  7. yum makecache
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LINUX
Part 5: After much delving 
around in hardware, the 
filesystem and packages,  
it’s time to fully master the 
command line.

School of

Some naysayers would have you believe that the 
command line is a crusty old relic of the 1970s, a 
pointless propellerhead playground which real human 

beings don’t touch. But when it comes to the world of a 
system administrator, nothing could be further from the truth. 
The command line, aka shell, is more important than ever – 
and for good reason:

  It’s always there. It exists underneath all the layers of GUI 
goodness that we see on a typical desktop Linux installation, 
so even if your window manager is playing up, you can hit 
Ctrl+Alt+F2 to bring up a prompt and fix it.

  It doesn’t require graphics. You can log into a machine 
remotely (using SSH) from the other side of the planet over a 
dial-up connection, and you’ll be able to work just like it was 
your local machine. No sluggish VNC or remote desktop 
required. Similarly, on many machines, such as servers, you 

If you’re running a graphical Linux installation, you can bring 
up a command line prompt via your desktop menus – it’s 
typically called Terminal, Shell, XTerm or Konsole. In this case 
we’re using CentOS 7, where the command line is found 
under Applications > Accessories > Terminal. When it’s 
launched, we see this:
[mike@localhost ~]$

That’s the prompt, and there are four parts to it: first is  
the username currently logged in, in this case mike. Then 
there’s the hostname of the machine we’re using – localhost. 
The tilde (~) character shows which directory we’re currently 

working in; it could show bin if we were in /usr/bin for 
instance. The user’s home directory is typically where a 
terminal session starts its life, and the tilde is a shorthand way 
of saying /home/mike here, so that’s why it appears.

Finally, we have the dollar sign, which is our prompt for 
input. This indicates that we’re running as a regular user; if 
you enter su to switch to the superuser (root) account, and 
then your password, the dollar sign will change into a hash 
mark (#) instead. Let’s try entering a command. Many exist 
as standalone words. For instance, enter:
uname

Section 1: Getting orientated

won’t want all the fluff of a GUI installed. The command line  
is all you need.

  It’s direct. It does exactly what you tell it to do. No “click 
over on that red button kind-of near the top-left, then find the 
menu that says Foo and check the box beside it” madness. 
You just type in exactly what you want the computer to do, 
and it does it. No messing around.

Consequently, all good administrators have a very solid 
understanding of the command line, and if you’re heading for 
LPI certification then you’ll need to grasp the concepts and 
tools discovered here. If you’re new to Linux, it’s also a good 
way to understand just how powerful and versatile the 
command line is. We’ve used a few standalone commands in 
previous instalments of this series, but now we’re going to 
explore Bash – the default shell in 99.9% of Linux distros – in 
more depth, so let’s get started!
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This outputs the name of the operating system, ‘Linux’. 
However, uname has more features up its sleeve, and  
these can be accessed using flags (also known as  
parameters or switches). 

These flags are usually specified with hyphens and letters 
or words. For instance, try:
uname -a

This runs the uname program, but passes the -a flag to it 
which means ‘show all information’ – so you get much more 
verbose output. For most commands you can see which 
options are available using the --help flag, eg uname --help.

So, now you know what you’re looking at in the prompt, 
how to input a command, and how to change its  
behaviour. That’s the essentials covered – let’s move on to  
file management. 

First up, enter ls – list files. This shows the files and 
directories in the current directory, and depending on your 
system, it might use colours to differentiate between items: 
subdirectories could be blue, for instance.

The ls command on its own doesn’t show any hidden 
items – that is, files and directories beginning with full stops. 
Enter ls -a to see everything. (Hidden files are normally used 
for configuration files that you don’t want cluttering up your 
normal view.) For a detailed list, use ls -l. Note that you can 
combine multiple flags, such as ls -l -a or even quicker, ls -la. 
This shows much more information about the items, 
including the owner, size, modification date and more.

So far we’re in our home directory, but you’ll want to move 
around in your day-to-day life as an administrator. First of all, 
let’s make a new directory:

 The ls 
command for 
listing files is 
very flexible, and 
can display items 
in a variety of 
ways, such as the 
detailed list on 
show here.

mkdir newdir
We can move into this using the cd (change directory) 

command:
cd newdir

If you enter ls in here, you’ll see that there’s nothing inside. 
To go back down into the previous directory, enter cd .. (cd 
space dot dot). 

If you’ve used DOS back in the day, you might recognise 
this – .. always refers to the directory above the current one. 
However, unlike DOS, you need the space in the command. 
And it’s also worth noting that, unlike in DOS, all commands 
and filenames are case-sensitive here.

So you can use cd with directories in the current one, but 
you can also specify complete paths. For instance, you can 
switch into the /usr/bin directory with:
cd /usr/bin

There’s another handy feature of the cd command, which 
is this: enter cd on its own and you’ll switch back to your 
home directory. This saves time when you have a particularly 
long login name, so you no longer have to type something 
huge like cd /home/bobthebob1234.

To display the full path of the directory you’re currently in, 
enter pwd (short for ‘print working directory’). If you’ve just 
changed directory, eg from /usr/bin to /etc, enter cd - (cd 
space hyphen) to switch back to where you were before.

The $PATH to freedom

Man, I need help!

In true connected-up Linux fashion, this box  
has a dependency: the main text of the article. 
Please read it first so that you understand 
environment variables! There’s a special  
variable called $PATH which contains a list of 
locations from which you can run programs. 
Enter echo $PATH and you’ll see these 
directories, separated by colons. For instance, 
there’s /usr/bin, /usr/sbin and so forth (see 
part 3 for a description of filesystem locations). 
When you enter a command, like nano to run  

the Nano text editor, the shell searches in  
these locations to find it.

However, it’s important to note that the 
current directory isn’t part of the $PATH.  
This is a security measure, to stop trojans  
(like a malicious ls binary) ending up in your 
home directory, and being executed each time 
you type ls. If you need to run something from 
the current directory, prefix it with dot-slash, eg 
./myprog. It might seem annoying, but this has 
proven to be a great aspect of Linux and Unix 

system security over the years. You might  
have installed something in /opt which needs  
to be added to your $PATH to function correctly. 
To do this, use the export command as 
described in the main text, but we don’t want to 
wipe out the existing $PATH locations so we do  
it like this:
export PATH=$PATH:/opt/newprog

Now, when you do echo $PATH you’ll see the 
previous locations along with /opt/newprog 
added to the end. 

Want to learn more about the options available to a 
particular command or program? Most commands have 
associated documentation in the form of manual (‘man’) 
pages. These aren’t friendly guides to using the program, but 
quick references that you can bring up when you need to 
check for a particular option. You can access these using 
man followed by the name of the command in question; for 
instance, man ls. In the viewer, use the cursor keys to scroll 
up and down, and press Q to quit out. If you want to search 
for a particular term, hit the forward slash (/) key and then 
type what you’re looking for – for instance, /size to search 
for the word ‘size’ in the man page.
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Creating and expanding archives
Software, patches and other bundles are typically 
distributed as compressed files, and there are a 
variety of formats in use. Fortunately, most Linux 
distributions include the necessary tools to 
explode and re-compress them, but 
unfortunately, they don’t share the same flags. 
It’s really a historical thing, and a bit annoying at 
first, but in time you’ll remember. Here’s a quick 
reference:

   .gz A single compressed file. Expand with 
gunzip foo.gz. To compress a file, use gzip foo.

   .bz2 Like the above, but with stronger (and 
slower) compression. Expand with bunzip2. To 
compress a file, use bzip2. This format used to 
be heavy going on older machines, but with 
today’s PCs it’s the preferred choice for 

distributing large source code archives such as 
the Linux kernel.

   .tar A tape archive. Few people use tapes 
today, but it’s a system of bundling multiple files 
together into a single file (without compression). 
Expand with tar xfv foo.tar. Join with tar cfv 
foo.tar file1 file2 dir3 (that creates a new 
archive called foo.tar with the files and/or 
directories inside).

   .tar.gz / .tar.bz2 A combination of the 
previous formats, and the most common way for 
distributing source code. Files are  
gathered together into a single lump with tar, and 
then compressed with gzip or bzip2. To extract: 
tar xfv filename.tar.gz or tar xfv filename.tar.
bz2. To compress: tar cfvz foo.tar.gz file1 file2 

(for .tar.gz) or tar cfvj foo.tar.bz2 file1 file2 (for 
.tar.bz2).

   .cpio A relatively rare format that bundles files 
together into a single file (without compression). 
Extract with cpio -id <filename. Join with ls file1 
file2 | cpio -ov > foo.cpio (that character 
between file2 and cpio is a pipe – more on that 
next month). You’ll come across CPIO files if you 
work with initrd images.

Another useful utility is dd, which copies  
data from one source to another. It’s particularly 
useful for extracting disc images from physical 
media. For instance, if you pop in a CD or DVD 
and enter dd if=/dev/cdrom of=myfile.iso, you 
end up with an ISO image (which you can then 
redistribute or burn to another disc). 

Section 2: Delving deeper

 Not sure what type a particular file is? Find out in an instant with the file 
command, which pokes into the first few bytes to work it out.

Directory and filenames can be long, especially when they’re 
strung together into paths, but Bash has a crafty feature: tab 
completion. Type the first few letters of a file or directory 
name, hit tab, and Bash will try to complete it. For instance, 
type cd /usr/lo and then hit tab – it should expand to /usr/
local. If you have two or more directories in /usr beginning 
with lo, Bash will show you which ones are available.

Tab-completion will save you hours of time in your Linux-
using life, as will command history. Using the up and down 
cursor keys, you can navigate through previous commands 
(these are stored in .bash_history in your home directory). 
You can use the left and right cursor keys to move through 
the command and edit it. If you enter history, you’ll see a list 
of the most recent commands entered.

Let’s look at some more file manipulation commands. To 
copy a file, use cp:

cp file1.txt file2.txt
You can copy multiple files into a directory with cp file1 

file2 file3 dir. The command to move files works in a similar 
way, and can be used to rename files: mv oldname 
newname. To remove a file, use rm filename. A note of 
caution though: rm doesn’t go deep into directories and 
remove everything inside, including subdirectories. For that 
you need the recursive switch:
rm -r directory

This removes the directory, all files inside it and all 
subdirectories inside it too – a very powerful and destructive 
command! (An alternative to this is the rmdir command.) If 
you come across a file that you can’t identify, eg its filename 
isn’t very descriptive or it doesn’t have a sensible extension, 
you can use the ever-handy file command:
file /usr/bin/emacs

This excellent little tool probes the first few bytes of a  
file to determine its type (if possible). For instance, if it spots  
a JPEG header, it’ll tell you that it’s a JPEG file. The system file 
uses is called ‘magic’, which is a database of bytes to look out 
for in files which determine their types. Of course, this isn’t 
always 100% accurate, and you might find a plain text file 
identified as ‘Microsoft FoxPro Database’ or something crazy 
like that, if it just so happens to have a certain sequence of 
bytes inside.

In some cases you may want to update the timestamp  
of a file, or create an empty file, and that’s where the touch 
command comes in. Similarly, you’ll often want to locate  
files at the command line, and there are two ways of doing 
this: locate and find. They sound the same, but there’s a 
fundamental difference: if you do locate foobar.txt, it will 
consult a pre-made database of files on the system and tell 
you where it is at light speed. This database is typically 
updated every day by a scheduling program called Cron, so  
it can be out-of-date.

For more to-the-second results, use find, for example:
find /home/mike -name hamster

This will perform a thorough search of /home/mike (and 
all subdirectories) for any items with ‘hamster’ in the name. 
But what if you want to search the current directory without 

Want to run a 
command, and 
close the shell 
session (eg 
terminal window) 
when it has 
completed? Use 
the exec command: 
eg exec nano. On 
leaving the Nano 
text editor, the 
window will close.

Quick
tip



If you’ve entered 
a command that 
looks like it’s going 
to take hours to 
complete, and 
want to stop it, hit 
Ctrl+C. Beware 
that it interrupts 
the command 
immediately, so 
chances are it won’t 
clean up any files it 
was working on!

Accidentally 
messed up the 
display in your 
terminal? You can 
enter clear (or 
press Ctrl+L) to 
clear the screen. 
If that doesn’t 
work, and strange 
characters are 
appearing due 
to the terminal 
spewing out 
random binary 
data, try reset.

Quick
tip

Quick
tip

Section 3: Understanding the environment

 Environment variables alter the way that programs are 
run – get a full list with the env command.

Test yourself!
Think you’ve internalised the topics and 
commands we’ve described here? Want to see if 
you’re ready to use this information in an LPI 
setting or the real world? See if you can answer 
these questions, and rotate the mag to see the 
answers underneath:
1  What does the tilde (~) sign in a command 

prompt mean?
2  How would you list all files in the current 

directory, in detailed mode?
3  Which command to find files uses a pre-made 

database?
4   How would you set the environment variable 
$WM to icewm?

5  How would you add /opt/kde/bin to your 
$PATH?
6  How would you make a .tar.bz2 archive of the 

directory myfiles?
7  You want to run a version of Nano from your 

current directory, not in your $PATH. How?

1 - Home directory. 2 - ls -la. 3 - locate. 4 - export WM=”icewm”. 5 - export 
PATH=$PATH:/opt/kde/bin. 6 - tar cfvj archive.tar.bz2 myfiles. 7 - ./nano.

having to type its full path? Well, remember before we said 
that .. is the directory above the current one? Well, . is the 
current directory. So you could rewrite the previous 
command, providing you’re already in /home/mike, as:
find . -name hamster

The find command can also be used for sizes: find . -size 
+100k locates all files bigger than 100 kilobytes in the current 
directory (use M for megabytes and G for gigabytes). Another 
alternative is to find by type: find . -type f will only show files, 
whereas -type d shows only directories. You can mix -name, 
-size and -type options to create very specific searches.

Bash includes comprehensive wildcard functionality for 
matching multiple filenames without having to specify them. 

The asterisk character (*), for example, means ‘any 
combination of letters, numbers or other characters’. So 
consider this command:
ls *.jpg

This lists all files that end in .jpg, whether they’re 
bunnyrabbit.jpg, 4357634.jpg or whatever. This is useful for 
moving and deleting files: if you have a directory full of 
images, and you want to get rid of those silly ones ending in  
.bmp, you can do rm *.bmp. If you want a wildcard for just a 
single letter, use a question mark:
mv picture?.jpg mypics

This command will move picture1.jpg, pictureA.jpg and 
so forth into the mypics directory.

While typical use of the command line involves typing in 
commands one-by-one, these commands are subject to the 
environment in which they operate. There are environment 
variables which store bits of information such as options and 
settings, and programs can take the information from these 
to determine how they operate. Environment variables are 
usually in capital letters and begin with a dollar sign. For 
instance, try this:
echo $BASH_VERSION

Here, echo is a command which simply outputs text to the 
screen, in this case the contents of the $BASH_VERSION 
environment variable. You’ll see a number such as 4.3.42. 
Programs can probe this variable for their own purposes, 
such as to determine whether or not a user is running version 
4.0 or better and therefore with certain features available. To 

see a full list of the environment variables in use, along with 
their contents, enter env.

You can set up your own environment variables in  
this way:
export FOO=“bar”
echo $FOO

(Note that there’s no dollar sign in the first command.) 
This new $FOO variable will only last as long as the terminal 
session is open; when you end it by closing the window, 
typing exit or hitting Ctrl+D, it will be lost. To fix that, edit the 
text file .bashrc in your home directory, which contains 
variable definitions and other settings that are read when a 
command line session starts. Save your changes, restart the 
terminal and they will take effect.

Bash has other variables alongside those for the 
environment in which programs run; it has its own variables 
too. Enter the set command and you’ll see a full list of them. If 
there’s a variable, either for Bash or the environment, that you 
want to remove, you can do it as follows:
unset FOO

These features, combined with the tab completion, 
wildcard expansion and history facilities, make the Linux 
command line extremely efficient to work in and miles apart 
from the clunky old DOS prompts of yore. As you get more 
and more familiar with the command line, you’ll be tempted 
to leave the file manager behind.

Above all, you feel totally in control. Typos aside, there’s  
no way you can accidentally select the wrong option when 
working at the command line: you are stating exactly what 
you want to achieve. This is just half of the story though – 
next we’ll look at tricks to send the output of one command  
to another, or to a file for later viewing. 
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Part 6: Think you’ve 
mastered the command line? 
Think again! Let’s take it 
further and learn some 
hardcore skills.

School of

As we discovered in the last article, the command line 
isn’t a crusty, old-fashioned way to interact with a 
computer, made obsolete by GUIs, but rather a 

fantastically flexible and powerful way to perform tasks in 
seconds that would otherwise take hundreds of mouse clicks 
and may end up in a nasty case of RSI. 

Additionally, you can’t always rely on the X server 
functioning properly: Proprietary video drivers in particular 
have gotten very good at (ahem) rendering it unusable – in 
which case knowledge of the command line is essential.  

In the vast majority of cases when you’re using the command 
line, you’ll just want the results of your commands to be 
printed to the screen. However, there’s nothing magical about 
the screen, and in UNIX terms it’s equal to any other device. 
Indeed, because of UNIX’s “everything is a file” philosophy, 
then output from commands can be sent to files rather than 
to the screen. Consider this command:
uname -a > output.txt

As we saw last time, uname -a prints information about the 
operating system you’re running. On its own, it displays the 
results on the screen. With the greater-than > character, 
however, the output is not shown on the screen, but is 
redirected into the file output.txt. You can open the file 
output.txt in your text editor to see this, or display it on the 
screen using cat output.txt.

Now try this:
df > output.txt

Look at the contents of output.txt, and it’ll show the results 
of the disk usage command df. An important point here is 
that the contents are overwritten; there’s no trace of the 
previous uname -a command. If you want to append the 
contents of a command to a file, do it like this:
uname -a > output.txt
df >> output.txt

In the second line, the double greater-than characters >> 
mean append, rather than overwrite. So you can build up an 
output file from a series of commands in this way.

This is redirecting. There is, however, another thing you 
can do with the output of a command, and that’s send it 
directly to another program, a process known as piping.  
For instance, say you want to view the output of a long 
command such as ls -la. With the previous redirect operation, 
you could do this:
ls -la > output.txt

Section 1: Redirecting output

With said knowledge, a config file can be updated or  
a module disabled, and your system will be back to normal 
before you know it. Furthermore, if you’re running Linux  
as a server OS, you don’t want a hulking great GUI sitting  
on the hard drive anyway.

The previous installment explained the fundamentals  
of the command line, including editing commands, using 
wildcards and manipulating files, and is an important 
preparation for the advanced topics we’re going to  
handle here.
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What are regular expressions?
At first glance, there’s nothing regular about a 
regular expression. Indeed, when you come 
across something like this:
a\(\(b\)*\2\)*d

you might be tempted to run away screaming. 
Regular expressions are ways of identifying 
chunks of text, and they’re very, very 
complicated. Whatever you want to do – be it 
locate all words that begin with three capital 
letters and end with a number, or pluck out all 
chunks of text that are surrounded by hyphens – 
there’s a regular expression to do just that. They 

usually look like gobbledygook, and vast books 
have been written about them, so don’t worry if 
you find them painful. Even the mighty beings 
that produce this magazine don’t like to spend 
much time with them.

Fortunately, for LPIC 1 training you don’t  
need to be a regular expression (regexp)  
guru – just be aware of them. The most you’re 
likely to come across is an expression for 
replacing text, typically in conjunction with sed, 
the streamed text editor. sed operates on input, 
does edits in place, and then sends the output. 

You can use it with the regular expression to 
replace text like this:
cat file.txt | sed s/apple/banana/g > file2.txt

Here we send the contents of file.txt to sed, 
telling it to use a substitution regular expression, 
changing all instances of the word apple to 
banana. Then we redirect the output to another 
file. This is by far the most common use of 
regular expressions for most administrators, and 
gives you a taste of what it’s all about. For more 
information, enter man regex, but don’t go mad 
reading it.

less output.txt
This sends the list to a file, and then we view it with the less 
tool, scrolling around with the cursor keys and using q to quit. 
But we can simplify this and obviate the need for a separate 
file using piping:
ls -la | less

This | pipe character doesn’t always look well in print; its 
position varies amongst keyboard layouts, but you’ll typically 
find it broken into two mini lines and accessed by pressing 
Shift+Backslash. The pipe character tells the shell that we 
want to send the output of one command to another – in this 
case, the output of ls -la straight to less. So instead of 
reading a file, less now reads the output from the program 
before the pipe.

In certain situations, you might want to use the output of 
one command as a series of arguments for another. For 
instance, imagine that you want Gimp to open up all JPEG 
images in the current directory and any subdirectories. The 
first stage of this operation is to build up a list, which we can 
do with the find command:
find . -name “*.jpg”

We can’t just pipe this information directly to Gimp, as it’s just 
raw data when sent through a pipe, whereas Gimp expects 
filenames to be specified as arguments. We do this using 
xargs, a very useful utility that builds up argument lists from 
sources and passes them onto the program. So the 
command we need is:
find . -name “*.jpg” | xargs gimp

Another scenario that occasionally pops up is that you might 

 Redirecting 
output to create 
new files (or 
append to 
existing files) is 
done with > and 
>> operators.

want to display the output of a command on the screen, but 
also redirect its output to a file. You can accomplish this with 
the tee utility:
free -m | tee output.txt

Here, the output of the free -m command (which shows 
memory usage in megabytes) is displayed on the screen, but 
also sent to the file output.txt for later viewing. You can add 
the -a option to the tee command to append data to the 
output file, rather than overwriting it.

Section 2: Processing text

UNIX has always been a fantastic operating system for 
performing operations on text (both in files and being  
piped around as before), and Linux continues that. Most 
distributions include a wide range of GNU utilities for 
manipulating text streams, letting you take a bunch of 
characters and reorganise them into many different formats. 
They’re often used together with the handy pipe character, 
and we’ll explain the most important tools you need for  
LPI certification here.

First, let’s look at a way to generate a stream of text. If  
you have a file called words.txt containing Foo bar baz,  
then entering:

cat words.txt
will output it to the screen. cat means concatenate, and  
can be used with redirects or pipe characters as covered 
earlier. Often you’ll only want a certain portion of a 
command’s output, and you can trim it down with the cut 
command, like this:
cat words.txt | cut -c 5-7

Here, we’re sending the contents of words.txt to the cut 
command, telling it to cut out characters 5 through to (and 
including) 7. Note that spaces are characters, so in this case, 
the result we see is bar. This is very specific, however, and you 
may need to cut out a word that’s not guaranteed to be at 

Want to store all 
of your work at 
the command 
line in a file? Enter 
script, and you’ll 
start a new shell 
session inside the 
current one. Run 
your commands, 
type exit and you’ll 
see a file called 
typescript has 
been created with 
all the output from 
your work stored.

Quick
tip
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Finding text with the mighty grep
If you’ve been around Linux for a while, you 
might’ve come across the term grep as a generic 
verb, meaning to search through things. While 
find and locate are the standard Linux tools 
for locating files, grep looks inside them, letting 
you locate certain words or phrases. Here’s its 
most simple use:
cat /var/log/messages | grep CPU

This prints all lines in the file /var/log/
messages that contain the word CPU. Note  
that by default this is case-sensitive; if you  
want to make it insensitive, use the -i flag after 
the grep command. Occasionally you might want 
to perform a search that filters out lines, rather 

than showing them, in which case you can use 
the -v flag – that omits all lines containing the 
word.

grep works well with regular expressions (see 
the previous box). There are a couple of 
characters we use in regexps to identify the start 
and end of a line. To demonstrate this, create a 
plain text file containing three lines: bird, badger, 
hamster. Then run this:
cat file.txt | grep -e ^b

Here, we tell grep to use a regular expression 
search, and the ^ character refers to the start of 
the line. So here, we just get the lines that begin 
with b – bird and badger. If we want to do our 

searches around the end of lines, we use the $ 
character like this:
cat file.txt | grep -e r$

In this instance, we’re searching for lines that end 
in the r character – so the result is badger and 
hamster. You can use multiple grep operations 
in sequence, separated by pipes, in order to build 
up very advanced searches. Occasionally, 
especially in older materials, you’ll see references 
to egrep and fgrep commands – they used to be 
variants of the grep tool, but now they’re just 
shortcuts to specify certain options to the grep 
command. See the manual page (man grep) for 
more information.

 Tally up the number of PulseAudio fails in your log files by piping output to  
the nl command.

character 5 in the text (and three characters long).
Fortunately, cut can use any number of ways to break up 

text. Look at this command:
cat words.txt | cut -d “ “ -f 2

Here, we’re telling cut to use space characters as the 
delimiter – ie, the thing it should use to separate fields in the 
text – and then show the second field of the text. Because  
our text contains Foo bar baz, the result here is bar. Try 
changing the final number to 1 and you’ll get Foo, or 3 and 
you’ll get baz.

So that covers specific locations in an individual line of 
text, but how about restricting the number of lines of text  
that a command outputs? We can do this via the head and 
tail utilities. For instance, say you want to list the biggest five 
files in the current directory: you can use ls -lSh to show a list 
view, ordered by size, with those sizes in human-readable 
formats (ie megabytes and gigabytes rather than just bytes).

However, that will show everything, and in a large  
directory that can get messy. We can narrow this down with 
the head command:
ls -lSh | head -n 6

Here, we’re telling head to just restrict output to the top six 

lines, one of which is the total figure, so we get the five 
filenames following it. The sworn enemy of this command  
is tail, which does the same job but from the bottom of a  
text stream:
cat /var/log/messages | tail -n 5

This shows the final five lines in /var/log/messages. tail has 
an especially handy feature, which is the ability to watch a file 
for updates and show them accordingly. It’s called follow and 
is used like this:
tail -f /var/log/messages

This command won’t end until you press Ctrl+C, and will 
constantly show any updates to the log.

When you’re working with large quantities of text, you’ll 
often want to sort it before doing any kind of process on it. 
Fittingly, then, there’s a sort command part of every typical 
Linux installation. 

To see it in action, first create a file called list.txt with the 
following contents:
ant
bear
dolphin
ant
bear

Run cat list.txt and you’ll get the output, as expected. But 
run this:
cat list.txt | sort

And you’ll see that the lines are sorted alphabetically, so you 
have two lines of ant, two lines of bear, and one of dolphin. If 
you tack the -r option onto the end of the sort command, the 
order will be reversed.

This is all good and well, but there are duplicates here, and 
if you’re not interested in those then it just wastes processing 
time. Thankfully there’s a solution in the form of the uniq 
command, and a bit of double-piping magic. Try this:
cat list.txt | sort | uniq

Here, uniq filters out repeated consecutive lines in a text 
stream, leaving just the original intact. So when it sees two or 
more lines containing ant, it removes all of them except for 
the first. uniq is tremendously powerful and has a bag of 
options for modifying the output further: for instance, try 
uniq -u to only show lines that are never repeated, or uniq -c 
to show a line count number next to each line. You’ll find uniq 
very useful when you’re processing log files and trying to filter 
out a lot of extraneous output.

If you need help 
on any of the 
commands used 
here, go to the 
manual page. For 
instance, to read 
the manual for 
the cut command, 
enter man cut. Use 
the cursor keys to 
scroll, hit forward 
slash and type 
text to search, and 
press Q to quit.

Quick
tip
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Juggling text files 
that contain tabs 
can be tricky, but 
there’s a solution 
in the form of the 
expand command. 
This changes 
tabs into blank 
spaces, making 
text easier to 
work with. There’s 
also an unexpand 
command which 
does the reverse.

Quick
tip

 Want to limit the output of a command to the first or last few lines? The head 
and tail commands are your friends.

Test yourself!
Read this tutorial in full? Tried out the commands 
at your shell prompt? Think you’ve fully 
internalised all the concepts covered here? Then 
it’s time to put your knowledge to the test! Read 
the following questions, come up with an answer, 
and then check with the solutions printed 
upside-down underneath.
1  You have a file called data.txt, and you want to 

append the output of the uname command to it. 
How?
2  How would you display the output of df and 

simultaneously write it to myfile.txt?
3  You have file.txt containing this line: 
bird,badger,hamster. How would you chop out 
the second word?
4   You have a 500-line file that you want to split 

into two 250-line chunks. How?
5  And how do you reassemble the two parts?
6  You have file1.txt, and you want to change all 

instances of the word Windows to MikeOS. 
How?
7  And finally, take myfile.txt, sort it, remove 

duplicates, and output it with prefixed line 
numbers.

1 - uname >> data.txt. 2 - df | tee myfile.txt. 3 - cat file.txt | cut -d “,” -f 2. 4 - split -l 250 file.txt. 5 - cat xab >> xaa. 6 - cat file1.txt | sed s/Windows/MikeOS/g > output.txt. 7 - cat myfile.txt | sort | uniq | nl

Let’s move on to reformatting text. Open the previously  
used file, list.txt, and copy and paste its contents several 
times so that it’s about 100 lines long. Save it and then enter 
this command:
cat list.txt | fmt

Here, the fmt utility formats text into different shapes and 
styles. By default, it takes our list – separated by newline 
characters – and writes out the result like a regular block of 
text, wrapping it to the width of the terminal window. We  
can control where it wraps the text using the -w flag, eg cat 
list.txt | fmt -w 30. Now the lines will be, at most, 30 
characters wide.

If you love gathering statistics, then you’ll need a way to 
count lines in an output stream. There are two ways to do  
this, using nl and wc. The first is a very immediate method 
which simply adds line numbers to the start of a stream,  
for instance:
cat /var/log/messages | nl

This outputs the textual content of /var/log/messages, but 
with line numbers inserted at the start of each line. If you 
don’t want to see the output, but rather just the number itself, 
then use the wc utility like so:
cat /var/log/messages | wc -l

(That’s dash-lowercase-L at the end.) wc actually comes from 
word count, so if you run it without the -l flag to show lines, 
you get more detailed results for words, lines and characters 
in the text stream.

Formatting fun
One of the tasks you’ll do a lot as a trained Linux 
administrator is comparing the contents of configuration  
and log files. 

If you’re an experienced coder then you’ll know your way 
around the diff utility, but a simpler tool to show which lines 
match in two files is join. Create a text file called file1 with the 
lines bird, cat and dog. Then create file2 with adder, cat and 
horse. Then run:
join file1 file2

You’ll see that the word cat is output to the screen, as it’s the 
only word that matches in the files. If you want to make the 
matches case-insensitive, use the -i flag. 

For splitting up files, there’s the appropriately named split 
command, which is useful for both textual content and binary 
files. For the former, you can specify how many lines you want 
to split a file into using the -l flag, like this:
split -l 10 file.txt

This will take file.txt and split it into separate 10-line files, 
starting with xaa, then xab, xac and so forth – how many files 

are produced will depend on the size of the original file. You 
can also do this with non-text files, which is useful if you need 
to transfer a file across a medium that can’t handle its size. 
For instance, FAT32 USB keys have a 4GB file size limit, so if 
you have a 6GB file then you’ll want to split it into two parts:
split -b 4096m largefile

This splits it into two parts: the first, xaa, is 4GB (4096MB) 
and the second, xab, contains the remainder. Once you’ve 
transferred these chunks to the target machine, you can 
reassemble them by appending the second file onto the first 
like this:
cat xab >> xaa

Now xaa will contain the original data, and you can rename it.

And some more...
Finally, a mention of a few other utilities that may pop up if 
you take an LPI exam. If you want to see the raw byte data in 
a file, you can use the hd and od tools to generate 
hexadecimal and octal dumps respectively. Their manual 
pages list the plethora of flags and settings available. 

Then there’s paste, which takes multiple files and puts 
their lines side-by-side, separated by tabs, along with pr 
which can format text for printing. Lastly we have tr, a  
utility for modifying or deleting individual characters in a  
text stream. 
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Part 7: OK, class, it’s 
time to learn how to 
handle processes like 
a pro, and get to grips 
with the famously 
minimal Vi editor. 

School of

We’re coming towards the end of our LPI series of 
tutorials, with the final instalment just a few scant 
pages away, so it’s time to look at a few advanced 

topics that you might come across on your system 
administrator travels. 

We’re going to kick off with a look at processes, and how 
you can manipulate them to your liking. There’s nothing 
worse than an errant process deleting important files and 
leaving you feeling helpless, so we’re going to look at  
solutions to this problem. We’ll also look at filesystems,  

Imagine you’re sitting at home, and you fancy a nice cup of 
tea. Being the industrious sort that you are, you call out to a 
nearby family member to make one for you. Said family 
member heads off to the kitchen, and as you look over the 
back of your comfy armchair, you can see that he/she is 
making a cup of coffee instead. Now, in this situation you’d 
call out with a statement like “Gadzooks, I requested a fine 
cup of tea please!” or something similar. But how does it work 
in computing terms? What happens if you set a program 
running, and you want to stop it or change the way it works?

At the most basic level, the equivalent to yelling “stop”  
is pressing Ctrl+C. Try it with a command that generates  
vast amounts of output, like ls -R / to list the root  
directory and all subdirectories. As it spits out thousands of 
lines to your terminal, you can hit Ctrl+C to stop it mid flow. 
It’s finished; there’s nothing more that you can do. This is 
mightily important when you realise you’ve just entered 

something crazy, and you need to stop it before any  
damage is done.

There’s an alternative to this, however. What if you want  
to merely pause the program’s execution for later? Say, for 
instance, you’ve just entered man gcc to read the manual 
page for the GNU C Compiler. You’ve scrolled around and 
found an interesting point in the documentation – so you 
want to try out some things, without losing your position. Hit 
Ctrl+Z, and the manual page viewer will disappear into the 
background, putting you at the command prompt. You can do 
your work and then type fg (for foreground) to bring the 
manual page viewer to the front, exactly where you left it.

It’s possible to start a program in non-viewing mode 
(suspended), so that you can switch to it when you’re  
ready. This is done by appending an ampersand (&) 
character, like this:
man df &

Section 1: Managing processes

not in terms of the contents as we covered that earlier, but  
in how to format partitions as new filesystem types and 
perform checks on them in case anything goes wrong. 

Finally, we’ll explore the Vi editor that’s supplied with 
almost every Linux and Unix installation under the sun,  
and which is notoriously difficult to use at first but can  
be a godsend when you’ve got the essentials sorted.

Next up we’ll have a detailed set of LPI training questions, 
so once you’ve finished this tutorial, perhaps go back to the 
start and re-read for a bit of revision. Good luck!
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Nice to see you, to see you, nice
By default, a process doesn’t have more  
rights to resources than any other process  
on the system. If process A and process B are 
started, and they’re both taxing the CPU, the 
Linux kernel scheduler will split time evenly 
between them. However, this isn’t always 
desirable, especially when you have many 
processes running in the background. For 
instance, you might have a cron job (periodic 
task) set up to compress old archive files  
on a desktop machine: if the user is doing 
something important, you don’t want them  

to suddenly lose 50% of their processing power 
whenever that cron job comes up.

To combat this, there’s a system of priorities. 
Each process has a nice value, which sets how 
the OS should treat it, with 19 the lowest priority, 
counting upwards to zero for the default, and -20 
for the top priority. For instance, if you want to 
start a program with the lowest priority, use:
nice -n 19 programname

This will run the program, and if nothing  
else is happening on the system, it should 
complete in normal time. However, if the system 

gets under load from other processes, it will  
deal with them first. For nice values above zero, 
you have to be root:
sudo nice -n -10 programname

This is for multi-user systems, where the 
administrator wants to give his tasks priority 
(otherwise everyone else would be giving their 
processes maximum niceness!). You can  
change a process’s nice value using the renice 
command – see its manual page for more 
information – and see the values in the  
output of top.

Here, we start the manual page viewer for the df (show disk 
free space) command, but in the background. We get a line of 
feedback on the screen:
[1] 3192

The second number here is the process ID (we’ll come 
onto that in a minute). You can now go about doing your work, 
and when you’re ready to join up with the program you 
started, just enter fg.

This system becomes especially useful when you combine 
multiple programs. For instance, enter:
nano &
man df &

Here we’ve started two programs in the background. If we 
enter jobs, we get a list of them, with numbers at the 
beginning and their command lines. We can resume specific 
programs using a number – for instance, fg 1 will switch to 
the Nano editor, and fg 2 to the manual page viewer.

Let’s move on to processes. Ultimately, a process is an 
instance of execution by a program: most simple programs 
provide one process, which is the program itself. More 
complicated suites of software, such as a desktop 
environment, start many processes – file monitoring 
daemons, window managers and so forth. This helps with 
system maintenance (imagine if all of KDE was one gigantic, 
fat executable where everything stopped if one component 
crashed), and allows us to do some useful things as well.

To show a list of processes, enter ps. You’ll find the output 
rather uninspiring, as it’s likely to be just a couple of lines 
long; this is because it’s only showing processes being run  
by the current user. To view all processes running on the 
machine, enter ps ax. Typically, this will be very long, so you 
can pipe it to the less viewer as described last month:
ps ax | less

Exactly what you see will depend on the specific makeup 
of your Linux installation and currently running programs,  
but here’s an example line:
2972 pts/0 Ss 0:00 bash

The 2972 here is the process ID (PID). Every process has  
a unique ID, starting from 1, which is the /sbin/init program 
that the kernel runs on boot. After that, the pts/0 bit shows 
from which virtual terminal the command was run – if you 
see a question mark here, it’s a process that was started 
outside of a terminal, eg by the kernel or a boot script. The  
Ss says that the process is sleeping (not doing any active 
processing), then there’s a time indicator showing how much 

 Here’s the 
output of ps 
ax, showing 
all running 
processes on  
the system.

CPU time the process has consumed so far, followed by the 
command line used to start the process.

An alternative way to get a list of processes, and one 
which is by default sorted by CPU usage, is by entering top. 
This is an interactive program that updates every few 
seconds, showing the most CPU-intensive tasks at the top  
of the list. It also provides headings (in the black bar) for the 
columns, so you can determine a process’s PID, the user  
who started it and so forth. Note that while there are various 
columns for memory usage, the most important is RES 
(resident), which shows exactly how much real memory the 
process is currently using up. To exit top, press Q.

So, let’s say you are happily running a program, and 
suddenly it goes haywire, gets stuck in a loop and is 
occupying all the CPU. You can’t kill it with Ctrl+C – you 
might’ve started it from your window manager’s menu. What 
can you do? The first option is to find out its PID using the 
previous methods, and then enter:
kill <pid>

Replace <pid> with the number. Although this command 
is named after the act of murdering something, it’s actually 
rather soft in its default state. On its own, kill sends a friendly 
“Would you mind shutting down?” message to the process, 
which the process can then deal with (eg, cleaning up 
temporary files before shutting down). Sometimes this will 

Key combinations 
to stop and pause 
processes, such as 
Ctrl+C and Ctrl+Z, 
work in most cases 
but not always. 
It’s possible for 
programs to 
remap those keys 
to provide other 
functionality – or 
to stop employees 
from jumping out 
of their important 
programs to play 
Nethack!

Quick
tip
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Testing filesystem integrity
Modern Linux filesystems, such as ext4 (the 
default on most installations today), are robust 
and reliable. They can’t perform miracles in the 
event of a power outage, but they can try to leave 
the filesystem in a reasonably consistent state, 
so that you don’t lose all your data. However, 
nothing is invincible and if you’ve had a major 
problem with your hardware, you might suspect 
that something is wrong with your disk. Here’s 
how an administrator would sort it out.

First, enter dmesg and see if there’s anything 
funny in the logs – anything that stands out to do 
with data corruption, bad sectors and so forth. If 
you see anything like that, pop a USB thumb 
drive in the machine and copy all important data 
immediately, because you never know when the 
whole drive might fail. Next, Use the df -h 
command to see how much free space is on the 

drive; if it’s much smaller than you expected, 
something might be wrong. Use du -h in 
directories to see disk usage there.

The next step is to perform a filesystem check. 
Reboot your distro into single-user mode (the 
method for this varies between distros, but 
usually involves editing the kernel line in the boot 
loader, and adding S to the end.) When you reach 
the command prompt, enter:
/sbin/fsck device-name

Change device-name for the device node for 
your root hard drive partition – eg /dev/sda1. 
You can also check other partitions too. fsck is 
actually a front-end to various filesystem 
checking tools, and on most Linux boxes runs  
/sbin/e2fsck, which handles ext2/3/4 
filesystems. During the checking process,  
if problems are found, fsck will ask you what  

you want to do. After checking, you can run  
/sbin/dumpe2fs followed by the device node  
to get more information about the partition, 
which helps if you need to report a problem in  
an online forum.

You may notice that many Linux distributions 
automatically run fsck filesystem checks after 
every 30 boots, or every 100 days, or a 
combination. You can change how this works 
with the tune2fs tool and its -c and -C options. 
There are also settings for how the kernel should 
treat a filesystem if it spots errors, and many 
other features. It’s well worth reading the manual 
page, especially the information about the first 
five options. A similar utility, albeit extremely 
technical, is debugfs – but you really need to 
know the internals of filesystem design to make 
good use of it.

 Entering top 
shows a list of 
processes sorted 
by their CPU 
usage.

Let’s move on to an advanced topic: filesystems and 
partitioning. In most cases, you’ll determine the partition 
setup of a machine at installation time, and that’ll be it for 

months or even years. Graphical tools like GParted, used 
by many distro installers, make this process a cinch,  
although it’s important to be aware of command line tools  
for emergency situations.

First, a recap: a hard drive is usually divided into multiple 
partitions. You might have a partition for Windows, for 
instance, and then a partition for Linux. Most Linux 
installations exist in two or more partitions: data partitions 
(such as / and /home) and then the swap partition for virtual 
memory. Data on these partitions has to be in some kind of 
order, or format, and historically in Linux that was the ext2 
filesystem format. Then came ext3 (with journaling), then 
ext4, which is the default on most distros. Now we have a new 
generation’of filesystems: Btrfs and ZFS, which can handle 
huge amounts of data. Other partition types from the Linux 
and UNIX world include XFS and ReiserFS. Most Windows 
machines use NTFS, but external storage devices such as 
USB keys tend to use FAT32 (also known as VFAT in Linux).

The most basic tool for partitioning from the command 
line is fdisk. Provide it with the device node for your hard  
drive, like this:

You can get a 
quick overview of 
how your system 
is performing 
with the uptime 
command. This 
shows how much 
time has expired 
since the last (re)
boot, how many 
users are logged 
in, and the load 
average for recent 
periods of time. 

Quick
tip

Section 2: Creating new filesystems

stop a process, but if that process has its own kill signal 
handler and is too messed up to deal with it, you’re stuck. 
This is when kill starts to justify its name. Enter:
kill -9 <pid>

This doesn’t even bother asking the program if it’s OK – it 
just stops it immediately. If the process is halfway through 
writing a file, the results could be very messy, so this should 
be used with extreme care, when no other option is available.

Sometimes you might have multiple processes with the 
same name, or you just don’t want to look up its PID. In this 
case, you can use the killall command. For instance, say 
you’ve compiled some super bleeding-edge Apache module, 
inserted it into Apache, and now your web server is going 
haywire. You can’t stop Apache via its normal scripts, and 

there are loads of processes called apache running. Try this:
killall -9 apache

Another useful signal which isn’t destructive but informs a 
program to restart itself or re-read its configuration files is 
SIGHUP, named after “hanging up” from dialup modem 
devices. Many programs will ignore this, but it works well for 
certain background daemons such as servers:
killall -HUP sendmail

This tells all sendmail processes running to slow down a 
second, re-read the config files and then carry on. This is very 
useful when you want to make a quick change to a config file, 
and not take down the whole program. If, for some reason, 
you don’t want this signal to be processed, use the nohup 
tool to disable it – see man nohup for more information.



To get an indication 
of how much 
memory is 
available, enter 
free -m. This 
shows statistics 
in megabytes. The 
first line might 
shock you, and 
make you think 
there’s hardly 
any memory left, 
even if you’re just 
running Fluxbox. 
But that includes 
disk caches – so 
the second line, -/+ 
buffers/cache, is 
the one to look at.

Quick
tip

 Helpfully Vim, unlike regular Vi, gives you some help text when you start it 
without a filename.

Test yourself!
As you progress through this series of tutorials, 
you may want to assess your knowledge along 
the way. After all, if you go full-on for LPI 
certification at the end, you’ll need to be able to 
use your knowledge on the spot, without 
consulting the guides. So, make sure you’ve read, 
internalised and tried out everything in this 

tutorial, and then see if you can answer the 
questions below.
1  How would you run the command exim -q in 

the background?
2  You have several programs running in the 

background. How do you bring up a list of them?
3  How do you generate a list of all processes?

4  Exim has gone haywire, and you need to 
completely terminate all instances of it. What’s 
the command?
5  You’ve just created a new partition, /dev/
sda2, and you want to format it as FAT32. How?
6  Provide a way to start myprog with the  

lowest priority.

1 – exim -q &. 2 – jobs. 3 – ps ax. 4 – killall -9 exim. 5 – mkfs.vfat /dev/sda2. 6 – nice -n 19 myprog.

Section 3: A quick tour of the Vi editor
Finally, we’re going to take a brief look at Vi, the “visual”  
editor. Yes, it might sound ridiculous that an editor is 
described as “visual” – surely they all are? But back when  
Vi was developed for Unix OSes in the 1970s, some people 
were still using teletype machines. 

The concept of a full-screen editor was rather novel, as 
people were used to working on individual lines of a text  
file. Still, Vi is very terse and basic, but because of its low 
requirements, it’s installed by default on virtually every  
Unix machine. In the Linux world, most distros include  
Vim (Vi Improved), a much more advanced and capable 
version of the editor.

Getting started
To start, run vi filename.txt. Before you press a key, note that 
Vi operates in two modes: normal (for commands) and insert 
(for editing text). This is in contrast to most other editors 
where you just begin typing straight away. 

In Vi, you have to press i to insert text at the current 
location, which then lets you type what you want. When 
you’re finished, press Esc to return to normal mode, ready  
for commands. 

There are many commands, and if you want to become  
a Vi guru then there are plenty of books available. But some 
essentials: in normal mode, entering dd deletes a line, yy 
yanks (copies) a line to the clipboard, and p pastes that line 
back out. 

There are some operations which require that you enter a 
colon first. For instance :w writes the file to disk, while :q quits 
the editor. (If you’ve made edits and haven’t saved, and then 
try to quit, Vi might complain – you can tell it to quit without 

/sbin/fdisk /dev/sda
(Note that this has to be run as root, and if you’re not sure 

which device node your hard drive is, look in the output of 
dmesg.) Also note here that we’re just using /dev/sda, and 
not /dev/sda1 – the latter is the number for a specific 
partition, whereas we just want the whole disk. In most cases, 
sda is the first hard drive, sdb is the second, and so on.

fdisk is a rather bare program; there are no menus or 
wizards to automate things. Enter p to get a list of partitions 
on your hard drive, and m to get help. There you’ll see which 
commands delete partitions, create new partitions and so 
forth. Any changes you make aren’t actually committed until 
you enter w to write them to disk. Some distros include 

cfdisk, a curses-based version of fdisk that makes things a bit 
easier: there are simple menus and you move around with the 
cursor keys.

After you’ve made a partition, you need to format it. This is 
where the mkfs tools come into play. Type /sbin/mkfs and 
then hit tab to show possible options – you’ll see there’s 
mkfs.ext4 (for most Linux partitions), mkfs.vfat (for FAT32 
partitions) and more. To format a partition, just provide its 
device node:
/sbin/mkfs.ext4 /dev/sda2

For swap partitions, use the mkswap command. You can 
then enable and deactivate swap space with the swapon and 
swapoff commands. 

saving using :q!. You can even combine actions, like writing 
and saving with :wq.

Many people find Vi and Vim extremely uncomfortable to 
work with, and yearn for modeless editors such as Emacs or 
Nano. Others love its minimalism and hate the Ctrl key 
obsession of those two other editors. It’s a war that’ll run on 
and on, but regardless of the outcome, all good admins know 
some basic Vi, as you can pretty much guarantee it’ll be on 
every box you encounter. 
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LINUX
Part 8: Create links, 
manage permissions 
and set up disk quotas 
in this last instalment. 
Then try our quiz!

School of

We’ve come to the final part of this series, and 
congratulations on making it this far. We really 
hope you’ve found it useful! Whether you’re an 

intermediate Linux user looking to find employment with  
your newfound skills, or you’re a home desktop dabbler who 
merely wanted to learn more about your operating system, 
we wish you good luck. 

It has been really enjoyable to write this too: because 
Linux is totally open and free, it’s great that we can all delve 
under the hood and find out precisely what makes it tick. 

All good system administrators try to avoid duplicating 
resources. Not only is it wasteful, but it leads to confusion 
too. For example, you might have a scenario where a file 
needs to be visible in two different places on the filesystem. 
You could have a text file that you’re editing in your home 
directory, and want it to be visible to users of your web 
server in /var/www/textfiles/. 

Now, the most basic way to deal with this is copying: 
periodically, you copy the file from your home directory to  
/var/www/textfiles/. That does the job, but it leads to two 
problems:

  If you forget to copy the file, the versions get out of sync.
  What if another admin wants to edit the file, and edits the 

/var/www/textfiles/ one instead?
We can deal with this using symbolic links. These are 

extremely tiny files that contain little more than pointers to 

another file on the filesystem – they’re a lot like ‘shortcuts’ in 
the Windows world. Symbolic links exist on their own, 
independent of the file they point to, so there’s no harm in 
removing them. First though, let’s set up a link as an 
example. Create an empty file like so:
touch myfile

This creates an empty, zero-byte file just for 
demonstration purposes, put you can point symbolic links to 
just about anything. Now we create a link to it using the ln 
command as follows:
ln -s myfile mylink

The order of the command is important here: we have 
the -s flag to state that the link is symbolic (more on another 
type of link in a moment). Then there’s the target file, ie the 
one the link should point to, and then the name of the link 
file itself. Here we’re just working in the current directory, but 

Section 1: Creating links

Anyone can become a guru, with the right time, inclination 
and patience. There are just a few final topics that we  
haven’t covered yet, so we’ll get them sorted out here.  
We’ll take a look at filesystem links, how permissions affect 
the security of a filesystem, and then limiting disk space 
usage with quotas. 

Because the first instalment in this series was a good 28 
pages ago, you might be feeling a little fuzzy with the original 
topics, so visit www.linuxformat.com/files/lpiquiz.txt to 
test yourself. Have fun, and happy Linuxing!
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Where did that file go?
There are two main ways to hunt down files on 
a Linux filesystem: find and locate. It might 
sound silly to have two commands with 
ostensibly the same function, but there’s a 
crucial difference between the two. First, let’s 
look at find. This is a small utility that traverses 
the filesystem, printing out paths of filenames 
that match your search terms. For instance, in 
the root (/) directory enter:
find . -name “linux”

This will search the current directory, all 
subdirectories (and subdirectories of those – 
so the whole filesystem in our case) for files 
that contain the word “linux” in the name.  
(As you might recall from previous tutorials, the 
single . full-stop character refers to the current 

directory. You can of course use a different path 
here.)

find has various options which you can 
explore in the manual page (man find),  
such as being able to search by different file 
types. However, it has one major flaw: it’s  
slow. Very slow, indeed, on big installations 
when you have many thousands of files. There’s 
an answer in this, however, in the form of 
locate.

Whereas find merrily trawls through a 
filesystem to locate things, locate consults a 
pre-made database. This makes its searches 
lightning quick:
locate linux

locate also has a downside, though, and that’s 

when things change on the filesystem. It’s 
possible for locate’s database to get out of 
date, so you can’t guarantee the results. 
locate’s database is updated using the 
updatedb command, and this is typically run 
by a daily Cron job (scheduled task). Have a 
look in /etc/cron.daily for a file like locate, 
mlocate or updatedb, and you’ll see in its 
contents that it runs commands to update  
the database; this can usually be found in  
/var/lib/mlocate. Have a look at /etc/
updatedb.conf for settings, and note in 
particular that you can avoid having certain 
filesystems and mountpoints added to the 
database, to avoid painfully slow scanning of 
your DVD-Rs, for instance.

you can specify full paths to files. You can even create links to 
directories. If you enter ls -l --color at this stage, you will see 
that the link file has a different colour, like in the screenshot. 
This detailed list view shows the target of the link with ->.

So far, so good. But how does it work in practice? Well, try 
editing the mylink file – open it in Nano, Vim, gedit or whatever 
takes your fancy, enter some text and save it. Back at the 
command prompt, enter ls -l again, and cat myfile, and you’ll 
see that despite editing mylink, all the changes to the stored 
data actually happened in myfile. Programs don’t care about 
the links – they’ll just look at the files they point to, and work 
on them.

Avoiding catastrophes 
Well, most of the time. There are some precautions against 
absolute disaster. Enter rm mylink and the symbolic link file 
will be removed, not the file it points to; otherwise you’d never 
be able to get rid of the symbolic link! 

There’s also another scenario that can crop up here. Go 
through the same process again, so you have myfile and 
mylink, and then delete myfile. Now the file that mylink is 
pointing to doesn’t exist – it’s a broken, dangling link. Enter ls -l 
--color and you can see it’s a warning shade of red, and file 
mylink tells you that it’s broken.

Symlinks provide a great deal of flexibility and 
customisation, and you can see this by looking in /etc/
alternatives (if your distro has it). That directory is full of 
symbolic links to programs, 
and lets you have multiple 
versions of software on the 
same machine. For instance, 
there are different versions 
of Java out there, but with 
symlinks you can point the 
generic java command on your machine for the particular 
version you want to use. 

Or you might want to have an experimental version of GCC 
installed; you can symbolic link (or ‘symlink’) /usr/bin/gcc to 
the experimental version while you build some stuff, and then 
symlink it back to the original afterwards.

The harder side of links
There’s another type of link, though, and it’s considerably 

 A symbolic link 
in action – when 
we append text 
to it, we really 
append text to 
the original file it 
points to.

more powerful: a hard link. Whereas a symbolic link contains a 
filename for its target, being a separate file on the filesystem 
with a pointer inside, a hard link is an extra entry in the 

filesystem data. If  
this is a bit hard to 
understand (and it confuses 
many people who aren’t 
familiar with filesystems), 
consider how a filesystem 
works. It’s full of data, and 

there’s a table at the beginning saying which files own which 
pieces of data.

Now, imagine that myfile is a plain text file whose data 
begins at position 63813 on the hard drive (or any random 
number). If you create a symbolic link to myfile, a whole  
new file is created with a shortcut inside that says “Hello,  
I actually point to myfile, so go over to that one. Thanks”. 
Conversely, when you create a hard link, no new files are 
created. Instead, the filesystem table is updated so that 

“If this is a bit hard to 
understand, consider  
how a filesystem works.”
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Restricting disk space with quotas
On a multi-user machine, you may have a 
scenario where you want to restrict disk space 
usage. A quick-hack way to do this would be to 
limit the size of the /home partition, but that’s 
very inflexible. A better approach is to use disk 
quotas. Setting these up is a rather involving 
process and varies from distro to distro – so 
instead of including 2,000 words with every 
complicated caveat here, we’ll explain the 

essentials so you know what to expect. You can 
then Google specific instructions for your distro 
(or if your distro’s docs are very thorough, like 
Gentoo’s, you’ll find information there).

Quotas can restrict disk usage for users or 
groups. You will need to edit /etc/fstab – the file 
that controls how filesystems are mounted – to 
add usrquota and grpquota options for the 
relevant filesystem. 

You mount the filesystem in single-user  
mode, create aquota.user and aquota.group 
control files, and then add a quotacheck 
command to Cron, to periodically check if  
users are overrunning their allowance. Finally, 
edquota sets up the specific quotas for users. 
You can use quotaon and quotaoff to enable 
and disable quotas, and repquota to get  
a report of disk usage.

 Entering  
ls -la shows 
all the files in 
the current 
directory, with 
their permissions 
down the left.

Permissions are an essential part of any modern operating 
system. It’d be crazy if every user could access, modify  
and delete every file on the filesystem. Even on a single  
user machine, like many desktop PCs, it’s vital to have a 
good system of permissions: they prevent a lot of  
accidents. Because a normal user account can’t modify files 
in /etc and /boot, for instance, a typo at the command line 
can’t destroy critical startup components and make the 
system unusable.

Then there’s the security aspect as well. Because normal 
users are mostly limited to altering files in their home 
directory, if Joe Bloggs downloads and runs a dodgy 
malware script, it can only affect his own personal files. Sure, 
that could lead to Joe’s photo collection being wiped (unless 
he had good backups, of course), but at least it can’t change 
the way the OS fundamentally works.

Permissions in Linux, as in many Unix-like systems, are 
divided into three groups:

  Read access
  Write access
  Execute access

You can turn these on and off independently. For 
instance, as a normal user, most files in /etc have read 
access but not write access. Most files in /bin and /usr/bin 
have read and execute access for normal users, but not 
write access. As a side note, directories need to be both 
readable and executable in order for them to be accessed.

Group theory 
Now, permissions are organised into groups. There’s the 
owner of the file, the group that the owner belongs to, and 
other (unrelated) users. Let’s cover these step-by-step. In a 
terminal, enter the following commands:
touch foo
ls -l foo

This creates a new file called foo and shows its default 
permissions state. The bit you want to look at is -rw-r--r--,  
at the start of the line. Let’s break this up into its  
component parts:

It’s possible to 
make two symbolic 
links that point to 
each other. This 
might sound like 
dividing by zero, 
and you’d be rightly 
scared of opening 
one of the links in 
case an infinite loop 
occurs and melts 
your CPU. However, 
Linux is on the ball 
and usually warns 
you with a line like 
“too many levels of 
symbolic links”.

Quick
tip

Section 2: The power of permissions

mylink also points to position 63813 on the drive. There 
aren’t two separate files here; just two filenames that 
correspond to the exact same place on the drive.

In summary: symbolic links point to other files; hard links 
point to other data areas on the disk. In practice, this means 
they work quite differently to symbolic links. For instance, 
create a text file called foo with some text in and make a 
hard link to it like this:
ln foo bar

(You’ll notice that we omit the -s flag for a hard link.) 
Enter rm foo to remove the original file, and then ls -l. You’ll 
notice that bar still seems to be OK, and if you cat bar the 
text contents are there. How can that be? Well, when you 

removed foo you just removed its entry from the filesystem 
table; you didn’t wipe the data from the disk itself. That’s 
because another entry in the filesystem table is also pointing 
to that data – bar.

Make sense? Hard links have limitations (they can’t span 
across different filesystems) and are rarely used, so you 
don’t have to wrack your brains with the technical 
underpinnings. But it’s worth having an overview of what’s 
going on. Symbolic links are far more commonly used in 
Linux installations, however, and being able to create them 
means you can remove a lot of fluff and duplication from 
your setups. You’ll see many of them in your Linux travels, as 
lots of packages set them up.



Use which to find 
a command’s 
binary, like which 
ls. There’s also a 
whereis variant 
which shows 
where the manual 
page can be found 
too. You can see 
how a command 
will be expanded 
with aliases using 
type – so type ls 
will probably show 
that it’s aliased to  
ls --color=auto.

Quick
tip

Where to go from here
Congratulations on reaching the end of the 
series! It’s been hard work at times, but we’ve 
covered an enormous amount of ground. At this 
stage, you’re fully equipped to administer Linux 
machines, and have a wide range of knowledge 
across many areas of the operating system. 

Even considering some of the advanced 
subjects, which aren’t used on a day-to-day 
basis, you know what the terminology means 

and won’t get lost when you come across  
a guide using it.

So, what’s the plan now? Well, we recommend 
going back over the previous tutorials, skimming 
over the sections and making sure you’ve 
internalised everything. Then take our quiz which 

you can find online at www.linuxformat.com/
files/lpiquiz.txt. When you’re happy with your 
progress, visit www.lpi.org and look at the 

certification options. This series has covered a 
good section of the material in LPI-101 syllabus, 
which is half of what you’ll need to achieve the 
LPIC-1 certification. So perhaps now is the time  
to start swatting up for LPI-102? The LPI has 
various partners performing exams over the 
internet or in person. If you want to get a job in 
Linux, this is the way to go. Good luck, and let  
us know how you get on!

 If you ever have 
trouble entering 
a directory, 
make sure that 
its executable 
permission is set!

1   - The first dash is the type of file. It’ll say d for a directory, 
l for a link, or - for a regular file.
2   rw- The first bunch of three characters show the 
permissions for the owner of the file. Here, rw means read 
and write, and the dash means that it’s not executable.  
(rwx would mean read, write and execute.)
3   r-- The next trio is for the group, here showing that the  

file is readable by the group, but not writable or executable. 
Linux user accounts can be joined together in groups, so 
that you can give certain users certain permissions. For 
instance, you might have 50 people accessing your machine, 
but you only want 10 of them to have write access to a 
particular folder. You can put these 10 into a group and then 
give that group write access to the folder. More on groups  
in a moment.
4   r-- The final trio is for other users, ie anybody else on the 
system. It’s just readable; the w and x (write and execute) 
bits are not set.

Some combinations of permissions might seem strange, 
but you never know when they could be useful. For instance, 
you could set a binary program to be executable but not 
readable, so users can run it but not look around inside it  
(eg with the strings tool).

New chmodel army
To change permissions we use the chmod utility. This  
works by combining a letter for the type of user along with a 
plus or minus sign and the required permission. The user 
types are:

 u = user who owns it
 g = users in the group
 o = other users
 a = all/everyone

So, for instance, to change the file myscript so that only 
the owner can execute it, enter:
chmod u+x myscript

To change the file so that nobody can read it (except for 
root), use:
chmod a-r myscript

Note that you can do chmod operations on multiple  
files, using the -R flag to recurse into directories. See the 
manual page (man chmod) for some more information on 
the command.

So, that handles permissions, but how about owners and 
groups? There’s a similar command called chown (change 
ownership). This takes a user and group separated by a 
colon, like this:
chown steve:vboxusers myfile

If you ls -l the file now, you’ll see that its owner is steve 
and its group is vboxusers. To see a list of available groups 

on the system, look in /etc/group, and to add a user to a 
particular group, have a look at the usermod man page 
(specifically, the -a and -G options). While chown can modify 
user and group information in one command, there’s a 
standalone chgrp tool just for the group bit.

Of course, you have to have the appropriate ownership 
rights of a file or directory to make changes to it. Otherwise, 
any old random user could snag normally blocked-off 
directories such as /root and claim it for their own!

Take off your mask
One quite advanced feature worth being aware of is umask. 
This is a shell setting that determines the default 
permissions created by a user. 

The default permissions in most Linux distributions  
are that files are readable and writable by the original  
author, and just readable by users in the group and  
other unrelated users. Changing this is accomplished  
with the umask command. For instance, enter this in a  
shell prompt:
umask a+rw

Now create a file, like touch blah, and with ls -l blah 
you’ll see that the file is readable and writeable by everyone. 
You can add use this to customise user accounts via their 
Bash configuration files (~/.bashrc) or system-wide (/etc/
profile). 

You might see umask and other permission tools use 
numbers rather than the symbols we’ve discussed before; 
these are octal (base 8) numbers and beyond the scope of 
this guide, but if you’re curious then Wikipedia has a good 
explanation at http://tinyurl.com/68e8lp. 
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If you’re diving in to the world of Linux,  
make sure you pick the right package for  
you: different distros make a difference.

Y
our favourite Linux distribution 
isn’t an individual unit in itself. 
On the inside, it is made up of 
various apps, libraries, modules 

and toolkits. On the outside, 
it’s part of a much larger and 
very vibrant ecosystem that 
sustains several other distros.

Also part of this larger Linux 
ecosystem are very active user 
communities and various 
support infrastructures that help nourish the 
distros and other projects. Over the course 
of their lifetime, the different elements of the 
Linux ecosystem interact with each other as 
well as with their environment. They 
collaborate, exchange ideas and features, 

and sometimes swap resources for their 
mutual benefit as well as for the 
enhancement of the ecosystem.

The Linux ecosystem fosters the 

development of innovative projects and 
products. However, since the environment 
can only sustain only so many elements, 
the distros go through an evolutionary 
process of their own to weed out the 
weaklings and ensure the survival of  

the fittest. Through this process, the 
uninteresting, dull and unsustainable 
projects begin to perish. The strong ones 
survive, thrive and pass on their genetic 

code to the next generation 
of derivative distros.

In this feature we will 
classify the popular distros  
as per their origins. We will 
analyse how they’ve evolved 
since their inception, and look 

at the unique traits they have passed on to 
derivatives that help distinguish them from 
their peers. We’ll also look at the best distro 
from each distro genus* and then pit them 
against each other to help you pick the 
distro that is right for you.

“The strong survive, thrive and 
pass on their genetic code to the 
next gen of derivative distros.”
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 Linux Mint Debian Edition
The Linux Mint Debian Edition (LMDE) 
is meant for users who wish to 
experience the best of Debian (directly 
rather than via Ubuntu) in an easy to 
use package. It’s based on Debian 
Testing and is a semi-rolling release, 
which means it receives periodic 
updates via Update Packs. These are 
tested snapshots of Debian Testing to 
ensure stability and LMDE is binary 

compatible with Debian, which means 
you can switch to Debian Testing or 
Unstable for more frequent and 
bleeding-edge updates. However, 
LMDE isn’t compatible with Linux Mint, 
so you can’t use Ubuntu PPAs.

LMDE is designed to offer the same 
look and functionality of Linux Mint 
and is available as 32-bit and 64-bit 
Live DVD images with either the Mate 

or Cinnamon desktops. The distro 
ships with Firefox, Thunderbird, VLC 
media player and a plethora of other 
commonly used apps. Adobe Flash 
plugin and most other multimedia 
codecs are installed by default. The 
software repos and the underlying Deb 
package system makes software 
installation easy, thanks to tools, such 
as the Synaptic Package Manager.

BEST 
OF 

BREED

Genus Debian
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T
he Debian project has played a significant role in 
the evolution of Linux and, in many ways, is the first 
real distribution created for the regular computer 

user. It was announced in August 1993 and had its first 
public release later that year, although its first stable 
release wasn’t available until 1996. The project was even 
sponsored by the Free Software Foundation from 
November 1994 to November 1995.

A key motivating factor that led Ian Murdock to create a 
new distro was the perceived poor maintenance and 
prevalence of bugs in the Softlanding Linux System (SLS) 
distro. Besides the software itself, Murdock’s release included 
the Debian Linux Manifesto, which outlined his view for the 
new project, which prophesied that “distributions are 
essential to the future of Linux”. In the Manifesto, he called for 
the distro to be maintained openly, in the spirit of Linux and 
GNU. One of the most significant goals for the distro was to 
“eliminate the need for the user to locate, download, compile, 
install and integrate a fairly large number of essential tools to 
assemble a working Linux system.” In order to meet this goal, 
Debian developers made a significant contribution to the 
Linux world – the dpkg package manager. 

This was originally written as a Perl program by Matt 

Welsh, Carl Streeter and Ian Murdock, and the main part of 
the tool was rewritten by Ian Jackson who became Debian 
Project Leader in 1998. It really is no surprise then that 
Debian is one of the most popular choices for derivative 
projects with over 130 active distros based on Debian 
(Source: http://distrowatch.com), including the likes of 
Ubuntu and a version of Linux Mint.

The project also provides guidelines to help the derivative 
distros merge their work back into Debian. In addition to the 
derivatives there are several ‘Pure Blends’; these are subsets 
of Debian configured to support a particular niche, such as 

Debian Edu, Debian Junior and Debian Med. Debian also 
supports a variety of platforms, including Intel i386 and 
above, Alpha, ARM, Intel IA-64, Motorola 68k, MIPS, PA-RISC, 
PowerPC, Sparc and more.

Rules of engagement
Another distinguishing aspect of Debian is that the distro is 
made entirely of free software. The project uses the Debian 

Free Software Guidelines (DFSG) to help 
determine whether a piece of software can 
be included. The DFSG is part of the Debian 
Social Contract which defines the moral 
agenda of the project.

The project produces three distros: 
Stable, Testing and Unstable. A Stable 

release is available every two years and is made by freezing 
the Testing release for a few months. Testing is designed to be 
the preview distro with newer packages and during the freeze 
any bugs are fixed and extremely buggy packages are 
removed. All releases are named after characters from the 
Toy Story films (the current Stable release is codenamed 
Jessie). All new packages are introduced in the Unstable 
release (codenamed Sid). This distro is for developers who 
require the latest packages and libraries. It’s not intended to 
be used on a production machine and those interested must 
upgrade Debian Testing to get the latest Unstable.

“The Debian Linux Manifesto 
prophesied that “distributions are 
essential to the future of Linux.”

Made of free software and evolving.

 Even the 
most popular 
distribution for 
the Raspberry 
Pi called 
Raspbian, is 
based on the 
Debian Project.
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Genus Ubuntu

U
buntu is, in many respects, the first distro to make a 
serious effort to bring in new users. The distro 
brought Linux into the mainstream, played a 

significant part in changing the notion and misconceptions 
about Linux and was able to successfully pitch itself as a 
viable OS alternative to Windows and Mac OS.

Ubuntu was started by Mark Shuttleworth. He formed 
Canonical after selling his security-firm, Thawte, to VeriSign. 
Shuttleworth was a huge fan of the Debian project. However, 
there were many things about Debian that didn’t fit in with 
Shuttleworth’s vision of an ideal OS. He therefore invited a 
dozen or so Debian developers he knew and respected to his 
flat in London in April 2004 and hashed out the groundwork 
for the Ubuntu project.

The group decided on a bunch of characteristics for the 
distro. For one, Ubuntu’s packages would be based on those 
from Debian’s unstable branch. However, unlike Debian, 
Ubuntu was to have a predictable cycle with frequent 
releases. To put the plan into action, it was decided that 
Ubuntu would release updated versions every six months  
and each release would receive free support for nine months. 
The plan was refined in later years and now every fourth 
release receives long-term support (LTS) for five years.

The group also decided to give emphasis to localisation 
and accessibility in order to appeal to users across the world. 
There was also a consensus on concentrating development 

Derivatives, they’re coming outta the walls.

efforts on ease of use and user-friendliness of the distro on 
the desktop. The first release of Ubuntu was in October 2004.

Ubuntu’s development is funded by Shuttleworth’s 
UK-based Canonical, which is a privately held computer 
software company. The company also supports development 
of other Ubuntu-related projects, for instance, Ubuntu’s 
Ubiquity installer is one of the best tools for the job, and one 
of its distinguishing features is that it gives users the option  
to install closed source or patented third-party software, such 
as Fluendo’s MP3 codec. Other useful user-centric projects 
that have tried to change the status quo are the Ubuntu 
Software Center and the recently discontinued Ubuntu One 
cloud hosting service.

Test by fire
But perhaps no other piece of technology has polarised the 
Linux community like Ubuntu’s Unity desktop interface. The 
distro first introduced Unity with the Ubuntu Netbook Edition 
version 10.10. By the time 11.04 rolled off the press, the 
Netbook Edition had merged into the desktop edition and 
Unity became the default graphical interface for the Ubuntu 
distro. However, Shuttleworth has insisted that the Unity 
desktop plays a crucial role in Ubuntu’s multi-device strategy. 
Unity will help standardise the display on smartphones, 
tablets, TV and other devices beyond the computer.

Thanks to its malleable nature, the distro has always been 
very popular with developers who want to create a custom 
distro for their particular niche. Ubuntu has perhaps seeded 
more distros than any other, and Ubuntu itself has several 
officially-supported spins: Kubuntu, Xubuntu, Ubuntu Gnome, 
Edubuntu and Ubuntu Studio. In addition to the main desktop 
edition, there’s also a server edition that doesn’t ship with a 
graphical desktop.

Ubuntu has helped give Linux mainstream coverage and 
has several celebrity users, including Cory Doctorow and 
Stephen Fry. However, pushing the envelope has its 
drawbacks and the award-winning distro has had its fair share 
of brickbats. It’s still reeling under the Amazon controversy 
that arose when the distro included search results from the 
shopping giant in Unity’s Dash whenever users searched for 
stuff on their computer.

 A number of 
vendors, such 
as Dell and 
Lenovo, offer 
computers 
pre-installed 
with Ubuntu.

 Trisquel GNU/Linux
Trisquel GNU/Linux goes to great 
lengths to do justice to its free 
software tag. Not only does the distro 
not include any proprietary software, 
it also strips out all non-free code  
from the components it inherits from 
Ubuntu, such as the kernel. Instead of 
the stock Ubuntu kernel, Trisquel uses 
the Linux-libre kernel that doesn’t 
include any binary blobs. Thanks to its 

efforts, the distro has been endorsed 
by the Free Software Foundation.

There are several variants of the 
distro, the most common ones are the 
standard Trisquel release, which is 
available as a 700MB image with the 
Gnome desktop, and Trisquel mini, 
which is designed for older hardware 
and low-power systems, and uses 
LXDE, the lightweight desktop.

While the distro doesn’t ship with 
any proprietary codecs, you can watch 
YouTube videos as it provides HTML5 
support as well as Gnash, which is the 
free alternative to Adobe Flash. 
Trisquel includes all the usual desktop 
productivity apps, such as LibreOffice, 
Evolution, Gwibber, Pidgin and more. 
These are complemented by an 
impressive software repository.

BEST 
OF 

BREED
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Genus Red Hat

A
nother distribution that has played a crucial role in 
shaping Linux’s DNA is Red Hat Linux, which was 
created in 1994 by Marc Ewing. Bob Young and his 

ACC Corporation bought Ewing’s business and created 
Red Hat Software. The company went public in 1999 and 
achieved the eighth-biggest first-day gain in the history of 
Wall Street. It rode on the success of Red Hat Linux to 
became the first open source billion dollar company.

Over the years, some of the biggest and brightest Linux 
developers have worked with Red Hat. Soon after it went 
public, it acquired Michael Tiemann’s Cygnus Solutions which 
had authored the GNU C++ Compiler and worked on the 
GNU C Compiler and the GNU Debugger.

One of Red Hat’s most influential pieces of technology is 
its RPM packaging format. The file format is now the baseline 
package format of the Linux Standard Base (LSB). which 
aims to standardise the software system structure, including 
the filesystem hierarchy used in the Linux operating system. 
The LSB is a joint project by several Linux distros managed by 
the Linux Foundation. Red Hat was also one of the first Linux 
distros to support Executable and Linkable Format (ELF) 
instead of the older a.out format. ELF is the standard file 
format for executables, shared libraries and other files. Red 
Hat was also the first distro to attempt to unify the look of its 
Gnome and KDE desktop with the Bluecurve theme – which 
caused tension with the KDE developers. The distro has won 
laurels for its easily navigable graphical Anaconda installer.

Life after death
Initially, the Red Hat distro was offered as a free download 
and the company sustained itself by selling support 
packages. In 2003, however, Red Hat discontinued the Red 
Hat Linux distro and it now focuses solely on the Red Hat 
Enterprise Linux (RHEL) distro for enterprise environments. 
RHEL supports popular server architectures including x86, 
x86-64, Itanium, PowerPC and IBM System z. The lifecycle of 
newer RHEL releases spans 13 years, during which time the 
users get technical support, software updates, security 
updates and drivers for new hardware. Red Hat also has a 
very popular training and certification program called RHCP 
that’s centred around RHEL.

Millinery on a massive scale.

When Red Hat Linux was discontinued, the company 
handed over development of the free distro to the 
community. The new project was called Fedora (see p30). 
The company steers the direction of the Fedora project and 
does so in order to use Fedora to incubate technologies that 
will eventually show up in RHEL.

Since the GPL prohibits it from restricting redistribution of 
RHEL, the company uses strict trademark rules to govern the 
redistribution. This has led to popular third-party derivatives 
that are built and redistributed after stripping away non-free 
components like Red Hat’s trademarks. Distros such as 
CentOS, Scientific Linux and Oracle Linux offer 100% binary 
compatibility with RHEL.

Red Hat has pioneered the professional open source 
business model, successfully mixing open source code and 
community development together with professional quality 
assurance, and a subscription-based support structure. The 
company also has employees working full-time on free and 
open source projects, such as Radeon, Nouveau and CentOS.

 Red Hat 
has served as 
the starting 
point for 
several other 
distros, such 
as Mandriva 
Linux.

 CentOS
The CentOS distro has been the 
premier community-supported 
enterprise distro based on Red Hat 
Enterprise Linux (RHEL). The distro is 
built using the open source SRPMS 
from the RHEL distro. CentOS is one of 
the most popular server distros, 
suitable for all kinds of use cases, from 
web servers to enterprise desktops, 
and has been able to pitch itself as an 

ideal choice for anyone who wants to 
put together their own server but can’t 
afford the RHEL subscription fees.

CentOS ships with RHEL’s 
Anaconda installer and can run 
unattended installations across 
multiple machines thanks to 
Kickstarter. The installer provides 
various installation targets such as a 
web server, database server etc.

In January 2014, Red Hat 
announced that it would start to 
sponsor a bunch of core CentOS 
developers to work on the distro full-
time. However, the developers and Red 
Hat have both insisted that the project 
remain independent of RHEL. The 
sponsorship ensures that all updates 
will be provided within 24 to 48 hours 
of upstream releases in RHEL.

BEST 
OF 

BREED

“Some of the biggest and 
brightest Linux developers 
have worked with Red Hat.”
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Genus Fedora

F
edora has been around, in one form or another,  
since the early 1990s. The distro had its first release 
in 1995 and the early releases were named Red Hat 

Commercial Linux. During these early years, the distro was 
developed exclusively by Red Hat and the community was 
limited to contributing bug reports and contributing 
packages included in the distro. This changed in 2003 
when the company shuttered Red Hat Linux in support  
of the Fedora Project and opened it up to contributions 
from the community.

The aim of Fedora is to provide the latest packages while 
maintaining a completely free software system. The distro 
was initially called Fedora Core and was named after one of 
the two main software repositories – Core and Extras. 
The Fedora Core repo contained all the basic packages 
required by the distro as well as other packages distributed 
with the installation discs, and was maintained exclusively by 
Red Hat developers. The Fedora Extras repo was introduced 
with Fedora Core 3. It contained packages maintained by  
the community and was not distributed with the installation 
discs. This arrangement continued until version 7 in 2007 
when the two repos were merged and the distro was  
renamed as Fedora.

Fedora’s objective is to create a free software distribution 
with the help of the community. The development of the 
project is overseen and coordinated by the Fedora Project.  

You’ve been hit by a smooth distro.

It’s made up of four Red Hat appointed members and five 
community elected members. The chairman of the board is 
appointed by Red Hat. Fedora strives to maintain a roughly 
six-month release cycle, with two releases each year. Every 
release is supported until the launch of the next two releases. 
The cycles are deliberately kept short so that developers can 
focus on innovation and introducing the latest technologies 
into the distro.

Feather in the cap
One way the community contributes is by hosting third-party 
repositories. In addition to its official software repos, there  
are several popular third-party software repos that usually 
contain software not included in the official repos – either 
because of the current laws of the country (such as 
multimedia codecs) or because the software doesn’t meet 
Fedora’s definition of free software. The Fedora project also 
produces the Extra Packages for Enterprise Linux (EPEL) 
repo, which contains packages for RHEL that are created by 
the community instead of Red Hat.

Apart from the main Fedora release, the project also ships 
various spins which are special-purpose distros aimed at 
specific interests, such as gaming, security, design, scientific 
computing etc. These are similar to Debian’s Pure Blends. 
These and others are maintained by various Special Interest 
Groups (SIGs). The OLPC also runs a Fedora-based operating 
system. Fedora supports the x86 and ARM architectures  
and has also added support for PowerPC and IBM s390, 
starting with Fedora 20. Pidora is a Fedora Remix distro 
optimised for the Raspberry Pi.

Fedora’s biggest contribution to the Linux ecosystem is its 
old command line package manager, YUM (Yellowdog 
Updater, Modified), which is based on RPM (Red Hat Package 
Manager). YUM enables automatic updates and dependency 
resolution, and works with the software repositories to 
manage the installation, upgrading and removal of packages. 
Since the release of Fedora 18 however, users have had the 
option to use the dnf tool which is a fork of YUM. The dnf tool 
has become the default package manager since Fedora 22, 
because it has better dependency resolution and is less 
memory intensive than other managers.

 Fedora was 
one of the 
first distros 
to embrace 
the Security 
Enhanced 
Linux 
(SELinux) 
kernel module.

 Korora
The Korora distribution started out as 
a way to ease the installation process 
of the Gentoo distro, but switched to 
using the Fedora distro as the base in 
2010. The main aim of the distro is to 
make sure it works right out-of-the  
box for users.

Korora ships a live DVD, which 
includes a huge selection of apps that 
make it suitable for a large number of 

users and the distro offers five desktop 
choices – Gnome, KDE, Cinnamon, 
Xfce and Mate.

While Fedora only ships with open 
source software, Korora also includes 
some proprietary software, such as 
Adobe Flash, which are essential for 
catering to a wide user base. Korora 
also allow other software to be easily 
installed, such as Google Chrome and 

the proprietary graphics driver for 
Nvidia cards.

The distro has also eased a gripe for 
some Fedora users: graphical package 
management. Korora includes both 
Apper and Yum Extender, which are 
two of the most popular front-ends for 
YUM. Since it’s based on Fedora, a new 
version of Korora is usually a few 
weeks behind a Fedora release.

BEST 
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Genus Mandrake

U
ntil the release of Mandrake, Linux was generally 
thought of as a geek’s OS. Mandrake was the first 
distribution that focused on the convenience of  

the user. The goal was to provide a distro that could be 
operated by regular computer users. It had features  
such as the ability to auto-mount CDs without messing 
around with configuration files, which brought greater 
convenience to the Linux desktop.

The Mandrake project has perhaps the most convoluted 
existence for a free software project. Over the years, the 
project has undergone various name changes, mergers and 
forks. However, it has spawned many distros and there are 
several major ones that are still active and can trace their 
lineage to Mandrake.

The distro has developed a bunch of custom tools – 
collectively known as drakxtools – to aid its users, who are 
called Drakes or Draks. One of the most distinguishing 
components created by the project is its Mandrake Control 
Center (MCC), which is now a centrepiece of all the 
derivatives. The MCC provides a single interface to access 
many different configuration tools. Using the Control Center 
in text mode is very useful in case of display problems or 
other serious issues, such as when the graphical server 
refuses to start. It’s also interesting to note that all modules 
can be run as autonomous apps, without necessarily having 
to go through the MCC.

On life support
Mandrake Linux was first released in July 1998. It was based 
on Red Hat Linux 5.1 and featured the inaugural KDE desktop 
release. After the positive response, lead developer Gaël 
Duval, along with a bunch of others, created the company 
MandrakeSoft and in 2001 the company decided to go public. 
It faced its first major cash issue in late 2002 and asked its 
users to bail it out by subscribing to a paid service offering 
extra benefits, such as early access to releases and special 
editions. That wasn’t enough and the company filed for 
bankruptcy protection in 2003. However, later that year 
MandrakeSoft announced its first quarterly profit and, in 
March 2004, a French court approved its plan to emerge from 
bankruptcy and return to normal operations.

“One of the most distinguishing 
components created by the 
project is its Control Center.”

A distro which has a lot to scream about.

The company also had to rename its product to 
Mandrakelinux, after losing a legal battle with the American 
Hearst Corporation over the Mandrake name and changed its 
name to Mandriva S.A. after acquiring the Brazilian company 
Conectiva in 2005. The distro became Mandriva Linux, but in 
2006 Mandriva laid off several employees, including 
co-founder Duval. Amidst all the booing, the company 
continued putting out releases and created a niche for itself in 
the BRIC region (Brazil, Russia, India and China) as well as 
France and Italy.

Despite all their efforts, the company struggled to keep its 
balance sheet in the black. In 2010, Mandriva abandoned 
development of the community Linux distro to avoid 

bankruptcy. Immediately afterwards, former Mandriva 
employees announced Mageia, which has gone onto be one 
of the most popular Mandrake-derivatives. Mandriva S.A. 
transferred development to the community-driven Open 
Mandriva Association. The association’s second release called 
OpenMandriva 2014.0 got a positive review from Duval. 

 Rosa Linux is 
a Mageia fork 
that features 
some dramatic 
user interface 
mods such as 
this Simple 
Welcome app 
launcher.

 Salix Mageia
Mageia is one of the best-assembled 
community distros and does a 
wonderful job of carrying forward the 
Mandrake legacy. It has an expansive 
support infrastructure and very good 
documentation. The distro follows a 
nine-month release cycle and each is 
supported for 18 months. Mageia has 
installable live media as well as install-
only DVD images.

Mageia boasts intuitive custom 
tools for managing various aspects of 
the distro. One of the best tools is the 
Mageia Control Center, which has 
modules for managing software, 
hardware peripherals and system 
services. Advanced users can employ 
it to share internet, set up a VPN and 
configure network shares. The distro 
uses the URPMI package management 

system and ships with three official 
repos. The Core repo contains open 
source packages, the Non-free hosts 
proprietary apps and drivers, and the 
Tainted repo includes patent-
encumbered apps. The distro ships 
with several desktop environments, 
and the developers have made sure 
the user experience is consistent 
across all of them.

BEST 
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Genus SUSE

I
n 1992 Roland Dyroff, Burchard Steinbild, Hubert 
Mantel and Thomas Fehr founded Software und System 
Entwicklung (Software and Systems Development). 

The company started as a service provider but the 
founders decided to have a distro of their own to cater to 
the enterprise user. The distro was named SUSE, based on 
the acronym of their company. The distro was a stock 
Slackware release translated in German and developed in 
close collaboration with Slackware’s Patrick Volkerding.

For building its very own distribution of Linux, SUSE used 
the now defunct Jurix distribution. Jurix was created by 
Florian La Roche, who subsequently joined the SUSE team 
and began to develop YaST, which is the distro’s unique 
installer and configuration tool. The first SUSE distro that 
included YaST was released in May 1996 (Yast was rewritten 
in 1999, and was included for the first time in SUSE Linux 6.3 
as an installer only).

Over time, SUSE Linux has incorporated many aspects of 
Red Hat Linux, such as its well-respected RPM Package 
Manager. In 1996, the first distribution under the name SUSE 
Linux was published as SUSE Linux 4.2. The confusing jump 
forward in version numbers was an intentional reference and 
homage to the answer to life, the universe and everything, as 
featured in Douglas Adams’ The Hitchhiker’s Guide to the 
Galaxy. YaST’s first version number, 0.42, was inspired by the 
same admiration for the author.

Nuga, nuga, nuga, gnu, nui.*

SUSE’s focus has always been on bringing open source  
to enterprise users. It introduced the SUSE Linux Enterprise 
Server in 2001, and changed the company name to SUSE 
Linux. After software and services company Novell acquired 
SUSE Linux in January 2004, the SUSE Linux Professional 
product was released as a 100% open source project and the 
OpenSUSE Project was launched – much like Red Hat did 
with Fedora. The software was always open source and now 
so was the process which enabled developers and users to 
test and evolve it.

Enterprising
The initial stable release from the OpenSUSE Project was 
SUSE Linux 10.0. It included both open source and 
proprietary applications, as well as retail boxed-set editions. 
This was also the first release which treated the Gnome 
desktop environment on a par with SUSE’s default KDE 
desktop. As of version 10.2, the SUSE Linux distribution was 
officially rechristened as OpenSUSE.

In November 2006, Novell signed an agreement with 
Microsoft covering improvement of SUSE’s inter-operability 
with Windows, cross-promotion and marketing of both 
products, and patent cross-licensing. This agreement is 
considered controversial by some of the FOSS community.

Novell was later acquired by The Attachmate Group in 
2011, which then divided Novell and SUSE into two separate 
subsidiary companies. SUSE offers products and services 
around SUSE Linux Enterprise – a commercial offering that is 
based on OpenSUSE Linux.

SUSE develops multiple products for its enterprise 
business line. These products target corporate environments 
and have a longer lifecycle (seven years, extendable to 10), 
a longer development cycle (two to three years), technical 
support and certification by independent hardware and 
software vendors. SUSE Linux Enterprise products are only 
available for sale. There’s also the SUSE Linux Enterprise 
Desktop (SLED) which is a desktop-oriented operating 
system designed for corporate environments. In contrast, 
OpenSUSE does not have separate distributions for servers, 
desktops and tablets, instead using various installation 
patterns for different types of installation.

 The SUSE 
Studio web 
service enables 
you to easily 
put together 
a customised 
OpenSUSE-
based distro.

 OpenSUSE
OpenSUSE is one of the best RPM-
based distros. It comes in several 
editions for 32-bit and 64-bit 
architectures and also has ports for 
ARM v6, ARM v7, and the 64-bit ARM 
v8. Once known for its KDE desktop, 
OpenSUSE now looks good across all 
the major desktops. Besides KDE and 
Gnome, the distro also features Mate, 
Xfce, Enlightenment, and LXDE. You 

can download the distro either as a 
smaller live installable image or a 
install-only DVD image.

One of OpenSUSE’s hallmarks is  
the distro’s YaST, which is a setup and 
configuration utility that enables you  
to tweak many different aspects of  
the system. Another popular tool is 
Snapper, which enables you to revert to 
a previously created system snapshot.

The distro serves as the base for the 
SUSE Linux Enterprise products – 
much as Fedora does for RHEL – and 
is suitable for all types of users 
regardless of their skill set. The distro’s 
installer is versatile and offers several 
customisation options. It can be 
navigated by new users and includes 
options to plug the installed system 
into a corporate directory server.

BEST 
OF 

BREED

*http://bit.ly/ChameleonSong
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Genus Slackware

S
lackware has the honour of being the oldest distro 
that’s still actively maintained. It was created by 
Patrick Volkerding and had its first beta release in 

1993. The project aims to create the most Unix-like Linux 
distribution. Slackware was originally derived from 
Softlanding Linux System (SLS), which was the first distro 
to provide TCP/IP and X Windows System in addition to 
the Linux kernel and basic utilities. SLS, however, was very 
buggy and the growing frustration of SLS users prompted 
Volkerding to release an SLS-like distro in July 1993.

Back then, in addition to being hosted on an anonymous 
FTP server at the Minnesota State University Moorhead, the 
distro was offered as 24 3.5-inch floppy disks. By the time 
version 2.1 was released in October 1994, the distro had 
swelled to 73 disks and Version 3 was released on CD-ROM.

The USP of the distro is that it makes very few changes to 
upstream packages. Unlike other distros that aim for a 
particular userbase or a wide variety of users, Slackware 
doesn’t preclude user decisions and doesn’t anticipate use 
cases. The user, therefore, has far greater control on the 
installed system with Slackware than most other distros.

Cut some slack
Unlike other distros, Slackware doesn’t provide a graphical 
installation. It continues to use plain text files and only a small 
set of shell scripts for configuration and administration. The 
distro also doesn’t provide an advanced graphical package 
management tool, relying instead on command line tools 
such as pkgtool, installpkg, upgradepkg, and removepkg. 
However, these native tools can’t resolve dependency issues.

Slackware packages are just plain compressed TAR 
archives. The package contains the files that form part of the 
software being installed, as well as additional metadata files 
for the benefit of the Slackware package manager. As of 
Slackware 12.2, slackpkg has become the official tool for 
installing or upgrading packages automatically through a 
network or over the internet , complementing the traditional 
package tools suite that only operates locally. Slackpkg also 
doesn’t resolve dependencies between packages. 
Traditionally, Slackware only offered a 32-bit release, and 
users had to rely on unofficial ports, such as slamd64 for 

The tortoise distro that’s outlasted many hares.

64-bit releases. Since Slackware 13, a 64-bit variant is also 
available and officially supported. In 2002, Stuart Winter 
started the ARMedslack project, a port of Slackware for ARM. 
In 2009, Volkerding knighted ARMedslack as an official port 
of Slackware. With the release of Slackware 14.0, the project 
has been completely renamed to Slackware ARM.

It might sound surprising, but Slackware is a popular base 
for many distros. The derivatives include expansive desktop 
projects, live distros, security distros etc.

The Slackware project is also missing some of the 
common developer-friendly tools. For example, there’s no 
official bug tracking system. Also, there is no official 
mechanism to become a contributor for Slackware. The final 

decision on what goes into the distribution is made by 
Volkerding – Slackware’s ‘Benevolent Dictator For Life’.

In another departure from the norm, Slackware doesn’t 
follow a fixed release schedule. The objective is to release a 
very stable system and so the project follows a release-when-
ready philosophy, but still aims for one major release a year.

 In addition 
to Slackware-
stable, the 
project also 
provides a 
testing-current 
branch for 
more bleeding-
edge software.

 Salix OS
Salix OS is one of the best Slackware-
based distros: it’s light, nimble and 
backwards compatible with Slackware. 
One of its salient features is that it 
minimises bloat by having only one 
application per task. The distro 
supports both 32-bit and 64-bit 
architectures and is available in five 
variants for the KDE, Mate, Xfce, 
Openbox, and Ratpoison desktops.

Salix offers three modes of 
installation – Full, Basic and Core. 
The Full option installs everything on 
the installation image; Basic provides a 
barebones system with just the 
graphical desktop and a few essential 
apps and the Slapt package manager; 
the Core option will only install a 
console-based system and is designed 
for users to custom-build their install.

The Full distro includes all the apps 
you’d expect on a desktop distro, and 
is often touted as Slackware with a 
graphical package manager. Its 
package manager, Gslapt, resembles 
the Synaptic package manager and 
also provides all the same functionality. 
Multimedia codecs aren’t supplied out 
of the box, but that can be fixed with 
the distro’s custom Codecs Installer.

BEST 
OF 

BREED

“Unlike other distros, Slackware 
doesn’t preclude user decisions 
and doesn’t anticipate use cases”
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Gentoo Linux
The goal of the Gentoo project was to create a distro without 
pre-compiled binaries that was tuned to the hardware on 
which it was installed. Unlike a binary software distribution, 
the source code is compiled locally according to the user’s 
preferences and is often optimised. It was initially called 
Enoch but Gentoo 1.0 was released in 2002.

Gentoo has the distinction of being one of the most 
configurable distros and appeals to Linux users who want full 
control of the software that’s installed and running on their 
computer. Gentoo users get to create their system from the 
ground up: the distro encourages the user to build a Linux 
kernel tailored to their particular hardware. It allows very fine 
control of which services are installed and running. Memory 
usage can be reduced, compared to other distributions, by 
omitting unnecessary kernel features and services.

This distro is a rolling release and one of its notable 
features is its package management system called Portage. 
If you’ve never used it before, there’s a steep learning curve to 
using Gentoo. Derivatives such as Funtoo can be a good 
starting point if you’re not ready to dive straight in.

Arch Linux
Judd Vinet wanted to create a distro that was inspired by the 
simplicity of Crux, Slackware and BSD and thus created Arch 
Linux in 2002. Arch aims to provide a lightweight foundation 
on which the user can build according to their needs. In 
Vinet’s words: “Arch is what you make it”. A bit like life really.

Evolutionary masterpieces and mavericks.

 Arch Linux is ludicrously customisable, offering all the 
latest packages and no cruft.

The most impressive feature of the Arch distro is the 
Pacman package management tool. Arch is a rolling release 
that can be brought up to date with a single command. 
Installing Arch Linux is an involved process and although it is 
well-documented, it’s still better suited for experienced Linux 
campaigners. However, Manjaro Linux is an Arch derivative 
and is more user-friendly and has a graphical installer.

Tiny Core Linux
If you can’t invest time in creating an Arch or Gentoo 
installation, check out Tiny Core Linux. The distro installs the 
bare minimum software you need to boot into a very minimal 
X desktop. From this point on, you’ve complete control and 
can install apps from online repos or compile them manually.

The distro is a mere 12MB and bundles only a terminal, a 
text editor and an app launcher on top of the lightweight FLWM 
window manager. It has a control panel to manage bootup 
services and configure the launcher, but everything else needs 
to be pulled in from its manager, including the installer if you 
want Tiny Core on your hard disk. The distro also has a 
CorePlus variant, which has additional drivers for wireless 
cards, a remastering tool and internationalisation support.

Puppy Linux
One of our all-time favourites, Puppy Linux had its initial 
release in 2003 and the first stable one in 2005. The distro is 
built from the ground up and its initial goal was to support 

Linux From Scratch
Rather than being a distribution itself, Linux 
From Scratch – popularly called LFS – is a 
freely available set of instructions to create 
your own custom distro from the ground up, 
entirely from source. The project was started in 
1999 when its author, Gerard Beekmans, 
wanted to learn how a Linux distro works 
behind the scenes. While building his system 
from scratch, Beekmans wrote down the steps 
and released it as a HOWTO (pictured, right) 

thinking that there would probably be other 
people who would be interested.

LFS has grown quite a bit from its humble 
start, transforming from a single HOWTO to a 
multi-volume book. It has also spawned various 
sub-projects over time, such as BLFS or 
Beyond LFS which fleshes out the basic LFS 
system, and ALFS or Automated LFS, which is 
designed to help automate the process of 
creating an LFS system.

 Tiny Core Linux is an ickle distro at 12MB. Ah, sweet.
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older hardware that had been rendered useless due to lack 
of support in other distros.

The real power of the distro lies in its plethora of custom 
apps. There are custom apps to block website ads and add 
internet telephony, a podcast grabber, a secure downloader, 
an audio player, a DVD burning app and more. First-time 
users might be intimidated by Puppy’s installer as it has no 
automatic partitioner, and fires up Gparted for you to format 
the disk. But each step in the installer is well-documented 
within the installer itself.

Packages for Puppy Linux are called pets, and have a .pet 
extension. You can install packages using its custom Puppy 
Package Manager tool, and you can configure it to download 
packages from other Puppy repos. The distro includes tools 
which can be used to easily churn out variants. Puppy Linux 
variants are called puplets. Popular puplets are WaryPuppy 
for supporting older hardware, RacyPuppy for newer 
hardware, the Slackware-based SlackoPuppy, and 
PrecisePuppy which is based on the Ubuntu LTS release.

SliTaz GNU/Linux
SliTaz stands for Simple Light Incredible Temporary 
Autonomous Zone and had its first stable release in 2008. 
The distro is built with home-brewed tools known as cookutils 
and uses BusyBox for many of its core functions. The distro 
includes a mixture of the LXDE and OpenBox window 
manager and is designed to perform on hardware with only 
192MB of RAM. The distro weighs under 30MB and uses a 
mere 80MB of hard disk space.

The distro also has a bunch of custom tools such as the 
Tazpkg package manager and SliTazPanel for administering 
all aspects of the distro. SliTaz repos include over 3,000 
packages for every popular open source app and it’s a 
common option for powering low-powered machines.

PCLinuxOS
PCLinuxOS began life as a repository of RPM packages for 
the Mandrake distro in 2000 and became a distro in late 
2003 as a branch of Mandrake Linux 9.2. 

Although it retains a similar look and feel to Mandriva 
Linux, and its configuration tool and installer give away its 
Mandriva lineage, PCLinuxOS has diverged significantly.

The distro has replaced Mandrake’s URPMI package 
management system, opting instead for APT-RPM. This is 
based on Debian’s APT but uses RPM packages, together 
with the Synaptic package manager. PCLinuxOS is a KDE 
distro, but also has community spins around the LXDE and 
Mate desktops.

W e’re going to tread on that 
hallowed patch of earth where 
angels fear to tread (and not 

because a bushy-bearded Russell Crowe is 
eyeballing them) and attempt to pick an 
overall distro winner. This means we had to 
pick a criteria that allowed for ease of use 
alongside the ability to build in complexity 
for specific use cases and, we admit, the 
result is purely subjective. Don’t agree  
with us? Why not email your top picks for 
each genus to Linux Format magazine at 
lxf.letters@futurenet.com.

Mageia

The community supported distro has everything you want from 
a modern Linux distribution – an active and vibrant user and 
developer community, a well-defined support structure, support 
for multiple desktops and install mechanisms.

OpenSUSE

Coming in at second place, the OpenSUSE distribution loses out 
because of recent activities of its corporate parent. Also, the 
distro still focuses on introducing changes that make it fit more 
snugly on the corporate desktop, rather than home user.

Korora

This is your best bet if you want a RPM-based distribution that 
works out of the box. However, Korora is still essentially a one-
man show and inherits some of the less flattering features of its 
parent distro, Fedora.

1

2

3

TOP 
 DESKTOP

DISTRO

 Puppy Linux has become a handy distro for recovering 
data from PCs and removing malware from Windows.
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Sagging, droopy, desktop 
environment? Don your 
mask, whip out that 
scalpel and prepare to  
give your desktop a much 
needed facelift.

Y
our favourite Linux distribution 
(distro) comes with a set of 
applications. If it’s one of the 
top ones, you can be sure that 

its developers have gone to great lengths 
to give you an easy to use package 
manager to swap out the default 
software that don’t fit your requirements 
and replace them with the 
ones that do. But what do you 
do if you want to alter the 
distro’s look and feel? After 
all, the ability to change and 
alter the default desktop 
environment, which we’ll call 
the desktop from here on, is just as 
important as being able to change and 
alter the distro’s underlying applications 
and libraries.

The broader Linux ecosystem has 
multiple desktops, but each Linux distro 

ships with a single default desktop that 
goes best with its overall approach and 
concept; think of the desktop as a 
marching band playing together to create  
a melodious symphony. 

That said, unlike with proprietary 
operating systems, Linux users have 
greater control and don’t have to stick with 

the default. Better still, to jump to a 
different desktop, you don’t have to install 
an entirely different Linux distro. Switching 
desktops is as simple as installing a 
software package and selecting your 
preferred desktop on the login screen. 

Moreover, switching desktops is just 
one way of customising things. Sometimes 
all you need is a little tweak to streamline 
the well-oiled machine. If you are really 
particular, a more involved and hands-on 
approach is to swap out the individual 
components. A desktop includes just about 
everything you see after you log into your 

user account: from the 
desktop area, the file manager 
to the background, panels 
and even the window’s title 
bars—all of these aspects are 
managed by different 
components. In this feature, 

we’ll help you tweak aspects of your 
desktop to adapt it to your workflow, and if 
the tweaks don’t work for you, we’ll even 
help you pick the different components 
and tie them together to create your own 
custom desktop.

“Linux users have greater 
control and don’t have to  
stick with the default.”

HACK YOUR
DESKTOP!
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T
he mainstream distros toil to give you a beautiful 
desktop with all the tools and utilities that would 
suit the widest range of users. The mature 

desktops, such as Gnome and KDE also give you several 
tweakable options as we’ve seen in the previous pages. 
But while you can get good mileage from the factory-fitted 
desktop their customisation options have limits. The best 
way to break away from the rigidity is to create your own.

Before you break into a sweat, we’re not asking you to 
write your own desktop from scratch (we’ll leave that for 
another day). As we said earlier, a desktop is an 
amalgamation of several individual components that are  
fired in sequence and work in unison to draw the different 
aspects of the desktop you see, eg KDE 4 uses the KWin 
window manager with a panel at the bottom of the desktop 
that houses the Kickoff application launcher along with a 
bunch of launchers and other widgets. Lightweight and 
alternative desktops, such as the popular Cinnamon and 
Mate, have a similar make-up and only swap out the heavy 
duty components with lighter alternatives.

You too can replace these components individually with 
the ones that serve your needs. Better still you can choose 
your own combination of window manager, panel and 
workspace switcher etc, and combine them together into 

 Install the 
Openbox 
Configuration 
Manager 
(obconf) to 
customise 
various 
aspects of 
the window 
manager.

your own custom desktop. In the next few pages we’ll list the 
components you’ll need in a functional desktop environment 
and familiarise you with the available options. Once we’ve 
covered the components, we’ll collate some into our very  
own custom desktop.

Do some woodwork
By far the most important component in a desktop is the 
window manager that controls the placement and 
appearance of windows within the graphical interface. It 
determines a window’s border and provides title bars along 
with buttons to maximise, minimise and close the window. 
The window manager also provides the controls to resize a 
window. Most of the popular window managers in use are 
developed alongside the desktop environment they come 
bundled with. Yet there are several others that can be used 
standalone. It’s the latter that we’re interested in as these 
allow you to create a customised environment, tailored to 
your own specific needs. Many of these standalone managers 
offer just the basic window management features without  
any bells and whistles.

One of the most popular ones is Openbox which is so bare 
that you wouldn’t even notice that it’s there. All you get is a 
wallpaper-less background and a cursor. An application menu 

File managers
Irrespective of how you want to use your 
system, there’s one task that’s performed 
universally by everyone and that’s managing 
files. To assist you with the process, you can 
choose a file manager from one of the excellent 
available standalone choices. While you are 
probably familiar with Gnome’s Nautilus (now 
known simply as Files), KDE’s Dolphin and 
Xfce’s Thunar, there are several others worth 
viewing including PCManFM, Xfe and EmelFM2.

PCManFM has a clean and uncluttered 
interface and is used as the default file manager 
for the LXDE desktop. The file manager enables 

you to open directories in new tabs or new 
windows and can also be used in the two-pane 
mode much like traditional file managers. 
PCManFM features a side pane and status bar, 
both of which can optionally hidden and offers 
all the common conveniences you’d expect from 
a file manager, such as drag and drop.

Then there’s the X file explorer or Xfe. It looks 
fairly modern though its interface is crowded 
with buttons. The file manager features multiple 
panes and has an editable navigation bar. One of 
its notable features is the ability to launch in a 
root session with a single click. Again, in a 

similar fashion to PCManFM, Xfe file manager 
rolls in all the features you’d expect from a file 
manager without the bloat.

Veteran users may prefer something like 
EmelFM2 which is an orthodox file manager 
with a GUI. The GTK2-based file manager  
uses the three-pane design popularised by  
the file managers of the ‘80s. EmelFM2 has  
a built-in command line, configurable keyboard 
bindings and support for file compression  
and encryption. It combines the functionality  
of the managers of old with the conveniences  
of the new.



Beautiful alternate desktops

 Grab the 
Openbox Menu 
Editor (obmenu) 
to generate a 
custom menu 
with your 
frequently  
used apps.

only appears in the right-click context menu. You can use the 
menu to launch applications that run within windows with the 
usual controls and behave as you’d expect in any desktop. 
You can customise the window manager using the separate 
obconf configurator. 

Then there’s Fluxbox which is a fork of another standalone 
window manager called Blackbox. In Fluxbox, just like 
Openbox, the main application menu is revealed via the right-
click context menu. However, Fluxbox does include a panel at 
the bottom of the screen that houses minimised applications. 
You can also detach its submenus and 
leave them hanging on the desktop for 
quick access to their contents. Despite the 
panel, the desktop is essentially bare and 
leaves quite a room to paint your custom 
environment.

Another barebones window manager is 
Joe’s Window Manager, popularly known as JWM. Not only 
does JWM include a panel at the bottom but adds an 
application menu, a workspace switcher and a taskbar with a 
clock as well. Clicking on the desktop will also bring up its 
menu which has limited entries but can be customised by 
editing JWM’s configuration file.

Besides these three which are very popular for crafting  
a custom desktop, there are several other options including 
Sawfish, Ratpoison i3 and Xnomad and a host of others.

Dress ’em up
In their default state, these window managers look very drab 
and lack the finesse of the mainstream environment. 
But that suits us just fine as it gives us the flexibility to use 
these window managers to draw a custom desktop on 
computers with limited resources. On a stock computer we 

can easily put some glitter on the bare windows using a 
compositing manager.

Compositing refers to the combination of graphical 
elements from a separate source into a single image.  
A compositing manager adds visual decorations to the 
stacking window managers by taking advantage of modern 
graphical hardware. Compiz was the first window manager 
designed from the grounds up to support compositing via 
OpenGL while KDE’s KWin and Gnome’s Mutter are both 
compositing window managers. But don’t think that drop 
shadows, fading menus and true transparency are only 
possible in heavyweight desktop environments. There are 
several managers that extend the same benefits to 
lightweight desktops and go nicely with standalone window 
managers.Two of the popular options are Xcompmgr and  
a fork of its fork (Xcompmgr-dana) called Compton. Both 
compositing managers are designed to provide graphical  
eye candy to window managers that don’t natively provide 
compositing functionality. Using them you can enjoy effects, 
such as drop shadows and subtle animations, when windows 
appear without putting a strain on your computer’s hardware. 

“Enjoy effects, such as drop 
shadows, without putting a strain 
on your computer’s hardware.”

Budgie
Developed and used by the Solus distro, Budgie is written from scratch 
using components from the Gnome stack. One highlight is the Budgie 
menu that visualises installed applications in a number of different views. 
Then there’s a unified notification and customisation centre called Raven, 
which also gives you quick access to the calendar, media player controls, 
system settings and power options. The desktop is also easy to customise 
and extend, and offers granular control over individual applet settings. The 

desktop is 
officially 
supported on 
Fedora and 
OpenSUSE 
and there are 
community 
supported 
releases for 
Arch Linux and 
Ubuntu.

Pantheon
Elementary OS’ desktop has created a name for itself as an elegant and 
user-friendly choice. It has a light footprint on your system resources 
and takes cues from the Mac OS X desktop, and has its own Mutter-
based window manager called Gala. The desktop nicely integrates the 
various elements, such as the Plank dock, the top panel (called 
Wingpanel) and the Slingshot application launcher. Nearly all actions on 
the desktop are subtly animated, but the desktop manages to strike a 
balance between 
form and function, 
eg open windows 
show up on the 
switcher. Besides 
Elementary OS, 
Pantheon can be 
installed on top of 
popular distros 
including OpenSUSE, 
Ubuntu (with 
tweaks) and Arch 
Linux. 
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Both managers also have limited dependencies and can  
be installed easily from the official repos of most popular 
desktop distros.

All hands on dock
While some of the window managers we listed earlier include 
a panel to launch applications, but many don’t. This is good 
since we can now use one from the many brilliant options on 
offer. The main job of a panel or a dock is to help us get to our 
most frequently used apps without much fuss. We’ll also want 
it to switch between windows and virtual desktops. Some 
even include applets, such as a clock, a calendar and weather.

One of the popular options is Docky which automatically 
places icons for the most-used applications on the dock. 

 This custom 
desktop uses 
the Openbox 
window 
manager and 
PCManFM as 
the desktop 
manager. There 
are a couple of 
Cairo-Dock’s 
with Gkrellm 
and a bunch of 
gDesklets.

Docky also integrates the Gnome-do application launcher’s 
search facility into the dock which means you can use Docky 
to launch applications as well. But be warned that the amount 
of resource Docky uses makes it unsuitable for older 
computers. if you aren’t resource-strapped, Cairo-Dock offers 
unparalleled eye candy. It can render the dock in multiple 3D 
layouts with subtle animations and other effects such as 
reflections. The icons on the dock are also animated and you 
can choose and customise the animations and other aspects 
of the dock.

If you’re looking for a lightweight alternative to the docks 
mentioned above, there’s Plank. In fact, Plank powers Docky 
which goes on to add fancier effects on top of Plank’s basic 
functionality. Plank is themeable and includes a built-in 

Deepin DE
The Deepin desktop adorns the Chinese Deepin distro. It’s based on 
HTML5 and WebKit and uses a mix of QML and Go for its various 
components. Besides the desktop itself, notable homebrewed Deepin 
components include the application launcher, dock and control centre. 
Like Pantheon, the Deepin desktop replicates the usability and aesthetics 
of the Mac OS X, and has a clean and clutter-free interface with nothing 
except the dock at the bottom of the screen. Deepin has hot corners and 
the top left corner opens the full screen applications launcher, while the 
bottom right opens the pop-out side panel. You can manage all aspects of 
the desktop including the boot manager from the controls on this side 
panel. If you 
like the 
desktop, 
you can 
install it on 
top of other 
distros 
such as 
Ubuntu, 
Arch and 
Manjaro. 

Moksha
This lightweight desktop is developed by and used on Bodhi Linux. 
Moksha is a fork of the Enlightenment 17 (E17) with Bodhi-specific 
changes that the developers have patched into the source code over 
the years. The developers have also cleaned back-ported bug fixes and 
features from the E19 and E20 releases. The desktop is fairly intuitive 
and easy to customise, and employs tons of visually appealing gadgets 
to display system information. The desktop can be controlled entirely 
via the keyboard and you can define your own keybindings. Moksha is 
under active development and one of the major changes in the 
upcoming release is a rewritten configuration panel. You can find details 
on Moksha’s website (www.bodhilinux.com/moksha-desktop to install it 

on Debian 
Jessie, 
Sabayon 
Linux and 
Arch. You can 
also install 
Moksha on 
Ubuntu via its 
official repos.
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 This is a 
lightweight 
Openbox-
based desktop 
running the 
Compton 
compositor 
with Docky at 
the bottom 
and the gmrun 
application 
launcher at 
the top.

Preferences panel that’s full of many setting tweaks. Besides 
these, there’s also Simdock, tint2 and wbar, although they 
have been abandoned by their developers and aren’t available 
in the repos of many distros. 

Build the foundation
Now that we’ve explored the options, let’s collate the 
components and build a custom desktop.  Like everything 
else, the choice of a window manager comes down to your 
aesthetic preferences and your specific needs. In addition to 
its default features, the ideal window manager should be 
adaptable enough to allow us to mold to our requirements. 
With this in mind, our preferred choice for the window 
manager in our custom desktop is Openbox which is available 
in the repos of virtually every Linux distro.

Similarly, our distro’s repos offer us some excellent file 
managers and you’re advised to try them all before homing in 
on the one that best suits you. We’ll use the PCManFM file 
manager which works for us. It’s universally available, 
lightweight and offers useful commands in its right-click 
context menu. Best of all it comes with its own application 
launcher which suits us just fine. Another lightweight 
component we’ll use that’s easily available with most distros 
is the Xcompmgr compositing manager. Since we aren’t 
limited by our hardware, we’ll place the Cairo-Dock on our 
desktop for its snazzy effects and numerous tweaks. The rest 
of the desktop will be used to place some of the applets 
borrowed from the gDesklets application.

Line ‘em up
All of the selected components are easily available in the 
official repos of the major distros, such as Debian, Ubuntu, 
Fedora and Arch Linux. Once you’ve installed all individual 
components using your distro’s package manager, it’s time to 
tie them up together. Fire up a text editor and create a text file 
under your home directory such as  $ nano ~/myCustomDE.
sh  and add the following to it:
#!/bin/sh
cairo-dock -o &

pcmanfm --desktop &
sleep 1s
pcmanfm --set-wallpaper=~/wallpaper.jpg --wallpaper-
mode=crop
xcompmgr -c -f &
gdesklets &
openbox

Now save the file and make it executable with  chmod +x 
~/myCustomDE.sh . Before we go any further let’s 
understand the contents of the script we’ve just created. 
Using the  -o  switch will force Cairo-Dock to use the hardware 
accelerated OpenGL back-end. The  &  symbol at the end of 
some lines tells the distro to run the program in the 
background and move on to the next item. Without this 
symbol, the distro would run the first line and wait until that 
program was completed before running the next line which 
would prevent our desktop from loading.

Next up, we ask PCManFM to double up its duties as our 
desktop manager. It’s perhaps the only window manager that 
can do this. With the  --desktop  option we ask PCManFM to 
manage the desktop which among other things allows us to 
put icons on the desktop. By default, PCManFM will display 
icons for all files and folders in the ~/Desktop folder. If you 
want shortcuts for applications on your desktop, you need to 
copy .desktop files from /usr/share/applications into your 
Desktop folder, eg  cp /usr/share/applications/cheese.desktop 
~/Desktop  will put the shortcut for the Cheese webcam 
application on the desktop.

If you don’t want icons on the desktop, you can drop this 
line. We then pause the script for a second for PCManFM to 
settle down before invoking it again to draw the wallpaper. 
Since it’s now managing the wallpaper it’s PCManFM’s duty 
to display the wallpaper. If you’re not running PCManFM as 
your desktop manager, you could use feh instead to put up 
the wallpaper, such as  feh --bg-fill ~/wallpaper.jpg .

The option specified with xcompmgr ask it to enable 
compositing with support for soft shadows and translucency. 
It’ll also enable a smooth fade effect when you hide and 
restore windows. Next up initiate gDesklets. By default this 
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will not display any applets. When you log into the desktop, 
fire up a shell and type  gdesklets shell  to bring up the 
applet’s configurator. Now double-click on any available 
applets and place them on the desktop. Upon restart the 
gDesklets entry in the shell script will ensure the applets 
you’ve added are displayed at their last known position. In the 
last line we start the window manager. Make sure the window 
manager is always the last component in the shell script and 
doesn’t have the  &  symbol at the end.

Bring it to life
Now that our script is ready, it’s time to ask the login 
manager to fire it up. If you try running it from inside an 
active desktop, it’ll fail miserably since the desktop already 
has instances of the components you’re trying to run. Most 
login managers store the list of available session types under 
the /usr/share/xsessions directory. As root create a text file 
like this  $ sudo /usr/share/xsessions/myCustomDesktop.
desktop  and add:
[Desktop Entry]
Name=MyCustomDesktop
Comment=My very own desktop!
Exec=~/myCustomDesktop.sh
Type=XSession

The  Name  entry is how your desktop is listed in the login 
manager and the  Exec  points to the location of the shell file 
we created earlier that’ll fire up the different components and 
build our desktop. Save the file and log out of your current 

desktop. Your custom desktop should be listed as an option in 
the login manager. Select it, enter your credentials and you’ll 
be taken to your custom desktop.

Take it to town
While you have a fully functioning custom desktop up and 
running, some of the components we’ve used in our desktop, 
such as the Cairo-Dock, gDesklets and even Openbox will 
need to be configured and tweaked. You can use this  
custom desktop as a starting point and customise it further. 
Changing things is straightforward and simple. We’ve already 
mentioned how you can drop PCManFM as the desktop 
manager and instead use feh to draw the wallpaper. You can 
also replace Cairo-Dock with another dock or perhaps even 
drop it and instead use an application launcher like Gnome-
Do, Synapse or the light-weight gmrun. All these applications 
are designed as standalone components for use within 
custom barebones desktop like ours and their usage 
information is well documented.

Creating a custom desktop environment is certainly a 
more involved process than spending some time tweaking 
your distro’s default desktop. But the rewards are equally, if 
not more, gratifying. Spend some time with these suggested 
components and perhaps even try some of them, such as the 
file managers and docks, on top of your existing distribution. 
Once you’ve found the components that match your 
requirements, you can easily compile them into a custom 
desktop with little effort.

 Make use of 
Cairo-Dock’s 
expansive 
options to  
add even more 
eye candy.

Accessories
You’ll be able to create a fairly decent, functional 
desktop by collating the components we’ve 
mentioned, there are other bits you can add to 
the mix. Some of the lightweight window 
managers even lack the ability to set wallpapers 
and you’ll need another tool for that. Two of the 
most popular ones are Feh and Nitrogen. Feh is 

a very fast and light command-line image viewer 
that’s also capable of setting the wallpaper. In 
contrast, Nitrogen is a graphical utility which 
enables you to preview the wallpapers before 
setting them. Popular accessories that adorn 
many custom desktops are sets of applets and 
widgets. While many full fledged desktops, 

especially KDE, include elaborate mechanisms 
to decorate the desktop with visually appeasing 
widgets and applets, the standalone window 
managers listed above lack this feature. Instead 
you can use third-party tools, such as adesktop 
and gDeslets that bundle a collection of applets 
that work well on these desktops.
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Tweak KDE Plasma 

K
DE is one of the most configurable desktops and 
offers a wide range of parameters to help you 
adapt it to your needs. However, this doesn’t stop 

many users failing to use it to its full potential because of 
its elaborate System Settings manager. The latest KDE 5 
release has streamlined this crucial component which is 
now better laid out and easier to navigate.

You can extend the options available in the System 
Settings manager by installing KCMs (KConfig Modules), 
which power the actual interface for the settings. There are 
several KCM modules available in your distro’s repos, ie 
there’s kcm-gtk which can be used to make GTK applications 
look at home on the desktop. You can install it together with 
the breeze-gtk theme. Once both packages are installed, 
head to System Settings > Application Style > Gnome 
Application Style and make sure Breeze is set as the default 
theme for GTK2 and GTK3. Another interesting module is 
kcm_systemd for managing the distro’s Systemd init system.

KDE uses the Phonon API as the abstraction layer 
between the desktop and the multimedia apps. The Phonon 
API can be powered by multiple back-ends. While the KDE 
developers prefer the VLC back-end, distros such as Fedora 
and Kubuntu ship with the Gstreamer back-end to avoid 
licensing issues. If your distro also ships with the Gstreamer 
back-end you can switch to the upstream preferred VLC 
back-end by first enabling the Universe repos (in Kubuntu) or 
adding a third-party repos, such as RPMfusion (for RPM-
based distros such as Fedora). Then use the package 
manager to install the phonon-qt5-backend-vlc package. 
Once installed, head to System Settings > Multimedia > Audio 
and Video > Backend and prioritise the VLC back-end.

Another customisation tweak that you might have 
overlooked is KDE’s ability to switch application launchers. 
The desktop ships with multiple launchers and you can easily 
switch between them. Right-click on the application launcher 
icon in the taskbar and select the ‘Alternatives’ option. 

Mod the desktop to the hilt.

 To customise 
the list of 
applications 
in the menu, 
right-click 
on the 
Applications 
menu and 
select ‘Edit 
Applications’.

This brings up a window that lists the available options along 
with a brief description. Besides the default Kickoff launcher, 
there’s the Lancelot launcher which is popular for its search 
feature. There’s also Homerun which is a full-screen launcher 
that features a categorised list of applications. 

Options galore
Panels in KDE that host the application launchers are also 
very customisable. You can add as many as you want, 
including one on each monitor on a multi-display setup and 
configure them independently of each other. You can also 
drag and add applications, files and folders to the panel for 
quick access. Right-click on a panel and select the ‘Add 
Widgets’ option to bring up the Widgets panel. Widgets brings 
all sorts of information to the panel and can also be added to 
the desktop. Use the ‘Get New Widgets’ option to download 
additional widgets using the Plasma Add-On Installer.

One common gripe with the widgets on the desktop is 
that they reveal their configuration handle as soon as you 
hover over them. To change this behaviour click on the 
stacked lines icon in the top-left corner of the screen and 
select the ‘Folder View’ or ‘Desktop Settings’ depending on 
the layout you are using. Then switch to the Tweaks tab and 
enable the option under Widget Handling. From now on the 
widgets will only reveal their handles when you keep them 
pressed for a certain duration.

KDE ships with a large number of feature-rich applications 
that come with their own set of tweakable parameters. 
You can even dictate the behaviour of components such as 
the Trash. Right-click on the Trash icon on the desktop and 
select the ‘Configure Trash Bin’ option. By default Trash is 
allotted 10% of the home partition’s size and you can easily 
change this number. Trash will notify you when it nears this 
limit. Optionally you can ask it to automatically remove either 
the oldest file or the largest file to free up space. Another way 
to save space is to toggle the option to zap files that have 

been in Trash for a set amount of time. 
Another oft-used KDE app is the 

Dolphin file manager. To influence its 
settings, launch the file manager, click 
the option labelled ‘Control’ in the top 
toolbar and select ‘Configure Dolphin’. 
Here you can change the location of the 
startup folder and turn on the editable 
location bar which is a personal 
favourite of ours. Then switch to the 
View Modes tab from where you can 
customise various aspects of the three 
different views. Power users should 
head to the Services tab and use the 
‘Download New Services’ option to flesh 
out the right-click context menu with 
useful options, such as an OpenVPN 
menu, a PDF menu and EncFS menu 
among others.
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Customise Gnome 3

“A feature of the desktop is its 
ability to enable remote access 
and file sharing with a click.”

Pimp my desktop.

 Use the 
graphical 
Dconf Editor 
that’s available 
in the repos 
of virtually 
all Gnome-
based distros, 
to explore 
the various 
available 
options for 
each setting.

G
nome 3 has come a long way since the early 
releases that riled long-term users and helped 
boost desktops newcomers Cinnamon and Mate. 

Over the years and subsequent releases, Gnome’s our-
way-or-the-highway attitude has given way to a new level 
of desktop malleability and offers interesting tweakable 
options for users who’d like to adapt their desktop.

Gnome’s System Settings is still pretty basic in 
comparison to the control panels of some of its peers like 
KDE, but it still packs quite a punch. One of the good things 
about Gnome 3 is its unified search in the Activities Overview 
that looks to match the search string to relevant apps, 
settings as well as files and folders. You can customise the 
behaviour of the search by heading to System Settings > 
Search under the Personal section. To change the locations it 
monitors, click the gears icon. This pops up a window where 
you can customise the list of search locations by disabling 
any of the existing ones and adding new ones.

Another interesting but often overlooked feature of the 
desktop is its ability to enable remote access and file sharing 
with a click. Head to System Settings > Sharing. Here you can 
toggle the Personal File Sharing option to share the contents 
of the Public folder inside your home directory via the 
WebDAV protocol. You can also optionally set a password. 
Similarly, click the ‘Screen Sharing’ option and select one of 
the two access options. Then toggle the ‘Allow Remote 
Control’ switch. You can now access the Gnome desktop 
running on this computer from any other computer on the 
network via VNC.

Our pet peeve with the desktop is the lack of a hierarchical 
menu for applications. This is particularly irritating if your 
Gnome-based distro has lots of applications. Starting with 
Gnome 3.10 the desktop started grouping some utilities and 
applications under folders called Sundry and Utilities. With 
Gnome 3.12 and newer versions, you’ve had the option to 
manually arrange the installed apps under custom groups. To 
do this, launch Gnome Software, switch to the Installed tab 
and click the checkmark button which puts a checkbox in 
front of the applications. Then select the applications you 
wish to group and click the ‘Add to Folder’ button. At this 
point, you can either click on the ‘+’ button to create a new 
folder or select an existing one, and the applications will now 
be categorised under this folder in the Activities Overview.

Above and beyond
For more malleability you’ll need to use the Gnome Tweak 
Tool. It’s pre-installed on some Gnome-based distros but 
most people will be able to grab from their distro’s official 
repos. The tool is simple to use and lists several tweaks under 
self-explanatory categories. One of the most useful tweaks 
housed under the Desktop section is the ability to display 
icons on the desktop. 

You’ll also want to head to the Windows section and toggle 
the options to restore the maximise and minimise window 
controls in the titlebar. Another way to add functionality to 

Gnome 3 is via shell extensions. Best of all you can install 
these from the Gnome Extensions website itself  
(http://extensions.gnome.org) in just a few clicks. One of 
the useful extensions is Dash to Dock which takes the dash 
bar from the activities overview screen and places it as a dock 
on the desktop. Then there’s the Removable Drive Menu 
extension, which displays an indicator in the Gnome panel to 
help you manage removable devices. A must-have extension 
for command-line warriors is Drop down terminal which 
brings down a terminal window by a defined keystroke.

The Gnome desktop uses the DConf configuration 
database to store system and application settings. You can 
directly make changes to this database with the command-
line gsettings tool which comes in handy particularly for those 
settings that aren’t exposed via the graphical tools, eg the 
Power option in the System Settings panel. The command: 

 gsettings set org.gnome.settings-daemon.plugins.xrandr 
default-monitors-setup do-nothing  

will keep the laptop’s display active even after you close its lid. 
Also, use
  gsettings set org.gnome.desktop.lockdown disable-lock-
screen true  

to disable the lock screen. Gnome 3 also has a built-in 
screencast recorder that starts recording when you press the 
Ctrl+Alt+Shift+r key combination. On most Gnome distros, 
the feature will record videos for 30 seconds. To record until 
your drive runs out you’ll need to type:
gsettings set org.gnome.settings-daemon.plugins.media-
keys max-screencast-length 0

The  0  signifies unlimited duration. You now have to use 
the key combination to start and stop the recording. The 
gsettings tool is fairly extensive and well documented. 
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CIFS is primarily associated with PCs running Windows, 
which makes it the best solution for those running a mixed 
network of Windows and Linux PCs, as well as Apple Macs.

Next is NFS, or Network File System. This is an open 
standard specifically designed to allow client PCs to access 
files over a network in a similar way to those stored locally on 
the computer. NFS and SMB/CIFS are competing standards, 
but you can run both side-by-side in Linux.

In this tutorial we’ll focus on Samba for compatibility 
purposes, but NFS does have advantages of its own, 
particularly on a closed network where you know every single 
device that’s connected to it. It’s actually more efficient than 
Samba, making it quicker and less demanding on the server, 
but trickier to set up beyond basic home folder sharing (see 
NFS Sharing box, p80 for more information on using it).

Setting up network shares in Linux
First things first: how do you share a folder on your PC with 
other computers attached to your local network using 
Samba? The irony is, although Samba is the simplest option – 
and the only practical one on a network of mixed computers 
– it can still be quite complicated to administer. Thankfully, 
though, if your file-sharing needs are basic, it’s actually quite 
simple. First, you’ll need to install two additional packages 
before you can start sharing folders:
sudo apt-get install samba
sudo apt-get install libpam-smbpass

Reboot, then browse to the folder that you wish to share – 
for simplicity’s sake (and to ensure that you have all the  
right permissions), make sure this is one in your personal 
Home folder. Right-click the folder and choose ‘Properties’, 
then switch to the Local Network Share tab. Tick ‘Share this 
folder’, then – if required – choose a different share name for 
the folder to make it easier for users to identify on the 
network (you can also add a comment to the folder to make  
it easier to identify). 

Deciding who receives what access to your shared folder 
can be as simple or as complicated as you want to make it. 
If you’re happy to open up your folder to anyone that is on 
your network, then ticking the ‘Guest access…’ box under the 
Local Network Share tab of the shared folder’s properties is 

Samba: Share 
files & folders

Sharing files between computers is one of the most 
fundamental reasons for setting up a local network. 
It’s something that’s designed to work seamlessly with 

your day-to-day file browsing, so everything’s handled using 
shared folders, which are made accessible to other 
computers connected to the same local network.

Users can control exactly who has access to each folder 
and determine what rights they have over the files within that 
folder. These rights can usually be boiled down to two basic 
settings: full read/write access and read-only. The latter 
makes it possible to share files securely without worrying 
about your files being overwritten or deleted – other users 
can copy files from the shared folder as well as view them, 
but they can’t perform any kind of editing on the folder or the 
contents stored in it.

One crucial difference between file sharing in Linux and 
other operating systems is that permissions for files inside 
the shared folder are independent to the shared folder itself, 
so simply granting someone full access to that folder doesn’t 
automatically grant users full access to the files within – they 
can delete those files (so some care is required), but they 
can’t necessarily open or edit them unless the files 
themselves explicitly allow it. This can be awkward, but as 
you’ll discover, it’s possible to change this behaviour.

If you’re running Ubuntu (we’re using 14.04.3 LTS in this 
tutorial), then the likelihood is that everything you need to 
access shared folders are already in place, but you’ll need to 
add additional packages if you want to turn your PC into a 
server in order to share files with others. In this tutorial, we’ll 
reveal all the prerequisites you need to enable all aspects of 
file sharing on your system, as well as show you how to set up 
a shared folder for others to access. We’ll also look at different 
sharing systems, explore issues with access control (typically 
revolving around folder permissions) and provide you with all 
the tools you need to become a file-sharing guru.

Networking sharing is all about acronyms and strange 
words like ‘Samba’. First up are SMB, which stands for Server 
Message Block, and CIFS, which stands for Common Internet 
File System. SMB and CIFS are largely interchangeable (CIFS 
is a version of SMB) and basically provide shared access to 
files, printers and other resources over a local network. SMB/

Messed up your 
smb.conf file in 
Gadmin Samba? 
Open a Terminal 
and type in the 
following:
sudo cp /etc/
samba/smb.conf.
old* /etc/samba/
smb.conf
to restore your 
previous Samba 
configuration; 
reboot for it to 
take effect.

Quick
tip

Fancy footwork for your files: let’s go hunting for the ins and outs of 
sharing files with other PCs on your network.



 79 

Use LVM to limit shared folder size
If you’d like to set aside a maximum amount  
of space for your shared folder, and you’ve 
enabled Logical Volume Manager on your 
Ubuntu install, then you can use LVM to set up  
a dedicated partition as a shared volume. If you 
want to avoid using the Terminal, boot from your 
Ubuntu install disc, then search the Software 
Centre for ‘lvm’. Select ‘Logical Volume 
Management’ and click More info > Use This 
Source > Install. Once done, launch Logical 
Volume Management from Launcher, expand 
Logical View, select root and click ‘Edit 
Properties’. Reduce the size of your main 
partition by the amount you wish to allocate to 
the shared volume – say 2GB.

Now reboot into your main Ubuntu 
installation. Open Terminal and type  sudo  

mkdir /mnt/<shared> , changing  <shared>  to 
your choice of shared folder name. If you’ve not 
previously used the LVM graphical tool, install it 
again from the Software Centre. Launch it, select 
Logical View in the left-hand pane and click 
‘Create New Logical Volume’ to set up your new 
shared volume. Give it a suitable name (say 
shared), then click ‘Use remaining’ to allocate it 
all the space you freed up in the previous step. 
Select ‘Ext4’ for filesystem, then tick both 
‘Mount’ and ‘Mount when rebooted’ boxes. Type  
 /samba/<shared>  into the Mount point box, 
replacing  <shared>  with the folder name you 
created in step two. Click ‘OK’ and the volume 
will be created and mounted, ready for sharing – 
either via file manager or using gadmin-samba 
if your needs are more complex.

 One way to apply a limit to the size of 
your share is to create a logical volume.

sufficient to do this. However, if you leave this unticked then 
the only way to access the folder over the network as things 
currently stand is by logging in with your local account’s 
username and password.

Next, decide whether users can copy files to the folder as 
well as delete those within it (tick the ‘Allow others to create 
and delete files in this folder’ box), click ‘Create Share’ or 
‘Modify Share’ and you’re done: the folder should now be 
visible and accessible over the network to all other connected 
computers, including Apple Macs and Windows PCs.

Access shared folders
Now you’ve shared a folder, how do you access it – or indeed 
any other shared folder on your network, including those on 
Macs and Windows PCs? The answer is incredibly easy – 
if everything’s set up correctly. Your computer’s name will 
now be visible to other users when browsing the network, 
while typing its name or IP address into the ‘Connect to 
server’ box should also get you access.

Access through Ubuntu is simple too – in fact, other PCs 
running Ubuntu don’t need to install any additional packages 
for basic access to your shares; support is baked into Unity’s 
default file manager as well as the launcher itself. Open Files, 
then click ‘Browse Network’ under ‘Network’ in the left-hand 
pane or choose File > Connect to Server… and click ‘Browse’. 
The file manager supports both NFS and Samba shares, and 
you’ll be prompted to log in using whatever credentials are 
required (with Windows shares, ignore the Domain field if 
you’re connecting via a workgroup, which is likely in most 
home user environments).

By default, you’ll need to re-connect to the share each 
time you log on. This can be a long-winded process, even if 
you’ve opted to save your login credentials forever. One work 
around is to bookmark the shared folder (right-click its entry 
in the left-hand pane of the file manager under Network and 
choose ‘Add Bookmark'), which gives you one-click access 
from the file manager, but you’ll still have to manually click 
the link to mount the share each time you restart your PC.

If you’d like more control over the whole process – such as 
being able to mount a shared folder automatically at startup 
– then you have one of two options. The simplest one involves 

a package called Gigolo, which is a graphical front-end for the 
userspace virtual filesystem GIO/GVfs (see the quicktip box, 
left, for more information).

If you’d like maximum control – including being able to 
mount your shared folder to a directory under mnt – then 
you’ll need to install cifs-utils, which you can get through 
Software Centre (or via  sudo apt-get install cifs-utils  in the 
Terminal). Once installed, create a mount point in the media 
folder, replacing  <sharename>  with your choice of shared 
folder:  sudo mkdir /media/<sharename> . Next, if you’re 
planning to automount Windows shares – particularly those 
on computers without static IP addresses – then do:
sudo apt-get install libnss-winbind winbind
sudo nano /etc/nsswitch.conf

Change the line ‘hosts: files mdns4_minimal 
[NOTFOUND=return] dns’ to the following:
hosts: files mdns4_minimal [NOTFOUND=return] wins dns

Restart the networking service ( sudo service network-
manager restart ) or reboot your PC, then test the service by 
typing  ping <hostname>  where  <hostname>  is the computer 
name assigned to your Windows PC. Press [Ctrl]+[Z] to end 
the ping when you’ve seen if it’s working or not.

Next, create a hidden file to store your Windows username 
and password securely:  sudo nano ~/.smbcredentials . Type 

 Basic folder sharing can be set up in Ubuntu very easily and directly from the 
file manager using Samba and the Local Network Share tab.

Want to auto-
mount folders 
without using the 
Terminal? Install 
Gigolo via the 
Software Centre 
or Synaptic. This 
adds network 
functionality to 
any desktop shell. 
It automatically 
mounts shares at 
startup that are 
bookmarked and 
will spot dropped 
connections and 
reconnect to them 
again automatically.

Quick
tip
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Struggling to get 
permissions to 
work in Samba? 
Then take a 
look at bindfs 
(http://bindfs.
org). This enables 
you to share 
directories while 
retaining control 
of permissions. 
Be warned: it’s a 
FUSE file system, 
so performance will 
take a hit.

Quick
tip

 Conneced PCs and Macs should be visible to your computer through the 
Browse Network option in Ubuntu’s file manager.

the following two lines, substituting  <username>  and  
 <password>  with the credentials you need to log on to  
the shared folder:
username=<username>
password=<password>

Save the file and exit. Next type  id <username>  and hit 
Enter, substituting  <username>  with the username you use 
to log into your distro. Make a note of the uid and gid 
numbers (typically 1000). You’re now ready to set up the 
automount using fstab. Type the following two commands to 
first back it up and then open it for editing in Gedit (which 
makes it easier to edit than nano due to the long 
configuration line):
sudo cp /etc/fstab /etc/fstab_old
sudo gedit /etc/fstab

Add the following line, substituting the elements enclosed 
in <> with the appropriate information:
//<hostname>/<share> /media/<sharename> cifs credentials=/

home/<username> 
/.smbcredentials,iocharset=utf8,gid=<1000>,uid=<1000>,file_
mode=0777,dir_mode=0777 0 0

Save the file and exit nano, then type  sudo mount –a . 
If everything has been set up correctly, you should see the 
network share appear in both Launcher and the file manager; 
if not, check you’ve entered your credentials correctly in 
fstab and try again.

Advanced sharing
You’ve created a shared folder and learned how to access 
other shares, so what’s next? First, you can share multiple 
folders from the same computer, so you could, eg have one 
public shared folder for everyone to access, and a privately 
shared folder that requires your username and password to 
access. But what if you want to share a folder with specific 
people only, without revealing your own username and 
password to them?

The answer lies with editing the smb.conf file, where all 
your configuration data is stored. You can do this by hand – 
type  sudo nano /etc/samba/smb.conf  – but there are GUIs 
available that make things that bit easier. The step-by-step 
guide (see bottom, p81) reveals how to do this by setting up 
and configuring separate user accounts for each person who 
wants access with the help of the gadmin-samba package.

With your users set up, you can now focus on another 
problem. One of the biggest issues with network shares is 
sorting out file and folder permissions. As we’ve mentioned, 
when users copy files into the shared folder, those files will 
retain their original permissions, which could mean issues for 
other users wanting access to the files. You can fix this 
manually via the Permissions tab on the shared folder’s 
Properties – click ‘Change Permissions for Enclosed Files…’ 
to do so, then select your desired access before clicking 
‘Change’. This basically applies the shared folder’s 
permissions to all the files enclosed within.

NFS sharing
We’ve focussed on Samba for this tutorial, but if you’re 
working exclusively with Linux machines and want a faster, 
less CPU-intensive solution, and you’re not afraid to function 
without access to a convenient GUI, here’s what you need to 
do in Ubuntu 14.04 to access your home directory remotely. 
First, install two packages:  sudo apt-get install nfs-common 
nfs-kernel-server . Next, type  sudo nano /etc/exports  to 
open the file where you configure what directories you wish 
to share – eg, to share your home directory, add the 
following line  /home *(rw,sync,no_root_squash) .

Save the file and exit, then type  sudo service nfs-kernel-
server start . That’s it for a basic NFS server – you then go to 
another machine on your network, install nfs-common if 
necessary and use the following Terminal command to 
mount the shared folder:
sudo mkdir /local
sudo mkdir /local/home
sudo mount <hostname>:/home /local/home

You’ll now have access to your server’s home directory 
from the other PC. These are the most basic steps – there’s 
no security involved, so it’s likely you’ll want something more 
robust. With that in mind go to https://help.ubuntu.com 
and search for ‘NFS’ to read how to set it up.

 NFS is a faster and more efficient way of sharing files between Linux-only 
machines, but it is quite complicated to set up.
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That method is a bit of a fiddle, so it’s good to know  
you can configure Samba to force your choice of user 
permissions and owner on these files when they’re created or 
copied across. The ‘directory mask’ and ‘create mask’ settings 
are the ones that allow you to set permissions (such as 0660 
or 0770) on newly created files and folders as well as those 
copied across from another machine – if you’re struggling to 
remember what settings do what, go to http://permissions-
calculator.org/decode and enter your four-digit code to see 
how it translates into actual permissions. There’s also two 
other settings – ‘force user’ and ‘force group’ – that enable 
you to override the default owner on these files with your 
own choices.

To make these changes using gadmin-samba, select your 
shared folder from the list on the Shares tab, then scroll down 
below the access permissions section where you’ll find the 
four settings – enter your choices here, scroll back up and 
click ‘Apply’. Even then you may run into problems – if that’s 
the case, open a Terminal window, type  umask  and press 
Enter. Its default setting is 0002, so if it’s different for any 
reason that’s probably where your issue lies.

One downside of shared folders is that there’s no easy way 
to set a limit to the size of the folder or how much data people 
can copy to it. If space is tight you may want to investigate 
one of two workarounds. If LVM is enabled on your PC, check 
out the box (see Use LVM to Limit Shared Folder Size, p79) for 
a neat fix using a dedicated shared volume. If you don’t have 
LVM enabled you can achieve something similar – albeit with 
a significant performance penalty – using the dd utility. Enter 
the following commands, replacing  <filename>  with your 
choice of name:
dd if=/dev/zero of=<filename> bs=1024 count=2M
sudo mkfs.ext4 <filename>
sudo mkdir /media/shared
sudo nano /etc/fstab 

Add the following line:
/home/<username>/<filename> /media/shared ext4 
defaults,users

Save and exit, then  sudo mount –a  and you’ll see two new 
entries appear under Devices. It’s not elegant, but it works – 
you can then share /media/shared in the same way you 
would any other folder. 

1  First steps
Open Software Centre – search for ‘gadmin-samba’ and install it. 
Once done, open via the Launcher. It’ll back up and then complain 
about the current configuration file – click ‘Yes’ to create a new one. 
Click ‘Activate’ if its status is set to ‘deactivated’, then review the 
information on the Server settings tab, configuring it to match your 
network’s settings – click ‘Apply’ when done.

2  Create users
If necessary, you need to create users on the server for each person 
who wants access to the shared folder. Switch to the Users tab and 
click ‘New User’, then provide a username and password, plus assign 
each account to the same group (say shared). Leave /dev/null 
selected under ‘Home directory’ and ‘Shell:’ so the user only exists 
for sharing purposes. Click ‘Apply’.

3  Set up shared folder
Switch to the Shares tab. Click ‘New Share’ to create a shared folder. 
Provide a name and directory, then scroll down and click ‘Add access 
permissions’ to configure access by user or group, plus define what 
permissions they have. Click ‘Forward’ and you can then select the 
users or groups in question – Ctrl-click for multiple selections, and be 
sure to include your own username.

4  Final steps
Scroll down and verify ‘Writeable’ is set to ‘Yes’. Click ‘Add’ followed 
by ‘Apply’ to share the folder – it should immediately become 
accessible over your network. Now browse to the shared folder in 
your file manager, right-click and choose Properties > Permissions. 
To allow other users to write to the folder, set Others to ‘Create and 
delete files’ and click ‘Close’.

Configure your server with gadmin-samba
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your toes in the water) than with the open-source solution, 
VirtualBox?VirtualBox may be free, but it’s still a powerful 
option that offers both a friendly graphical front-end for 
creating, launching and managing your virtual machines,  
plus a raft of command-line tools for those who need them.

An older version of VirtualBox is available through the 
Ubuntu Software Centre, but for the purposes of this tutorial 
we’re going to focus on the newer version 5.x branch, which 
you can obtain from www.virtualbox.org/wiki/Linux_
Downloads. You’ll find that a variety of different builds exist, 
each one geared towards a specific distro (or distro version). 
Both 32-bit (i386) and 64-bit (AMD64) links are provided to 
downloadable and clickable Deb files, or you can follow the 
instructions provided to add the appropriate VirtualBox 
repository to your sources list.

Once it’s installed, the quickest way to get started is to 
launch VirtualBox through the Dash. This opens the Oracle 
VM VirtualBox Manager, which is where all your virtual 
machines can be listed (and organised into groups). It’s also 
where you create new VMs from scratch, but before you 
begin, select File > Preferences to change the default 
machine folder if you want to store your virtual machine 
settings somewhere other than your own home folder. This 
isn’t a critical step, but as each guest may consume gigabytes 
of space for its own needs, you may prefer to choose a 
dedicated drive (or one with lots of free space). If you’re 
looking to purchase a drive for your virtual machines, then 
consider an SSD to add zip to your VM’s performance.

Create your first VM
With your virtual machine folder set, click ‘OK’ and then 
click the ‘New’ button to create your first virtual machine. 
The Create Virtual Machine Wizard works in either of two 
ways, Guided or Expert, with the latter putting the three 
configuration steps in a single window. Start by selecting your 
chosen OS and version from the two drop-down menus – 
VirtualBox supports all the major OSes, including BSD, Solaris 
and IBM OS/2 in addition to Windows, OS X and – of course – 
Linux. The Version drop-down changes depending on your 
initial selection; all the major distros as well as Linux kernel 
versions from 2.2 onwards are available.

It’s important to choose the right OS and version because 
this will ensure that other machine settings are set so they’re 
compatible. You’ll see this immediately when the ‘Memory 
size’ slider changes to match the OS. This will be set to a 
comfortable minimum setting, so feel free to alter it using the 
slider – it’s colour-coded green, amber and red to help you 
set the memory to a level that’s comfortable for your host PC. 
The figure you set is actual host RAM, not virtual memory, so 

VirtualBox: 
Virtualisation
Find out how virtualisation software can tap into your PC’s unused 
processing power to help you run multiple operating systems.

Today’s multi-core PCs are built to run multiple tasks 
simultaneously, and what better way to tap into all 
that power than through virtualisation? Virtualisation, 

and in particular hardware virtualisation, is the process of 
splitting a single physical PC (known as the ‘host’) into 
multiple virtual PCs (referred to as ‘guests'), each capable 
of working and acting independently of the other. 

Virtualisation software allows the host to carve up its 
memory, processor, storage and other hardware resources 
in order to share individual parcels with one or more guests. 
If your PC is powerful enough, you can run multiple virtual 
machines in parallel, enabling you to effectively split your 
computer in two to perform different tasks without having 
to tie up multiple PCs.

Virtualisation isn’t simply a means of dividing up 
computing power, though. It also enables you to easily 
run alternative operating systems in a safe, sandboxed 
environment – your guest PC can be isolated [in theory – Ed] 
from your host, making it safe to experiment with new 
software or simply try out a different flavour of Linux, for 
example. It can also be used for compatibility purposes – you 
may have switched from Windows, for instance, but want 
access to a virtual Windows machine to run old programs 
without having to use a dual-boot setup.

It goes without saying that the faster and more powerful 
your PC, the better equipped it is to run one or more virtual 
machines. That said, if performance isn’t the be-all and end-
all of your virtualisation experiments, then it’s perfectly 
possible to run a single virtual machine in even relatively 
low-powered environments.

Choose VirtualBox
There are many virtualisation solutions available for Linux, 
but what better way to meet your needs (or even just dip 

 VirtualBox enables you to set up, manage and run 
multiple guest machines from the comfort of your desktop.

To give your VMs  
a speed boost, 
enable VT-x/AMD-V 
acceleration. First, 
visit http://bit.ly/ 
1NFLGX2 to see if 
your processor is 
supported. If it is, 
make sure support 
is enabled in your 
PC’s BIOS or UEFI 
– check your 
motherboard 
manual or website 
for instructions.

Quick
tip
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be sure to leave enough for your PC’s other tasks (including 
the running of VirtualBox itself).

The final option is to create a virtual hard disk. This 
basically starts out as a single file that represents your  
guest’s hard drive, and will splinter off only when you start 
working with snapshots. In most cases, leave ‘Create a virtual 
hard disk now’ selected and click ‘Create’, at which point  
you’ll need to set its size, location (click the little folder  
button to choose a different location from the default), file 
type and how the virtual file will behave. For these latter 
options, the defaults of ‘VDI’ and ‘Dynamically allocated’ 
usually work best; the latter ensures that the physical file 
containing your virtual hard drive’s contents starts small and 
grows only as it’s filled with data. Click ‘Create’ and your 
virtual machine is ready and waiting for action.

Virtual hardware tweaking
It’s tempting to dive straight in and start using your new 
virtual machine, but while the basic hardware settings are in 
place, you should take the time to ensure it has all the power 
and resources it needs to function as you want it to. You can 
always tweak these settings later, but the best time to set it 
up is before you begin.

Select your new virtual machine and click the ‘Settings’ 
button. Switch to the System tab, where you’ll find three tabs: 
Motherboard, Processor and Acceleration. You can tweak 
your VM’s base memory from the Motherboard tab, as well 
as switch chipset, although unless you need PCI Express 
support the default PIIX3 should be fine in most cases. 
The Pointing Device is set to ‘USB Tablet’ by default, but 
there’s a ‘PS/2 Mouse’ option for legacy purposes.

The Extended Features section should already be set  
up according to the OS you’ve chosen, but if you’d like your 
virtual machine to have a UEFI rather than a BIOS, tick 
‘Enable EFI’ here. Note, however, that this works only for 
Linux and OS X; Windows guests aren’t (yet) supported.

If you have a multi-core CPU installed, switch to the 
Processor tab to allocate more than a single core to your VM, 
making sure you don’t attempt to allocate more cores than 
your processor physically possesses (Hyperthreading should 
be discounted). You may also need to tick ‘Enable PAE/NX’ if 
your virtual machine needs access to more than 4GB of RAM 
on a host PC with an older 32-bit processor.

The Acceleration tab allows you to tap into the processor’s 
virtualisation features if they exist – see the tip for details.

Other key settings
Switch to the Display tab to configure your virtual graphics 
card. Start by allocating as much memory as you think 
you’ll need, and also tick the ‘Enable 3D Acceleration’ box to 
improve performance across all your VMs. If you’re running a 
Windows virtual machine, then tick the 2D option too. Switch 
to the Remote Display tab if you’d like to access your VM 
remotely. The Video Capture tab makes it possible to record 
your VM screen as a video should you want to do so – the 
former feature requires the VirtualBox Extension Pack, which 
we’ll talk about shortly.

The Storage tab is where you can configure the internal 
storage of your virtual PC – by default your virtual hard drive 
is added to the SATA controller, from where you can add more 
drives. You’ll also see that a single DVD drive is also added to 
the IDE controller. Select it and click the little disc button next 
to the Optical Drive drop-down to select a physical drive or 
mount an ISO disk image as a virtual drive instead. Tick the 
‘Passthrough’ option if you’d like to be able to write discs, play 
audio CDs or watch encrypted DVDs.

The options in the Audio and Serial Ports tabs are largely 
self-explanatory, but if you plan to make your guest VM visible 

 The ability to take snapshots of your virtual machines makes them 
particularly suitable as test beds.

Make use of 
the VirtualBox 
Manager’s new 
Group feature to 
organise your VMs 
into user-defined 
categories: right-
click the first VM 
in the list and 
choose ‘Group’. 
Right-click the 
group header and 
choose ‘Rename’, 
then create new 
machines directly 
from this group or 
drag other guests 
into it to assign 
them to the group.

Quick
tip

Headless setup
One way to maximise your host PC’s resources is 
to run your virtual machine headless. This means 
there’s no way of interacting with that VM on the 
host PC; instead, you access it remotely using 
the Remote Display Protocol (RDP). First, make 
sure you have the VirtualBox Extension Pack 
installed – this provides support for VirtualBox’s 
implementation of RDP – then enable it on your 
VM via Settings > Display > Remote Display tab 
by ticking ‘Enable Server’. You’ll need to change 
the default port (3389) if you’re setting up 
multiple VMs in this way – choose unique ports 
for each between 5000 and 5050.

Once it’s configured, you can launch your VM 
from the Terminal via one of two commands:
VBoxHeadless --startvm <uuid|vmname>

VBoxManage startvm "VM name" --type 
headless

Alternatively, hold Shift as you click the VM 
in the VirtualBox Manager, and you’ll be able to 
monitor its progress from the Preview window 
before switching to your remote computer.

When it comes to accessing your headless VM 
from another PC, the rdesktop client is built into 
most distros, but VirtualBox also ships with 
rdesktop-vrdp, which gives your guest access to 
any USB devices plugged into the PC you’re sat 
at. Use the following command:
rdesktop-vrdp -r usb -a 16 -N 192.168.x.y:0000

Replace .x.y with your host PC’s IP address, 
and 0000 with the port number you allocated 
(3389 by default).

 Run your VM headless to cut resource 
usage if you plan to access it remotely.
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It’s possible to port 
your VMs to 
different PCs – 
select File > Export 
Appliance to set up 
an archive in OVF 
(Open Virtualization 
Format) format, 
using the OVA 
extension to 
bundle everything 
into a single file. 
Be warned: it 
doesn’t include 
snapshots and 
often changes the 
virtual hard disk 
from VDI to 
VMDK format.

Quick
tip

over your local network for the purposes of sharing files and 
other resources, then select ‘Network’ and change the NAT 
setting to ‘Bridged Adapter’. Other configurations are also 
available from here – ‘NAT Network’, eg, allows you to create  
a network of VMs that can see and interact with each other 
while remaining invisible to the host. NAT networks are 
configured independently via VirtualBox’s File > Preferences 
menu (look under Network).

Working with USB peripherals
The USB tab is where you can capture specific USB devices 
for use in your VM. However, before you can use this feature, 
you need to make sure you add your username to the 
vboxusers group on your host PC using the following 
command in the Terminal:
sudo usermod -a -G vboxusers <username>

Once this is done, your USB devices will become visible 
to your VirtualBox guests. Note that VirtualBox supports 
only the older USB 1.1 implementation by default, but you 
can install the VirtualBox Extension Pack to add support for 
USB 2.0 and USB 3.0 among other extras (including PCI and 
host webcam passthrough). Download this Extension Pack 
from www.virtualbox.org, but note the licence restrictions: 
unlike VirtualBox, it’s not open source and is free for ‘personal 
evaluation’ only.

You can easily connect to USB devices within your guest 
on the fly – click the USB button on the guest machine 
window and select your target peripheral from the list – but 
adding specific USB Device Filters here makes it possible to 
automatically capture specific devices when the VM boots. 
One example of where this could be handy is if you set up a 
VM as a headless TV server – it would allow the VM to take 
control of your USB TV stick the moment it starts. We cover 
the Shared Folders tab in the ‘Share data’ box below, while 
the User Interface tab allows you to specify which menu 
options are made available to this guest.

Your first boot
With your VM’s hardware set up, you’re ready to go.  
You need to point your virtual CD/DVD drive towards an  
ISO file (or physical disc) containing the installer of the  
OS you wish to emulate, then start the VM and follow  
the prompts to get started. Once running, your virtual 
machine acts in exactly the same way your main PC does – 
click inside the main window and your mouse and  
keyboard may be ‘captured’ by the VM, allowing you to  
work inside it. To release these back to your host PC,  
press the right-hand Ctrl key.

Once you’ve installed your target OS in the guest  
machine you’ll need to install the Guest Additions  
– a series of drivers and applications that enhance the  
VM’s performance. Key additions include a better  
video driver supporting a wider range of resolutions  
and hardware acceleration, mouse pointer integration, 
 which allows you to more easily move the mouse between 
host and VM without it being captured, and support for 
shared folders.

Installing these for Windows guests is as simple as 
selecting Devices > Insert Guest Additions CD image…  
After a short pause, the setup wizard should appear.  
Things are a bit more complicated for Linux guests – see 
chapter 4.2.2 under VirtualBox’s Help > Contents menu  
for distro-by-distro guides. Once you’ve followed the 
prerequisites, open the file manager and browse to the  
root of the Guest Additions CD, then right-click inside  
the window and choose ‘Open in Terminal’. Once the  
Terminal window opens, the following command should  
see the additions installed:
sudo sh ./VBoxLinuxAdditions.run

After rebooting you should be able to resize your VM 
window to the desired resolution simply by clicking and 
dragging on it – have the Displays panel open in your guest 
when you’re doing this to verify the dimensions as you resize.

Share data
Getting data to and from your VM is a critical part of 
virtualisation, and VirtualBox makes this as simple as 
possible. The obvious way is to set up a bridged network as 
described earlier, then create shared folders with which you 
can swap data over your network, but there are other handy 
sharing tools provided too.

The Shared Folders feature works best with guests you 
don’t want exposed to the wider network, and also allows 
you to make folders available from your host without sharing 
them on the network. Open your VM’s settings and go to the 
Shared Folders tab and you can specify a folder on your host 
PC that’s made available to your guest: click the plus (‘+’) 
button, select the folder you want to share and change its 
display name on your guest if necessary. You can also elect 
to make the folder read-only to the guest, have it mount 
automatically when the VM starts and, last but not least, 
choose ‘Make Permanent’ to have the shared folder persist 
beyond the current VM session.

Open the Devices menu and you’ll find two other ways 
of sharing too: Shared Clipboard allows you to share the 
contents of the clipboard between host and guest (this can 
be limited to one-way sharing, or made bi-directional). 
You can also implement Drag-and-Drop, another way to 
quickly share files between host and guest by dragging files 
into and out of the guest machine window.

 Make life (and file-sharing) easy: you can configure VirtualBox to allow you 
to quickly transfer files to and from your guest using drag-and-drop.
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Take a snapshot
Your VM is now set up and ready for action. It should work in 
exactly the same way as any physical machine, but it has one 
crucial advantage: snapshots. Snapshots let you take one-
click backups of your guest at a specific point in time. You can 
then proceed secure in the knowledge you can roll back to the 
snapshot and undo all the changes you’ve made since.

You can create snapshots while your machine is powered 
off, or during use – just select Machine > Take Snapshot to 
do so. Give your snapshot an identifiable name, and also add 
a description if you wish, then click ‘OK’.

When you take a snapshot, VirtualBox starts recording 
changes to the drive in a different file. If you delete a 
snapshot, those changes are merged back into the main file, 
while if you roll back to an earlier snapshot (or the base 
image), the snapshot’s changes are lost unless you create an 
additional snapshot when prompted. VMs support multiple 
snapshots, and you can even move between them, allowing 
you to create multiple setups from within a single guest.

Terminal use
VirtualBox’s user interface may be a convenient way to get 
started with virtualisation, but once you’re up and running 
you’ll be pleased to learn there are a number of command-
line tools you can employ if that works better for you. You 
can even bypass the graphical VirtualBox Manager entirely 
if you’re willing to learn the rather lengthy list of sub-
commands for the VBoxManage tool, such as  createvm  and  
 startvm , but even if you’re happy with the point-and-click 
approach, there are a number of tools you should take a 
closer look at.

The first is VBoxSDL – if you’d like to launch your VM in a 
‘pure’, distraction-free environment (so none of the controls 
offered by the default VM window), this is the tool for you. Its 
usage is pretty straightforward:
VBoxSDL --startvm <vmname>

Replace  <vmname>  with the name of your VM (or its 
UUID if you prefer). Once it’s running, you’ll not only have 
access to the menu commands offered by the main 
VirtualBox window, but some handy shortcuts you can 
employ while pressing the host key (the right [Ctrl] key by 
default): [f] toggles full-screen view on and off, while [n] takes 
a snapshot. Press [h] to press the ACPI power button, [p] to 
pause and resume, [q] to power off or [r] to reset. Finally, 
press [Del] in conjunction with the host key and you’ll send a 
[Ctrl]+[Alt]+[Del] to the guest machine. Alternatively, shut 
down your VM using the VBoxManage tool – just type the 
following command to initiate the ACPI power button, eg:
VBoxManage controlvm "VM name" acpipowerbutton

Another handy command-line tool is VBoxHeadless, which 
enables you to run your virtual machine headless. To do this – 
and allow yourself to access it remotely from another 
computer (check out our Headless setup box).

Whether you plan to use VirtualBox from the command 
line or its GUI, you’ll find it’s packed with powerful and useful 
features that will convert you to the possibilities and power of 
virtualisation. You’ll wonder how you ever coped before! 

1  Consolidate snapshots
If your VM contains snapshots, the resizing 
process will affect only the original base 
image. To resolve this, right-click the VM and 
choose Settings, then append  -old  on to the 
end of its name. Click ‘OK’, right-click the VM 
again, but this time choose Clone. Click 
‘Expert Mode’’, then rename it and verify that 
‘Full Clone’ and ‘Current machine state’ are 
selected before clicking ‘Clone’.

3  Extend partition
The drive concerned has been resized, but 
you’ll now need to repartition it. Boot your 
VM having attached an ISO of the Gparted 
Live CD and then use that to move partitions 
around to use the extra space – you may 
have to resize the extended partition first, 
then move the swap volume to the end 
before resizing the partition from the left 
to make the space available.

2  Resize virtual drive
Close VirtualBox, open Terminal and navigate 
to the folder containing your VDI file. Now 
type the following command, replacing 
drivename.vdi with the filename of your 
particular VDI file:
VBoxManage modifyhd "drivename.vdi" --resize 

10000
The resize figure is in MB, so 10000 equals 
10,000MB or 10GB.

Extend the size of your VM drive

 Remove all 
the desktop 
paraphernalia 
and run your 
guest in a lean, 
distraction-free 
window using 
VBoxSDL.
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adding it to the sudo group with  adduser bodhi sudo , 
replacing ‘bodhi’ with the name of your user account.

You’ll also have to add your username to the /etc/
sudoers file. Simply type  visudo  to edit the /etc/sudoers 
file. Scroll down and look for the line %sudo  
ALL=(ALL:ALL) ALL  and replicate it for your username as 
well – in our case this would be bodhi ALL=(ALL:ALL) ALL. 
Save the file and log out of the root user. You can now prefix 
commands with sudo to run them with escalated powers.

By default the Debian installer configures the installation 
to fetch network settings via DHCP, which assigns a random 
IP address to the server from the available pool. However, 
it’s generally a good idea to assign a static address to server 
for consistency – you’re going to want to know where it is. 
Start by saving a copy of the original configuration file with
sudo cp /etc/network/interfaces  /etc/network/interfaces.orig 

Any Bruce Campbell fans reading? We suspect you’ll like nothing better  
than lopping off the top of your servers.

The Debian distribution is a popular choice for creating 
all kinds of servers. It supports a large number of 
hardware and is also available in several formats.  

The recommended installation medium is the minimal 
netinstall CD that contains just the minimal amount of 
software to start the installation and fetch the remaining 
packages over the Internet. 

One advantage of the netinstall installation is that it only 
downloads the packages that you selected for installation 
which saves both time and bandwidth. It also helps cut  
down the bloat of unnecessary apps and  packages. The 
minimal system is also favourable from a security point of 
view since it helps avoid installing useless network services 
that can be used to compromise the server’s integrity. 
Another advantage of netinstall is that it gets you the  
latest versions of the packages so you have a fresher 
installation right off the bat. 

In this tutorial we’ll install a headless Debian server from 
the netinstall CD (see walkthrough) and then configure it to 
serve virtual machines to other computers over the network.

First things first
One of the first things you should do on a freshly installed 
server is to install any available updates. First update the 
package database with  sudo apt-get update  and then check 
for updates with  sudo apt-get upgrade .

 However since we’ve just done a netinstall the chances of 
any new updates being available so soon are very remote.

Next up we will give root privileges to our normal account 
that we setup during the installation. It’ll save us the trouble 
of logging in as the root user to configure the server. Log in 
as root and install sudo with  apt-get install sudo .

 Now grant superuser powers to your regular account by 

 Use tasksel (sudo apt-get install tasksel) to install a wide 
variety of packages.

Manage headless servers with ease
While experienced admins can tweak all  
aspects of a server from the command line,  
the inexperienced amongst us can use a little 
help. With Webmin you can dispense your 
sysadmind duties from the relative comfort  
of a web interface. 

Instead of manually editing configuration  
files and fiddling with command line switches, 
Webmin helps you configure different aspects  
of your system, which then automatically 
updates the relevant underlying config files.  

With Webmin you can manage network services 
as well as the host system. For instance you can 
use the tool’s interface to create and configure 
virtual hosts for the Apache Web server and 
setup Samba file sharing server just as easily as 
you can create and manage user accounts and 
set up disk quotas.

To install Webmin, first add its repos with 
 sudo echo “deb http://download.webmin.com/
download/repository sarge contrib” >> /etc/apt/
sources.list 

Then fetch and install the repo keys with
wget -q http://www.webmin.com/jcameron-key.
asc -O- | sudo apt-key add - 

Finally refresh the package list and install 
webmin with
 sudo apt-get update; sudo apt-get -y install 
webmin 

Once installed, Webmin runs on port 10000. 
So head to https://IP-address-of-the-Debian-
server:10000, log in as root, and you should be 
looking at the Webmin dashboard. 
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Then edit it to read:
# iface eth0 inet dhcp  
## Commented out DHCP above and assign a static IP below
auto eth0
iface eth0 inet static
    address 192.168.3.200
            netmask 255.255.255.0
            network 192.168.3.0
            broadcast 192.168.3.255
            gateway 192.168.3.1

Also edit /etc/hosts to link the static IP address with 
your host:
$ sudo nano /etc/hosts /
127.0.0.1         localhost.localdomain    localhost
192.168.3.200   debian.zombie-master    debian

Make sure you replace the IP address and the other 
network parameters as per your network setup in both the 
files. Now restart the server to activate the new settings.

Tighten the screws
After the initial setup we’ll be administering this server  
from a remote machine on the network via a ssh session.  
To boost security and minimise the chances of exploitation 
we’ll sign on to the server using secure keys instead of 
passwords. When establishing a connection using keys, the 
machines talk to each other differently than when using 
passwords. When contacted by your client, the server uses 
your public key to create a challenge. Your client accepts the 
challenge, and responds to it based on your private key.

OpenSSH can create either RSA (Rivest-Shamir-
Adleman) or DSA (Digital Signature Algorithm) keys. It 
defaults to RSA, which is the newer – and arguable more 
effective – of the two. Start by generating a set of keys with
ssh-keygen

on the machine you want to use to access the Debian  
server. When asked to enter the location for storing the  
keys, press enter to store it in the default location, which is 
~/.ssh/id_rsa. 

Next, you will be prompted for a passphrase to secure the 
key with. You can press enter to leave this blank but make 
sure you don’t leave this blank. Leaving the passphrase blank 
will help scripts establish unattended SSH channels. But that 

isn’t what we’re after here. This generates a private key, id_
rsa, and a public key, id_rsa.pub.

After generating an SSH key pair, you will want to copy 
your public key to your new server. Assuming you wish to  
log in to user ‘bodhi’ on the Debian server, you can move  
the key with
 ssh-copy-id bodhi@192.168.3.200

You’ll be asked to authenticate after which your public 
key will be added under the bodhi user’s .ssh/authorized_
keys file on the Debian server. The corresponding private key 
can now be used to log into the server and you’ll be 
prompted to do so.

To check, login to the Debian server with
ssh bodhi@192.168.3.200

which will now ask you for the key’s passphrase instead  
of the password. You’re now ready to use your new key to 
access the remote account. On the surface, the only 
difference is that you provide the passphrase to your private 
key, instead of the login password for the remote user 
account. But behind the scenes instead of the password 
being transmitted, the remote server and your client 
establish your identity based on complex mathematical 
computations based on your keys. 

Once you’re using keys, it’s a good idea to disable 
authentication via passwords altogether for increased 
security. To do this, edit the remote server’s config file (/etc/
ssh/.sshd_config) and change the PasswordAuthentication 
parameter from ‘yes’ to ‘no’. This step further ensures that 
you’ll only be able to login from the machine whose public 
key is with the Debian server. If you plan to access the server 
from multiple machines, generate a pair of keys on each of 
them and move their public key to the Debian server.

The realm of magical realism
If you’re running the Debian server on a powerful machine, 
you can run a headless installation of VirtualBox on it to 
create and manage virtual machines from anywhere on the 
network. Installation is fairly straightforward. We’ll grab 
packages from the VirtualBox project directly as Debian 
repos bundle an older version. 

To download the latest version of VirtualBox, add its 
repository to /etc/apt/sources.list:

 You can use 
Virtualbox’s 
RDP console to 
interact with 
the graphical 
desktops of 
the virtualised 
distros.

If you are concerned 
about the security 
of the server, spend 
some time to install 
the grsecurity 
patches to the 
kernel. You can 
compile it manually 
or use the binaries 
from the repository 
of Debian Testing.

Quick
tip

 89 



 Apticron sends reports about updates once every day. In addition to the name 
of the packages, the reports also include details about the available updates. 

# Virtualbox repo
deb http://download.virtualbox.org/virtualbox/debian  
jessie contrib

Now fetch its signing keys with 
wget -q https://www.virtualbox.org/download/oracle_
vbox_2016.asc -O- | sudo apt-key add - 

before updating the list of available packages with 
sudo apt-get update

Finally install VirtualBox along with the linux-headers 
package for your server’s architecture package with 
sudo apt-get install linux-headers-amd64 virtualbox-5.0 

Once VirtualBox is installed, fetch the latest extensions:  
wget -c http://download.virtualbox.org/virtualbox/5.0.18/
Oracle_VM_VirtualBox_Extension_Pack-5.0.18-106667.vbox-
extpack 

 These can then be installed with 
 VBoxManage extpack install /path/to/downloaded/extension 

 Finally add yourself to the vboxusers group with 
adduser bodhi vboxusers 

That’s all there’s to it. You can now use the VboxManage 
tool to start creating and modifying virtual machines. Sure, 
managing a headless server from the command line sounds 
geeky enough but it isn’t very convenient. We’d instead use 

1  Configure the installation
The netinstall installation begins like it does on other mediums. In the 
first few screens you are asked to select the language for the installer, 
your location and the keyboard layout. It then configures the network 
with DHCP if it’s available in the network. You are then asked to enter 
a hostname and then setup users and passwords.

2  Partition disk
Once you have bootstrapped the installer with the basic details,  
it scans the attached disks and ask you to partition them for 
installation. You should choose the option to use the entire disk and 
then select from one of the three suggested partitioning schemes. 
Advanced users can also configure RAIDs and encrypted volumes.

3  Choose a mirror
The installer then formats and partitions the disk and installs the 
base components. You must then point the installer to a network 
mirror for fetching packages. Select the country where the network 
mirror that you want to use is located, and then select the actual mirror 
that you want to use from the list of available mirrors in the country.

4  Select software
It then updates the packages database and asks you to take part in 
an anonymous package usage survey. The next screen displays the 
list of software it can fetch from the mirrors. You can select the SSH 
server and standard utilities for a minimal and secure installation that 
you can flesh out manually as per your requirements later.

Network installation
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1  The dashboard
Webmin’s interface is divided into two-panes. On the left, categories 
that list different modules. Each module manages some service or 
server, such as the Apache web server, or the firewall. Upon 
installation Webmin reads the configuration files for all servers and 
services on your system from their standard installation locations.

2  Manage packages
To install a package, head to System > Software Packages. Now in 
the Install a New Package section toggle the radio button next to the 
fourth option which will install packages using APT. Enter the name of 
the package and click Install. You can also search for packages in 
Debian’s repository and update the installed ones from this page.

3  Enable file sharing
To use the server as a central file repository, head to Samba Windows 
File Sharing module under the Un-used category and click the link to 
install it. You can now add users, create new file shares and tweak all 
aspects of the Samba server. The server is already up, too: it should 
be visible on your local network to Windows and Linux machines.

4  Do backups
To create a backup of the underlying system, head to the System > 
Filesystem Backup module. Select the directory that you want to 
back up and optionally ask Webmin to compress it. Then on the 
second screen, you can configure various aspects of the backup  
and also transfer the backup to another server via FTP or SSH.

Administer the server with Webmin

PHPVirtualBox which is a graphical interface for managing 
virtual box remotely from a web browser. 

First add a new user with 
 useradd -m vbox -G vboxusers 

 and password protect it using
 passwd vbox

Then edit the virtualbox initscript (/etc/default/
virtualbox) and add 
VBOXWEB_USER=vbox 

at the end of the file to make the vbox user responsible 
for the web interface.

Before you can install PHPVirtualBox you’ll need  
to set up a webserver that can serve PHP. Thankfully it’s  
not exactly difficult; you can set one up like so: 
sudo apt-get install apache2 apache2-mpm-prefork apache2-
utils apache2.2-bin apache2-suexec libapache2-mod-php5 
php5-common php5-mysql php-pear 

This will fetch and install all the required components. 
Now download the latest version of PHPVirtualBox from 

its website at https://sourceforge.net/projects/
phpvirtualbox/. Now uncompress it by first installing the 
necessary tool with 
 sudo apt-get install unzip

before extracting the contents under Apache’s default 
document root with
 unzip /path/to/downloaded/file.zip -d /var/www/html/ 

 Also rename the directory and remove the version 
numbers at the end so that you end up with the /var/www/
html/phpvirtualbox/ directory. 

Now move into this new directory and create the 
configuration file with 
sudo cp config.php-example config.php 

Then edit this file to append the details for your web 
server. Locate the section that holds the authentication 
information for the user that runs Virtualbox and change the 
two variable as such:
var $username = ‘vbox’;
var $password = ‘its-assigned-password’;

You’re all set. Now fire up a browser on any computer  
on the network and head to http://192.168.3.200/
phpvirtualbox to bring the browser-based Virtualbox 
interface. It mimics the desktop app fairly well which makes  
it very intuitive. You can now create and run virtual machines 
on the headless Debian server (hopefully it’s powerful 
enough) and access them even from puny little computers 
and netbooks on the network. 

If you’re worried 
about an 
intruder making 
modifications to 
your server, use 
integrit to build 
a database of 
checksums of all 
your important files. 
Then at regular 
intervals compare 
the files with the 
database to ensure 
their integrity.
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only have one server, MAAS might be an overkill for you. 
A MAAS setup is made up of multiple components.  

On a small network with limited nodes, MAAS installs  
the Region and Cluster controllers on the same server. 
Larger setups are better managed with multiple Cluster 
controllers, each managing a different set of nodes. 

Gain some MAAS
Follow the walkthrough to use the Ubuntu Server 
installation disc to install a MAAS controller. If you’ve 
already installed Ubuntu server, you can easily convert  
it into a MAAS controller as well. 

Does Ubuntu Server’s MAAS carry any weight?

Distributing software and infrastructure as  
services has established itself in the mainstream 
with solutions like Google Docs and Amazon Web 

Services. There’s also Canonical’s Metal as a Service (or 
MAAS) that is designed to simplify the provisioning of 
individual server nodes in a cluster. In many ways,  
MAAS is similar to Infrastructure as a Service or IaaS  
in that it’s a mechanism for provisioning a new machine. 
However, the key difference between the two is that  
while IaaS usually deals with virtual machines, MAAS is 
designed to provision bare metal. 

When we say provisioning bare metal, we really mean 
that. MAAS is designed to bring a server with no operating 
system installed to a completely working server ready for 
the user to deploy services on. You can also use MAAS to 
configure hardware and make sure the deployed machines 
are recognised by the existing network management 
software like networking monitors and such. 

Canonical’s MAAS relies on PXE to control the other 
servers in its realm pretty much like other provisioning 
software. It employs a web-based administrative interface 
to help you manage the nodes. As soon as it detects a new 
node, MAAS steps in, registers it and then provides it with 
a server image for installation.

Primarily, MAAS supports deploying Ubuntu images. 
These are fully-supported by Canonical. Additionally you 
can also use MAAS to deploy custom images that can be 
modified Ubuntu images or images of CentOS, RHEL, 
OpenSUSE and even Windows Server. MAAS supports 
multiple architectures including x86, x64, ARM A8 and A9 
and can deploy both physical as well as virtual machines. 

As you’ve probably guessed by now, MAAS is intended 
for deploying physical servers. It primarily targets 
environments that require many physical servers. If you 

 One of the first orders of business on a freshly install 
MAAS server is to grab the images that’ll be used for 
commissioning the nodes.

Provision servers
Switch to the Nodes tab in the 

administration interface and use the Add 
Hardware button to add a new Machine. The 
form for defining a new machine is fairly 
straightforward. You’ll be asked to choose a 
name for the machine as well as the domain, 
architecture and its MAC address. 

The most important information on this 
page is selecting the right power type. A setup 
where you’d want to use MAAS will typically 
have a IP-controlled power distribution unit 

(PDU) using which you can remotely power on 
the connected machines. The MAAS server 
support a large number of PDUs that you can 
select using the Power type pull-down menu. 
Depending on the PDU you’ll be asked for more 
information to enable the MAAS Server to 
communicate with it.

Once you’ve added a machine, it’ll be 
marked for commissioning. The MAAS server 
will automatically switch on the machine, take 
stock of its available hardware, register the 

machines and then shut them down. When the 
machines have been commissioned, they’ll be 
listed as such in the MAAS administration 
interface. Now select as many machines as you 
want from under the Nodes tab. As soon as you 
select the machines, MAAS will change the Add 
Hardware pull-down menu to the Take Action 
pull-down menu with several options. Use the 
Deploy option to automatically provision the 
machine with the Ubuntu server image you’ve 
defined for the individual nodes. 
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Install the Zentyal Business server
In addition to using it as a MAAS provisioning 
server, you can setup an Ubuntu Server 
installation as a traditional server as well. 
However, deploying and configuring a server is 
an involved process. The Ubuntu Server-based 
Zentyal lets you build complex server 
installations using a point-and-click interface. 
You can use a Zentyal installation as a File 
sharing server as well as a Domain Controller. It 
can also filter email, scan for viruses, manage 
printers, deploy VPNs and other core 
infrastructure services, such as DNS and DHCP, 
and can issue and manage secure certificates. 

The distro is available on an installation disc 

of its own. But you can also install it atop an 
existing Ubuntu Server installation. First, add 
the Zentyal repository with
 sudo add-apt-repository “deb http://archive.
zentyal.org/zentyal 4.2 main extra” 

Next, import its public key with 
 sudo apt-key adv --keyserver keyserver.

ubuntu.
com --recv-keys 10E239FF 

followed by 
wget -q http://keys.zentyal.org/zentyal-4.2-
archive.asc -O- | sudo apt-key add - 

Now use
sudo apt-get update 

to refresh the package list before installing 
Zentyal with
sudo apt-get install zentyal 

During installation you’ll be prompted to 
choose Zentyal’s HTTPS port (8443). Once it’s 
installed, fire up a browser and bring up 
Zentyal’s web interface at 
https://192.168.3.100:8443, assuming that’s 
the IP address of the box you’ve installed 
Zentyal on. Login with the credentials of the 
administrator on the Ubuntu server. Use the 
Skip Install button during the setup wizard and 
instead follow the walkthrough for installing the 
components.

There are several packages that make up a MAAS 
installation. These include maas-region-controller which 
regulates the network and provides the web-based 
interface as well. Then there’s the maas-cluster-controller 
which is useful for managing a cluster of nodes and for  
the DHCP and boot images. Finally there are maas-dns  
and maas-dhcp components that provide customise DNS 
and DHCp services to enable MAAS to enroll nodes and 
hand out IP addresses.

The command
sudo apt-get install maas maas-dhcp maas-dns 

will install all the components required for a MAAS 
controller installation. Once the components have  
been installed, you’ll be shown a dialog box with the IP 
address of the MAAS server. For this tutorial let’s assume  
it to be 10.10.10.2. Now launch a browser and head to 
http://10.10.10.2/MAAS to bring up the MAAS  
interface. Before you login to the server for the first time, 
you’ll be asked to create a superuser account with the
 sudo maas-region-admin createsuperuser 

command. 

When you run this command, you’ll be prompted for  
the login credentials for the admin user. You can, optionally, 
run this command again to create multiple administrator 
accounts. Once you’ve created the account, head back to 
the Maas administration interface at http://10.10.10.2/
MAAS and login with the credentials you’ve just created.

Work some magic 
As soon as you log in, the interface will ask you to import  
a boot image. Click on the link in the warning to add an 
image or switch to the images tab. Here you’ll find a list of 
images supported by MAAS along with the architecture. 
Toggle the checkbox next to the Ubuntu release you wish 
to deploy along with the architecture. Click on the button 
labelled Apply Changes and sit back while the MAAS server 
downloads the images from the Internet. The process 
could take a while depending on the number of images 
you’ve selected and the speed of your Internet connection. 
Now it’s time to add some machines to our MAAS server’s 
realm. Follow the instructions in the box to use the 
administration interface to provision nodes.

 Head to the 
Settings tab 
to configure 
various default 
parameters for 
the MAAS such 
as the default 
Ubuntu release 
that’ll be used for 
commissioning 
and the URL 
of the Main 

Since it’s difficult 
for many users 
to assemble the 
components 
for a MAAS 
server, Canonical 
has published 
instructions 
for the virtual 
machine manager 
at https://
insights.ubuntu.
com/2013/11/15/
interested-in-
maas-and-juju-
heres-how-to-try-
it-in-a-vm/

Quick
tip

 93 



 If installed using the default mode. the Ubuntu Server installer offers to install 
several predefined collection of server software.

MAAS is an impressive tool to provision bare metal 
servers. But at this stage the servers are just plain 
installations of an Ubuntu Server release. You can make 
them useful by deploying a service atop them. MAAS was 
visually as a means to complement Juju, which is 
Canonical’s service orchestration framework. Juju allows 
you to easily deploy services with its charms architecture. 
In that sense, Juju works a little bit like a package 
management system that you can use to automatically 
deploy and configure various server software stacks. 

Together with MAAS, Juju allows you to deploy 
services and software to the nodes in a MAAS cluster. 
You can use MAAS to provision nodes and then use  
Juju to populate those nodes with complete software 
configurations. In essence, using MAAS and Juju 
together simplifies the process of bringing up an 
Ubuntu-based private-cloud. Using Juju you can deploy 
individual components and servers such as MongoDB 
and PostgreSQL to complete services like Mediawiki  
and Apache Hive. Ubuntu MAAS and Juju are popularly 
used for rolling out the OpenStack platform. 

To install Juju in conjunction with MAAS, first 
 you’ll have to download its dependency with

1  Install Region Controller
Boot the computer with a normal Ubuntu Server installation disc. The 
boot menu will displays several boot options. Instead of the default 
option, select the Install MAAS Region Controller option. Then run 
through the usual process of selecting a language, keyboard layout, 
and other region and time zone settings. 

2  Confirm installation
After going through the usual rigmarole as it sets up the various 
components, the installer will once again prompt you to confirm if 
you’d like to press ahead with the installation of the MAAS. It’ll also 
list the components it’ll install for you to use this installation as a 
MAAS server. Select Yes and proceed further.

3  Partition disks
The rest of the setup is the same as any Ubuntu Server installation. 
You’ll be prompted for various details. However, the most important 
of these is the partitioning step. You can select an LVM based layout 
instead of plain partitions as long as you make sure the installation 
takes over the entire disk.

4  MAAS Dashboard 
It then updates the packages database and asks you to take part in 
an anonymous package usage survey. The next screen displays the 
list of software it can fetch from the mirrors. You can select the SSH 
server and standard utilities for a minimal and secure installation that 
you can flesh out manually as per your requirements later.

Install a MAAS server
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1  Dashboard 
To install a service using Zentyal, fire up a browser and bring up its 
dashboard. Now click the Software Management tab and select 
Zentyal Components which displays a list of available components. 
Click the View basic mode link to view the components grouped neatly 
as different server roles that are easier to grasp and comprehend.

2  Install components
When you select a component, Zentyal will show you a list of 
additional dependencies that need to be installed. It’ll then fetch, 
install and configure them. Once the packages have been assimilated, 
Zentyal will warn you that the administration interface will become 
unresponsive for a few seconds as updates the installation. 

3  Configure components
Zentyal will prompt you for any essential information required, which 
will be listed in the navigation bar on the left. Different components 
will have different number of configuration options. Every time you 
make a change, Zentyal will ask you to click the Save Changes button 
in the top right corner of the interface before these can be enabled. 

4  Enable components
After you’ve configured a component, head to the Module Status tab. 
The components with a corresponding empty checkbox are disabled. 
As soon as you select the checkbox, Zentyal will display a full 
summary of changes it’s going to make in order to enable the 
component. Click Accept to activate the component.

Flesh out your server with Zentyal

 sudo apt-get install python-software-properties 
Now add the repository with

 sudo add-apt-repository ppa:juju/stable; sudo apt-get update
and finally install juju with

sudo apt-get install juju-core 
To configure Juju to work with MAAS, you’ll first have  

to generate an SSH key with 
ssh-keygen -t rsa -b 2048 

You’ll also need an API key from MAAS so that the  
Juju client can access the server. In the administration 
interface, click on the username and select Account which 
will list the generated keys. While you’re here, scroll down 
the page and use the Add SSH key button to add the public 
SSH key.

You can now generate a Juju boilerplate configuration 
file by typing
juju init 

which will be written to ~/.juju/environments.yaml. The 
file contains configuration for all supported environments. 
Since we’re only interested in MAAS at the moment, use
juju switch maas 

to switch to this environment.
Now modify the ~/.juju/environments.yaml with the 

following content:
environments:
  maas:
    type: maas
    maas-server: ‘http://10.10.10.2:80/MAAS’
    maas-oauth: ‘MAAS-API-KEY’
    admin-secret: secure-password

Substitute the API key from earlier into the MAAS-API-
KEY slot. The admin password will be automatically 
generated when you bootstrap the Juju instance but  
you can manually specify it in the configuration file here. 
Finally prepare the environment with 
juju bootstrap

You’re now all set to use juju to deploy charms. A simple 
 juju deploy mediawiki 

 is all you need to install the MediaWiki charms bundle. 
Once the charms bundle has been downloaded, you can 
make it publically accessible with the
 juju expose mediawiki 

 command. It takes some time for the service to come 
up. You can check its status with 
juju status mediawiki

 which will also point to its public address. 

If you run into 
unexpected errors, 
make sure you’re 
not running another 
DHCP server on the 
same network as 
the MAAS. Also if 
MAAS fails to boot 
the nodes make 
sure you’ve set 
them up to boot via 
the network. 
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become popular with hosting companies along with 
businesses that have in-house Linux expertise and don’t 
want to pay for RHEL support.

CentOS tracks the development of RHEL and its 
releases are influenced by the release schedule of the 
upstream distro. New CentOS releases tend to trail a month 
behind the RHEL release date because the CentOS Project 
has to do all of the rebuild and testing work. The distro 
releases security updates throughout the life of the release 
as and when they’re available. CentOS has received some 
flak in the past for release delays. But the project’s 2014 

CentOS: Server 
made simple
Touted as an enterprise-class distro without the enterprise-class pricing,  
this community-fostered project is worth every cent.

The goal of the CentOS (short for Community 
ENTerprise Operating System) distribution is to 
deliver an enterprise-grade operating system 

without the costs usually associated with such endeavours. 
It delivers on its Enterprise promise since it’s compiled 

from open source SRPMs from the Red Hat Enterprise 
Linux (RHEL) distribution. RHEL is based entirely on 
open source software and is required by the GPL license  
to release all of the source code to anyone who has  
a subscription. Red Hat does one better and makes its 
source code available to anyone. 

Note however that while the source code is free, Red  
Hat still has trademark over the product. That’s where  
the CentOS developers into the picture. The project takes 
the freely available RHEL source code (not the binaries), 
removes trademark and branding information that’s owned 
by Red Hat and then rebuilds the packages as CentOS.  
So in essence you get a Linux distribution that includes 
most of the same Open Source software projects that  
are in RHEL but can still be freely distributed without  
paying subscription fees.

Not just for freeloaders
While it might sound like a freeloaders paradise, CentOS  
is used around the world by people who need a reliable 
platform to deploy their apps and services. The project 
backs up the software with 10 years of support, which 
makes CentOS particularly attractive for any kind of server 
rollouts. However, over the years the distro has particularly 

 The ClearOS marketplace includes several free  
(and some paid) apps and services to give wings to  
the bare bones installation.

Kickstart a CentOS installation
You can automate the installation of CentOS 

(and other RPM-based distros like RHEL and 
Fedora) by using what are known as kickstart files. 
These are text files that contain instructions for 
the Anaconda installer. The instructions vary and 
can include language and localisation settings, the 
layout of the partitions as well as authentication 
information for the root user. You can also use 
kickstart files to select package groups and 
individual packages that you want to install.

You can use different kickstart files for installing 
different types of systems, such as a web server,  
a mail server, or a graphical desktop. What makes 

the kickstart file so powerful is that it lets you 
embed scripts that are executed at key stages  
of the install process. This means that you can 
automate a lot of the work that you’d normally  
do by hand and have the installer run all of those 
steps for you. For example, you can automatically 
restore files from a backup, and modify yum’s 
configuration files to download updates from a 
local mirror instead of the CentOS servers.

When you install a CentOS machine, the 
Anaconda installer will save a kickstart file for 
that particular installation under /root/
anaconda-ks.cfg. You can use this file to install 

another system, identical to the one you’ve just 
installed. Furthermore, you can also use this 
kickstart file to customise and create your own 
kickstart files. The most convenient way is to use 
the graphical Kickstart Configurator tool (see 
walkthrough) that you can download and install 

with  yum install system-config-kickstart .  
To use the kickstart file to start an installation, 
refer to the chapter on Kickstart installations in the 
RHEL documentation at https://access.redhat.
com/documentation/en-US/Red_Hat_
Enterprise_Linux/6/html/Installation_
Guide/s1-kickstart2-startinginstall.html.
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partnership with Red Hat, which now has some key CentOS 
developers on its payroll, has negated that factor as well.

Also, while the distro is 100% binary compatible with 
RHEL and should work on all hardware that’s certified  
by Red Hat, as of CentOS v7 the project only puts out 
releases for the x86-64 architecture. The binary 
compatibility means that from the installation right up  
to the desktop, CentOS mimics RHEL in every aspect.  
The distro uses the Anaconda installer (see walkthrough) 
and can be used with Kickstart to run installations across 
multiple machines (see box).

Redline the RPMs
An important aspect of administering a CentOS server  
is to understand its package management system and its 
various online repositories. Together they ensure you are 
always running a secure and updated server.

CentOS uses the Yellow Dog Updater, Modified (yum) 
package manager to install and update software packages  
in RPM format (as opposed to DEBs) from online software 
repositories. Furthermore you can use yum to check for 
available updates and fetch information about available 
packages. The /etc/yum.conf file comes preconfigured  
with options that affect how you download and use RPM 
packages. Here’s a snippet from the file:

cachedir=/var/cache/yum/$basearch/$releasever
keepcache=0
debuglevel=2

logfile=/var/log/yum.log 
The cachedir variable points to the location where the RPM 

packages are downloaded.
The keepcache=0 option instructs yum to delete the 

packages after they’ve been installed. If you change the value  
of the keepcache variable to 1, CentOS will keep the packages 
even after installation. The debuglevel variable can take  
values from 0 to 10. The default level 2 produces just enough 
information to indicate whether an operation was a success  
or a failure. These debug messages are logged to the specified 
log file, in this case /var/log/yum.log.

The CentOS repos
When you invoke the yum command to install a software 
package, it checks the list of configured repositories under 
the /etc/yum.conf file and in files under the /etc/yum.
repos.d directory. Although you can add information about 
repositories in yum’s main configuration file, a good practice 
is to list them under /etc/yum.repos.d in separate files  
with .repo as an extension, such as CentOS-Base.repo.  
This helps in managing the repos especially if you are pulling 
in software from lots of different sources.

Point and click servers
If you need the robustness of CentOS in  
a server distro that’s easy to rollout and 
administer, grab yourself a copy of ClearOS 
Community Edition. One of the biggest 
advantages of ClearOS over other similar 
offerings is its larger repository of supported 
server software. The distro supports over  
80 free services for various roles including  
a network server and a cloud server and  
more. In addition to common servers such  
as a directory server, database server, mail 
server, web server, FTP server, content filter  

and more, you can use the installation as a 
seedbox and a Plex Media Server.

ClearOS also includes several system and 
network management tools for creating 
backups, managing bandwidth and RAIDs etc. 
New admins who aren’t sure of the components 
to install can use the Feature Wizard, which 
helps pick services. The number of options 
available to you depend on whether you plan  
to deploy ClearOS inside a private network,  
or as a gateway server or in a publicly 
accessible network.  

Since it’s based on CentOS, the distro  
uses the same Anaconda installer. Once the 
installation is complete, the distro will take  
you through a basic setup wizard where you’ll 
be asked to select whether your ClearOS 
installation will be used inside a protected 
network (like an office), in a publicly accessible 
network (like a hotspot or a data center) or as a 
Gateway server. You’ll also be asked to create 
an account at clearos.com and register your 
installation before you can access its server 
apps and services via its marketplace. 

 CentOS 
now uses 
the FirewallD 
interface instead 
of iptables. This 
new interface 
uses the concept 
of zones, 
each of which 
house services 
according to the 
level of trust.

If you have multiple 
CentOS machines 
on the network, 
you can easily 
configure one as a 
local update server. 
Thereon download 
updates from the 
Internet on the 
update server from 
where they can be 
picked up by other 
CentOS machines 
on your network.

Quick
tip
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 Using third-party repos, you can easily flesh out a CentOS installation as  
a full-fledged desktop.

CentOS has several official repositories. Using the 
default repos ensures that your CentOS installation is 
binary-compatible with RHEL. You can find a list of all the 
official repos (some are enabled and some aren’t) under  
the /etc/yum.repos.d/CentOS-Base.repo file. To enable  
a repo, edit the CentOS-Base.repo file and scroll to the 
repository you want to enable. Toggle the repo by changing 
enabled=0 to enabled=1.

CentOS is also popularly used as a business desktop 
distro. If you are using CentOS on the desktop, chances  
are you’ll need a package that’s not in one of the official 
CentOS repositories, such as the Flash plugin or Google’s 
Chrome web browser. In that case you’ll need to enable  
a third-party repository.

You can use lots of third-party repos (https://wiki.
centos.org/AdditionalResources/Repositories) to flesh 
out your installation with all kinds of apps. However, you 
should know that these repos contain packages that aren’t 
approved by the CentOS project. It’s also advisable to only 
add the repos that you need since adding unnecessary 
repositories can slow down the performance of yum and 
may introduce inconsistency in your system. The Extra 

1  Select language
CentOS is available in several flavours. Besides the usual install-only 
mediums, the project also occasionally produces installable Live 
discs based around the KDE and the Gnome desktop environments. 
All the releases use the Anaconda installer and begin the installation 
procedure by asking you to select the language for the process.

2  Installation summary
The Anaconda installer uses a hub-and-spoke model instead of  
a linear process. You’re dropped at the installation summary screen 
from where you can configure the different aspects of the installation 
by visiting their respective sections. You’ll return to this screen after 
configuring each section. 

3  Select software
Click Software selection to customise the list of packages that will be 
installed. By default, CentOS will only install basic functionality. The 
Software Selection window lists various types of environments on 
the left pane, while any available add-on for a particular environment 
are list on the right.

4  Select disk
After selecting the software, head to the Installation destination 
section and choose a disk and partitioning scheme for this CentOS 
installation. You can now ask the installer to copy files to the disk. 
While it does, you’ll be asked to set a password for the root user and 
optionally create a non-root user as well.

Install CentOS
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1  Basic Configuration
The app has a simple intuitive layout. Browse through the sections 
listed on the left, each of which caters to a different aspect of the 
installation process. You can choose the language, specify password 
for the root user, configure network devices, select an authentication 
mechanism, enable and configure the firewall and more.

2  Disk layout
Just like on a manual installation, partitioning requires utmost care 
and attention. You can ask the kickstarter file to either preserve the 
existing partitions or clear the disk and specify a custom layout from 
under the Partition Information section. However note that the tool 
doesn’t allow you to create LVM partitions.  

3  Running Scripts
When adding a Samba folder, OMV makes sure it follows the 
permissions defined when you created the shared folder. Select the 
Guests Allowed option from the Public pull-down menu to make the 
folders public. Also, if you click the ‘Set Read Only’ checkbox, OMV 
ensures that no user can modify the contents of the folder.

4  Import and Export
When you are done creating your kickstart file, or even during the 
process, you can review the contents of the generated kickstart file 
by heading to File > Preview which displays the contents in a new 
window. You can also import an existing file by heading to File > Open 
and pointing to the existing kickstart file.

Create a kickstart file with Kickstart Configurator

Packages for Enterprise Linux (EPEL) is the most 
recommended CentOS repo and it contains Fedora  
packages that have been rebuilt for RHEL. The package  
to add EPEL to CentOS is available in the CentOS Extras 
repository. Since this repo is enabled by default, you can 
install EPEL with  yum install epel-release .

Sounds yummy!
Yum is a very flexible and powerful package manager.  
If you plan to administer a CentOS installation, make sure 
you spend some time and familiarise yourself with yum. 
We’ve already seen how to use yum to fetch and install  
a package from the repos. If you have the package on  
your disk,  yum --nogpgcheck localinstall package-name   
will install the package and automatically check and install 
dependencies from the repos.

Use  yum list package-name  to search the repos for  
a particular package. If you don’t know the name of the 
package, you can search for a string in the name, description, 
and summary of all the packages with  yum search keyword

You can also use  yum provide filename  to search 
packages that provide a package or a library. If you have 

configured third-party repos, you can use  yum list extras  to 
see a list of packages that were installed from repos outside 
of the main CentOS repository.

Similarly, updating a CentOS installation is also fairly 
straightforward with yum. Use  yum check-update  to check 
for available updates. While a simple  yum update  will install 
all available updates, you can update a particular package 
with  yum update package-name . 

Run  yum clean packages  regularly to ensure the 
packages are cleared out from under the /var/cache/yum 
directory. If yum throws a tantrum while you’re installing 
packages, you can refresh the metadata information about 
the packages with  yum clean metadata , or clear the whole 
cache with  yum clean all .

If you need some handholding, tap into the expansive 
CentOS community over forums, mailing lists and IRC.  
The DIYers amongst you will definitely appreciate the large 
amount of documentation hosted on the project’s website 
and from other third-party sources and books. While the 
project itself doesn’t have a formal paid support structure, 
there are a number of companies that support CentOS  
in a professional setting. 

CentOS collates 
some of the best 
tips and tricks 
related to different 
aspects of the 
distro on its wiki 
at https://wiki.
centos.org/

Quick
tip
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might be static files, eg HTML or images, but could equally be 
dynamic responses generated on the server-side, eg from 
PHP or Perl scripts. In the simplest case the part of the URL 
following the first / can be translated to an actual location on 
the server's filesystem by prefixing with the location of the 
virtual host's document root, eg example.com/index.html 
might resolve to /var/www/example/index.html . This need 
not always be the case, we can define arbitrarily complicated 
rewriting rules so that the physical location bears no 
resemblance to this. For CGI programs the situation is more 
complicated, but the idea is the same – data from the HTTP 
request is somehow fed to a script or program that, hopefully 
without getting exploited, constructs the appropriate HTML. 
This is then returned to the web server, and in turn the client.

Harden up, bru
If you peruse the (heavily-commented) main configuration 
file, two things you might notice are the User and Group  
directives. When Apache daemon is started it initially runs as 
root, but once it read its configuration files and got its 
bearings then subprocesses are spawned which run with the 
credentials specified by User and Group. It is with these 
subprocesses that clients have any interaction, so that if 
anything does go wrong then any attempts at malfeasance 
won't have root privileges off the bat, which is A Good Thing. 
Many Linux daemons start this way, since there are certain 
initial tasks which need root – in the case of Apache one such 
task is binding to port 80 (ports lower than 1024 aren't 
generally available to mere mortals). The Debian/Mint/
Ubuntu convention is to run as the user www-data (specified 
in the file /etc/apache2/envvars which is referenced by the 
main config file), other layouts will use the http user. Best 
practice dictates the Apache-running user shouldn’t have  
a login shell and should not be used for any doing anything 
other than running Apache.

As a result of these dropped privileges, any file which you 
want Apache to deal with will have to be readable by www-
data. Likewise, any directory housing content you wish to  
be accessible will need to be both readable and executable  
by this user (the execute bit behaves slightly intuitively  
for directories on Linux) . Once you start running web 
applications, then certain files or folders will need to be 
writable by www-data too, but it's best to be as conservative 
as possible here, eg start with the root being the owner of 
everything in /var/www and give all its subdirectories 755 
permissions and files 644. If a program or script fails due to 
needing to write something, then grant the permissions one 

Apache: Ensure 
a secure start
Find out how Apache can be used to serve web pages with the strategy and 
valour worthy of the Apachean people.

The venerable Apache HTTP server is considered the 
granddaddy of web servers, although it's only just 
celebrated its 20th birthday. Recently we’ve extolled 

the virtues of younger, spryer web servers, (in particular 
Nginx, but also LiteSpeed and Lighttpd), but Apache has, 
since 1996, been the most widely used in the world (by any 
reasonable metric). Sure, if you're just running a simple 
website then maybe Nginx can serve your pages a few 
nanoseconds faster, but unless it's a terribly popular website 
then this is unlikely to trouble you. Indeed compared to  
Nginx, Apache might look clunky, or even intimidating,  
with its diverse configuration files and myriad mysteriously 
monikered modules. But in this tutorial, we'll try to demystify 
things: Once we've covered the basics, we'll focus on some 
security and privacy aspects. It may not be as exciting as an 
all-singing, all-dancing HTML5 web application, but it might 
be more helpful.

Once you're all set up and everything seems to be 
working, let's pause for an over-simplified helicopter view of 
what it is that Apache, or any web server for that matter, 
really does. Being a server, it will listen for requests, and being 
a web server, the requests that it will be interested in are 
HTTP or HTTPS. These may be associated with the server's 
IP address or a domain name which resolves to this address. 
A single server can happily serve multiple domains (so-called 
virtual hosts which we'll study soon), so the first task is to sort 
out which virtual host the domain part of the URL refers. Then 
the server studies the remainder of the HTTP request so it 
can be mapped to the appropriate local resources. These 

The Apache camp 
have a few things 
to say about the 
changes Debian 
ship in their 
default config. 
Read all about it 
here: http://bit.
ly/DebianDiffs.

Quick
tip

 This is what you see on Ubuntu when everything works. 
Reassuring, but you should disable the default website.
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file and one error message at a time. One thing you should 
definitely not do is make any file which is read by root 
during the initial startup (eg anything in /etc/apache2) 
writable by www-data.

With the Apache daemon running, browse to  
http://localhost/server-status . You might see a ‘Not 
Found’ error, or (if you're running Ubuntu or Mint) you might 
see all kinds of information about your web server and ask 
yourself how the page got there as there’s no server-status 
file in the website’s root directory (wwwroot). The answer is it 
came from the mod_status module. This status information 
may look pretty harmless, and can be very useful when 
diagnosing Apache, but it can also prove useful to cyber 
criminals (as our government seems to prefer to call them 
instead of ‘hackers’). If we weren't using a Debian-derived 
distro, then disabling mod_status would involve removing/
commenting out the line:
LoadModule status_module modules/mod_status.so

from the main config file. However, the Debian family have 
generously provided some nice scripts for enabling and 
disabling modules. Inside the /etc/apache2 directory you'll 
see, amongst others, directories entitled mods-enabled/ and 
mods-available/. The former contains symlinks into the 
latter for each module that is enabled. There are links to 
status.load and status.conf, the former contains the above 
line, and the latter contains various configuration data for the 
module. The mods-* folders enable us to keep the main 
config file clean. This is A Good Thing, as is the nice suite of 
scripts the Debian guys provided for managing the symlinks. 
For example, we can easily disable mod-status with:
$ sudo a2dismod status

You'll need to reload the Apache daemon before this 
change is noted. If you decide you want the status 
information back again, then it is a simple matter of:
$ sudo a2enmod status

The a2ensite and a2dissite commands provide the same 
convenience for virtual hosts, and a2enconf and a2disconf 
do so for modular configuration options. As well as disabling 
mod_status, we can also add the following two lines to /etc/
apache2/apache2.conf so that we don't betray the Apache 
version number in error pages or HTTP requests:
ServerTokens Prod
ServerSignature Off

By default, if you browse to a directory that doesn't 
contain an index.html file, or other acceptable file specified 

by the DirectoryIndex directive, then you'll get a nice 
directory listing telling all and sundry the files and directories 
that reside therein. This is generally not desirable, so we'll turn 
that off globally by disabling the Indexes option for /var/
www/. Find the appropriate section in apache2.conf and add 
the desired minus sign so that it looks like:
<Directory /var/www/>
    Options -Indexes FollowSymLinks

Virtual reality
Even if you're only going to be running one website, it's still 
nice to set it up as a virtual host, if nothing else it keeps the 
main apache2.conf file free of pollution. The default 
installation on Debian and friends uses a virtual host set up in 
the file 000-default.conf, which you should have a look at. 
We'll use this to set up two domains on our web server. If you 
don't have access to registered domain names with A records 
you can still use a bogus .local suffix to illustrate the point (or 
just use hostnames if that's how you roll). Suppose your 
webserver's local IP is 10.0.1.1 and we wish to set up the two 
domains below. Then you'll need to add entries in the /etc/

 According to 
this w3techs.com 
survey, Apache 
is way ahead of 
the competition. 
Nginx beats it 
for high-traffic 
websites, but 
many people use 
it as a reverse 
proxy for Apache.

For a great primer 
on HTTPS read 
Robert Heaton’s 
blog: http://bit.
ly/HTTPSGuide.

Quick
tip

Install and test
Just to confuse you, different distros have 
chosen to name their Apache packages 
differently. Arch Linux seems to lack imagination, 
going with apache, OpenSUSE and the Debian-
based ones have gone with apache2 and Red 
Hat's progeny go with the traditional httpd.

Once you've appropriately delegated the task 
to your package manager, it's worth having a look 
at the main configuration file (possibly to instil a 
sense of fear, but it also contains some good 
guidance about how things are arranged). 
The traditional location here is the rather long-

winded /etc/httpd/conf/httpd.conf which 
(again confusingly) is respected by Arch, Fedora 
etc, the Debian-based distros have opted for  
/etc/apache2/apache2.conf and OpenSUSE 
has opted for /etc/apache2/httpd.conf. 
Unless otherwise stated, we'll assume a Mint/
Ubuntu setup for this article – there’s a helpful 
summary of various distro's Apache layouts at 
https://wiki.apache.org/httpd/
DistrosDefaultLayout to aid with path and 
filename translations if you're using something 
else. The structure (though neither the location 

nor the content) of Apache's config files is 
consistent across distros, and while initial configs 
will vary, most generally ship in a ready for action 
state. Once you've started the service with
$ sudo service apache2 start

you can navigate to http://localhost and (all 
going well) you'll see a reassuring 'It works' page. 
Other distributions may give an empty directory 
listing, which should also reassure you. You can 
place your own index.html file in the directory  
/var/www/html/ (or /srv/http on Arch Linux) 
if you want to display something else.
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It's worth keeping 
an eye on the 
access and error 
logs at /var/log/
apache2, where 
you can see who's 
accessing what 
and diagnose 
what's breaking.

Quick
tip

 Firefox won’t 
trust a certificate 
you generate. 
Hardly surprising, 
we wouldn’t trust 
you either.

hosts file of any machine on your network (including the web 
server itself) that you want to be able to view this:
lxfweb1.local 10.0.1.1
lxfweb2.local 10.0.1.1

Alternatively, you can use a dynamic DNS provider to 
point diverse novelty domain names at your IP. Either way, the 
next step is to add entries for your website(s) in the /etc/
apache2/sites-available/ directory. We'll copy the default 
template and tweak it for our two websites above:
$ cd /etc/apache2/sites-available
$ sudo cp 000-default.conf lxfweb1.conf
$ sudo cp 000-default.conf lxfweb2.conf

We'll store the websites in /var/www/lxfweb1 and /var/
www/lxfweb2, so create these directories and add the 
following lines inside the <VirtualHost *:80>  section of  
/etc/apache2/sites-available/lxfweb1.conf:
ServerName lxfweb1.local
ServerAlias www.lxfweb1.local
DocumentRoot /var/www/lxfweb1

Do the same for the lxfweb2.conf file, put placeholder 
content in each DocumentRoot, and enable the two websites:
$ sudo a2ensite lxfweb1.conf
$ sudo a2ensite lxfweb2.conf

Shazam! Two websites, ready for action. Actually three: if 
you access the web server by its IP address, or a different 
domain name that resolves there, you'll get the default site as 
defined in 000-default.conf, which you are free to modify. 
Or indeed disable entirely, should your web server feel that it 
ought only to be accessed by name and not number.

One can control Apache's behaviour on a  per-directory as 
well as a per-site basis. For the former we can strategically 
place .htaccess files. In the appropriate directories, but since 
these are prone to getting forgotten about we can also use 
the <Directory> directive in the site's configuration file. We're 
going to add a secure area to our lxfweb1.local site, which 
can only be accessed with a password. First, we'll make the 
area's directory and put some placeholder content there:
$ sudo mkdir /var/www/lxfweb1/secure
$ cd /var/www/lxfweb1/secure
$ echo Classified Facility - no cameras | sudo tee index.html

Now edit /etc/apache2/sites-available/lxfweb1 and add 
the following near the end of the <VirtualHost *:80> section:
<Directory /var/www/lxfweb1/secure>
    AuthName "Secure Area"
    AuthType Basic
    AuthUserFile /var/www/.htpasswd

    require valid-user
</Directory>

Used like this, the Basic authentication mechanism just 
checks a file for a matching username and password 
combination. These files are maintained by the htpasswd 
program which is part of the apache2-utils package, which 
we now install and utilise.
$ sudo apt-get install apache2-utils
$ sudo htpasswd -c /var/www/.htpasswd lxfuser

You will be prompted for a password for lxfuser. The -c  
switch creates a new file, but if you want to add further users 
then just use the command without it. Now reload Apache:
$ sudo service apache2 reload

When you browse to http://lxfweb1.local/secure you will 
be prompted for a username or password. If you enter 
incorrect details, then you will continue to be prompted. There 
are more advanced authentication methods such as verifying 
users by database or LDAP, or having supplementary 
admission criteria such as a specific IP address. Have a look at 
the docs for details: http://bit.ly/ApacheAuthDocs. It's 
important to put the .htpasswd file outside of any defined 
website's DocumentRoot. This is in case any 
misconfiguration (the default config won't let this happen) 
which could accidentally result in the .htpasswd file being 
served, for example at the URL http://lxfweb1.local/.
htpasswd. In our case we've got websites defined in 
subdirectories below /var/www, but that directory itself is OK.

HTTP-yeS
Any data sent via an HTTP request or received in the 
response is done so in the clear. Anyone with access to a 
machine in between you and the web server can access it, 
or even alter it. This is hardly satisfactory, especially given 
that we are wont to transmit personal and financial data. 
To work around this, we use SSL/TLS technology via the 
HTTPS protocol. Properly implemented SSL provides  
two things: Encryption – the data passing between you  
and the client is obfuscated by a host of high-powered 
mathematics and Authentication – you can be confident 
that the website you are fraternising with is indeed  
what it says it is.

While the mathematics behind encryption has been 
thoroughly researched (albeit oftentimes poorly 
implemented), the authentication issue is something of a 
thorny one. The solution at present is to rely on (ie trust 
implicitly) a collection of Certificate Authorities (CAs) which 
provide (at cost to commercial operations, although 
personal ones are available for free) their sanctioning of  
a given website in the form of a digital signature on said 
website's certificate. Your distro maintains a list of those 
CAs it considers trustworthy in the ca-certificates package. 
From time to time some of these will be revoked due to a 
scandal, and browsers frequently check in with a Certificate 
Revocation List so as to minimise potential malfeasance.

First, read and obey the box about generating and 
signing a certificate (see Generating a Self-Signed 
Certificate, opposite). We need to tell your web server  
to use these credentials for handling HTTPS connections, 
which usually take place on port 443. You can either offer 
HTTP in parallel with HTTPS, or you can make your  
website (or portions thereof) accessible only by HTTPS.  
A standard Apache installation comes with a file /etc/
apache2/sites-available/default-ssl.conf, which we can 
modify slightly to suit our purposes, eg, lets enable an 
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SSL site, as well as the HTTP one, on lxfweb1.local from 
before. As before, copy the default site file
$ cd /etc/apache2/sites-available
$ sudo cp default-ssl.conf lxfweb-ssl.conf

and change the following lines in lxfweb-ssl.conf:
<VirtualHost *:443>
ServerName lxfweb1.local
DocumentRoot /var/www/lxfweb1
…
SSLCertificateFile /etc/apache2/ssl/server.crt
SSLCertificateKeyFile /etc/apache2/ssl/server.key

We should also preclude old cipher suites to prevent any 
kind of downgrading-attacks. The old and weak ‘export’ 
ciphers which gave rise to the recent FREAK attack, along 
with many other low-grade ciphers, ought to be disabled by 
default on most distros' Apache/OpenSSL packages. That 
notwithstanding, said defaults are still often not perfect. 
We can improve things a little by changing the following lines 
in /etc/apache2/mods-enabled/ssl.conf:
SSLHonorCipherOrder on
SSLCipherSuite HIGH:!MEDIUM:!LOW:!aNULL:!eNULL:!EX
PORT:!MD5:!RC4:!3DES:!PSK:!SRP:!DSS
SSLProtocol all -SSLv2 -SSLv3
SSLInsecureRenegotiation off
SSLCompression off

Disabling the deprecated SSLv3 protocols precludes the 
POODLE attack (and also visitors using IE6), disabling 
compression does so against CRIME. (You may wish to omit 
this if you’re more bandwidth-challenged than paranoid.)

It's worth considering perfect forward secrecy too: 
The goal of the SSL negotiation process is to come up with a 
session key known only to the server and the client, and 
thrown away after use. Newer forms of key exchange do so in 
a way that generates this key ephemerally: in such a way that 
a subsequent compromise of the server key alone is 
insufficient to recover any captured data from the session. 
Unfortunately the default (either RSA or fixed Diffie-Hellman) 
key exchanges don’t do this, so we should tell Apache to use 
the newer methods by modifying the SSLCipherSuite line 
from above. It's worth giving a few alternatives here since, eg 
not all browsers support TLS 1.2 which is required for Elliptic 
Curve crypto. All this makes for a very long line, so just 
replace HIGH above with the following cipher combinations.
EECDH+ECDSA+AESGCM:EECDH+aRSA+AESGCM:EECD
H+ECDSA+SHA256:EECDH+aRSA+SHA256:EECDH+aRSA
+RC4:EECDH:EDH+aRSA

This favours the newer, faster Elliptic Curve Diffie-Hellman 
mode, but also allows for the slower but widely-supported 

Ephemeral DH, all with a variety of ciphers and hashes.
Now enable the SSL module and your freshly detailed site 

and restart Apache:
$ sudo a2enmod ssl
$ sudo a2ensite lxfweb-ssl
$ sudo service apache2 restart

When you browse to your website your browser will (if you 
didn't pay for a signed cert) give you a big ol' warning about 
an untrusted CA, which is not surprising. But just this once 
you can make an exception and continue to the secure site. 
In Firefox you can store this exception, though it will still 
persecute you about the dodgy certificate.

If you want to redirect all traffic from the HTTP site as well, 
then add the following line after ServerName lxfweb1.local 
in /etc/apache2/sites-available/lxfweb1.conf:
Redirect permanent / https://lxfweb1.local/

Alternatively, use this second line if you want to force HTTPS 
for the secure directory from the beginning of the tutorial:
Redirect permanent /secure https://lxfweb1.local/secure

If you're using Chrome or Chromium then you can 
forcefully add your certificate to your own keystore using the 
certutil program. Click on the broken HTTPS icon and find 
the ‘Export certificate’ option, saving it as, say lxfweb.crt. 
Then import this into your local NSS database with:
$ certutil -d sql:$HOME/.pki/nssdb -A -t P -n lxfweb -i 
lxfweb.crt

While it's nice to get the reassuring padlock icon next to 
the URL, adding security exceptions like this is potentially 
dangerous – you might forget that you've done so and, if 
you're unlucky, your server keys may be stolen. With this an 
attacker could, at some point in the future, potentially set up 
a malicious site which your browser would trust implicitly.

And so concludes our introduction and begins your 
journey into things Apachean. Be careful what (if anything) 
you make available to the outside world and definitely don't 
break any laws (or hearts). 

Generating a self-signed certificate
A (reputable) CA will only sign a certificate if it 
pertains to a domain name which you have 
control over, so if you haven't invested in such a 
thing (subdomains, eg from dynamic DNS 
services, don't count) then you can't get your 
certificate signed officially. But you trust 
yourself, right? So you can generate and sign 
your own certificate which will allow visitors to 
your web server, and if they trust you enough to 
ignore the warning about an invalid signing 
authority, then they can confidently connect to 
your website using SSL, safe in the knowledge 

that any information passing between it and 
them is safe from prying eyes. So long as you set 
it up correctly, that is:
$ sudo mkdir /etc/apache2/ssl
$ sudo openssl req -x509 -nodes -days 365 

-newkey rsa:2048 -keyout /etc/apache2/ssl/
server.key -out /etc/apache2/ssl/server.crt

You will be asked for some address and 
company details, as well as a Common Name 
(which you should set to your domain name if 
you have one) and a contact email address. 
This will generate a self-signed X.509 certificate, 

which will be valid for one year and will include a 
2048-bit RSA key, (use openssl --list-public-
key-algorithms to see others available). It's also 
worth imposing some permissions on the key 
file and certificate, since if it fell into the wrong 
hands then you would be susceptible to a 
textbook Man-in-the-Middle (MitM) attack.
$ sudo chmod 600 /etc/apache2/ssl/*

Reading certificates and keys is one of the 
things the root portion of Apache does on 
startup, so these files need not (and should not) 
be readable by www-data.

 We have 
entered a 
secure area, 
apparently. 
Newer cipher 
modes that 
provide perfect 
forward 
secrecy have 
been properly 
implemented 
by TLS 1.2.
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</Directory>
<Directory /var/lib/wordpress/wp-content>
            Options FollowSymLinks
            Require all granted
</Directory>

This file tells the Apache web server that it should serve 
the Wordpress installation when someone visits the /
wordpress directory on our server, such as http:// 
192.168.3.200/wordpress, and where it’ll find the actual 
content. After creating the Apache site, enable it with
a2ensite wordpress 

and bring it online with
service apache2 reload 

Database kung-fu
Next we must point Apache to the wordpress database. 
The configuration file that does this must have the 

Fancy a project? Why not broadcast your website from the garage to show off 
the robustness of open source software?

One of the crown jewels of open source software, 
Wordpress is one of the leading proponents in the 
growth of read-write web. The nifty little tool helps 

roll out and serve all kinds of websites -- from simple one-
page personal blogs to complex portals that put out all 
kinds of content to users around the world.

Its free price tag and easy to use interface make 
Wordpress an ideal choice to power your web presence.  
It has an extensive backend management interface that 
gives you all the power you’d want from a professional 
content management system but is still docile enough to 
be mastered by first timers. In this tutorial we’ll help you 
host your own instance of wordpress and take you through 
the steps involved in personalising it as per your requirements 
before throwing it open to the world wide web.

Localhost swag
Our server is powered by Debian which includes Wordpress 
in its official repositories. You can install it along with the 
required dependencies with 
sudo apt-get install wordpress curl apache2 mysql-server 

The process will only ask you to set the password for the 
MySQL root user. 

Once the components have been installed, we’ll define 
the parameters for our website by configuring an Apache 
site as follows:
# nano /etc/apache2/sites-available/wp.conf 
Alias /wordpress    /usr/share/wordpress
Alias /wordpress/wp-content    /var/lib/wordpress/wp-content
<Directory /usr/share/wordpress>
    Options FollowSymLinks
            AllowOverride Limit Options FileInfo
            DirectoryIndex index.php
            Require all granted

 You can easily ask Wordpress to pull content from another 
blog hosted elsewhere. Head to Tools > Import and select 
one of the supported services to get started.

Easy to rollout solutions
If you think rolling a custom server is too 
much of an effort, you can instead setup a free 
account on wordpress.com. If you want more 
flexibility and can spare some dosh you can  
use one of the several wordpress friendly web 
hosts such as bluehost.com, getflywheel.com 
and pagely.co.uk.

Then there are a couple of options that’ll  
let you host your own instance of Wordpress 

without the trouble of setting up a server. 
Bitnami stacks supports a large number of 
cloud services including Amazon Web Services, 
1&1 Cloud Platform, Google Cloud Platform  
and more. There’s also Turnkey Linux which  
can be used to deploy Wordpress on Amazon 
EC2. Furthermore, the project also has 
OpenStack and Docker images. 

Both projects also produce images and 

installation bundles for quick deployments on 
your local infrastructure.Bitnami has binary 
installers that install Wordpress in a self-
contained environment on top of your existing 
Linux distribution as well as virtual machines that 
contain just the right number of components to 
power Wordpress. Turnkey Linux also produces 
virtual machines for Wordpress in addition to 
installable ISO images for bare metal rollouts.

Wordpress: Host 
and manage
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Access Wordpress from the web
By default your Wordpress installation will  
only be accessible from computers within the 
network it’s setup on. But that’s not to say  
that you can’t access it from the Internet. The 
trickier and expensive solution is to get a static 
IP address from your ISP and then poke holes  
in your router’s firewall to allow traffic from the 
Internet to find your website.

The smarter way though is to use a tunneling 
service like PageKite. It uses a python script to 

reverse tunnel from your computer to a 
subdomain.pagekite.me address. The service 
uses a pay- what- you-want model. The minimum 
payment of $4 (about £2.50) gets you 2GB of 
transfer quota for a month. Pay more to get 
more bandwidth for a longer duration and the 
ability to create additional .pagekite addresses.

To use PageKite, fire up a terminal and install 
PageKite with 
 curl - s https://pagekite.net/pk/ | sudo bash 

Now assuming your webserver is running on 
port 80, make the website public with 
pagekite.py 80 mywebsite.pagekite.me 

That’s it. Your private server is now publicly 
accessible on https://mywebsite.pagekite.me. 
Remember to replace mywebsite with any 
name. You can do a lot more with PageKite. 
Refer to its quick start guide at https://
pagekite.net/support/quickstart/ for more 
advanced options.

hostname or IP address of the Apache server. This 
arrangement lets you host multiple wordpress installations 
from the same server. In our case create the following file:
# nano /etc/wordpress/config-192.168.3.200.php 
<?php
define(‘DB_NAME’, ‘wordpress’);
define(‘DB_USER’, ‘wordpress’);
define(‘DB_PASSWORD’, ‘the-mysql-password’);
define(‘DB_HOST’, ‘localhost’);
define(‘WP_CONTENT_DIR’, ‘/var/lib/wordpress/
wp-content’);
?>

We’ll now create and populate this wordpress database 
with a little SQL magic. Create a temporary file (~/
wordpress.sql) with the following lines:
CREATE DATABASE wordpress;
GRANT SELECT,INSERT,UPDATE,DELETE,CREATE,DROP
,ALTER
ON wordpress.*
TO wordpress@localhost
IDENTIFIED BY ‘yourpasswordhere’;
FLUSH PRIVILEGES;

Here we’re asking MySQL to create the database and 
then grant the permissions to make modification to this 
database and all the tables underneath it to the wordpress 
user.  At the very end we tell the server to reload the grant 
tables with these permissions. 
Now we’ll use this file to create the database with
cat ~/wordpress.sql | mysql --defaults-extra-file=/etc/mysql/
debian.cnf

 The debian.cnf file is an 
automatically file that’s been 
generated for our Debian server to 
interact with the MySQL installation 
from within scripts. Now you’re all set. 

Fire up a browser and navigate to 
the wordpress installation which in 
our case is at http://192.168.3.200/
wordpress. Since this is a new 
installation you’ll be automatically 
redirected to Wordpress’ famous  
5 minute install page. You’ll be 
prompted for basic information about 
your Wordpress website such as it’s 
title title along with the credentials of 
the wordpress administrator. 

Bootstrap your website
Your Wordpress installation is now up 
and running. You can now login into 

the Wordpress administration dashboard using the 
credentials you’ve just specified. At this stage your 
Wordpress installation is very vanilla. You can take a look 
by heading over to http://192168.3.200/wordpress. 

Before you can add content to the website you’ll  
need to spend some time with a few housekeeping  
chores. Log into the Dashboard and head to the Settings 
option in the navigation menu on the left which opens up  
a list of submenus. 

The General section houses settings that define the 
basic structure of the website. You can change the site’s 
title and description that you provided in the welcome 
screen earlier. You can also customise other aspects such 
as selecting a timezone along with the appearance of the 
date and time on your website. 

One important setting in this section is the Membership 
option. If you wish for other people to register on your 
website, make sure you toggle the Anyone can register 
checkbox. After enabling the membership option, you can 
use the pull-down adjacent to the New User Default Role 
setting to select the role that you want new users to have 
when they register for user accounts in your blog. The list 
lets you add everyone from simple reader to contributors 
and even administrators.

Next up is the Writing section which helps you 
customise some settings when you’re composing  
a post including a few formatting options and the default 
category for the post. Then there’s the Reading section 
which hosts a number of parameters to influence the 
appearance of your website. For example, by default 

 Wordpress 
has plugins 
for virtually 
everything you 
can do with a 
website. Check 
the SEO plugins 
that’ll help you 
optimise your 
website to get 
more visitors.

Drag the Press This 
widget from the 
Tools menu to your 
browser’s toolbar. 
Click the button to 
save content from 
other sites quickly 
and include them in 
your own posts.

Quick
tip
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 If you can find your way around PHP, HTML and CSS, head to Appearances > 
Editor for complete control over any theme

Wordpress displays the latest post on the front page when 
someone visits your website. But you can instead ask it to 
display a static page. If you plan to continue displaying 
posts, you can change the maximum number that are 
displayed on each page. The last option controls whether 
your website is indexed by a search engine or not. Usually 
you wouldn’t want to toggle the Discourage search engines 
from indexing this site checkbox, unless you’re only hosting 
the website for a limited number of people who have the 
direct address of your website.

The Discussion section is an interesting one as it helps 
you handle comments. Refer to the walkthrough to make 
the most of the settings in this section. Next up is the 
Media section where you can configure the options for how 
Wordpress resizes your images when adding them to its 
media library. Use the page to specify the dimensions for 
each of the three supported sized. 

Finally, there’s the Permalinks section. All posts in 
Wordpress are assigned their own URL which is known as a 
permalink since it’s meant to be a permanent pointer to the 
post. By default, a blog post permalink in Wordpress looks 
like www.example.com/?p=123/ where the numerical bit 
is the unique ID of the post. You can leave the permalinks in 

1  Who can comment
To foster civilised discussions on your website, head to Settings > 
Discussions. Here you have options to force users to be registered 
and logged in before they can comment. Or, you can just ask them  
for their name and email. It’s also a good idea to disable comments 
for older articles.

2  Moderate comments 
You can also flag certain comments based on their content.  
Place words in the Comment Moderation textbox and any posts 
containing such content will immediately be placed in the moderation 
queue. You can also moderate comments by restricting the number 
of links they contain.

3  Blacklist comments
You can mark certain comments as spam if they contain words or 
websites that are used by spammers by placing these under the 
Comment Blacklist textbox. Wordpress points to this project 
(https://github.com/splorp/wordpress-comment-blacklist) which 
contains a huge list of strings used by spammers.

4  Moderate avataars 
By default Wordpress is configured to display avatars, but you  
easily disable them from this section. If you do decide to allow them 
make sure you select an appropriate rating that wouldn’t offend  
other visitors. Also set a default image for users who don’t have an 
avatar of their own.

Moderate Discussions
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1  Launch Customizer
You can easily customise the appearance of a theme and its various 
elements using the inbuilt Customizer. Head to Appearance > Themes, 
scroll to the bottom and click the Customize button. This takes you to 
the new Customizer that lists the various aspects of the theme that 
you can customise in the left-hand column.

2  Change appearance
You can now click on each of the elements listed in the column to 
reveal their customisable parameters. For example, expand Colours 
to change the base colour scheme and select colours for the 
background, header and sidebar. Other elements let you change  
the image in the header area and put up a static home page.

3  Reorder widgets
Widgets can be placed inside the theme to display all sorts of 
content. Click the Widgets element in the Customizer to change  
the widgets that appear in the nominated widgets area which  
vary according to the theme. You can change the order of their 
appearance by dragging them above and below other widgets.

4  Add and customise 
Click the Add a widget button to bring up a column that lists various 
kinds of widgets such as Calendar, Archives, etc. Also, every widget 
has a set of configurable options which enable you to customise the 
way it behaves and ultimately how it will appear on your site. Click on 
the arrow to the right of their name to reveal these settings.

Customise Themes

this format or make them user-friendly by selecting an 
alternative from the options listed in the Permalinks section. 
Review each one and choose the one that suits you best.

An ambidextrous website
Wordpress is a very powerful system for managing websites. 
With plugins you can turn it into a swiss knife for publishing 
content. Wordpress plugins come in all shapes and sizes. 
They can turn your Wordpress installation into a full-
featured gallery for posting images, an online store to sell 
your products, or even a social networking website. 

The wordpress plugin repository hosts both free and paid 
plugins. A couple are even bundled with the default 
installation including Akismet which is useful for quashing 
spam. To use the plugin you’ll need to get yourself an API 
key by signing up for a free Wordpress.com account. 

To find additional plugins head to Plugins > Add New. 
When you find a plugin you like, click the corresponding 
Install Now button. The plugin will ask you for your 
webhosts’  FTP credentials to directly download and install 
the plugin. On a localhost installation, you can manually 
download the plugin into any computer from Wordpress’ 
online repository (https://wordpress.org/plugins/) and 

then upload them to your installation by heading to Plugins 
> Add New > Upload Plugin. 

Alternatively, you can also ask Wordpress to directly 
download the plugin instead of using FTP. For this edit the 
Wordpress configuration file (/etc/wordpress/
config-192.168.3.200.php in our case) and add the 
following line into it:
define(‘FS_METHOD’, ‘direct’);

Also make sure the user who runs the Apache service 
has the read/write permissions on the wp-content folder. 
When you now click on the install button, Wordpress  
will directly download and install the plugin into your 
installation. Note however that while this is convenient it 
shouldn’t be used in production servers. 

We’ve covered the most important elements you need to 
host a website. How head to the Appearance section in the 
Dashboard to customise the look and feel of the website. 
From here you can browse, add and customise themes (see 
walkthrough), just like you did with plugins, create and edit 
menus, and upload a header image as well as an optional 
one for the background. It’s all fairly intuitive and well 
documented on wordpress.org and on several third-party 
websites and sources. 
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of thing, such as patching, maintenance, moving workloads 
between systems being taken offline etc. 

The first striking feature for a wizened-old sysadmin such 
as myself is that CoreOS doesn’t run a traditional patch 
management system, such as yum or apt (Typical, seeing as 
I’ve only recently managed to understand all the options to 
those commands). Instead, CoreOS offers automatic 
updates, downloaded direct from the project themselves, 
similar to the way Google’s Chrome browser operates. 

Second, at the heart of CoreOS is a lightweight control 
host. Apps run on top of this in a pseudo hypervisor-like 
fashion – but instead of virtual machines CoreOS uses 
Docker, which runs applications within containers. As  
well as this, CoreOS uses a tool called Fleet to spread 
containers across a cluster of machines, and has the  
ability to handle affinity rules (ie Don’t run all the components 
of my highly available application all on the same physical 
host). Finally, etcd – a service discovery program – is  
bundled with the OS. This enables you to have settings 
hosted outside of applications – no more hardcoding of 
database connection strings and suchlike – and also  
handles replicating them all across any cluster we build. 
Intriguing, eh? Lets get testing. 

Setting up a test system
CoreOS supports a variety of targets for deployment. As you 
might expect, a lot of effort has gone into making sure the 
popular cloud players can be used on bare metal (Amazon, 
Rackspace, Azure, Google Compute Engine, Digital Ocean), 
and OpenStack and Vagrant can be used too. As I’m 
simulating how I’d evaluate this on behalf of a client, I’m going 
to go with Vagrant for a local install on a Linux desktop. 

The CoreOS documentation recommends using Vagrant 
version greater than 1.6.3, so I use the Deb file straight from 
www.vagrantup.com to install on my vanilla Ubuntu 14.04 
system, which still uses an earlier version by default. I also 
install Virtualbox for running virtual machines. After that I 
need to clone the CoreOS git vagrant repo:
git clone https://github.com/coreos/coreos-vagrant.git
cd coreos-vagrant

The big attraction for me when it comes to open 
source and Linux in particular is the way it 
encourages ideas. Someone, somewhere comes up 

with a way to fill a particular need or to scratch an itch, builds 
it, open sources the result and from that moment on the idea 
takes on a life of its own. It might blossom, wither on the vine 
or be subsumed by (or inspire) any number of others. 
Without wishing to sound too effusive, I think the way ideas 
evolve in this way, and how it happens using the internet as 
it’s conduit, is one of the amazing aspects of technology 
today. Of course, the downside to this explosion of creativity 
and advancement is that there’s an almost never-ending list 
of cool open source things to look at and investigate. 

I’ve a huge list of stuff to get round to trying out and for 
some time CoreOS has been on it, though never quite 
bubbling to the top. Now its time has come, and I’m now 
wondering what took me so long. The CoreOS website 
describes a system that ticks a lot of boxes relevant to my 
interests as a DevOps engineer/sysadmin, promising a 
system that targets automation, ease of applications 
deployment, security, reliability and scalability. 

When testing something new like this, I generally come up 
with a scenario that might crop up with a potential client in 
order to best see how it copes with my probable use case. 
So in these articles, I’m going to evaluate CoreOS as a proof 
of concept for a fictional client that wants to switch their 
hosting of third-party websites over to it. Lets assume that 
the client is looking for a way to reduce infrastructure costs 
and thinks the CoreOS feature set might be just the way  
to do it, so taking a look at what those are would be a good 
starting point.

Getting to the core
CoreOS is based on ChromeOS/Chromium – yes, the 
browser OS from Google – which, of course, contains the 
Linux kernel (the build is actually Gentoo-based underneath). 
The focus isn’t on providing the features seen in a regular 
desktop distro however; CoreOS is aimed squarely at the 
management and deployment of applications while trying to 
minimise all the other work usually associated with this kind 

CoreOS + Kubernetes = Tectonic (but not open source)
Shortly before this article was completed, 
CoreOS announced new investment from  
Google Ventures and the launch of a new  
service: Tectonic. This is a commercial offering 
(CoreOS offer managed support in a similar 
manner to Red Hat etc) and incorporates 
Kubernetes, which is an open-source project 
from Google. Kubernetes is an orchestration 
system for Docker containers that schedules 
them onto nodes in a compute cluster and 
actively manages them.

The attraction for infrastructure geeks (such 
as myself) is that this is based on Google’s 
internal infrastructure code (that runs services, 
such as Search and Gmail etc). Given the proven 
scale of the search engine giant (as well as the 
impact its research papers have had over a 
number of years) and the mysterious aura 
surrounding Google’s huge data centres, any 
glimpse into their inner workings is worth a look.

CoreOS has taken the decision not to open 
source its implementation however, which is 

disappointing although the company states that 
all the existing elements of CoreOS will remain as 
is. To emphasis this Tectonic will be its own 
brand, separate from CoreOS. 

Kubernetes isn’t the only game in town, 
however. Apache Mesos is a similar system and 
Docker has inspired a fair number of PaaS 
(Platform as a Service) projects, such as Deis. As 
Kubernetes is itself open source, I’m sure we’ll 
see alternative efforts spring up and open source 
has a habit of winning out in the end.

Promising ‘dynamically scaled and managed compute capacity’ in a  
Google-like manner – but, asks Jolyon Brown, does CoreOS deliver?

CoreOS: Part 1
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Looking into the resulting coreos-vagrant directory, there  
are a couple of .sample files created. The first one to look at  
is the user-data.sample (and the first thing I do is rename it 
user-data). This file contains a line, initially commented out, 
as follows:
#discovery: https://discovery.etcd.io/<token>

For testing, I need to get an example token from the 
CoreOS public discovery service (which is an etcd instance 
available via the internet), located at https://discovery.etcd.
io/new. Visiting this in a browser (or via curl) returns a string 
with a token at the end which I plug into my user-data file, 
uncommenting as I do so:
discovery: https://discovery.etcd.io/
d72db3274bbfcff3069683ba649e6c69

This public discovery service can be used in place of 
setting up my own, but it’s worth noting that many clients 
won’t be able to (perhaps as a matter of policy) or want to 
rely on a third party in this way. Learning how to configure 
your own service is something I’d make a note of here for a 
future deployment. 

Next, I rename the config.b.sample to config.rb, open it 
up and modify the following lines:
#$num_instances=1
…
#$update_channel='alpha’
$num_instances=3
…

$update_channel='stable’
I’ve changed the number of instances I want to run to 

three as I want to test clustering/Fleet out later on. I’m in the 
very early stages of testing here, so I go with the stable 
CoreOS release for now rather than risk spending hours 
chasing potential alpha release bugs I know nothing about. If I 
find there are features I must have once I get used to the 
system that are only available in development releases I’ll 
make that call then. 

Time to bring the system up: Stand back, light blue touch 
paper… or at least type 
vagrant up

As it’s the first time I’ve done this, Vagrant handles 
downloading a virtual box CoreOS image for me and fires 
everything up. After a few minutes, I can run
vagrant status 

and see the following output:
Current machine states:
core-01                   running (virtualbox)
core-02                   running (virtualbox)
core-03                   running (virtualbox)

And go on to use
vagrant ssh core-01 

to enable me to get into the first VM. A quick look around 
confirms it’s a Linux system, albeit very sparsely populated. 
A look at the running processes using ps shows Systemd 
running as well as the Docker daemon and something called 
update_engine, but not much else. 

Investigating CoreOS patching
So far so good. The first thing on my testing agenda is to 
investigate how effective the patching mechanism CoreOS 
uses is as this will be a big question for my clients. On the 
Vagrant instances /etc/motd shows them running CoreOS 
version 607.0.0 (which is the latest stable instance according 
to the http://coreos.com website). CoreOS handles  
updates by having two root partitions known as USR-A and 
USR-B. Initially – from a fresh installation – the system  
boots into the first of these partitions, which is mounted  
read only under /usr. The update engine installs a whole  

etcd – the configuration and discovery service 
According to the CoreOS website: “etcd is an 
open-source distributed key value store that 
provides shared configuration and service 
discovery for CoreOS clusters.” But what does 
this mean exactly? Applications (within 
containers) running on CoreOS can read and 
write data into etcd. Database connection details 
are a common use case of this kind of data. A 
simple HTTP API is available to do this, and 
there’s also a handy command (etcdctl). In our 
test system from this article we can run 
etcdctl set /lxf hello 

on one VM, then on another
etcdctl get /lxf

to get the same string back. This means we can 
look up data from any node in the cluster and it 
will always be consistent. 

Services can be discovered in this way by 
having them register information with etcd when 
they start. Other systems can check for updates 
and modify themselves, such as a load balancer 
registering new back-end services with no input 

 Fleet handles 
distributing 
containers across 
a CoreOS cluster. 
It can take 
care of affinity 
rules, move 
containers during 
maintenance 
and ensure the 
right number of 
instances are up 
and running.

APP

ETCD

Password1234
[Ed - secure!]

GET http://127.0.01:4001/
keys/mysql_password

from a sysadmin. etcd is highly available: it can 
handle multiple node failures (but always 
requires a quorum of systems to be available, to 
avoid split brain situations). There are a few 
architectural decisions to be made when an etcd 
cluster gets large, eg proxies can be used to 
handle increased traffic.

etcd isn’t the only open source project that 
does this kind of thing as you’d expect. 
Zookeeper (originally from Yahoo!, but now an 
Apache project), Consul and Doozerd are other 
examples. Each has it’s own particular strengths 
and weaknesses and this area of infrastructure 
development is seeing a lot of growth.

 Services and applications 
can pull data from etcd 
and get a consistent 
answer from anywhere 
within the CoreOS cluster.

Host 1

Apps

Host 2 Host 3

Fleet
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Container stops

Register via etcd

Withdrawl via etcd

Container starts

etcd

etcd

copy of the operating system onto the alternate /usr 
filesystem (which is initially empty to save space). 
When the system reboots, it boots using the newly 
installed version of the OS. Should that fail, the 
system can be rebooted and it will come back using 
the previous version. 

This feels very familiar to a patching strategy 
which was common on old Solaris systems using 
disk suite and also on mirrored boot Linux systems, 
before virtualisation meant that snapshots became  
a very common patching insurance policy.The big 
difference, of course, is that it’s all done automatically 
and isn’t the equivalent of a deployment. I’m sure 
there will be discussions at larger clients, which 
employ change management teams, about the 
willingness to put so much faith in a remote third 
party like this, but this is a really big time saver for 
me.  According to the CoreOS website, the update 
engine has its bandwidth and CPU time throttled to 
avoid causing any service interruptions or 
degradation.

Wanting to see the partitions on the system, I used the cgpt 
command which obligingly spat out a bunch of information 
(truncated here for space). 
sudo cgpt show /dev/sda

270336     2097152     3  Label: “USR-A”
     Type: Alias for coreos-rootfs
     UUID: 7130C94A-213A-4E5A-8E26-6CCE9662F132
     Attr: priority=1 tries=0 successful=1 
2367488     2097152     4  Label: “USR-B”
     Type: Alias for coreos-rootfs
     UUID: E03DD35C-7C2D-4A47-B3FE-27F15780A57C
     Attr: priority=0 tries=0 successful=0

Looking under /usr/boot/grub I can see corresponding 
entries for USR-A and B in menu.lst files. This looks like a 
pretty elegant solution to patching for me, so long as I can see 
what the update engine is up to. As this is a Systemd-based 
OS, I can use the journalctl command to check. This brought 
up a nice few lines of log entry telling me that in my case the 
OS couldn’t manage to resolve the public-update.core-os.net 
host: a problem with my connection at the time. it also showed 
that the update process is based on Google’s Omaha project 
with relevant log entries. 
journalctl -f -u update-engine

I have to say I’m quite impressed with this solution. 
With CoreOS insisting that all applications run in containers, 
patching the underlying OS is compartmentalised to quite a 
degree with this process. I’d like to see how much control is 
available in a production scenario, and whether local 
repositories can be set up for ultra-secure environments, 
but for our hypothetical client this would probably be 
something they could make use of. 

Launching the fleet
Next, I want to take a look at Fleet, the cluster manager. Fleet 
handles Systemd units (the other element of Systemd being 
known as targets). These units are configuration files 
describing the properties of processes and in my case these 
will largely be Docker related. In CoreOS system unit files are 
located under /etc/systemd/system.

If I want to see the status of my Fleet cluster, I can use the 
fleetctl command:
fleetctl list-machines

This shows the three Vagrant machines in our cluster

MACHINE IP  METADATA
c9fc38db... 172.17.8.101 -
ca1115a3... 172.17.8.103 -
e7713580... 172.17.8.102 -

I did encounter issues with this during testing. These were 
all down to mistakes with the user-data file. Once I renamed it 
user.data by mistake (missing hyphen) and Vagrant couldn’t 
copy it to the correct location (/var/lib/coreos-vagrant/
vagrantfile-user-data). Another time I accidentally overwrote 
the ‘discovery:’ keyword in the file, giving Yaml errors. There are 
a couple of useful commands to know to help troubleshoot 
issues like these:
systemctl status -l fleet
journalctl -b -u fleet

Everything is OK on my system though, so next I want to 
start a test service. On the Docker website is a very simple test 
container example which I can adapt here. Still on my first 
Vagrant VM I created the following file and called it testapp.
service:
[Unit]
Description=TestApp
After=docker.service
Requires=docker.service

[Service]
TimeoutStartSec=0
ExecStartPre=-/usr/bin/docker kill testubuntu
ExecStartPre=-/usr/bin/docker rm testubuntu
ExecStartPre=/usr/bin/docker pull ubuntu
ExecStart=/usr/bin/docker run --name testubuntu ubuntu /bin/
sh -c “while true; do echo Hello Linux Format; sleep 1; done”
ExecStop=/usr/bin/docker stop testubuntu

I can start and monitor this using fleetctl commands:
fleetctl start testapp.service
leetctl list-units

Eventually being rewarded with a running service!
core@core-01 ~ $ f
UNIT MACHINE ACTIVE SUB
testapp.service c9fc38db.../172.17.8.101 active running

That’s pretty simple, eh? In my next article I’m going to look at 
both Fleet and Docker on CoreOS in a lot more detail and 
attempt to replicate what my client might request: a resilient 
hosting service. See you then. It won’t take long. Just turn the 
page. It’s easy. You can do it. 

 When a 
container 
starts or stops 
it updates it’s 
status with 
etcd and other 
systems can take 
action based on 
this (think of 
a loadbalancer 
registering back-
end services 
going on/offline).
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 Vulcand routes 
connections 
through to 
the correct 
backend servers 
by comparing 
the path in the 
request URL 
to information 
provided by etcd.

cd8df6e3... 172.17.8.103 -

Vulcand: live long and load balance
I’m going to use fleet to deploy an instance of vulcand  
(www.vulcanproxy.com); a proxy for microservices and API 
management, although I’m using it in more of a traditional 
way here for my purposes. The clever thing about this 
software, written by a company called Mailgun (and open 
source) is that it uses etcd as a configuration backend rather 
than the more traditional file-based config used by eg 
HAProxy. It’s possible to get HAProxy to do something similar 
using some third-party extensions, albeit with a fair bit more 
work. My plan is to have vulcand automatically register 
application instances that fleet will also deploy, and have it 
direct traffic to them without any restarts or rewriting of 
configuration files. These will all run in Docker containers and 
fleet will handle the high availability side of things, redeploying 
them on the cluster if I restart any of the parent hosts.

It’s possible, and probably preferable, to control fleet from 
a local client (ie whatever machine I’m using for my desktop) 
and have it tunnel over SSH to the CoreOS systems. In a 
production environment this is exactly what I’d do (using a 
‘jump’ host of some kind, itself probably within a secure 
network segment that requires two-factor authentication to 

Last time I started looking at CoreOS, the Linux 
distribution (distro) which uses containers to manage 
services and provides automatic updates. I covered 

setting up a Vagrant-based test system, did some 
investigation into how patching works and ran some basic 
fleet commands (fleet being the CoreOS cluster management 
tool). In this second instalment I will carry on testing how  
I would use CoreOS to set up infrastructure for a client.  
This helps me get some idea of how the various components 
hang together. 

At the end of my last experiment, I had three instances of 
CoreOS ready to handle clustered services. I want to try and 
build a typical scenario a client might request and have a 
resilient hosting service running on this cluster by the end of 
the article. Let’s head on, and the first thing I want to do is add 
an extra CoreOS instance to demonstrate how etcd handles 
nodes failing. We need a quorum of three nodes to do this 
effectively, which means adding a fourth node is essential.

I’ll assume the cluster is down to begin with (I can’t expect 
everyone following along to have kept their VMs up for a 
month since the last column). If this is the case the first thing 
to do is re-register with the CoreOS public discovery service 
(at https://discovery.etcd.io/new). Again, plug the value 
returned by the service into the user-data file contained in the 
same directory as my Vagrantfile, update the line starting 
with ‘discovery:’ with the full URL the service supplies. If you 
followed along last month, I found that there was an updated 
Vagrant box for CoreOS available. Vagrant will prompt if this is 
the case. A quick  $ vagrant box update  will take care of this, 
downloading the latest image (to version 647.0.0 in my case).

The next edit is to the config.rb file to bump the ‘num_
instances’ value up to four from three.

After this my cluster can be brought up with a simple  
 $ vagrant up  command. Pretty soon all four nodes will be 
booted and online. I’ll now ssh to the first ( $ vagrant ssh core-
01 ) and quickly confirm the status of my cluster with  $ fleet 
list-machines :
MACHINE IP  METADATA
462cf0c6... 172.17.8.102 -
8841d0cb... 172.17.8.101 -
af2fde58... 172.17.8.104 -

Setting up CoreOS on Vagrant
If you haven’t read the previous three pages, or 
you’re just looking to get stuck in with minimal 
effort, here’s a whirlwind set of instructions to get 
you up to speed. First, download the latest 
version of Vagrant from www.vagrantup.com 
(which is a little more up to date than the version 
I’m using on Ubuntu 14.04). I also install 
VirtualBox as it’s relatively easy for use with 
Vagrant and Git for working with the repo. Once 
this is in place, do:

$ git clone https://github.com/coreos/coreos-
vagrant.git
$ cd coreos-vagrant
$ mv user-data.sample user-data
$ mv config.rb.sample config.rb

Now retrieve a token by browsing to  
https://discovery.etcd.io/new. Uncomment 
the ‘discovery’ line in user-data and replace the 
https://discover.etcd.io string on that line with 
the contents of your browser window.

Next, edit config.rb, uncommenting and 
updating the num_instances and update_
channel lines like this:
$num_instances=3
$update_channel='stable’

Finally, you want to go a head and start your 
new test CoreOS cluster up. This will download 
the CoreOS Vagrant ‘box’ and start everything up 
for you.
$ vagrant up

Frontend

Backend

Server 1 2 3

Jolyon Brown uses service discovery with etcd and clustering with fleet in 
this our second part investigating the wonders of CoreOS.
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access). But as this is just a test, and limited for time and 
space, I’m going to control fleet via the first node.

The first thing I need to do is get vulcand on my cluster, 
so I’ll create a subdirectory which I’ll call units. Jumping into 
there, I’ll create a file called vulcand.service with the following:
[Unit]
Description=Vulcan
After=docker.service

[Service]
Restart=always
TimeoutStartSec=0
ExecStartPre=-/usr/bin/docker kill vulcan1
ExecStartPre=-/usr/bin/docker rm vulcan1
ExecStartPre=/usr/bin/docker pull mailgun/vulcand:v0.8.0-
beta.2
ExecStartPre=/usr/bin/sudo /usr/bin/ip addr add 
172.17.8.100/24 dev eth1
ExecStartPre=/usr/bin/etcdctl set /vulcand/backends/lxf/
backend ‘{"Type": “http"}’
ExecStartPre=/usr/bin/etcdctl set /vulcand/frontends/f1/
frontend ‘{"Type": “http”, “BackendId": “lxf”, “Route": 
“Path(`/`)"}’
ExecStart=/usr/bin/docker run --rm --name vulcan1 -p 80:80 
-p 8182:8182 mailgun/vulcand:v0.8.0-beta.2 /go/bin/vulcand 
-apiInterface=0.0.0.0 -interface=0.0.0.0 
-etcd=http://10.1.42.1:4001 -port=80 -apiPort=8182
ExecStopPost=-/usr/bin/sudo /usr/bin/ip addr del 
172.17.8.100/24 dev eth1
ExecStop=-/usr/bin/docker stop vulcan1

As in the first article, this is a Systemd unit file which 
defines how my vulcand service will run. Taking a closer look 
at this, the first couple of lines just name the unit and tell 
Systemd the unit can only run after the Docker service is up 
and running.  Restart  tells Systemd I want this service to 
come back online in the event of an unexpected failure (Note: 
a clean shutdown won’t cause this to be triggered). The  
 ExecStartPre  lines do some tidying up of any old instances 

and binds a floating service IP address to the eth1 interface of 
whatever machine fleet decides to deploy the service to (the 
stop section removes it). This means I can always contact 
vulcand at the same IP address. The  -  at the start of the  
 docker kill  and  rm  lines ensures that no error messages are 
generated if the Docker instance in question doesn’t exist. 
This would cause Systemd to fail the unit. 

The  edcdctl  lines add a front and backend definition to 
etcd (note: an absolute path to binaries is required and lines 
without this will be ignored).

The  ExecStart  line is the real meat in the Systemd 
sandwich – starting vulcand in a Docker container and 
opening ports. I also tell it which address and port it can find 
etcd on, which can be shown by the command 
$ ip addr show 

For a container this will be the address of interface 
docker0. As we’re using Vagrant this might be different to the 
address used in a more regulation CoreOS installation. The 
Vagrantfile I’m using should mean the address used in the 
unit (above) is correct but amend it if your system differs).

Without further ado, I can launch vulcand on my cluster 
and check on its status. Fleet will assign the node it will run  
on – we simply don’t need to worry about it. If this was a 
production system I would probably have multiple groups  
of CoreOS systems that are sitting in different network 
segments for security purposes, but here I’m just looking to 
prove functionality. 
$ fleetctl start vulcand.service
Unit vulcand.service launched on 8841d0cb…/172.17.8.101
fleetctl list-units
UNIT             MACHINE               ACTIVE      SUB
vulcand.service    8841d0cb.../172.17.8.101  active  running

Looking good so far. I can browse to http://172.17.8.100 
(the VIP assigned earlier and be rewarded with an error 
message {"error":"not found”}. This is because I’ve nothing 
for it to load balance across… yet.

Business at the front, party at the back
Vulcand is like many other load balancing systems in that it 
needs to have frontend and backend services defined in order 
to work. The cool thing here, of course, is that rather than 
hacking about in config files the values are going to be written 
into etcd. Even better, it’s going to happen automatically. This 
means a little bit more work up front, but this will be well 
worth it. We’ve already set two keys in the vulcand file that 
define a backend called lxf with a type of HTTP, and a 
frontend (called f1) which will match all traffic (denoted by 
the context path / ) to the lxf backend. If I were running 
multiple applications, I could define different backends, 
denoted by different context paths (eg /payments/ or /

Container wars and flannels
As luck would have it, during the writing of this 
article CoreOS held its CoreOS Fest event where 
it made some announcements, particularly 
around its own container specification which is a 
rival to Docker. The App Container spec appc (of 
which the CoreOS rkt is an implementation) now 
has several community maintainers unaffiliated 
with CoreOS – representatives from Google, 
Twitter and Red Hat now have input into the 
future direction of the specification. Google 
implemented rkt into Kubernetes and VMware 

shipped it in Project Photon, its lightweight Linux 
implementation. Apcera, a company targeting 
enterprise ‘hybrid cloud’ users has written (and 
open sourced) its own implementation, known  
as Kurma. It seems as though battle lines are 
being drawn although vendors are hedging their 
bets by supporting Docker as well as the new kid 
on the block. 

CoreOS also gave a few more details on its 
networking plans. Currently available to 
download is ‘flannel’ which is an implemention of 

the Kubernetes model, where each machine in a 
cluster is assigned a full subnet. This is useful to 
reduce the complexity of port mapping, but 
currently only Google can do this as a cloud 
provider. flannel uses the Universal TUN/TAP 
device and creates an overlay network using UDP 
to encapsulate IP packets. It’s available as a 
download from GitHub and looks interesting – 
https://github.com/coreos/flannel is the 
place to go if you are intrigued and includes  
some useful diagrams.

 Having 
managed to 
route traffic 
across multiple 
backend servers 
in a resilient 
fashion, all I 
need now is an 
application that 
actually does 
something…
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another three files named hosta.service, hostb.service and 
hostc.service: [also at http://pastebin.com/jPiM5adb]
hosta.service:
[Unit]
Description=Nginx
After=docker.service

[Service]
EnvironmentFile=/etc/environment
TimeoutStartSec=0
ExecStartPre=-/usr/bin/docker kill nginx1
ExecStartPre=-/usr/bin/docker rm nginx1
ExecStartPre=/usr/bin/docker pull nginx
ExecStartPre=/bin/sh -c “mkdir -p /home/core/www; echo ‘I 
am instance 1’ > /home/core/www/index.html”
ExecStartPre=/usr/bin/etcdctl set /vulcand/backends/lxf/
servers/srv1 ‘{"URL": “http://${COREOS_PUBLIC_
IPV4}:8080"}’
ExecStart=/usr/bin/docker run --name nginx1 -p 8080:80 -v /
home/core/www:/usr/share/nginx/html nginx
ExecStopPost=/usr/bin/etcdctl rm /vulcand/backends/lxf/
servers/srv1 
ExecStop=-/usr/bin/docker stop nginx1

[X-Fleet]
Conflicts=host*.service

Here’s the hostb.service file:
hostb.service
[Unit]
Description=Nginx
After=docker.service

[Service]
EnvironmentFile=/etc/environment
TimeoutStartSec=0
ExecStartPre=-/usr/bin/docker kill nginx2
ExecStartPre=-/usr/bin/docker rm nginx2
ExecStartPre=/usr/bin/docker pull nginx
ExecStartPre=/bin/sh -c “mkdir -p /home/core/www; echo ‘I 
am instance 2’ > /home/core/www/index.html”
ExecStartPre=/usr/bin/etcdctl set /vulcand/backends/lxf/
servers/srv2 ‘{"URL": “http://${COREOS_PUBLIC_
IPV4}:8080"}’
ExecStart=/usr/bin/docker run --name nginx2 -p 8080:80 -v /
home/core/www:/usr/share/nginx/html nginx
ExecStopPost=/usr/bin/etcdctl rm /vulcand/backends/lxf/
servers/srv2
ExecStop=-/usr/bin/docker stop nginx2

[X-Fleet]
Conflicts=host*.service

And the hostc.service file:
hostc.service
[Unit]
Description=Nginx
After=docker.service

[Service]
EnvironmentFile=/etc/environment
TimeoutStartSec=0
ExecStartPre=-/usr/bin/docker kill nginx3
ExecStartPre=-/usr/bin/docker rm nginx3
ExecStartPre=/usr/bin/docker pull nginx
ExecStartPre=/bin/sh -c “mkdir -p /home/core/www; echo ‘I 
am instance 3’ > /home/core/www/index.html”

ExecStartPre=/usr/bin/etcdctl set /vulcand/backends/lxf/
servers/srv3 ‘{"URL": “http://${COREOS_PUBLIC_
IPV4}:8080"}’
ExecStart=/usr/bin/docker run --name nginx3 -p 8080:80 -v /
home/core/www:/usr/share/nginx/html nginx
ExecStopPost=/usr/bin/etcdctl rm /vulcand/backends/lxf/
servers/srv3
ExecStop=-/usr/bin/docker stop nginx3

[X-Fleet]
Conflicts=host*.service

These files share a lot in common with the vulcand file, but 
with the addition of a couple of extra lines worth pointing out. 
I set an  EnvironmentFile  for Systemd, which allows me to 
use the variable  COREOS_PUBLIC_IPV4  later in the unit. 
I make use of this in the  edcdctl  statement, adding each 
server to the lxf backend. This unit runs a Docker instance of 
Nginx, and I drop a dummy index.html file into its webroot. 
The last line is fleet specific - it tells fleet that each version of 
this unit cannot run on a node which is running one of the 
others. What this does when I schedule these units is spread 
them across my cluster:
$ fleetctl start host*.service
$ fleetctl list-units
UNIT  MACHINE   ACTIVE SUB
hosta.service af2fde58.../172.17.8.104 active 
running
hostb.service cd8df6e3.../172.17.8.103 active 
running
hostc.service 8841d0cb.../172.17.8.101 active 
running
vulcand.service 8841d0cb.../172.17.8.101 active 
running

Connecting now to http://172.17.8.100 will bring up a 
page showing which instance vulcand has directed me to and 
force refreshing the page (avoiding the web browser cache) 
will bring up a different number each time. I can also check 
the contents of the etcd cache using curl:
$ curl -L http://127.0.0.1:4001/v2/keys/vulcand/backends/lxf/
servers

A set of JSON data will be returned showing the lxf servers 
registered. Now if I shut one of these backends down:
$ fleetctl stop hostc.service

And rerun the curl command the key will have been 
removed – vulcand won’t route any traffic to that server. 
Using  $ fleetctl list-units  will show a stopped server as 
inactive/dead – this is normal. Similarly, stopping vulcand 
itself in a forceful fashion (via a  kill -9 , or dropping the server 
it’s running on completely) will force fleet to restart it on 
another node. 

 Knowing how 
to query Systemd 
logs with the 
journalctl 
command is 
invaluable When 
troubleshooting 
issues with fleet.
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screenshot (below). The best way, as ever, to become familiar 
with a system is to dive in and try something out...

I got the key, I got the secret…
Under my AWS account name is a drop-down menu with a 
‘Security Credentials’ option available on it. In order to do 
anything with AWS, I need to generate a pair of access and 
secret access keys. Amazon recommends setting up multiple 
‘IAM’ (Identity and Access Management) accounts each with 
their own keys for greater granularity of permissions. 
This makes sense where a team of people might be sharing 
an overall corporate account with their own areas of 
responsibility. As I plan just to kick around a proof of concept 
I’ll stick with the initial set, which I download as a file.

In order to use Ansible, I also need to use a couple of 
associated files: ec2.py and ec2.ini. These can be 
downloaded from https://raw.githubusercontent.com/
ansible/ansible/devel/plugins/inventory/ec2.py and 
https://raw.githubusercontent.com/ansible/ansible/
devel/plugins/inventory/ec2.ini respectively. 

Linux uber-consultant Jolyon Brown’s favourite config management  
tool can help you get up to speed with Amazon’s cloud platform.

AWS: Part 1
In a recent Gartner report on Cloud infrastructure as a 

service, the Amazon Web Services (AWS) platform was 
ranked as being in the ‘Magic Quadrant’ (which is 

Gartner-speak for being the best). While OpenStack remains 
the most open of cloud ‘operating systems’, AWS is an 
important platform to know about. While my personal opinion 
is that a more open ecosystem is preferable, it’s very likely 
that you will have been, or will be, asked to work with AWS to 
fire up Linux-based instances and for running all kinds of 
applications on. I feel it’s only right I cover it to at least at 
some level. Of course, I want to do this all from the command 
line if possible and have everything I create stored in version 
control. I’m going to turn to Ansible, my favourite 
configuration management tool at the moment.

So what to build? Recently I was asked to set up a proof of 
concept for a client that wanted to test whether they could 
transfer their WordPress-based sites to Amazon (from a more 
traditional hosting provider). They wanted more flexibility and 
the ability to scale easily when one of their sites took a hit 
from being featured on social media. They also wanted to use 
a configuration management tool to handle all of these tasks. 
This month and next I’m going to outline, at a high level, what 
I did for them and how I went about it. This issue I’ll cover 
getting the basics in place, while next month I’ll look at some 
of the more advanced features AWS offers for this kind of 
scenario. I’ll also gradually replace interactions with the web-
based EC2 management console in favour of using Ansible 
for as much as I can.

There are a few prerequisites for following the examples 
below. An AWS account is needed (which is free – head to 
http://aws.amazon.com and sign up) and Ansible needs 
installing locally, as does good old Git. I’m running a vanilla 
Ubuntu 14.04 desktop (with Ansible 1.8.2 for the record). 
I also need to install the python-boto package (via  sudo apt-
get install python-boto ) which is a python interface for AWS. 
There are a ton of helpful guides and videos on the AWS 
website for anyone completely new needing an overview. 
I’ll admit to being slightly overwhelmed with the number of 
products AWS has these days as demonstrated in the 

All the AWS TLAs!
Coming to Amazon Web Service for the first time 
can be very confusing, largely because of the 
number of acronyms involved in using it. We’ve 
used quite a few in this article, so the following 
terms might be useful to know:

 VPC (Virtual Private Cloud) An elastic 
network populated by infrastructure, platform 
and application services that share common 
security and interconnection.

 EC2 (Elastic Compute Cloud) A web service 
that enables you to launch and manage Linux/
Unix and Windows server instances in Amazon’s 
data centres.

 AMI (Amazon Machine Image) This is an 
encrypted machine image. AMIs are essentially a 
template of a computer’s root drive. They contain 
the operating system and a number of other 
pieces of core software.

 PV (Paravirtual) A class of virtualised 
instance, PV AMIs run on underying hardware 
that doesn’t have explicit support for 
virtualisation, but they can’t take advantage of 
special hardware extensions, such as enhanced 
networking or GPU processing.

 HVM (Hardware Virtual Machine). HVM 
AMIs are presented with a fully virtualised set of 

hardware, which provides the ability to run an 
operating system directly on top of a virtual 
machine without any modification, as if it were 
run on the bare-metal hardware. Amazon 
recommend HVM for best performance, 
especially when combined with the latest 
generation of instances.

 T2, M4, M3, C4, C3, R3, G2 These are all 
instance types available, eg T2, M4 and M3 are 
all-general purpose instances. Amazon offers 
many different types of underlying hardware and 
virtual machine types. The list is here: http://
aws.amazon.com/ec2/instance-types.

 AWS has been accused of being a little overwhelming for beginners. I can’t 
imagine where that perception may have come from…
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traditional static inventory used in other Ansible setups isn’t 
quite adequate. The ec2.ini file is the configuration for the 
Python script. There are a number of settings available in 
there, but I’ll leave it as it is for the time being.

Once I’ve downloaded ec2.py and ec2.ini and copied 
them into /etc/ansible, I set permissions on them as follows:
$ sudo chmod 755 /etc/ansible/ec2.py. 
$ sudo chmod 644 /etc/ansible/ec2.ini 
$ sudo chown root:root /etc/ansible/ec2*

Next, I need to create a key pair so that I can login to any 
instances that I fire up. This is a just a traditional SSH public 
and private key pair, separate from the AWS access and 
secret access keys I’ve downloaded. I could, if I wished, have 
uploaded an existing pair created with the familiar ssh-keygen 
tool, but for this demo it’s just as easy for me to use the EC2 
management console to create a new set using my browser. 
After naming my keys (lxfkeys – very original) the browser 
automatically downloads the private key in PEM format.

Next, I create a new folder for my Ansible repo and 
initialise it as a git repo:
$ mkdir aws-example; cd aws-example
$ git init .

Something I’ve became aware of when dealing with AWS 
via Ansible is that most of the time I end up running tasks 
against my local workstation. This differs from the usual 
Ansible model of running them against remote machines. 

The modules I’ve used below make calls out to various AWS 
APIs to then do my bidding on my behalf. In a production 
environment the advice seems to be that an EC2 instance 
should be reserved just for running Ansible management 
tasks with the AWS network itself. This leads to decisions 
about costs – running an instance purely to do this is a waste 
of money for a small installation, but might be a rounding 
error on a very large one. Of course, the beauty of the cloud is 
that instances can be stopped and started at short notice. 

Please refer to the manual
Amazon do a fine list of AWS-related white papers which are 
well worth looking at, covering how to work with specific 
services to more general topics, such as security  
(http://aws.amazon.com/whitepapers). When researching 
how to run WordPress on AWS a couple of papers caught my 
eye. I have two choices: either run a set of standard EC2 
nodes, or use the Elastic Beanstalk PaaS (Platform as a 
Service) system to configure a highly available service in a 
more sophisticated manner. Looking at the core Ansible 
modules, there’s plenty of support for EC2, while the Elastic 
Beanstalk modules tend to be third-party developments 
hosted on GitHub. Nothing wrong with that of course, but for 
simplicities sake I want to stick with core for the time being. 
The client in question has fairly simple websites so EC2 is a 
reasonable choice initially. The plan being to get the basics in 
place first before looking at autoscaling etc.

Back to my git repo. The Ansible project maintains a best 
practices guide (https://docs.ansible.com/playbooks_
best_practices.html), which suggests an effective directory 
layout for an Ansible installation. Of course, Ansible being so 
flexible means that a website can develop its own preferences 
on this front, but I’ve seen the suggested layout used in 
production very effectively and it’s worth reviewing that page 
for information. I start populating my setup by creating a few 
key directories.
$ mkdir roles keys group_vars host_vars tools

For Ansible to work with AWS and the ec2.py script I need 
to define some environment variables to my session. For 
ease, I create a file in the tools directory called env.sh and add 
the following lines to it:
export AWS_ACCESS_KEY_ID=‘<my amazon key>’
export AWS_SECRET_ACCESS_KEY=‘<my amazon secret 
key>’
export ANSIBLE_HOSTS=/etc/ansible/ec2.py
export EC2_INI_PATH=/etc/ansible/ec2.ini 

The key settings are obviously (I hope it’s obvious anyway) 
the two values I generate immediately after logging into the 
EC2 console for the first time. Adding them to the script like 

The business of AWS economics
One of the reasons often cited for avoiding cloud-
based infrastructure is the runaway costs 
associated with paying an hourly rate for 
virtualised hardware and software. 

A quick look at Amazon pricing models can 
make the casual reader assume they were 
devised by the same people who created the old 
gas and electricity billing system, such is their 
confusing nature for the uninitiated. Part of a 
sysadmin’s job is to either shoulder responsibility 
for or work closely with other areas who monitor 

 I’m sure there 
are people who 
have memorised 
AMI identifiers. 
I hope I don’t 
meet them. 

the monthly Amazon bill. The test systems we 
are building this issue and next should run easily 
within the free 750-hour usage for a t2.micro 
instance (but deactivate anything you don’t need 
once you’ve finished with it). While the pay-for-
usage instances generally give the most 
flexibility, they can be as expensive as other 
solutions, albeit without the capital cost of 
buying the hardware and paying for electricity. 
Amazon does offer other market models, which 
are well worth investigating.

 Spot instances These are resources where 
the user decides what price to pay. As demand 
ebbs and flows, the price fluctuates and can drop 
to the user-defined threshold at which point the 
instances become available. This is a useful 
model for tasks which are not deadline-driven or 
which can be interrupted.

 Reserved instances These are exactly what 
they sound like – resources which are kept for a 
defined period (one or three years). Amazon 
offer substantial discounts for these.
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this allows me to add them to my environment by simply 
issuing a  . tools/env.sh  command. Running the shell’s built-in  
 env  command confirms that they became available to my 
session. Next, I copy the SSH private key Amazon generated 
for me to the keys directory, renaming it lxfkeys and issuing 
a chmod 400 on the file, to make it readable only by me.

(It’s at this point I came across what I suspect is an 
Ansible bug during the creation of my test system, however. 
I needed to create a file which I called inventory in my project 
directory containing just the following two lines – without this 
I got errors during Ansible runs later on.) 
[base]
localhost ansible_connection=local

Now I have to decide what to run. Amazon comes with  
a large marketplace for software packaged for use on AWS 
(https://aws.amazon.com/marketplace), ranging from 
familiar Linux distributions to more obscure enterprise type 
systems. I search for Wordpress and there are a number of 
options. I decide to try out the ‘Wordpress powered by 
Bitnami HVM’ AMI (as it has a good rating and is free to use). 
After selecting it and agreeing to ‘buy’ it (a process 
reminiscent of purchasing a book for the Kindle) I look at the 
options for manual launch (pictured p118). What I’m looking 
for here is the AMI id, which is unique for this software in the 
particular Amazon data centre I want my software to run in 
(Ireland in my case, aka eu-west-1). I need this for use in my 
Ansible script. Amazon emails me to say the AMI is now 
available for use after a couple of minutes and I’m ready for 
my next step.

Up and instancing… a blog
Next, I need to make a note of my VPC id. This is basically  
the portion of the Amazon network that has been allocated  
to me. This can be seen on the right-hand side of the EC2 
dashboard but also has a dedicated drop-down menu of its 
own (found by clicking on ‘Services’). By investigating this I’m 
also able to make a note of the subnets available to me in this 
VPC (I have three allocated to me by default). I chose one for 
use in the file I then create in my Ansible repository (which I 
name site.yml).
---
# LXF AWS example 

- hosts: localhost
  connection: local
  gather_facts: False

  vars:
    region: eu-west-1

  tasks:  
    - name: Provision an instance
      ec2:
         key_name: lxfkeys
         instance_type: t2.micro
         image: “ami-51345f26”
         wait: true
         count: 1
         region: eu-west-1
         vpc_subnet_id: subnet-baf628df
         assign_public_ip: yes

This very simple file contains all the information needed 
by AWS for me to start up an EC2 instance. In it, I select a 
data centre, the size of the instance (t2.micro), the image I 
want to boot (taken from the AMI page) and also state that I 
want a public IP address. Ensuring that my environment 
variables are correct, I then issue:
$ ansible-playbook site.yml --private-key=keys/lxfkeys -i 
inventory

The Ansible run completes OK:
localhost        : ok=1    changed=1    unreachable=0    failed=0   

But what’s actually happened? I use the ec2 script to list 
what instances I now have on the AWS cloud. 
$ /etc/ansible/ec2.py --list

This results in a lot of output: including the IP address of 
the instance I now have up and running, its public DNS name, 
its type and all kinds of other information:
  “ec2": [
    “54.154.141.142”, 
 ], 

However, if I browse to the allocated public DNS name my 
browser times out. One more change is needed – by default 
AWS blocks all external traffic. By using the EC2 console and 
selecting Security Groups from the left-hand side, I can see 
my default group. Hitting the ‘Action’ button at the top of the 
screen allows me to ‘edit inbound rules’ and I can add ‘HTTP’ 
from any inbound source. After this, browse to the public DNS 
again which brings up the default vanilla Wordpress page, 
ready for blogging.

I think it’s worth finishing by noting how easy it is now to 
spin up a working Linux system somewhere across the world 
with just a few lines of text and a browser. Next time, we’ll try 
to ditch the browser completely and look at some advanced 
AWS features. 

 With only 
my mum likely 
to read this 
blog, the free 
Amazon tier 
should be more 
than adequate.
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    vpc_id: “{{ vpc_id }}”
    rules: 
    - proto: tcp
      from_port: 22
      to_port: 22
      cidr_ip: 0.0.0.0/0
    - proto: tcp
      from_port: 80
      to_port: 80
      cidr_ip: 0.0.0.0/0

In this file I’ve defined the entries I need to allow SSH and 
HTTP traffic through to any subsequent EC2 instance I 
create, which then gets assigned to the security group lxf-
sec. I could easily define multiple security groups in this way 
and store their details in this file. The region and vpc_id 
entries are global variables which are stored elsewhere (we’ll 
cover them a little later). Now to take a look at roles/ec2_
wordpress/tasks/main.yml:
---
- name: Provision an instance
  local_action:
    module: ec2
    key_name: lxfkeys
    instance_type: t2.micro
    image: “ami-51345f26”
    group: lxf-sec

W e’re going to jump back into using Ansible to 
control Linux-based EC2 instances in the Amazon 
Web Services cloud, continuing on from our work 

previously. We’ve already covered some basics and by the 
end I had a Wordpress blog up and running via the command 
line. This time, I want to explore AWS further, looking at how I 
might build up elements of an infrastructure that can be 
controlled using configuration management via Ansible and 
one that can cope with a large volume of traffic. Make sure 
you’ve completed part one, because many of the examples 
below won’t work without the setup covered there.

An updated Ansible config
So, previously we ended up with an example site.yml file 
which created a single EC2 instance. I’ve updated this file 
since, so that it now looks like this:
---

# LXF AWS example 

- hosts: localhost
  connection: local
  gather_facts: False
  roles:
  - security_group
  - ec2_wordpress

Huh? Where did the other steps go? I’ve reorganised the 
directory structure (picture above) of this Ansible setup to 
more closely match the recommended layout. (For details, 
see http://bit.ly/AnsibleBestPractice.) Under the roles 
directory I now have a new structure and some YAML files:
roles/security_group/tasks/main.yml 

---  
- name: Create security groups
  local_action:
    module: ec2_group
    name: “lxf-sec”
    description: “Security Group for lxf” 
    region: “{{region}}”

API to see Amazon Gateway
Barely a month seems to go by without Amazon 
adding something new to its cloud offering. 
In July the giant unveiled a new API Gateway  
pay as you go service, which allows anyone to 
quickly create the infrastructure around a 
(typically) REST-style interface. The reasoning 
here is that the work involved on an API itself can 
easily be dwarfed by the need to secure it and 
deploy it – as well as making it both scalable and 
able to perform well (in terms of reliability and 
speed). The API Gateway allows imports from 

Swagger (http://swagger.io) a popular API 
development tool to speed up deployment  
and will generate SDKs for JavaScript and 
Android that are ready for export by end users. 
There are a bunch of caching options available 
and access control can be managed by the 
Identity and Access Management (IAM) system 
(as well as OAuth).

Cleverest of all, in my opinion, is an option to 
enhance what might be politely termed ‘legacy’ 
services (running SOAP or XML-RPC) and 

running Gateway in front of them. Gateway will 
transform output of these services into JSON if 
required, as well as offering what Amazon is 
calling “REST-to-RPC and Back”, where new API 
endpoints can be created that respond to GET 
requests and be mapped to existing endpoints 
that are accessed by using a POST.

I haven’t seen an Ansible module for Gateway 
yet, but it’s surely only a matter of time before 
one appears. In the meantime, take a look at 
http://aws.amazon.com/api-gateway.

 My Ansible project directory layout, as generated by the handy tree command, 
which is one of my favourites.

Continuing on with his quest to stop using his browser, Jolyon Brown 
demonstrates how to bring more of AWS under Ansible control.
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        Name: lxf
    exact_count: 1
    count_tag: 
        Name: lxf
    region: “{{ region }}”
    vpc_subnet_id: “{{ subnet }}”
    assign_public_ip: yes
  register: ec2

- name: Whats in ec2
  debug: var=ec2

- name: Add new instance to host group
  local_action: add_host hostname={{ item.public_ip }} 
groupname=launched
  with_items: ec2.tagged_instances

- name: Wait for SSH to come up
  pause: seconds=60

There are some extra lines here compared to the last 
tutorial. I’ve added an  instance_tags  directive, which 
basically tells Ansible to put the value lxf into the ‘Name’ 
attribute of the EC2 instance it creates. I then use this in 
conjunction with the  exact_count  and  count_tag  to ensure 
that only one instance of this kind is running. If I re-ran last 
months script it would just keep creating new WC2 instances 
each time I ran it. This tweaked script more closely aligns with 
the Ansible idea of idempotency. Running this script several 
times will only create one instance on the first run, with 
Ansible cheerily replying with a green  ok=1 changed=0  
message on the subsequent iterations when it has nothing to 
do. The great thing about  exact_count  is that if I’d specified 
five instances but three were already up, Ansible would just 
create the missing two. I also register a variable called EC2 
here. This allows me to store the output of the action I take 

above and allow me to view what has been created on the 
next task, which is a ‘debug’ command. This is a very handy 
feature to use when developing playbooks (and got me out of 
a very sticky position when writing this...). 

Following that I take advantage of Ansible’s EC2 dynamic 
inventory to store the newly created instance details in a 
group, which I’m calling launched. I do this by accessing the 
variable I registered above. The  with_items  directive loops 
through the contents of c2.tagged_instances here (we only 
have one instance in there, but could have many). Finally, 
I give the instance a chance to boot up by putting a 60 
second pause in the activities. I need SSH in particular to be 
up and running as Ansible uses it to carry out all its tasks.

Again, I have values between {{ and }} brackets. These are 
substituted for values in group_vars/all – these have been 
gathered from my EC2 management console. 
---
region: eu-west-1
subnet: subnet-baf286df
vpc_id: vpc-9a15adff

Typically, I’d reserve the special file all in an Ansible 
implementation for more general variables than this, but  
as I’ve only dealing with one environment here (as opposed  
to multiple environments each with their own subnet etc)  
this should be OK.

This set of playbooks can be executed with the following 
command line (assuming all the setup tasks from the 
previous article have been completed):
$ ansible-playbook site.yml --private-key=keys/lxfkeys -i 
inventory

The run will output a bunch of information (and cows, 
if cowsay is installed) and it’s worth keeping an eye in 
particular on the debug output. 

Show me the cache
Now as it goes, the Wordpress AMI I’m using here is probably 
good enough to serve the majority of sites. Everything is 
bundled in locally (MySQL and so on) and will quite happily 
run on the smallest EC2 instance size. But what if I need to 
scale the service up? What if it somehow attracted the 
attention of a celebrity on Twitter with a ton of followers and I 
was suddenly hit with a deluge of traffic? (Nothing says fail 
like an HTTP 503 error code.) Similarly, if Amazon has some 
downtime (it does happen), how can I make sure my 
awesome collection of cat gifs blog stays online?

For Wordpress on AWS, there are a number of plugins that 
can help. Notable is w3 total cache (https://wordpress.org/
plugins/w3-total-cache) which can work with Amazon 
CloudFront (the Amazon content delivery network) among 
other things. This enables my static content to be delivered 

Amazon does Docker too...
Not wanting to miss out on the current craze  
for all things container shaped, Amazon 
launched ECS (http://aws.amazon.com/ecs) 
last year, where the CS stands for Container 
Service. This uses EC2 instances to underpin 
Docker containers which run on top. 

Amazon says that the ability to use all of its 
other services (eg load balancing, elastic block 
storage) adds more value than running Docker 
standalone on some other service. Amazon has 
also signed onto the Open Container standard 

 The Ansible debug output is invaluable when attempting to fix bugs in your 
already overdue magazine article submission… 

along with most other large industry players 
recently and seem well placed to match other 
offerings as the container scene develops over 
the next twelve months.

At the moment it does seem to me that 
Amazon’s offering is the equivalent of running 
Docker on a VM, albeit with some bells and 
whistles. There are moves afoot in the 
marketplace to run Docker on bare-metal  
and I’d expect to see Amazon follow suit  
should this become a viable product elsewhere.

At the moment, for sites where AWS plays  
a part in their infrastructure, the ability to use 
Docker in the same workflow is undoubtably 
appealing. I’m especially interested in the 
prospect of running ChromeOS-derived  
CoreOS on AWS. An ECS agent is available  
(in a container, natch) and fleet can be used to 
hook an existing cluster into it. In theory, this 
should provide a more lightweight experience  
for running Docker on the Amazon Web  
Service infrastructure.
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from locations closest to my end user and scales up 
automatically (unfortunately it doesn’t appear as though 
theres an official Ansible CloudFront module yet)

To install a plugin also needs a browser, doesn’t it? What if 
instead I could install the Wordpress CLI and then have 
Ansible take care of everything for me. In order to do this I 
add the following to the bottom of my site.yml file:
- hosts: launched
  sudo: yes
  user: bitnami
  roles:
  - wpcli

Now I create some new directories under roles: wpcli/
tasks and wpcli/files. (Again, see the directory layout, 
pictured top, p121.) In the files directory, I’m going to drop the 
wpcli binary, which I download using wget:
curl -O https://raw.githubusercontent.com/wp-cli/builds/
gh-pages/phar/wp-cli.phar

and I also create a file main.yml in the tasks directory:
---
- name: install wpcli
  copy: src=wp-cli.phar dest=/usr/local/bin/wpcli 
owner=bitnami group=bitnami mode=0755

So the clever thing here is that Ansible uses the dynamic 
inventory, I mentioned, earlier to check which hosts make up 
the launched group when I next execute the  ansible-playbook  
command. It then executes the copy task and I have my new 
wpcli binary on my fresh Wordpress installation. Although 
we’re dealing with trivial examples here it’s plain to see that 
having simple tasks in playbooks like this scales very easily – 
imagine patching last year’s Shellshock vulnerability via this 
method (I wish I had and that’s for sure).

Now that wpcli is in place, I can use it to install any plugin I 
like, thanks to Wordpress having a pretty good community 
setup around this sort of activity. I just need to add the 
following lines to my wpcli/tasks/main.yml file:
- name: install w3 total cache
  command: sudo -u bitnami -i -- /usr/local/bin/wpcli --path=/
opt/bitnami/apps/wordpress/htdocs plugin install w3-total-
cache creates=/opt/bitnami/apps/wordpress/htdocs/
wp-content/plugins/w3-total-cache

That’s quite a long line. The  wpcli  command needs to be 
to run as the default Wordpress user (bitnami , on the AMI I’m 
using) rather than as root (Ansible is running all commands 
via  sudo ). It also needs the full path to the Wordpress install. 
The key part is the  creates  value. On subsequent runs 
Ansible will check this directory exists, and skip execution of it 
does (Again, the idea of having Ansible being idempotent).

Now I need to enable the plugin. But this option to the 
wpcli command doesn’t create any files (that I could find, 
anyway). Theres a little trick in these situations:
- name: enable w3 total cache
  shell: sudo -u bitnami -i -- /usr/local/bin/wpcli --path=/opt/
bitnami/apps/wordpress/htdocs plugin activate w3-total-
cache > /tmp/w3-enabled creates=/tmp/w3-enabled

The  shell  directive allows the use of pipes and 
redirection. By creating a file in /tmp with the output of  
the command, I can then use this as the value for my  
create statement, keeping my Ansible scripts idempotent. 
There’s more work to do after this but hopefully this  
outlines the general idea of how Ansible can handle every  
day administration commands and make them both 
repeatable and accurate.

In order to make a website truly scalable on AWS there are 
a number of steps to take. One (if not the first) of these is to 

split the web and data tiers. Back in the old days this would 
have meant creating a new physical or virtual machine, 
installing an RDBMS (but let’s not get into which is best here) 
and then pointing applications at it. While using a database 
AMI is an option on AWS, there is an option to use something 
called RDS instead.

RDS is a managed database service – an online MySQL 
database engine. The idea here is that Amazon will handle the 
typical time-consuming database administration tasks. 
RDS automatically patches the database software, backs up 
databases, stores those backups for a period that I choose, 
and supports point-in-time recovery. Nice! Of course, I want 
to take advantage of that, but ideally I want Ansible to take 
care of it. Time to fire up my editor again.

Throwing bits into the cloud
The first thing I need to do is add a new role to the localhost 
entry in the main site.yml file:
  roles:
  - security_group
  - ec2_wordpress
  - rds

This rds role is going to handle setting up my service, so 
now I create new directories and another main.yml file in 
roles/rds/tasks/main.yml:
---
- name: Create RDS instance
  local_action:
    module: rds
    command: create
    instance_name: lxf-database
    db_engine: MySQL
    size: 10
    instance_type: db.m1.small
    username: mysql_admin
    password: lxfisthebest1
    region: “{{ region }}”
  register: rds

What we have here is a simple instance which I can stand 
up by running  ansible-playbook  once again. It’s worth noting 
that RDS is a paid service (no free tier here) so keep an eye 
on your monthly AWS bill!

From this point, the actions are going to be to import my 
Wordpress database into RDS and then update wp-config.
php in the Wordpress installation to point to it. Ansible, as per 
most other config management tools, can update lines in files 
so that something like  define('DB_HOST’, ‘localhost:3306');  
in wp-config can be updated to point to RDS instead. I’ll dig 
deeper into this and some more A

WS-related options next time, and we’ll include all the 
resulting source code at http://bit.ly/1TsJ0uw. 

 Keep a close 
eye on monthly 
Amazon costs if 
you follow any of 
the examples in 
these articles! 
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    command: create
    instance_name: lxf-database
    db_engine: MySQL
    db_name: bitnami_wordpress
    size: 10
    instance_type: db.m1.small
    username: mysql_admin
    password: 1nsecure
    region: "{{ region }}"
    wait: yes
  register: rds

- name: debug rds
  debug: var=rds

This will create the instance and the bitnami_wordpress 
database within it. However, before running this I also need to 
modify the security group configuration defined last month, 
to allow MySQL connections through – roles/security_group/
tasks/main.yml:
---  
- name: Create security groups
  local_action:
    module: ec2_group

Over the previous two articles I’ve looked at the 
Amazon Web Services cloud and brought elements 
of an example infrastructure on it under Ansible 

control. In this final part I’ll look at a final couple of services 
and how Ansible can interact with them. I’d started tinkering 
with RDS – the relational database service. I wanted to create 
a new database on it, but first I need some idea of structure. 

What I can do here is back up the existing database via a 
standard tool like mysqldump. After sshing into my running 
EC2 instance (running the Bitnami WordPress installation) I 
can connect to MySQL as the root user via the usual method:
$ mysql -u root -p

The root password for MySQL is set randomly at machine 
creation time in this Bitnami AMI I’ve been using during this 
series. It’s recorded in /var/log/boot.log (retrieve it by 
running $ sudo grep -i password /var/log/boot.log) and I 
just want to confirm it’s correct by connecting here. Once I 
have done so I can list databases via the show databases; 
command – the one I’m interested in is the ‘bitnami_
wordpress’ one. I can then quit out and then take a backup of 
that database for use in RDS:
$ mysqldump -u root -p bitnami_wordpress > /tmp/
wordpress.sql

Now I can scp this down into my local Ansible repository. 
Back on my local machine, I want to put it into the files 
directory under the rds role. From the base of my Ansible 
repository I run the following:
$ scp -i keys/lxfkeys bitnami@<ec2 instance ip address>:/
tmp/wordpress.sql roles/rds/files/

(Remember that if you’re unsure of the IP address here it can 
be retrieved via the command /etc/ansible/ec2.py  --list)

The file is pretty small – 40KB or so in my case – so 
should take only a second to download. 

Now I can use this file to create a new copy of the 
database in RDS. I need to modify my main.yml file in the 
roles/rds/tasks directory, which now looks like this:
---
- name: Create RDS instance
  local_action:
    module: rds

Another, cloudier database option
I’ve covered Amazon’s RDS MySQL service in the 
past, but an alternative has come out of beta: 
Aurora. Announced in 2014, it is another 
relational database option for AWS users, albeit 
with a difference. It promises up to five times the 
throughput of MySQL on the same hardware, 
and is compatible with version 5.6 of the popular 
database engine. This is an internally developed 
RDBMS, though, by the sounds of things (details 
on any shared codebase with MySQL are hard to 
come by). Amazon is touting a zero downtime 

migration path for customers wanting to take the 
plunge. Beta testing, Amazon claims, shows that 
each Aurora instance can deliver up to 100,000 
writes and 500,000 reads per second, due it 
seems to tightly integrating the database engine 
with an SSD-backed virtualised storage layer 
purpose-built for database workloads. 

As well as the regular benefits of a cloud-
based database (storage issues are handled in 
the background with no service interruption; 
provisioning, patching and backups are done 

automatically) the product’s information page 
suggests that it can automatically detect 
database crashes and restart without the need 
for crash recovery or for rebuilding the database 
cache. If the entire instance fails, Aurora will 
automatically failover to one of up to 15 read 
replicas. This all sounds very impressive for the 
right user. The automatic scaling options and 
extremely quick replication times (10-20ms) 
have certainly caught my eye. Now if only I had 
some data important enough to store in it…

 Try as I might, I 
couldn’t get RDS 
to use the VPC 
I wanted it to… 
Answers on a 
postcard, please!

In this final part of his quest to stop using his browser, Jolyon Brown 
demonstrates how to bring more of AWS under Ansible control.

AWS: Part 3
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    region: "{{region}}"
    vpc_id: "{{ vpc_id }}"
    rules: 
    - proto: tcp
      from_port: 22
      to_port: 22
      cidr_ip: 0.0.0.0/0
    - proto: tcp
      from_port: 80
      to_port: 80
      cidr_ip: 0.0.0.0/0
    - proto: tcp
      from_port: 3306
      to_port: 3306
      cidr_ip: 0.0.0.0/0

Of course, allowing connections to the MySQL port 
from anywhere like this (as signified by the 0.0.0.0/0) is a 
TERRIBLE idea – don’t do this in your own attempts. But I 
can afford to be a bit more blasé on examples like this. 

Now unfortunately a problem I couldn’t resolve with 
Ansible is getting the database instance created in the right 
security group. With a heavy heart I had to jump back onto 
the AWS console, into the RDS screen, and modify the 
instance, choosing the lxf-sec security group instead of the 
default. I’m sure this is down to my own ineptness rather  
than any issue on Ansible’s part. (If you do solve this, please 
get in touch!) 

Now that the instance is created I want to restore the 
mysqldump file into it. The easiest way I found to do this was 
create a new file, which I called create_db.yml:
---
- hosts: localhost
  sudo: no
  connection: local
  tasks:
    - name: create the bitnami database
      mysql_db:
        login_host: <name of amazon rds instance>
        login_password: "1nsecure"
        login_user: "mysql_admin"

        login_port: "3306"
        name: "bitnami_wordpress"
        state: import
        target: roles/rds/files/wordpress.sql

This uses the mysql_db Ansible module to restore the 
wordpress.sql file I downloaded a little while ago. To use this 
module, I needed to apt-get install the python-mysqldb 
package on Ubuntu. I also needed to list the instance name 
(which will be something like ‘lxf-database.c8qoqjukkkdv.
eu-west-1.rds.amazonaws.com’) by running $ /etc/ansible/
ec2.py —list again and adding it into the file. Now I can run 
this one-off task with the following command:
$ ansible-playbook create_db.yml --private-key=keys/lxfkeys 
-i inventory

This will happily (I hope) chug away and create the 
database for me. After this completes, I can connect directly 
to the MySQL instance:
$ mysql -u mysql_admin -p --host=lxf-database.
c8qoqjukkkdv.eu-west-1.rds.amazonaws.com

Once RDS gives me the >mysql prompt back, I can run 
show databases; to be rewarded with the bitnami_wordpress 
database up and running in its new, cloudier-than-before 
location. It’s quite handy to be able to create one-off YAML 
files for these kinds of tasks, although I’m straying from the 
idempotent ideal here. Pragmatism sometimes wins out. 

But how to get our WordPress installation using it? Simply 
modify the line reading define('DB_HOST’, ‘localhost:3306’) 
in the file /opt/bitnami/apps/wordpress/htdocs/config.
php. Ansible can probably help here – the lineinfile module is 
ideal for taking care of things like this. 

Getting to the ec2_facts of the matter
You’ve probably seen how being able to reference dynamic 
variables between plays would help greatly here. There are 
examples throughout this code base of hardcoded variables, 
which are fine for the examples I’m showing here but would 
be handy to have available to use within playbooks. This can 
be handled by the ec2_facts module. To show what’s 
available I can add a new listfacts role to the site.yml file 
(just below the wpcli one), I can create a file roles/listfacts/
tasks/main.yml which looks like this:
---
- name: get EC2 facts
  action: ec2_facts

This gives a bunch of information I can use as they are set 
as Ansible facts. I can then use these elsewhere. 
ok: [52.18.164.120] => {"ansible_facts": {"ansible_ec2_ami_
id": "ami-51345f26", "ansible_ec2_ami_launch_index": "0", 
"ansible_ec2_ami_manifest_path": "(unknown)", "ansible_
ec2_block_device_mapping_ami": "/dev/sda1", "ansible_
ec2_block_device_mapping_ephemeral0": "sdb", "ansible_

PCI compliance and AWS
Anyone who has had to deal with a system that 
handles credit card information will know of PCI-
DSS – the Payment Card Industry Data Security 
Standard. This is a series of best practices and 
security controls designed to prevent credit card 
fraud. It introduces controls around data and 
reduces its exposure to compromise. However 
many of the practices are applicable to all 
systems that store customer data, and anyone 
designing such a system would do well to review 
it (boring as that may sound). A lot of the 

contents are common sense to sysadmins (and 
I think deliberately rather vague in some cases) – 
building a secure network, for example, or regular 
testing and monitoring being required. 

Companies at the higher classification end 
of the PCI spectrum – usually large enterprises 
that have invested a lot of money in local 
infrastructure – have been in my experience 
some of the more reticent potential clients for 
public clouds such as AWS. With this in mind, 
Amazon (and other cloud providers too) have 

spent a lot of time and effort to bring their 
infrastructure and services up to scratch in order 
to make it attractive to such large-spending 
entities. Most of the services I’ve mentioned in 
these pages and many more have been validated 
as being compliant with the standards. Having a 
big chunk of a PCI review handled in this way is 
very attractive – take it from someone who has 
been at the sharp end of a PCI audit on several 
occasions. See aws.amazon.com/compliance/
pci-dss-level-1-faqs for more details.

 Route 53. For some reason, our glorious editor didn’t seem keen on giving me 
control of his personal website for the purposes of this article…
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ec2_block_device_mapping_ephemeral1": "sdc", "ansible_
ec2_block_device_mapping_ephemeral2": "sdd", "ansible_
ec2_block_device_mapping_ephemeral3": "sde", "ansible_
ec2_block_device_mapping_root": "/dev/sda1"

Get your kicks on route… er, 53?
Amazon provides a handy service for managing DNS. Called 
Route 53, after the port which DNS traffic is communicated 
on, it’s pretty much as we’ve come to expect from the other 
services. An API or web based interface can be used to 
interact with it, and there are a ton of options available for it. 
For a good in-depth view of the service, watch the “Amazon 
Route 53 Deep Dive” video on YouTube (http://bit.ly/
LXF202-route53). Ansible has a module that can interact 
with it and I can associate a private IP for an EC2 instance 
with a DNS record under my control pretty easily. 

Let’s suppose I have a domain that I control (say the 
powers-that-be at Linux Format magazine go crazy and pass 
me control of linuxformat.com). I can create a Public Hosted 
Zone on AWS which will give me the names of the name servers 
that I then need to tell my registrar the details of so that DNS 
queries are routed to Amazon Route 53 name servers. With 
this in place I could add to my Ansible setup here a role which 
contains something along the following lines: 

- name: Provision an instance
  local_action:
    module: route53
    command: create
    zone: linuxformat.com
    record: "blog.linuxformat.com"
    type: A
    ttl: 3600
    value: "{{ public_ip }}"

There’s a handy option to this module, overwrite, which 
will update a record or create one, depending on whether it 
exists or not. Route 53 has a bunch of high-level options 
available. For larger installations, it’s possible to do tricks 
like routing traffic to sites with the lowest latency, route by 
geographic information (similar to the service provided by 
the CloudFront service) and invoking failovers to a second 
instance to avoid downtime during upgrades. Internal 
resources can have DNS records assigned too without 
being exposed to the wider internet, which would be pretty 
handy in a number of circumstances.  

As ever, space is limited on these pages but I hope that 
this tour of AWS with Ansible has been useful in some small 
way. If you have any questions I’d love to hear them – please 
drop me a line at jolyon.brown@gmail.com

While we’re on the subject of online data and its 
management, let’s take an oh-so-brief look at 
Redis, a key/value store and part of the ‘NoSQL’ 

family of software, which seemed incredibly hyped up a few 
years ago. Actually, calling it a key/value store is a bit unfair; 
it’s described as “a data structures server, supporting 
different kind of values”. So as well as handling the traditional 
string key association with a value type of operation you’d 
expect, Redis can also handle more complex data structures 
in the value field (such as lists and hashes). Its biggest selling 
points are its speed and the number of available clients for it. 
I’ve seen it used as a very capable session cache, where it has 
been rock solid and quick to get going with. It has advantages 
over (say) Memcached here by offering durability – being able 
to make data persistent – and by the simple nature of its 
configuration files. It is well backed by a lot of excellent 
documentation and a very active development community. 

Active work at the moment is mainly concentrating on 
clustering – at the time of writing it’s at version 3.0.2 – and 
the 3.0 release introduced Redis Cluster, a distributed 
implementation of Redis with automatic data sharding and 
fault tolerance. Redis is single threaded, so on a system  
with multiple cores the easiest way to take advantage of 
spare CPU capacity is to simply run another server (i.e. 
another redis process). 

Generally, though, Redis is very quick – the project 
website quotes 500,000 requests a second being achievable 
on a moderate Linux system – and memory not CPU will be 
the restricting factor. Its memory footprint is actually quite 
reasonable, however, with a million keys using only a couple of 
hundred MB of memory (depending on the number of fields 

Need a lightning quick data store for your website? Don’t want the overhead 
of a regular database? Redis might be the answer you’re looking for.

A brief introduction to… Redis

and the structure of them). But it’s a good idea to make sure 
some swap is available on the system (and probably to set 
the kernel vm.overcommit_memory flag). Having the kernel 
perform an OOM kill on your session cache that wasn’t 
persisted to disk is a bad thing to happen. 

Other use cases for Redis include message queuing, 
handing scores, pub/sub type operations and a more general 
web cache. It comes with a handy command line interface, 
redis-cli, which I’ve used to stand up some basic monitoring 
without too much hassle. It’s nice to be able to get some 
statistics via this method as well. 

So Redis is a good option for session caching. It’s worth 
investigating the relatively new clustering functionality, too. 
Some installations won’t care if temporary data is discarded, 
but for services where losing a session means kicking the 
user off an application completely this can be very important. 

For more, see the documentation at http://redis.io and a 
brief but handy interactive tutorial at http://try.redis.io. 

 Redis is an 
example of the 
NoSQL family of 
software. Hyped 
beyond belief a 
few years back, 
the software has 
steadily improved 
since then.
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S
ince being made the default init 
system by Fedora 15 in 2011, 
Systemd has, despite the 
controversy, seen 

steady adoption by other 
distributions. Having made it 
into both the latest Debian 
and Ubuntu versions, only 
Gentoo and Slackware 
remain as major stalwarts of 
ye olde SysVinit.

There are, of course, a number of smaller 
and niche distros that do likewise, but the  
lack of any major exodus of users to any of 

these distros provides anecdotal evidence  
that they are at least satisfied with the level  
of  Systemd’s performance and are unswayed 

by the ideological concerns surrounding it. 
Indeed, desktop users will typically have 
witnessed much improved start up times 

thanks to its parellelisation of startup  
services and the way it unifies what is a 
disparate collection of scripts and daemons 

makes it much more appealing 
for junior sysadmins. But new 
features are being added with 
huge frequency and many 
users are unaware of those  
that have been there for some 
time. We’ll probe Systemd’s 
innards and see what it’s up  

to, what it can do, and how to stop it doing 
what we don’t want it to. But first let’s go into 
some background.

“Unifies a disparate collection 
of scripts and daemons makes 
it much more appealing.”

Systemd
It might look intimidating, but Systemd really isn’t 
going to eat your computer and isn’t at all bad.
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Systemd is a system and service manager. 
Its primary modus operandi is as an init 
system, so its main binary is symlinked to 
the file /sbin/init, which is run as Process 
ID (PID) 1 after the kernel is loaded. 
Systemd will then dutifully start all services 
(making it, literally, the mother of all 
processes) and continue to manage them 
until shutdown, whereupon it unloads itself 
and the machine is halted and powered off.

The previous init system, known as 
SysVinit, originated in System V – an early 
version of Unix – and as such is little more 
than an arcane collection of scripts held 
together by greybeard magic. This worked well 
enough, but as Linux distributions (distros) 
evolved it began to falter. It defined six 
runlevels which distros either ignored or 
abused, and service dependencies and 
priorities were particularly awkward to work 
with. So in 2006 Canonical set about 
developing a replacement, known as Upstart. 
This was entirely backwards-compatible with 
SysVInit, but also provided much better 
dependency handling and enabled things to 
be done and responded to asynchronously. 
Besides Ubuntu, Upstart was adopted by all 
the Red Hat distros as well as Chrome OS. 
But by 2013 the major distros had all gone 
the Systemd way. In 2014, the Debian 
Technical Commitee voted to move to 
Systemd, as opposed to Upstart, which led to 
Ubuntu following suit. In a sense, this was the 
final nail in Upstart’s coffin, at least on Linux 
(Systemd doesn’t support other kernels, 
such as the BSDs or Hurd, which is a bone  
of contention).

Seats and sessions
One reason for Systemd’s widespread 
adoption is its unified provision of desktop-
centric features. Its logind component 
(besides usurping the old login service) 
formalises the concepts of seats, sessions 
and users, so that – with suitable hardware – 
managing concurrent local desktop sessions 
is trivial. While not everyone will use this, a 
side-effect is that the older ConsoleKit logic 

Life without Systemd
Some distros, while using Systemd by default, 
will permit you to use an alternate init system  
if you so desire. Support for this varies, eg 
Ubuntu 15.04 makes the process very easy: 
both Systemd and Upstart are installed out of 
the box and you’ll find an ‘Ubuntu … (upstart)’ 
entry in the Advanced options for Ubuntu Grub 
submenu. Those who are seeking a more 
permanent switch can install the upstart-sysv 
package and run:
$ sudo update-initramfs -u

For now, most Ubuntu users will not run into 
any difficulties with (and many will probably not 
even notice any difference between) the two 
systems. This will change in the future though, 
especially after the LTS release next year, as the 
dust settles and Systemd becomes ingrained 
into the Ubuntu ecosystem.

It would be remiss of us not to mention 
another init system: OpenRC. While technically 
not a replacement for SysVinit, it does extend 
and modernise everything that happens after 

PID1. OpenRC is maintained – and used by 
default in – Gentoo, which up until 2007 used a 
clunky pure-shell solution. Since udev has been 
merged into Systemd, refuseniks have to use 
eudev, another Gentoo machination forked from 
udev prior to its assimilation. But don’t fret, you 
can use both OpenRC and Eudev in other 
distros too: Arch Linux has packages in the AUR. 
Some de rigueur packages (eg X.org) rely on 
Systemd libraries so you won’t be able to purge 
the beast entirely.

is now entirely obselete. Back in the day, 
anyone not using a full desktop environment 
would have had to fight with this mess in 
order to be able to mount USB sticks or  
shut down the system without requiring  
root privileges, resulting in many an angry 
post on many a forum. Systemd-logind  
also enables the X server to be run as a  
user which increases security. Conversely 
though, desktop environments, particularly 
Gnome, have started to rely on Systemd 
components (not the init system itself –  
this is irrelevant here) which has attracted 
some ire since installing these components 
alone (or using them without using 
Systemd’s init system) can be tricky. The 
commands reboot, halt, shutdown all 
require root, however systemd-logind 
(together with the polkit package) enables 
these functions to be performed by any 
locally logged-in user with an active X 
session. Such a user will be able to turn the 
computer off with:
$ systemctl poweroff

provided, of course that no other users are 
logged in, and if there are the user will be 

 Devuan is a Debian fork which eschews Systemd. It’s still in a pre-alpha state though, so 
you’d be better off with Slackware, PCLinux OS or Gentoo if you want a Systemd-free distro.

prompted for the root password. You can also 
substitute poweroff for suspend or 
hibernate provided their hardware supports 
it. Systemd-logind also handles power and 
sleep button events, which traditionally  
have been the job of acpid. These are 
configured in the file /etc/systemd/logind.
conf which provides the following self-
explanatory defaults:
IdleAction=ignore
HandlePowerKey=poweroff
HandleSuspendKey=suspend
HandleHibernateKey=hibernate
HandleLidSwitch=suspend
HandleLidSwitchDocked=ignore

Internal (infernal?) Journal
Gone also is ye olde syslog service, (well 
mostly, Systemd can forward messages to a 
syslog daemon if required). Systemd’s 
journald daemon will be more than sufficient 
for Joe User’s log management requirements. 
Prior to journald, messages were gathered 
from the kernel and any running (or failing) 
services by a syslog daemon, which would 
filter those messages into text files in /var/
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log. Userspace processes would also put their 
own logs in here directly. In order to prevent 
this directory becoming humoungus, one 
would install and configure  logrotate . With 
Systemd all logs are centralised and can be 
accessed with the journalctl command. 
Of course, if you still need a syslog 
implementation then this can be run in 
tandem with journald, but most people will 
manage without. Executing  journalctl  will 
show logs going back as far as journalctl 
remembers. These are automatically piped 
through  less  for ease of scrolling. By default, 
historic logs won’t be deleted unless disk 
space falls below what is specified by the  
/etc/systemd/journald.conf file. There are 
three options that you may decide you want to 
tweak here:

 SystemMaxUse This specifies the 
maximum disk space that the journal will 
occupy, this defaults to 10% of the filesystem 
storing the journal.

 SystemKeepFree The minimum space that 
Systemd will try to keep free on the filesystem 

holding the logs. If this is set higher than 
available space, the value is adjusted to  
the amount of free space when Systemd  
was started.

 SystemMaxFileSize The maximum size  
of each individual journal file. Ultimately this 
tells Systemd how many files to break the logs 
into, so that when they are rotated this much 
history will be lost.

History’s all well and good, but if one just 
needs to see logs from today, then the  -b  
switch will show only messages from the 
current boot. Whenever something doesn’t 
work, the Linux aficionado’s instinctive 
response might be to check the output of
$ dmesg | tail

for any telltale error messages from the 
kernel, or
$ tail /var/log/messages

for messages from elsewhere. The Systemd 
equivalent is to run
$ journalctl -e

which allows you to scroll upwards from the 
end of the journal. Of course, dmesg still 

works, but this way we see messages from 
sources besides the kernel as well, and the 
timestamps are automatically displayed in 
local time, rather than seconds since system 
boot. If something went wrong on a previous 
boot, then we can check those logs by adding 
a number to the  -b  switch. Adding  -1  refers 
to the current boot (the default for  -b ),  -2  
the previous boot and so on. You can also use 
absolute indexing here, so 1 refers to the 
earliest boot in Systemd’s logs (the same as if 
you call it without the  -b  option), 2 the next, 
and so on.

The binary debate
Systemd’s logs are stored in a binary format 
for ease of indexing. This allows for a lot of 
data to be searched swiftly, but is also 
something of a bone of contention. Binary 
logs are more prone to corruption, so in 
theory a disk failure might only nerf a 4k 
sector of a text file, but could corrupt the 
entirety of a journald binary. 

Text files lend themselves to parsing with 
Perl, grep, sed, awk and the like, and many 
sysadmins make use of scripts incorporating 
these for working with log files. The fact that 
scripts will no longer work seems to have 
drawn a fair amount of ire from some 
sysadmins, but we think such criticism is 
unwarranted: if you need text files then newer 
versions of syslog-ng will pull them out of 
journald for free.

Systemd’s most fundamental units are 
imaginatively-titled unit files. The command
$ systemctl list-unit-files

will display a list of all of them and show their 
statuses. Unit files all live in either the 
system/ or user/ subdirectories of 
Systemd’s main directory (usually /usr/lib/
systemd/). Unit files may be services (eg, 
sshd.service) which start programs, daemons 
and the like, or they can be more abstract 
things, such as mountpoints, sockets, devices 
or targets. Targets are a more flexible 
interpretation of SysV’s runlevels, they define  Unit files everywhere. These are the lifeblood of Systemd and by extension your computer.

Systemd – what’s not to like?
By far the most vociferous complaint against 
Systemd is its supposed contravention of 
traditional Unix philosophies around having one 
tool that does one thing well, and plays nice with 
other tools that in turn do their thing well. 

Systemd stands accused of being a 
monolithic blob which usurps (among others) 
udev, cron, PAM, acpid, and logind. Having all 
these components all rolled up in a single binary 
running as PID1 upsets some people, but much 
of the cant and invective flying around is largely 
ill-informed. The fact that Systemd has been so 

widely adopted ought to corroborate its 
appropriateness, but instead the naysayers 
claim a conspiracy, a ‘do-ocracy’ even, is afoot, 
where the developers are imposing their 
preferences on users.

In its praise, Systemd provides all kinds of 
modern features: fair apportioning of resources 
through kernel cgroups, remotely accessible 
logs, much improved chroot environments 
(through systemd-nspawn and machinectl) and 
faster boot times, to name but a few. Trying to 
understand the boot process is always going to 

be daunting for a novice user, but at least with 
Systemd the problem is easier with components 
being cleanly divided and using modern syntax: 
the polar opposite to the Lovecraftian 
nightmares you would encounter in days of yore.

Of course, Systemd is still relatively young, 
and some upcoming features that have been 
whispered fuel further concerns: Do we really 
want to amalgamate PID1 with its own 
bootloader? Do you want to run a stateless (no 
static configuration files) system? We’ll see how 
it all pans out.
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a set of services to start for a particular 
purpose. Desktop systems will boot into the 
graphical target by default, which is pretty 
much runlevel 5 insofar as it (hopefully) ends 
with a graphical login, such as Gnome’s GDM 
or the lightweight SDDM. Servers will boot into 
multi-user.target, analogous to runlevel 3, 
which instead boots to a console login. If one 
examines the graphical.target file one will 
see, besides others, the lines:
Requires=multi-user.target
Wants=display-manager.service

This tells us that our graphical target 
encompasses everything in the multi-user 
target, but also wants a display manager to  
be loaded. The system can be forced into a 
particular target (but only with root privileges) 
using, for example:
$ systemctl isolate multi-user.target

The display-manager.service file is actually 
a symlink which gets set up when a display 
manager is installed, it points to a service file. 
Services are added to Systemd targets using 
the command  $ systemctl enable , which just 
makes the requisite symlinks. For example, to 
start the SSH daemon on next boot, run:
$ systemctl enable sshd

and you will be informed of Systemd’s actions:
Created symlink from /etc/systemd/system/
multi-user.target.wants/sshd.service to /usr/
lib/systemd/system/sshd.service.

When things go wrong
It is an ineluctable truth that, from time to 
time, stuff will break [Ed – isn’t that the 
second law of thermodynamics?]. Sometimes 
that which breaks will leave in its wake 
unbootable systems, and nobody likes 
working with an unbootable system. 
Commonly, graphics drivers will be at fault, 
and the system, having failed to start the 
graphical login manager, will just sit there, 
helpless and silent. To rectify this, you should 
reboot (and hopefully the machine will still let 

you do that gracefully) and add the following 
option to the kernel commandline (press e to 
edit it from the Grub menu):
systemd.unit=multi-user.target

Booting with this option (by pressing 
Ctrl-X) will prevent the errant display manager 
from loading, so that driver problems can 
(hopefully) be repaired from the command 
line. For more serious boot-impeding 
problems, you may have to recourse to the 
rescue or emergency targets, or in extreme 
cases chroot-ing in from another OS.

Of course, not everything that breaks will 
result in an unbootable system. Symptoms 
might be strange error messages flashing past 
too quickly to read, or sometimes things will 
be subject to an annoying 90s timeout before 
the boot can continue. Besides looking at the 
journal, you can get a helicopter view of 
system health with:
$ systemctl status

which shows any queued jobs and lists all 
currently running service files and processes 
(again piped through less for your scrolly 
enjoyment). If the second line reads:
# State: degraded

(with the adjective coloured in a particularly 
panic-rousing red) then something is wrong. 
Typically a unit file has failed to load for some 
reason. This can be investigated further with:
$ systemctl --state=failed

Once the rogue 
unit has been 
identified, we can use  
journalctl  to see if it 
left any useful 
information in the 
journal, eg If the above 
command reported 

something wrong with sshd.service we can go 
on to query anything it recently wrote to the 
journal by using the command:
$ journalctl -eu sshd

This will hopefully provide sufficient 
informations to diagnose and resolve the 
issue. Restart the service with:
$ systemctl restart sshd

and hopefully all will be well, in which case 
Systemd’s status will change from a 
worrisome ‘degraded’ to a business as usual 
‘running’. Some userspace processes will also 

write to the journal, which we can also filter by 
process name (using the  _COMM=  option), 
absolute path or PID (_PID= ). Since Gnome 
3.12, X.org logs are no longer written to the 
oft’ scrutinised (and now oft’ searched for)  
/var/log/Xorg.0.log file. Instead, they now 
reside in the journal, which you can filter with 
either:
$ journalctl -e _COMM=Xorg

or using:
$ journalctl -e /usr/bin/Xorg

If you’re using Gnome on Fedora or Arch 
Linux, then you will need to use  Xorg.bin  or 
gdm-x-session  in the _COMM  argument that 
we’ve mentioned above.

Speed up boot
One particularly nice feature of Systemd is its 
ability to analyse boot times. The command
$ systemd-analyze

will show you a summary of how much 
precious time was taken by the kernel and 
userspace portions of the boot process. For 
more detail add  blame  to the command 
which will show you the time taken by 
individual services. This will list the most time-
consuming processes first, but be aware that 
since things are, to use the Systemd parlance, 
aggressively parallelized”, the times listed here 
may be much longer than the time it takes to 
get from Grub to your login screen/prompt. 
For our final trick, you can even make a nice 
SVG plot showing all the glorious timing 
information using:
$ systemd-analyze plot > plot.svg  

After reading through our guide you’ll now 
find Systemd to be a less scary prospect and 
perhaps slightly less of a villain of the piece in 
the sometimes ranty sysadmin world. 

 Nobody enjoys a good plot more than we do, especially one that provides detailed 
information about the boot process made by systemd-analyze.

“Systemd’s fundamental 
units are imaginatively-
titled unit files.”
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Solving a performance issue involves various steps. First, 
you need to understand that you have an issue. Next, you 
need to be able to reproduce the problem. The third step is 
about choosing the correct monitoring tool to collect useful 
and relevant monitoring data. Next you need to interpret the 
monitoring data and detect the problem. The final steps are 
to solve the problem and then, importantly, verify that the 
problem has actually been solved.

This article will present tools and monitoring techniques 
based on traditional Unix tools you can find on every Linux 
installation and will monitor elements that have to do with the 
general stability and health of a Linux system. Future articles 
will show more modern and specialised tools and techniques.

What to monitor, and how?
Deciding what to monitor is not an insubstantial task but you 
can always adjust your monitoring approach. Our chosen 
approach is to first get a general overview of the performance 
of a Linux system before going any deeper. We also think that 
the monitoring process should start after the setup of a Linux 
system. So, a good strategy is to start monitoring system 
load, memory, swap space and network connections before 
doing anything else. Data visualisation gives you a quick yet 
descriptive high-level overview of your collected data that can 
help you detect problems or irregularities.

The second fundamental question is how to monitor. 
Usually the wisest approach is to monitor using the tool you 
know best. Alternatively, you should use the simplest tool that 
gets the job done.

There are two main ways to store your monitoring data: 
using plain text files or using a database. The first of these is 
easier but once the text file gets very big, managing it gets 
difficult. Using multiple text files solves this kind of problem, 
but you will have to search and read many text files to view 
your data. The advantage of using text files is that they  
are easy to process and transform using traditional Unix  
tools (grep, wc, awk, sed, etc), so you do not have to learn 
many new tools. The second way, using a database, is  
more difficult to implement, and, depending on the amount  
of data, it may require an additional person to administer  
the database. The good thing is that it allows you to query 
your data using SQL (assuming you are already familiar  
with SQL), without the need to deal with storage 
management. Also, a database can be accessed from a 
remote machine more easily and offers greater data security. 
If the database is on a different machine than the one being 
monitored, your monitoring data will be safe even if the 

Keep tabs on 
your system
What’s going on? Here are the fundamentals you need to know to start 
monitoring your Linux system and diagnosing performance problems.

Monitoring a computer system means studying all 
aspects of the entire system that can affect its 
performance, stability and smooth operation. Most 

of the time, monitoring is done in order to solve performance 
problems. The monitoring process includes both software 
and hardware monitoring.

Visualisation is a handy way of overviewing monitoring 
data in order to find anomalies, leading to problem detection 
and problem solving. Solving a performance problem found 
through monitoring is not always a trivial task and may 
require additional monitoring and experimentation. As with 
software debugging, the most difficult kind of problems are 
those that do not happen regularly or cannot be replicated.

Monitoring data can be real-time or historical. Historical 
does not always mean data that is two months old, but also 
data from 10 minutes ago (so might be pretty close to real-
time monitoring). Choosing the correct tool to detect a 
performance problem is not an easy task, because different 
tools give you different kinds of information. Administrators 
should be familiar with many tools and be able to choose the 
appropriate one based on their own experience and the 
advice of another administrators.

Bear in mind that 
problem detection 
is not problem 
solving. Monitoring 
itself does not solve 
any problem. It is 
one thing to find 
out that your 
website is running 
slow, but quite 
another to work out 
that this happens 
because your 
database server 
does not have 
enough RAM.

Quick
tip
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machine that is being monitored fails.
Tools that present real time information (top, tcpdump, 

ntop, etc.) might be good but we think the best techniques 
are those that allow you to go back in history and see 
previously captured data because these give you a better  
idea of the general system operation. Also, it is wiser to  
first use standard Unix tools before using something  
more modern.

The techniques we’ll present here should be used as  
a guideline and adapted when needed.

Monitoring load average
The easiest way to monitor the load average is by using the 
output of the uptime command and a small awk script that 
will run as a Cron job to store your data into a text file. The 
awk script is the following:
$ ls -l uptime.sh
-rwxr-xr-x 1 mtsouk mtsouk 85 Oct  4 21:07 uptime.sh
$ cat uptime.sh
#!/bin/bash
uptime | awk '{print $10 $11 $12}' | awk -F, '{print $1 " " $2 " 
" $3}'
$ ./uptime.sh
0.00 0.01 0.05
$ crontab -l
*/5 * * * * /home/mtsouk/bin/uptime.sh >> ~/uptime.data

The text file with the data should, all being well, look similar to 
the following:
$ head -5 uptime.data
0.00 0.01 0.05
0.98 0.58 0.27
1.00 0.85 0.48
1.06 1.01 0.65
1.00 1.01 0.75

The first number shows the load average during the  
last minute, the second during the last five minutes and  
the third during the last 15 minutes. The three values can 
show you if the load is increasing, decreasing or steady.  
If the load is bigger than the total number of CPUs or cores, 
then your system is suffering and you should do something 
about it. The Linux system we used has only one CPU, so  
any load average greater than 1.00 indicates a performance 
issue (if it appears for a long period of time). A value of 0.60 
means that for the given duration, the load average was  
0.60 – in other words, for the given duration, the CPU was 
working 60 percent for the time, whereas the other 40 

percent was idle, which is not a bad thing. A value of 2.5 
means that there are, on average, 2.5 processes running  
and each one should be scheduled into the CPU. Therefore, 
the CPU is pretty busy.

The uptime values are useful for finding out if there is a 
problem with your system performance but you still need to 
use other tools to investigate, understand and solve the real 
problem. Useful tools for investigating performance problems 
include top, htop, lsof, netstat, etc.

The text file with the uptime data was processed using R 
as follows:
> data <- read.table("~/uptime.data", header=FALSE)
> summary(data)
       V1                   V2                        V3         
 Min.   :0.00000      Min.   :0.01000      Min.   :0.05000  
 1st Qu.:0.00000    1st Qu.:0.01000     1st Qu.:0.05000  
 Median :0.00000   Median :0.01000   Median :0.05000  
 Mean   :0.01688    Mean   :0.02423    Mean   :0.05681  
 3rd Qu.:0.00000    3rd Qu.:0.02000    3rd Qu.:0.05000  
 Max.   :2.47000     Max.   :2.15000     Max.   :1.05000

 > pairs(data)
As you can understand, V1 is the first column, V2 is the 

second and V3 the third. The summary() command is a  
great way to overview your data. It is the first command  
that I run on every sample. The pairs(<dataset_name>) 
command plots all pairs of the columns in a data set (see 
Figure 1). If you had four columns, the output would have  
16 boxes.

Monitoring disk space
The are many ways to monitor disk space. The easiest way is 
by using the df command line utility. On a Debian 7 system 

 Figure 1: 
Visualising the 
uptime.data file 
using R. R can 
generate very 
impressive 
graphs.

 Never try to 
solve a problem 
when you are very 
tired or sleepless.

 Sometimes, it is 
better to leave a 
task for tomorrow 
and take a walk.

 Try to isolate 
the problem.

 Try to replicate 
the problem.

 Before starting to 
monitor something 
new, try to have a 
clear goal in mind.

Quick
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Sar and sysstat
Another great resource for getting monitoring 
information is the sar performance monitoring 
tool. Sar gives you the same information as any 
other tool or technique but its advantages are 
that it does its own file management, has its own 
reporting tools, and can report historical data. 
Sar is part of the Sysstat Unix package – it is not 
a standalone tool, just the utility that interacts 
with users.

To run it on a Debian 7 system, you first need 
to change the value of ENABLED to true inside 

the /etc/default/sysstat file so that the sadc 
program can start collecting system activity 
data. Then, you need to start the sysstat service. 
On a Debian 7 system, you will have to run the 
following command:
# /etc/init.d/sysstat start
[ ok ] Starting the system activity data collector: 

sadc.
The files with the data are written in the /var/

log/sysstat/ directory. If you want to check 
historical CPU utilisation data (using the /var/

log/sysstat/sa01 file), run sar as follows:
$ sar -f /var/log/sysstat/sa01

So, sysstat and sar are good alternatives to the 
presented techniques for collecting performance 
data but you will still need to parse the output 
and use R, or a similar package, to visualise it. It 
is just that the presented techniques offer more 
control over the data collection process and 
allow you to make changes more easily. At the 
end of the day, choosing one technique over the 
other is just a matter of personal preference.
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Useful monitoring 
and visualisation 
tools include:
MRTG: http://oss.
oetiker.ch/mrtg
Cacti: http://www.
cacti.net
RRDTool: http://
oss.oetiker.ch/
rrdtool
GNUPlot: http://
www.gnuplot.info
R: http://r-project.
org
Mathematica: 
http://www.
wolfram.com/
mathematica

Quick
tip

 Figure 2: 
Visualising the 
diskSpace.data 
file with R using 
a box plot. The 
output shows the 
values are pretty 
close, with no big 
variations.

 Figure 3: A barplot that shows the total number of 
established TCP connections per hour of the day.

with one partition, the output of the df utility, when 
displaying file systems formatted in ext3, is as follows:
$ df -t ext3
Filesystem     1K-blocks    Used Available Use% Mounted on
/dev/root       24189340 9903888  14039216  42% /

This example should be used as a guide to disk space 
monitoring. If you have more partitions, you should add 
them to the output. The -m option that is going to be used 
prints the disk space in megabytes instead of kilobytes.

The full code for the diskUsage.sh script is the following:
$ cat diskUsage.sh
#!/bin/bash
/bin/df -t ext3 -m | tail -1 | awk {'print $3 " " $4 " " $5'}
$ ./diskUsage.sh 
9709 13673 42%

The script is going to run as a Cron job as before with the 
uptime.sh script, storing its data in the diskSpace.data text 
file. This time your interpretation of the results should be a 
little different because you also care about not going beyond 
a given threshold. A 90 percent full disk needs immediate 
action, especially when the machine being monitored is a 
mail or FTP server.

The diskSpace.data text file is going to be processed 
with R as follows:
> data <- read.table("~/diskSpace.data", header=FALSE)
> summary(data)
       V1              V2          V3     
 Min.   : 9709   Min.   :12069   42%:288  
 1st Qu.: 9878   1st Qu.:13108   43%:405  
 Median : 9891   Median :13492   44%:453  
 Mean   :10011   Mean   :13372   45%: 44  
 3rd Qu.:10275   3rd Qu.:13505   49%:  6  
 Max.   :11314   Max.   :13673            
> boxplot(data, main="Disk Space", col="red")
> grid()

A box plot is used for visualising the data (Figure 2).  
A box plot can give you information regarding the shape, 
variability and median of a statistical data set and allows you 
to detect outliers quickly and clearly.

Monitoring active TCP connections
The are two easy ways to monitor your active TCP 
connections. The first one is by using netstat and the 
second one is by using lsof. The problem with lsof is that it 
needs root privileges, so netstat is preferable unless you 
want to run the Cron job as root.
$ netstat -nt | tail -n +3 | wc -l
3

# lsof -nP -iTCP -sTCP:ESTABLISHED | tail -n +2  | wc -l
3

Knowing the active connections on a server machine 
allows you to understand the general status of the whole 
system. A small number of active connections means that 
your system is serving requests fast. A large number of 
active connections in combination with large load average 
values shows that your system is running slow because of 
the large number of TCP connections that are not being 
served fast enough. Similarly, an increasing number of 
established connections, even without a large system load, 
is something that should be further investigated.

The following script (tcpConnect.sh) uses netstat to 
record the number of connections as well as the date and 
the time of the measurement:
$ cat tcpConnect.sh
#!/bin/bash
C=$(/bin/netstat -nt | tail -n +3 | grep ESTABLISHED | wc 
-l)
D=$(date +"%m %d")
T=$(date +"%H %M")
printf "%s %s %s\n" "$C" "$D" "$T"
$ ./tcpConnect.sh
3 10 06 22 22
$ crontab -l
*/5 * * * * /home/mtsouk/bin/tcpConnect.sh >> ~/
connections.data

The connections.data text file was processed with R as 
follows:
> data <- read.table("~/connections.data", header=FALSE)
> summary(data$V1)
   Min. 1st Qu.  Median    Mean 3rd Qu.    Max. 
 0.0000  0.0000  1.0000  0.8847  1.0000 26.0000 
> newData <- tapply(data$V1, list(data$V4), sum)
> newData
  0   1   2   3   4   5   6   7   8   9  10  11  12  13  14  15  16  17  
18  19  20  21  22  23 
102  55  38   1  35  23  20  21  89 170 175 153  77 109 100  
84  65  57  62 127 165 140 124 257
> barplot(newData, xlab="Hour", ylab="Count", 
col="yellow", las=2, border="red", main="Connections per 
Hour of the Day")
> grid()

As you can see from the output, the maximum number 
of connections was 26, but generally the machine is not that 
busy (the Mean value is low). The barplot command draws 
a helpful chart (Figure 3) showing the total connections per 
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 Figure 4: Visualising the amount of free memory and 
swap space in use using R.

hour of the day using a new variable called newData. This 
variable combines the data from two columns (data$V1 
and data$V4) in a smart way to give us the desired results. 
Using the same technique, you can draw the total number 
of connections per month or day of the month. Seeing a large 
number of connections at an unusual hour may be an 
indication of a hack attempt.

Monitoring RAM and swap space
The simplest way to monitor RAM and swap space is to use 
the free command:
$ free
             total          used       free     shared    buffers   cached
Mem:    1015088   834680   180408    0     120352     315716
-/+ buffers/cache:     398612     616476
Swap:       524284      23612     500672

For the purposes of this article two values will be 
examined: the amount of free memory and the swap space 
in use. A low amount of free memory is an indication that 
the system has many things to do; this may lead to disk 
swapping, which is definitely not a good thing. A high use of 
swap space makes a system go slow because disk access is 
many times slower than memory access.

The following script (memory.sh) records the two values in 
the memory.data file:
#!/bin/bash

F=$(/usr/bin/free | head -2 | tail -n +2 | awk {'print $4'})
S=$(/usr/bin/free | head -4 | tail -n +4 | awk {'print $3'})
printf "%s %s\n" "$F" "$S"
$ ./memory.sh
180408 23612
$ crontab -l
*/2 * * * * /home/mtsouk/bin/memory.sh >> ~/memory.data

The memory.data text file was processed using R as 
follows:
> data <- read.table("~/memory.data", header = FALSE)
> id <- rownames(data)
> head(id)
[1] "1" "2" "3" "4" "5" "6"
> plot(x=id, y=data$V1, xlab="Measurement Number", 
ylab="Amount of memory", col="green")
> lines(x=id, y=data$V1, xlab="Measurement Number", 
ylab="Amount of memory", col="green")
> lines(x=id, y=data$V2, col="red")
> legend('topright', c("Free Memory","Swap in Use"), lty=1, 
col=c("green", "red"), bty='n', cex=.75)

The green line in the generated plot (Figure 4) is for the 
first column (amount of free memory) and the red line is for 
the second column (swap space used). As you can see, the 

value of the ‘swap space used’ measurement is almost 
perfectly constant, which is a good thing for the reasons 
we’ve already mentioned.

Monitoring page faults
When a program is running, it is executed in RAM and uses 
RAM to perform its various tasks. If the program requests 
some memory that is cached to disk, Linux moves it back into 
RAM to be used by the program. Similarly, when there is not 
enough available space in RAM, some other RAM space will 
have to be swapped to disk before the requested memory is 
available in RAM. So Linux has to stop the execution of the 
running process in order to copy memory from RAM to disk 
and from disk to RAM, and this is called a page fault. A high 
number of page faults in a serious sign that there is 
something wrong with the performance of a Linux system.

There are a large number of ways to monitor page faults; 
unfortunately, most of them require root privileges, which 
sometimes can be dangerous for system security. The easiest 
way to find out information about page fault related activities 
without requiring root privileges is with the vmstat command. 
A sample vmstat output is the following:
$ vmstat
procs -----------memory---------- ---swap-- -----io---- -system-- ----
cpu----
 r  b   swpd   free   buff  cache   si   so    bi    bo   in   cs us sy 
id wa
 0  0  27016  89532  76940 387048    0    0    28     8    3    1  2  
0 97  0

The columns that you will be interested in are named ‘si’ 
and ‘so’. The si column shows the amount of memory 
swapped in from disk, whereas the so volume shows the 
amount of memory swapped out to disk.

The following Bash script extracts the desired values:
$ cat pFaults.sh
#!/bin/bash
/usr/bin/vmstat | head -3 | tail -n +3 | awk {'print $7 " " $8'}
$ ./pFaults.sh
0 0
$ crontab -l
*/1 * * * * /home/mtsouk/bin/pFaults.sh >> ~/pageFaults.data

You can try to visualise data found in pageFaults.data on 
your own – this article is just the beginning of your Linux 
monitoring and visualisation journey. Experiment! Read man 
pages! Come up with your own complex visualistion ideas. 
There’s so much to look at. 

The netstat utility
Netstat is standard Unix utility that 
shows information about the network 
status quickly and comprehensively. It 
is a very powerful tool that works on the 
Socket, TCP, UDP, IP and Ethernet level. 
Its drawback is that it only displays 
information about the local machine; 
utilities such as nmap and tcpdump can 
gather information from machines that 
reside on the same LAN. The following 
command displays lots of statistical 
information for each network protocol 
but you should use grep to find the 
specific information you want:
$ netstat -s

The next netstat command displays 
information about the connections of a 
specific protocol (ssh):
$ netstat -a | grep -i ssh
tcp        0      0 *:ssh                   *:*                     

LISTEN     
tcp        0     48 aHost.members.l:ssh 

someHost.at:12681 ESTABLISHED
tcp6       0      0 [::]:ssh                [::]:*                  

LISTEN  
The last netstat example enables you 

to find all IPv4-only TCP connections:
$ netstat -a -t -4

We’ve only scratched the surface 
here – Netstat has many more options.
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process by downloading the symbol file that matches your 
kernel from http://ddebs.ubuntu.com/pool/main/l/linux 
and installing it (# dpkg -i <ddeb FILE>). If you are not able 
to find a matched symbol file, you can either upgrade your  
Linux kernel or build it yourself. Do not forget to reboot your 
system in order for changes to take effect. If you still get 
errors, you can use the /usr/bin/stap-prep command for 
additional hints.

The main command you will use is called stap. If you try  
to run stap as a normal user, you will not be able to. The next 
error message explains the situation:
You are trying to run systemtap as a normal user.
You should either be root, or be part of the group “stapusr” 
and possibly one of the groups “stapsys” or “stapdev”.

As it is not considered good practice to work as root, it is a 
better idea to add the users who you want to be able to 
execute stap to the specified groups. After fixing the 
aforementioned error by running usermod -a -G 
stapdev,stapusr,stapsys mtsouk as root, it will be time to 
start the systemtap server process. If you try to run it as root, 
SystemTap will complain and prevent you from starting  
a server process because “For security reasons, invocation of 
stap-serverd as root is not supported”. So, start the server 
using another user account. As the SystemTap server writes 
data in two directories, you will also have to execute the 
following commands as root (your username will vary) before 
successfully starting the server process:
# chown -R mtsouk:mtsouk /var/run/stap-server
# chown -R mtsouk:mtsouk /var/log/stap-server

If the two directories are not there, create them as root 
before changing their permissions. You will now be able to 
start (stap-server start) and stop (stap-server stop) the 
stap-server without seeing any warnings or error messages.

As you will be accessing a number of different system 
resources, including various system devices, it is good 
practice to run all SystemTap commands as root with the 
help of the sudo command. Nevertheless, the owner of the 
server process still needs to be a regular user. If a SystemTap 
server process is already running, the following output would 
be a safe indication that SystemTap is working properly on 
your system:
$ sudo stap -v -e ‘probe kernel.function(“sys_open”) 
{log(“Hello World!”) exit()}’
Pass 1: parsed user script and 95 library script(s) using 
90552virt/27192res/2520shr/25500data kb, in 
110usr/10sys/118real ms.
...
Pass 5: starting run.

SystemTap:  
Get monitoring
Want a deeper look inside your system? Here’s everything you need to know 
to take the plunge and start using SystemTap on Linux.

This article is about SystemTap, which provides  
a simple command line interface and scripting 
language for writing instrumentation for a live running 

kernel, as well as applications that run in user space. 
SystemTap is an advanced piece of software, and it’s  
important to understand that in order to probe a running 
system with SystemTap, you do not need to recompile any 
code, reinstall an executable or reboot the system.

On an Ubuntu system, you can install SystemTap by 
executing apt-get install systemtap systemtap-server 
systemtap-sdt-dev systemtap-grapher systemtap-
runtime as root. You can find your version of SystemTap by 
executing stap --version.

You also need to have the linux-kbuild-<kernel_version> 
and linux-image-<kernel_version>-<architecture>-dbg 
packages (both names depend on your kernel version) 
already installed (Figure 1). It is also necessary to have 
debugging information included in your kernel in order for 
SystemTap to be able to read and display information. 
Sometimes, this means you will need to build a kernel with 
debug information from source! On an Ubuntu system,  
you can get away with the whole building-from-source 

If you are only 
administering Linux 
systems, learning 
both SystemTap 
and perf_events 
is a must. If you 
are administering 
different UNIX 
machines, learning 
DTrace might be a 
better choice.

Quick
tip
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Pass 5: run completed in 10usr/20sys/4630real ms.
The lines in the output that begin with Pass 5: indicate 

that SystemTap was able to successfully create the 
instrumentation to probe the kernel, run the instrumentation, 
detect the event that’s being probed and then execute  
a valid handler.

The SystemTap script language
SystemTap supports a script language that looks like AWK. 
There are two main components: probes and functions. 
Within these, statements and expressions use C-like operator 
syntax and precedence.

Let’s go back to the “Hello World!” example you executed 
earlier. The event kernel.function(“sys_open”) triggers the 
handler that is enclosed in {}. The handler just prints the 
“Hello World!” message and exits. The more versatile printf() 
function could have been used instead of log();  
the SystemTap printf function is very similar to its C  
language counterpart.

Another useful function is target(); it is used for telling  
a script to take an argument of a process ID or command. 
This has the same effect as specifying if (pid() == process 
ID) each time you wish to target a specific process. The use of 
target() makes your scripts more versatile, flexible and 
reusable because you can pass a process ID as an argument 
each time you wish to run your scripts.

Multiple probes
A SystemTap script can have multiple probes, and you can 
run commands in two ways. The first method is by putting  
the SystemTap code on the command line and the second  
is by using a file to store the SystemTap code and execute it 
from there. The first way is quicker, but the second is better, 
especially if you want to execute multiple commands.

The stap command executes the staprun program, which 
is the back-end to the SystemTap tool. Staprun expects a 
kernel module produced by the front-end stap command.

The following code example illustrates the various parts  
of a stap program:
$ cat example.stp
probe begin { printf(“Begin!\n”) exit() }
probe * { printf(“This is where things happen!\n”) exit() }
probe end { printf(“End!\n”) exit() }
$ sudo stap example.stp
Begin!
This is where things happen!

End!
As you can probably imagine, the begin part is always 

executed first, whereas the end part is executed last. The 
probe * part tells SystemTap to react on every probe. If the 
probe * does not have an exit condition, you will have to end 
it manually by pressing Control+C.

Graphing your system
Histograms are very practical for getting a high-level overview 
of what is going on in your system. SystemTap can generate 
histograms with the help of the @hist_log() function, which is 
executed after data gathering. The following command 
collects data for the write() system call and generates  
a power-of-two histogram for the returned write sizes:
$ sudo stap -ve ‘global data; probe syscall.write.return { data 
<<< $return; } probe end { printf(“\n\trval (bytes)\n”); print(@
hist_log(data)); }’
...
 rval (bytes)
    value |-------------------------------------------------- count
        0 |                                                     0
        1 |@@@@@@@@@@@                                         46
        2 |@@@@                                                16
...

A global variable named data is defined for storing the 
acquired data. After getting the data, the end part is used for 
generating and printing the histogram.

Flame graphs
Flame graphs, created by Brendan Gregg, are an impressive 
way of presenting data captured with SystemTap. Flame 
graphs visualise profiled software in a way that allows the 
most regular code paths to be identified easily. Using a flame 

 Figure 1. If there are missing packages, SystemTap won’t work properly. Use 
the error messages to find out the root of the problem and correct it.

You can learn more 
about SystemTap 
at https://
sourceware.org/
systemtap. 
A very good book 
about system 
performance, 
that also touches 
on SystemTap 
is Systems 
Performance: 
Enterprise And The 
Cloud by Brendan 
Gregg. You should 
also check the 
documentation at 
https://access.
redhat.com/
documentation/
en-US/Red_Hat_
Enterprise_Linux.

Quick
tip

How SystemTap works
SystemTap has probes and tapsets, which are 
groups of related probes. An event and its 
corresponding handler are collectively called  
a probe. SystemTap can observe on many  
levels, from kernel, libraries and applications to 
database transactions. Examples of tapsets are 
syscall, ioblock, memory, scsi, networking, 
tcp and socket.

In order to monitor all system calls, you 
should write probe syscall.*. The stap -L 

‘syscall.*’ command lists all possible probe 
points that belong to the syscall tapset.

SystemTap checks the given script against 
the existing tapset library – usually located in  
/usr/share/systemtap/tapset – for any 
tapsets used. SystemTap will then substitute any 
located tapsets with their corresponding 
definitions in the tapset library. SystemTap 
translates the given script to C by creating  
a kernel module from it with the help of the  

C compiler. Afterwards, SystemTap loads the 
module and enables all the probes (events and 
handlers) in the script with the help of the 
staprun utility. As the events happen, their 
corresponding handlers are executed. Finally, 
when the SystemTap session is finished, all 
related probes are disabled and the kernel 
module is unloaded.

For the full list of tapsets, refer to  
https://sourceware.org/systemtap/tapsets.
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 A flame graph is a good way of visualising data acquired using SystemTap. 

graph, an administrator can visually trace which functions  
are called by other functions. Different rows reveal which 
functions of an individual program are taking up a 
disproportionate amount of CPU time. Such visualisations 
give the big picture easily. You will need two external 
programs in order to generate a flame graph, but the whole 
process is relatively easy to follow. The following commands 

illustrate the process:
$ sudo stap -s 32 -D MAXBACKTRACE=100 -D 
MAXSTRINGLEN=4096 -D MAXMAPENTRIES=10240 -D 
MAXACTION=10000 -D STP_OVERLOAD_
THRESHOLD=5000000000 --all-modules -ve ‘global s; probe 
timer.profile { s[backtrace()] <<< 1; } probe end { foreach (i in 
s+) { print_stack(i);
    printf(“\t%d\n”, @count(s[i])); } } probe timer.s(60) { exit(); }’  
> LXF.stap
...
$  head -5 LXF.stap
 0xffffffff811e1c54 : mangle_path+0xc4/0xd0 [kernel]
...
 0xffffffff81221dd3 : show_pid_map+0x13/0x20 [kernel]
$ ./stackcollapse-stap.pl LXF.stap > LXF.folded
$ cat LXF.folded | ./flamegraph.pl > LXF.svg

The important SystemTap options that are needed for  
the correct generation of the flame graph are  
-D MAXBACKTRACE=100 and -D MAXSTRINGLEN=4096 
because they make sure that stack traces are not truncated. 
You can experiment with the other parameters if you want.

Please note that the previous stap command will exit 
automatically, so you do not have to stop it by pressing 
Control+C. Collect the data you want, process it and generate 
the flame graph as an SVG file. You can get both scripts from 
https://github.com/brendangregg/FlameGraph.

The image below shows the generated flame graph image. 
Generating the flame graph was easy; the difficult part is the 
correct interpretation of the results, which depends on your 
experience and a good understanding of the Linux system 
you are monitoring.

You can also use flame graphs to visualise data created by 
other performance tools, including DTrace, Windows XPerf, 
perf_events, OS X Instruments and Google Chrome  
Developer Tools.

Socket scripts
The good thing is that you can find useful and ready-to-run 
scripts on the SystemTap website. For example, the socket-
trace.stp script traces functions called from the kernel’s net/
socket.c file. The image on the left shows a small part of the 
output of the script running on Ubuntu. The output is pretty 
low level; it would have been extremely difficult to get such 
low-level information otherwise, especially on applications 
where you do not have direct access to their source code.

The iotime.stp script tracks each time a system call 
opens, closes, reads from, and writes to, a file. You can stop it 
manually by pressing Control+C. The truly useful thing about 
this script is that it prints the name of the process that 

 Running the 
socket-trace.
stp script on a 
Linux system 
will generate 
output similar to 
that presented 
in this figure. 
Socket-trace.stp 
is very handy for 
understanding 
how each process 
interacts with 
the network at 
the kernel level.
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caused the file action, its process ID and the name of the file 
accessed. If a process was able to successfully write or read 
to a file, a pair of access and iotime lines will appear together 
in the output. The presented stuff is pretty low level, and you 
can filter and modify the output using the grep command. 
Figure 4 shows a small section of the output of the  
iotime.stp script.

You can also monitor individual files with the help of the 
inodewatch.stp script. You will need to find out some  
low-level information first, with the help of the stat command. 
The following output illustrates the process of monitoring  
/var/log/wtmp:
$ stat -c ‘%D %i’ /var/log/wtmp
801 813532
$ sudo ./inodewatch.stp 0x8 0x01 813532
accounts-daemon(1574) vfs_read 0x800001/813532
last(11805) vfs_read 0x800001/813532

The stat command returns the required information for 
running inodewatch.stp: 813532 is the inode number of the 
file you want to monitor, whereas 8 is the major device 
number and 01 is the minor device number of the filesystem 
the file resides on. The 0x in front of the numbers denotes 
values in hexadecimal format.

Process scripts
The topsys.stp script lists the top 20 system calls used by 
the system per five-second interval, as well as how many 
times each system call was used during that period. You can 
alter the five-second interval by changing the probe 
timer.s(5)” line of code. You can modify the number of 
system calls being printed by changing the foreach (syscall 
in syscalls_count- limit 20) line.

The syscalls_by_proc.stp script lists the top 20 
processes that are performing the highest number of system 
calls. It also lists how many system calls each process 
performed during the time period. Its output should look 
similar to the following:
#SysCalls  Process Name
20352      Xorg
3015       compiz
768        mysqld
...

SystemTap can also operate at the network level. The net.
stp script displays network-related information on a per-
network interface and per-process name level. Other 
interesting scripts to examine are iostats.stp, timeout.stp 

and stopwatches.stp. All of the aforementioned SystemTap 
scripts can be useful for every system and network 
administrator, depending on the problem he or she has to 
deal with. The easiest way of developing your own scripts is to 
start from an existing one and make modifications to it. If you 
install the systemtap-doc package, you will automatically get 
most of the scripts installed at /usr/share/doc/systemtap-
doc/examples.

The main issue with tools such as SystemTap is that you 
need to use them regularly in order to master them, because 
“the time to repair the roof is when the sun is shining”.  
In other words, do not attempt to learn how to use SystemTap 
while you are trying to solve an actual problem! 

Useful stap command line options
SystemTap supports many command line 
options and parameters. Here are some of the 
most useful ones; for the full list of parameters 
you should check the manual page for stap.

The -s option followed by a number tells 
SystemTap to use “number” megabyte buffers 
for kernel-to-user data transfer. If you have a 
multiprocessor in Bulk mode, this is a per-
processor amount. The -d option followed by  
a name and a value pair tells SystemTap to add 
the given C preprocessor directive to the module 
Makefile. It is often used for overriding limit 
parameters. The -d option followed by a module 
name tells SystemTap to add symbol/unwind 

information for the given module into the kernel 
object module. The --all-modules option is 
equivalent to specifying -dkernel and a -d for 
each kernel module that is currently loaded.  
This option can make the probe modules 
considerably larger. The -e option tells 
SystemTap to expect and run a script that will be 
given on the command line. If you want to tell 
stap to read a SystemTap script from a file, you 
must specify the filename on the command line 
without any parameters. The -o option followed 
by a filename tells SystemTap to send the 
standard output to a file named filename. The 
-v option tells SystemTap to increase the 

verbosity of the produced information for all 
passes. The -c option followed by a command, 
specified by its full path, tells SystemTap to set 
the handler function target() to the specified 
command. Similarly, the the -x option followed 
by a process ID tells SystemTap to set the 
handler function target() to the specified 
process ID.

It should be now easy to understand that the 
following stap command is analogous to the 
strace command:
$ sudo stap -c /bin/ls -ve ‘probe syscall.* 

{printf(“PID: %d\tNAME: %s\tARGSTR: 
%s\n”,pid(), name, argstr); }’

 This figure 
shows the 
iotime.stp script 
running on a 
Linux system. 
iotime.stp 
is useful for 
tracking when 
a system call 
opens, closes, 
reads from, and 
writes to a file.
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in return it provides services to higher layers. This model is a 
useful tool for discussing network communication and 
examining specific protocols see the illustration opposite, 
which shows all the layers in the OSI model. The drawing has 
been customised to focus on four of the layers of the TCP/IP 
protocol, and tcpdump can look at this information.

On the left-hand side of the illustration you have a host 
that wishes to communicate on a network. A message enters 
the system via software in the Application Layer and this 
layer’s protocol encapsulates the message with some control 
information and hands the PDU down to the Presentation 
Layer. The Presentation Layer software massages the data, 
encapsulates some information in a header and passes the 
whole PDU down to the Session Layer. As you might expect, 
the Session Layer establishes a session with the control 
information in a header and passes the whole PDU to the 
Transport Layer. The Transport Layer breaks the upper layer 
information into segments and encapsulates control 
information with a header and hands the segment to the 
Network Layer. This layer encapsulates the upper layer 
segments with a network address suitable for routing and 
hands packets down to the Data Link Layer. The Data Link 
Layer encapsulates the upper information with a header and 
trailer, applies a physical address and error control 
information and hands frames down to the Physical Layer, 
which puts the frame PDU information on the wire. Phew!

Now move to the right-hand side of the illustration to 
follow the message up the model to the destination, 
examining the first four layers as it relates to the TCP/IP 
protocol. This side shows details of how PDU’s are 
constructed with the different field types, field sizes in bytes 
and the names commonly used.

Learning layers
The Physical Layer is where the raw 1s and 0s are transmitted 
on the media. This layer provides the function and procedures 
for moving binary digits over the physical medium. In a LAN 
network, binary digits could be electrical signals or light 
pulses depending on whether CAT5 copper cable or fibre 
optic cable is deployed, and the network interface card  
(NIC) in the computer is responsible for supporting this 
function. The Data Link Layer (see A in the diagram, p143) 
provides reliable communication service across the physical 
link by transmitting the data in PDU blocks called frames.  
The frames provide timing, flow and error control in fields  
of different sizes defined by the frame standards. The 

Tcpdump:  
Data capture
Here’s a primer to the TCP/IP network comms protocol with everything you 
need top know to capture data using the command-line utility tcpdump.

What better way to learn how to use tcpdump than 
using it to discover how computers communicate 
over a network. This tutorial combines tcpdump 

commands and network theory. Using these commands  
we’ll pull data from a network and demonstrate the key 
components used for TCP/IP network communication.

Data travels through networks, from device to device, in 
units called protocol data units (PDU), and the composition  
of a PDU depends on the network protocol. Think of a single 
PDU as a freight car in a rail yard, which carries goods in the 
form of data, and each PDU is different depending on the 
type of data that it’s carrying.

Tcpdump is a command line interface utility/tool/program 
used to capture (ie sniff) the contents of PDUs travelling 
through a network. The tool works without impacting the 
contents of the PDU as data travels on a network; a little like 
watching fish swimming by in an aquarium.

Before using tcpdump a data communication knowledge 
framework needs to be in place. This framework will serve as 
a reference point for developing new knowledge on structured 
data communication. It can then be used to explain tcpdump 
PDU operation. 

One framework for end-to-end structured data 
communication is the Open Systems Interconnection (OSI) 
basic reference model. This model provides a common basis 
for the coordination of standards for the purpose of system 
interconnection. The OSI reference model functions are 
organised into a hierarchy of layers. Each layer performs a 
subset of the total functionality required for communication. 
Each layer also relies on services provided by lower layers and 

It’s been suggested 
that using tcpdump 
for network analysis 
is like using vi for 
text editing. The 
tools put all the 
burden on the user 
while other tools 
would simplify  
the task.

Quick
tip

The Media Access Control (MAC) Address identifies the manufacture (vender 
code) of the network card and the adaptor’s unique device ID (serial number).

 MAC is One name for hard coded 
addressing on the network card.

00-40-95-e0-5d-c7

24-bits
00-40-95-e0-5d-c7

Vender
Code

Serial 
Number

24-bits

Address in 
Adapter ROM
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Communication Path

network layer (see B in the diagram, above) provides 
switching and transmission services between end systems. 
This is accomplished by addressing employed in the PDUs 
called packets. The transport layer (see C in the diagram 
above) provides reliable end-to-end communication through 
error recovery and flow control in PDUs called segments.

The diagram demonstrates the concept of data 
encapsulation. This is accomplished by showing the bits on 
the wire in the Ethernet frame that contains the IP packet that 
contains the TCP segment. The frame, packet and segment 
PDUs follow a specification, which enables a tool, such as 
tcpdump to look at a specific location (ie byte).

Data moves along the network media as 1s and 0s in 
electrical copper media or flashes of light in fibre media. 

The ones and zeros on the wire make up a frame, and the 
frames move between hops using MAC addressing. The MAC 
addresses, physical address, hardware address or Ethernet 
address are all refer to the same address assigned to the 
physical device.

The individual connections on a network interface card 
each have a MAC address, and a frame, as already 
mentioned, moves from one hop to the next hop using the 
MAC address. When the frame has to move to hop on another 
network (ie across a router), the MAC address of the frame is 
changed to reflect that point in the hop.

Host_X wants to communicate with Host_Y. The IP 
addresses, if displayed, would indicate the hosts are on 
different networks. Host_X sends a frame with destination 

 The Open Systems 
Interconnection 
(OSI) model.
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MAC address of the Router_A. A frame with the destination 
MAC address of the next hop is then sent by Router_A to 
Router_B. Router_B sends a frame with the MAC address of 
Host_Y. Both Router_A and Router_B depend on the IP 
address in the encapsulated packet to make decisions on 
what route it will take. The frame is built with different source 
and destination MAC addresses, but the packet payload 
remains the same through the journey. MAC addresses are 
sometimes referred to as the ‘next hop address’, because the 
address only gets the frame to the next hop.

You can display the MAC addresses of the Linux host you 
are on by issuing  ifconfig  from a command line interface. 
(The output text has been truncated.):
# enp3s0: flags=4163<UP,BROADCAST,RUNNING,MULTIC
AST>  mtu 1500
        inet 192.168.2.253  netmask 255.255.255.0  broadcast 
192.168.2.255
        ether 30:85:a9:49:94:10  txqueuelen 1000  (Ethernet)
............

The MAC address is the text that follows the ether output 
header. To display the MAC addresses of the router on the 
network use:
$ arp -a
# homeportal (192.168.2.1) at 60:c3:97:e8:f3:31 [ether] on 
enp3s0

It’s important to read our warning (see Company Policy 
box, p145) before using tcpdump.

To generate the data for this tutorial, the source system is 
a desktop using a browser and the destination is a server 
running a web server. Both source and destination IP 
addresses of the host are on the same network. (To preserve 
space the output of many commands have been truncated  
to provide specific text.)

If you want to follow along with the tutorial, you’ll need to 
replace the NIC name (eg enp3s) from our test computer 

with the one provided in your own output from the  ifconfig  
command. To explore a fuller explanation of the switches 
head to www.tcpdump.org.

Using tcpdump, the MAC addresses of both your host (ie 
source) and router (ie destination) is displayed using one 
frame of data. Referring to the OSI diagram (see top, p143), 
the MAC addressing is the source and destination addressing 
that appears in the frame at the data link layer:
$ sudo tcpdump -e -i enp3s0
# 16:12:54.519026 30:85:a9:49:94:10 (oui Unknown) > 
60:c3:97:e8:f3:31 (oui Unknown), ethertype IPv4 (0x0800), 
length 84: unknown3085A9499410.38548 > homeportal.
domain: 23184+ PTR? 5.2.168.192.in-addr.arpa. (42)

The arrowheads can be used to determine the from (ie 
source) and to (ie destination) for the PDU. Don’t be alarmed 
if output is scrolling by the screen. Recall the interface is 
operating really loosely in promiscuous mode so it’s 
displaying everything it sniffs. To exit the  tcpdump  
command, press and hold Ctrl+C.

Watching PDUs as they sail by
Using tcpdump, the IP address of both the host (ie mybox) 
and a website (eg web server) can be viewed. Notice from the 
OSI illustration (see p143), IP addresses are the source and 
destination addressing that appear in the packet.
$ sudo tcpdump -n -i enp3s0
# 17:34:36.468664 IP 192.168.2.253.38412 > 192.168.2.225.
http: Flags [S], seq 2642752770, win 29200, options [mss 
1460,sackOK,TS val 332382530 ecr 0,nop,wscale 7], length 0

If a second n is added to the command ( -nn ), in addition 
to DNS lookup for IP address, the resolution of port names to 
numbers will happen. The service name HTTP will be resolved 
to port number 80.

Remove the switch  -n  switch to the command  tcpdump  
will display the hostnames of the host (ie mybox) and the 
website (eg web server).
$ sudo tcpdump -i enp3s0
# 17:30:27.428424 IP mybox.38409 > web server.http: Flags 
[S], seq 1847458607, win 29200, options [mss 
1460,sackOK,TS val 332133490 ecr 0,nop,wscale 7], length 0

Having problems finding that one PDU with a specific IP 
address? Add the host switch to the command and only 
traffic that contains that specific IP address will be displayed. 
Here are the key parts of one PDU displayed in HEX and ASCII 
for a specific host IP using tcpdump.
$ sudo tcpdump -X -i enp3s0 host 192.168.2.225
# listening on enp3s0, link-type EN10MB (Ethernet), capture 
size 65535 bytes
17:53:24.208005 IP mybox.38422 > web server.http: Flags [S],

Inconsistently consistent
When a term is not used consistently, or a 
number of terms are used that can mean the 
same thing, there’s a greater chance for a new 
system administrator to get frustrated. An 
example is referring to packets travelling on a 
network. This term is accurate to a degree – in 
fact, frames travel on the network carrying a 
packet payload. In the PDU illustration of a frame 
(above), the addressing is referred to as 

destination and source addressing. This address 
can be called a media access control (MAC) 
address, a physical address, a hardware address 
or an Ethernet address, and all the terms are 
appropriate depending on the originating point of 
the information.

The best practice for sysadmins is to try to 
use the correct term – not the current cool one. 
Standards like the OSI model are a good place to 

start when looking for a reference, as this will 
help create greater clarity. Using your knowledge 
along with tcpdump, we can explore some of the 
operational functions in the TCP/IP protocol 
suite. The functions have a field structure in a 
defined location that tcpdump locates and 
displays. The operational functions enable 
service delivery; like making a connection to a 
website or sending data between points.

FDPA: Frame Destination Physical address.
FSPA: Frame Source Physical address.
H_XNA: Host_X Network address (datagram).
H_XNA: Host_Y Network address (datagram).
Note: The physical address change at the datagram travels from hop to hop, while the 
network address remains the same.

HOST_X ROUTER_B

FDPA FSPA H_XNA H_YNA

FDPA FSPA H_XNA H_YNA

ROUTER_A HOST_Y

FDPA FSPA H_XNA H_YNA

 A frame 
with only a 
physical address 
encapsulating 
packet with IP 
addressing.
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seq 458400957, win 29200, options [mss 1460,sackOK,TS val 
333510270 ecr 0,nop,wscale 7], length 0
0x0000:  4500 003c 52c3 4000 4006 60ca c0a8 02fd  
E..<R.@.@.`.....

At the Network Layer, IP addressing is a key field in a packet 
to examine. Grooming tcpdump to lwook for specific host IPs 
can be accomplished using switches that describe the address, 
eg below we’ve enabled tcpdump to look at specific fields of 
the address, source and destination or look at all the traffic on 
a specific network:
$ sudo tcpdump -i enp3s0 src 192.168.2.253
$ sudo tcpdump -i enp3s0 dst 192.168.2.253
$ sudo tcpdump -i enp3s0 net 192.168.2.0/24

Let’s move up the protocol stack above the layer holding IP 
addresses to the Transport Layer. At this layer, segmentation is 
employed along with a source or destination ports. Port fields 
are the individual access points to specific protocol services. 
Segmentation divides data into segments, supplying them with 
the control field sequence numbers and acknowledgment to 
assist in reconstructing the data.   

Port spotting
Two examples of ports are: 80 for HTTP and 22 for SSH. A web 
browser can contact a web server on port 80, but If the server 
is secure it would be port 443. These ports are standard. Some 
websites like to obfuscate themselves by offering the service 
(eg. SSH) on a different port, so an attacker would have to look 
somewhere else other than the standard port to find the 
services. The information in /etc/services lists the services 
and their associated ports, and this file is used to supply port 
names when a resolution switch (ie  -nn ) is used in tcpdump. 
Ports are the points where connections are established to 
services, and using  netstat  we can see their activity:
$ netstat -an | more
# Active Internet connections (servers and established)
# Proto Recv-Q Send-Q Local Address               Foreign 
Address             State      
# tcp        0      0 0.0.0.0:22                        0.0.0.0:*                   
LISTEN      
# tcp        0      0 192.168.2.225:22            192.168.2.253:53643    
ESTABLISHED 

In the first line the SSH service is listening for connection 
requests and in the other an SSH connection has been made 
to the IP address of the web server. Filtering on a port number 
can be done by tcpdump using the port reference switch:
$ sudo tcpdump -X -i enp3s0 port 80

You can also include the  scr  and  dst  descriptors as 
switches with ports to narrow down the search:
$ sudo tcpdump -X -i enp3s0 src port 8080

$ sudo tcpdump -X -i enp3s0 dst port 50001
TCP/IP is a reliable protocol suite, and the protocol 

functions that make it reliable are found in the Transport Layer 
of the OSI model in the transport control protocol (TCP) suite. 
In addition to supporting ports for connection to known 
services, there are flags for establishing connections and 
sequence numbers and acknowledgments to manage the 
segments. (see the diagram, top, p143.)

To expand our knowledge we will look at how a host 
establishes a connection to a web server using TCP/IP. Before 
data can be sent, a connection must be established between 
the two ends. The data being sent must be broken into PDUs 
for transportation. At the transport layer a SYN field in a 
segment opens a connection request and a FIN field will 
terminate the connection. The segments being sent are 
ordered by sequence numbers and use acknowledgments to 
notify the other sender that all the segments required have 
been received. If segments go missing during transport 
missing TCP can request a re-transmit of the missing ones.

TCP/IP establishes a reliable connection using a three-way 
handshake. The flags, sequence numbers and 
acknowledgment fields from the diagram (see above, left) are 
positioned with the specific data captured using tcpdump,  
and communication starts with Host A sending a segment 
containing a SYN flag.

 One way to employ tcpdump to help in the analysis of a 
suspected problem is to capture the data to a file and examine 
it later.  For instance, we’ve created a tcpdump binary file called 
tcpdump_output using:
$ sudo tcpdump -nnvvvXS -i enp3s0 src 192.168.2.253 or src 
192.168.2.225 -w /tmp/tcpdump_output

To read the file’s contents using tcpdump use:
$ sudo tcpdump -nnvvvXS -r /tmp/tcpdump_output

The data produced by tcpdump uses a binary format that’s 
supported by other tools, such as Wireshark and Snort. 

During a class at technical school, the lab instructor asked 
students to form an idea of what they were expecting for a 
measurement, before using the test equipment. To accomplish 
this the students needed to understand what they were  
looking for rather than hoping they would find ‘something’.  
The instructor’s suggestion was, and is, a good way to 
encourage students to use their knowledge before taking 
measurements. If after taking the measurement, it agrees  
with your expectations, you can move on and take another  
look at a different point. 

The skill being promoted takes time to master. Analysis of 
network traffic is complicated and the effective use of tcpdump 
requires a solid understanding of the constructs of data 
transfer. What better way to gain that knowledge then using 
the tools that require you to define what you are looking for 
before diving in. Tcpdump is the whetstone to use to learn and 
hone network communication skills.

Company policy
In order for tcpdump to capture data on 
a network it operates in promiscuous 
mode, which means that instead of only 
looking at data destined to that host, 
the interface becomes indiscriminate 
and displays any data it captures.

Much of the network data traffic is 
unencrypted. Using this tool can 
provide access to data that’s not 

required; data like usernames and 
passwords moving through the 
network. For this reason operating the 
tcpdump tool in a work environment 
may violate corporate security policies.

Check your company’s security 
policy before using the program on a 
work network. Without authorisation a 
company may have grounds to fire you.

Capturing data 
destined for a 
website whose 
URL begins with 
HTTP, may contain 
usernames and 
password in the 
payload section of 
the PDU.

Quick
tip

HOST A

Send SYN (seq=x)

Receive SYN (seq=x)

Send ACK (ACK=y+1) Receive ACK (ACK=y+1)

Recieve SYN 
(seq=y), ACK=x+1)

Send SYN (seq=y), 
ACK=x+1)

HOST B

 Follow the arrow down through three data PDU’s and 
discover the components of the three-way handshake.
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want to quickly roll your system back to the moment when 
you originally took the snapshot rather than unpick those 
changes manually.

Originally, snapshots were read-only, so changes to the 
blocks on your drive were only written to your root volume 
after a copy of the original block was made to the snapshot 
volume, with the exact changes recorded in an exception 
table. This means that any files you add, change or remove 
– such as through the installation, update or removal of 
applications – are effectively protected through the 
snapshot. If they cause problems on your PC, reverting to 
the snapshot will undo them and restore it to the state it 
was in when you took the snapshot.

With the emergence of LVM2, snapshots have become 
read/write by default, and more versatile as a result. As we 
reveal later on, you can now use a snapshot volume as a 
sandbox, allowing you to quickly and easily turn your PC 
into a test bed without having to mess around with full 
backups or virtual environments. It works by writing 
changes to the snapshot instead of your main volume, 
which makes it even easier to recover your original setup 
should you subsequently encounter problems. If you 
subsequently decide to keep your changes, then you  
simply merge the contents of the snapshot volume into 
your main partition.

In this tutorial, we’ll explore how to use snapshots  
in Ubuntu, both as a simple backup/restore tool, and  
as a virtual test bed. We’re using the a slgihtly older version 
of Ubuntu LTS (14.04.2), so the steps may differ if your 
setup is different.

Get Snapshot ready
Snapshots only work on drives that have been set up using 
Logical Volume Management. You’ll have been offered this 
option when you first installed Ubuntu – if you ticked ‘Use 
LVM with the new Ubuntu installation’, then you’re good to 
go (skip to the next section). However, if LVM hasn’t been 
set up on your system then you have two options: the first 
is to format or convert your drive to LVM, while the second 
involves taking a different approach.

If you want to use snapshots as provided by LVM, your 
first option – formatting the drive – means you’ll need to 
reinstall Ubuntu from scratch, this time ticking the all-
important LVM option during installation. In many cases, 
this approach won’t be practical, so it’s good to know that 

LVM snapshots: 
Back up a drive
You can use Logical Volume Management snapshots to provide a quick and 
easy way to undo unwanted system changes.

One of the most compelling reasons for 
implementing Logical Volume Management (LVM) 
on your hard drives is snapshots. If you’ve ever 

installed a buggy piece of software and then spent ages 
trying to undo the damage it’s caused, or had to sit back 
while you take a full backup of your hard drive before 
embarking on some testing, then snapshots will make your 
life so much easier.

Snapshots are specially created volumes on your hard 
drive that help record the state of your root drive at the 
exact moment the snapshot was taken. From this point on, 
your drive’s blocks are monitored for changes, and these 
changes are then recorded in the snapshot volume. This 
means you have a fail-safe backup to call on should the 
worst happen and your system becomes unstable. 
Snapshots can also be used in less drastic situation, eg if 
you decide you don’t like the changes you’ve made, and 

If you enabled 
LVM when you 
installed Ubuntu, 
you’ll notice Grub 
and your boot files 
reside on their own 
separate partition 
outside of the LVM. 
If your changes 
are likely to involve 
a kernel change, 
or some other 
tweak to the /boot 
partition, back 
this up separately 
using a tool such as 
CloneZilla or dd.

Quick
tip
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there’s a workaround that preserves your existing setup.  
It’s a little clunky in places, and if it goes wrong you’ll probably 
end up losing your installation anyway, so take a full system 
backup before you begin – try the CloneZilla live option 
(http://clonezilla.org) if you’re stumped for a tool to use. 
Do not skip this step, if the conversion fails, restore your 
backup and try again.

The quickest and simplest way to perform the conversion 
to LVM is to make use of a free utility called blocks, which 
does all the hard work for you. It is a relatively painless 
process, but there’s a slight complication in that blocks 
requires a depreciated version of Python (version 3.3). 
Don’t worry as the ‘Convert your drive to LVM’ box reveals the 
exact process to follow. Once the drive has been converted, 
don’t rush to reboot as your install will be unbootable. Don’t 
panic – you need to first repair Grub, and this can be done 
with the minimum of fuss using the Boot Repair tool. Head to  
https://help.ubuntu.com/community/Boot-Repair for a 
complete guide to installing and using it. Simply follow the 
recommended repair settings, and you should find Ubuntu 
will boot once again, this time with LVM up and running. 
Even after this has been done, don’t be surprised to see Grub 
complain about diskfilter writes not being supported. It’s a 
non-critical error – after about five seconds this will clear and 
your PC will boot normally – it’s a confirmed bug in Grub (see 
http://bit.ly/GrubDiskfilterBug), and a fix should be 
available sooner rather than later.

If you don’t have LVM enabled on your system, and you 
have no desire to implement it, you can get some of the 
snapshot functionality using a combination of rsync, diff and 
Cron with the help of the Back In Time KDE front-end. This 
enables you to select the folder you wish to back up, then 
save it to a backup drive or partition. Disk space is minimised 
by only recording changes, and Back In Time allows you to 
automatically update snapshots to a set schedule, something 
you can’t do with LVM snapshots. Search your package 
manager (we’re using Ubuntu and Software Centre) for 
‘snapshot’ and install the Back In Time (root) version to allow 
access to all your files.

Set up your backup volume
LVM snapshots work by creating a volume in an unused 
portion of your hard drive. This means you’ll need to create 
free space one of two ways: resizing your primary partition to 
provide enough unused space where these snapshots can 
reside, or making use of another drive or partition. Wherever 
you decide to take space from, 10GB should be more than 

enough, but if space is tight then 2GB (or even less) should 
be sufficient if your planned changes are minor. If you do find 
your snapshot volume (or volumes if you store multiple 
changes) running out of space, you can always allocate more 
later depending on your circumstances.

We’re going to avoid the terminal by using Logical Volume 
Management, which you can get from the Software Centre by 
searching for LVM. One word of warning: it doesn’t behave 
with RAID drives. (If you fall into this category, check out the 
Quicktip box, above, for access to the terminal commands 
you’ll need). You can also use the tool to resize your primary 
partition and allocate the free space from wherever you take 
it. If you go down this route, you will need to run Logical 
Volume Management from your live CD, which means 
installing it from there through the Software Centre.

Once installed, launch Logical Volume Management. 
If you’re resizing your root drive, select it under Volume 
Groups > Volume name > Logical View and choose Edit 
Properties. Reduce the size of your volume by the amount 
you need. Click ‘OK’ and wait while it’s resized. Once done, 
select ‘Logical View’ where you should now see the Unused 
Space is visible as part of the volume group. Don’t create 
anything here – this is where your snapshot volume (or 
volumes) will be stored going forward.

If you make use of a secondary drive, you don’t need to 
give over the entire drive to snapshots – if there’s data 
already on there, use GParted to resize the partition first to 
free up the space you need. Once done, create a blank, 
unformatted partition in the free space. You can then switch 
to Logical Volume Management, where you’ll find the new 
partition under ‘Initialised Entities’. Select the partition you 
wish to use from the list (use its Properties to identify the 
right one by its size) and click Initialise Entity followed by Yes. 
Once complete, the drive will now show up under Unallocated 
Volumes – click ‘Add to existing Volume Group’, select your 

 The simplest 
way to add 
Logical Volume 
Management to 
your system is to 
check the option 
when you first 
install Ubuntu.

Logical Volume 
Management 
(LVM) doesn’t 
behave nicely with 
RAID systems, so 
if you fall into this 
category you’ll need 
to explore LVM 
via the terminal. 
See https://wiki.
ubuntu.com/Lvm 
to get started.

Quick
tip

Snapshot volume size
One of the trickiest things to manage with 
snapshot volumes is their size. If you have a 
large hard drive, then allocating more than you 
think you’ll ever need is easy enough, but what if 
you’re pressed for space? The problem is, if you 
allocate too little to your snapshot volume and it 
fills up with all the changes you subsequently 
make, the snapshot is rendered invalid and you 
can’t use it - even to restore your system from 
that point. If you have enough free unused space 
you can resize the volume before it’s full up, 

ensuring it continues to work properly. This can 
be done manually using Logical Volume 
Manager by selectinh your snapshot volume 
under ‘Logical View’ and clicking ‘Edit Properties’ 
to extend it.

It’s also technically possible to instruct LVM to 
monitor the volume and when it hits a certain 
threshold extend the volume automatically. 
To do this, edit the lvm.conf file:
sudo gedit /etc/lvm/lvm.conf

Search the file for  snapshot_autoextend_

threshold  and change the figure to 80 to have it 
automatically extend once the drive is 80% full 
(you can reduce this figure all the way to 50). 
If you want to change the amount the volume 
extends by, altering the snapshot_autoextend_
percent figure (default is 20%). Now save the 
file, close gedit, and restart to enable the change.

Sadly, at time of writing, the tweak we’ve 
covered doesn’t appear to work in Ubuntu, 
but the issue has been reported on Launchpad 
(see http://bit.ly/LVMAutoExtendBug).

 147 



 The easiest 
method to make 
space for your 
snapshots is to 
take it from your 
root partition.

existing volume group and click ‘Add’. The free space is now 
available for use.

If you run out of space for snapshots going forward, you 
can use a combination of both methods – reducing primary 
partition size or allocating spare storage from other volumes 
– to increase the amount available to your snapshots.

Your system is now ready to take snapshots – the 
simplest way to do this is through Logical Volume 
Management itself. Open it from the launcher, supplying your 
password when prompted. When the main screen appears, 
expand Logical View under Volume Groups, select your root 
partition and click the ‘Create Snapshot’ button. If you get an 
error message about the dm-snapshot module – likely the 
first time you use it, open a separate terminal window and 
type  sudo modprobe dm-snapshot .

Click ‘Create Snapshot’ again. Give your snapshot volume 
a suitably descriptive name – testbed, rootsnap or something 
similar. You can allocate it all the remaining space (click ‘Use 
remaining’) or specify an exact size using the LV size box or 
slider. Leave both Mount boxes unticked and click ‘OK’. After a 
short pause while LVM reloads, you’ll see an overview of the 
new layout. Congratulations, you’ve just taken your first 
system snapshot.

This is the point where you need to decide about how 
you’re going to use this snapshot. The simplest method is to 
use it purely as a fallback, which means you now carry on as 
normal. Changes are recorded to your main partition, and if 
anything untoward happens, you can restore the snapshot 
via the terminal using the following command:
sudo lvconvert --merge /dev/<volgroup>/<snapshotname>

Where  <volgroup>  refers to your LVM’s volume group 
name, and the  <snapshotname>  should be replaced by the 
name you gave your snapshot volume when you created it – 
if you’re not sure what these are, open Logical Volume 
Management and select your snapshot under Logical View. 
You’ll see both the snapshot name (Logical Volume Name) 
and group name (Volume Group Name) listed here.

When you hit Enter, you’ll be told it can’t be merged over 
the ‘open origin volume’, which basically means you need to 
reboot your system – the snapshot’s original files will replace 
your changes and your root partition effectively rolls back in 
time to when the snapshot was taken. If your changes have 
meant you’re unable to start up, you can run the command 
from your live CD.

If you’re still unable to start after running the command 
here, then hold Shift as you boot, then select ‘Advanced 
Options’ and choose an older version of the kernel. Once this 
successfully boots, use software update to bring your 
installation bang up to date again.

Create a virtual test bed
You can also use snapshots in a slightly different way by 
temporarily mounting the snapshot volume at boot. You’ll 
record changes there instead of to your main partition. If 
something goes wrong, you can simply reboot to the main 
partition, and your changes will magically vanish. You can 
then wipe the snapshot and start again. And if things go right, 
you can merge the contents of your snapshot volume with 
your main partition to set the changes in stone. The step-by-
step guide (see bottom, p149) reveals how to do this.

Note that if you want to continue testing beyond a reboot, 

Convert your drive to LVM
First, boot into Ubuntu and install lvm2 through Software 
Centre. Now open a terminal window and type  sudo nano /
etc/fstab  to verify the drives are listed by their UUIDs 
(if they’re not, you’ll need to edit the references – use  sudo 
blkid  to identify them). Once done, type  sudo update-
initramfs –u  to rebuild the initramfs image.

Now, restart and boot from your Ubuntu live CD and open 
a terminal window and type the following commands:
$ sudo apt-get install software-properties-common
$ sudo add-apt-repository ppa:g2p/storage
$ sudo add-apt-repository ppa:fkrull/deadsnakes
$ sudo apt-get update
$ sudo apt-get install python3.3
$ sudo apt-get install python3-blocks bcache-tools

Now type the following command into the terminal to 
perform the actual conversion:
blocks to-lvm <device>

Replace  <device>  with the device info – typically dev/
sda1 and the drive should now be converted. Make a note of 
the volume group name (vg.sda1) and logical volume name 
(sda1) that have been assigned.

You don’t need to wipe your drive and start again if LVM isn’t already set up 
on your system, you can convert it by installing lvm2.
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you’ll need to follow step two of the walkthrough each time to 
manually instruct Grub to use your snapshot partition. If that 
becomes tedious, use a tool such as Grub Customizer to 
create a boot entry for your snapshot volume that you can 
select each time you start your PC. To do this, open a terminal 
window and type the following:
$ sudo add-apt-repository ppa:danielrichter2007/grub-
customizer
$ sudo apt-get update
$ apt-get install grub-customizer

Once installed, launch Grub Customizer, select your 
default entry and click ‘Edit’. Press Ctrl+a followed by Ctrl+c 
on the Source tab to copy the existing text. Click ‘OK’, then 
create a new entry. Press Ctrl+v into the Source tab to paste 
the existing text, then tweak the line beginning  linux  to point 
to your snapshot partition as instructed in step two of the 
walkthrough. Click ‘OK’, and then click on the ‘new’ name to 
rename it.

From here on Grub should automatically appear at 
startup, but if it doesn’t, switch to the ‘General Settings’ tab in 
Grub Customizer and tick ‘show menu’ under Visibility, which 
will allow you to select your snapshot volume as the one to 

use. Finally, once you’re finished with the snapshot, you 
either have the choice to discard it or merge its changes into 
your main partition. However, be sure to delete the entry in 
Grub Customizer.

Snapshot volumes normally last as long as you want them 
to – with one exception (see below). When you’ve finished 
with a snapshot volume, you can leave it in place, but once 
you have no more need of it, you should remove it. The 
simplest way to do this is through Logical Volume 
Management – just browse to the snapshot volume under 
Logical View and click the ‘Remove Logical Volume’ button 
you find; you can also remove the volume by selecting ‘Logical 
View’ itself – click on the snapshot volume to select it and 
click ‘Remove Selected Logical Volume(s)’. 

Review the warning and click ‘Yes’. Once a snapshot is 
removed, the space that it took up reverts to unused space, 
allowing you to press it back into action for new snapshots.

The only time snapshot volumes are automatically 
cleaned up is when you merge one back into the main volume 
using the  lvconvert --merge  command. Once the merge is 
complete, the snapshot is deleted and the space is 
automatically marked as unused. 

1  Take a snapshot
Create a snapshot as instructed in the main text. Make sure you 
allocate enough free space to your snapshot partition to 
accommodate all the changes you plan to test. If unsure, click ‘Use 
remaining’ to allocate all available space to the snapshot. Once done, 
close LVM. Open a terminal window, type  df  and press Enter and 
make a note of the /dev/mapper/ reference.

2  Temporary boot
Restart your PC, holding down Shift as you boot. When the Grub 
menu appears, press e to access the Grub script text. Use the cursor 
keys to identify the line beginning  linux , which refers to /dev/
mapper/<volgroup>-<snapshot>, where <volgroup>-<volname> 
matches what you recorded from  df  in the previous step. Change  
 <snapshot>  to match the name you gave your snapshot.

3  Use test bed
Once logged in, open terminal again and use  df  to check you’re using 
the snapshot volume rather than your main one. Once verified, you 
can experiment, secure in the knowledge that all changes are written 
to your snapshot partition, not your main one. You can reject these 
changes at any time, simply by rebooting as normal, which will take 
you back to your main partition.

4  Merge changes
After you’ve finished testing, you can keep the changes that you’ve 
made by merging your snapshot back to your main volume. Open a 
terminal window and type the following:
$ sudo lvconvert --merge /dev/<volgroup>/<snapshot>

You’ll be told that the merge will happen on the next reboot, so you 
will need restart to complete the process.

Use snapshots as a virtual test bed

It’s easy to keep 
track of your 
snapshot’s current 
state in LVM. Fire it 
up and select your 
chosen snapshot 
from the Logical 
View window. Check 
the Properties on 
the right-hand side, 
where you’ll find 
useful info including 
Snapshot usage, 
helping you keep 
track of available 
space. Choose View 
> Reload to refresh 
the view.

Quick
tip
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We’ll start with basics and create a small yet useful script. 
A script is a text file with (roughly) a sequence of commands 
and few other special attributes. The first is the obligatory first 
line, which should look like #!/bin/bash, where #! is a magic 
number (a special marker that designates that this is a script) 
and /bin/bash is the full path to command interpreter. The 
second attribute is specific for filesystems used in Unix and 
Linux: in order to tell Bash that our file is a script (not just a 
plain text file), we have to make it executable: 
$ chmod +x script.sh

Using the .sh extension is optional, as Bash looks for that 
‘executable bit’ and tolerates any extension. So the simplest 
structure of our test script.sh will be like this:
#!/bin/bash
command_1
command_2
…

You can replace our placeholders with something working 
and useful. Say, we want to cleanup temporary files in Linux:
#!/bin/bash
cd /var/tmp
rm -rf *

This way you can put any commands in your scripts, line 
by line, and each command will be executed consequently 
after a previous one. Before we move forward, let’s pay some 
attention to special characters, i.e. characters that are not 
executed and treated differently by Bash. The first one is #,  
which lets you put a random comment after it. There’s no 
need of any ‘closing tag’, just put # and whatever follows will 
be treated as a comment until the end of the line. The second 
useful special character is ; (semicolon), which separates one 
command from another within the same line. You can use it 
like this:
#!/bin/bash
cd /home/user; ln -s Images Pictures; cd Pictures; ls -l

The practical use of ; assumes that you can save some 
vertical space by combining similar or related commands  
in one line, which helps keep things tidy. Another helpful  
hack is to use dots. Not only they indicate full stops, but  
in Bash dots introduce special logic. A single dot means 
‘current directory’, while two dots make Bash move you  
one level up. You may not know beforehand where a user  
will place your script, so the ‘cd .’ sequence will move Bash to 
the current directory, whatever it is. Similarly, ‘cd ..’ will bring 
you to the parent directory.

There are also other special characters, like * (wildcard for 
‘anything’), backslash (\) for quoting the following character, 

Get creative, flip the script and have a bash at writing your very own Bash 
scripts. What? Get off. Leave us alone.

For many Linux users a command-line interface is still 
something that is best to be avoided. Why drop to the 
command line shell when virtually all activities can be 

performed perfectly well in a graphical desktop environment, 
after all? Well, it depends. While modern Linux distributions 
are very user friendly and in many areas outperform Windows 
and OS X, there’s a huge power hidden in a more traditional 
technology  —  Bash. Bash stands for Bourne Again Shell,  
a cornerstone of the GNU Project and a standard Unix shell in 
many systems (not just Linux). Bash has been with us since 
1989 and there is no reason it will lose its importance in the 
next decades. 

Then there’s the deeper aspect of it. There are many 
command-line applications that can replace their desktop 
analogues. It means that from a pragmatic point of view 
graphical apps introduce huge overhead in system resources, 
when you could instead enjoy robustness, speed and 
efficiency. Learning Bash scripting can help you understand 
how many Linux commands work and also help you 
automate certain routines. There is no better way to 
approach programming without knowing any programming 
language than Bash scripting. The barrier is low, the 
possibilities are endless  —  so it’s time for the real deal!

There are always 
things that can 
be optimized. For 
instance, avoid 
excessive variable 
declaration. The 
following example:
color1=’Blue’
color2=’Red’
echo $color1
echo $color2
Can be easily 
shortened to:
colors=(‘Blue’ ‘Red’)
echo ${colors[0]}
echo ${colors[1]}

Quick
tip

Bash: write your 
own scripts
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exclamation mark (!), which reverts the command after it and 
many more. Luckily, in many cases special characters are 
self-explanatory thanks to the context.

Variables
A variable is a word or any sequence of allowed characters 
that can be assigned to a value. You can use a calculation 
result or a command output, or anything you want as a value 
for variable and use way more comfortably than in a direct 
way. In Bash the name of a variable is a placeholder for its 
value, so when you are referencing a variable by name you are 
actually referencing its value. Assigning a value to a variable is 
done via the ‘=’ sign, while referencing is done using the ‘$’ 
sign followed by the variable name. Let’s have a look:
#!/bin/bash
a=175
var2=$a
echo $var2

In this example we first assign a numeric value to variable ‘a’, 
then assign its value to another variable ‘var2’ and then print 
the value of the latter (175). You can use a text string as a 
value and, in case there is at least one space or punctuation 
mark, you’ll need to put a string in quotes:
a=”Mary had a little lamb”
echo $a

It is also permissible to declare several variable in one line. 
See the next example, which prints exactly the same as the 
previous one:
a=Mary b=had c=”a little” d=lamb

echo $a $b $c $d
Sometimes you’ll need to assign a command output to your 
variable. There are two ways to do it. In the following example 
each line produces the same result:
a=$(df  --total)
b=`df --total`
echo $a $b

The output of $b will only work if using exactly the correct 
type of single quotes (`).

Conditionals
Bash supports traditional UNIX constructions for conducting 
tests and changing the behaviour of a script depending on 
given conditions. There are two basic things that you’re 
advised to remember: the ‘if/then/else’ tree allows a 
command to be executed when some condition is met  
(or not), whereas ‘while/do/else’ is a tool for looping parts  
of a script, so that some commands will be executed all  
over again until certain condition is met. It is always best to 
illustrate this theoretical part with some working examples. 
The first one compares the values of two variables and if  
they match, the script prints the happy message:
a=9
b=8
if [ “$a” = “$b” ]; then
echo “Yes, they match!”; else
echo “Oh no, they don’t…”
fi

Please take note that once you introduce ‘if’, don’t forget to 
put ‘fi’ in the end of your construction. 

Now it seems that we reached a point at which we can 
make some use of our script. Let’s, say, check the day of the 
week and once it is Friday, print a reminder:
#!/bin/bash

 Writing scripts 
in a good editor 
is beneficial at 
least because 
there’s always 
the syntax 
highlighting 
feature.

 For an extra source of Bash inspiration, visit its official 
GNU/website at https://gnu.org/software/bash

Some words and 
characters in Bash 
are reserved and 
cannot be used as 
names for variables: 
do, done, case, 
select, then and 
many more. Also 
avoid whitespaces 
and hyphens, 
though underscores 
are allowed.

Quick
tip

Tips, tricks and timesavers
The more you spend in Bash, the more you feel 
like some aspects of ir could have been much 
better optimized. Don’t worry, though. You’re 
actually a bit far off the mark: Bash has been 
used in system administration for 27 years,  
and it proves to be excellent when it comes to 
optimization as long as you’re willing to put in a 
little effort to make it your own. Remember that 
Bash stores its settings in the ~/.bashrc file 
(individually for each user), which you can 
populate with your own features. Such as, let’s 
automate mkdir $dir and cd $dir with a single 
command. Add the following to .bashrc:

mkcd()
{ mkdir $1; cd $1; }
And then don’t forget to run ‘$ source .bashrc’ 

to apply changes. After that when you run, say, 
$ mkcd build, you will immediately enter the 
newly created ‘build’ directory.

For easier navigation you might want to add 
bookmarks for frequently used directories. Use 
the CDPATH function in .bashrc for that:
$ echo CDPATH=/home/user/Documents/

subscriptions/LXF >> ~/.bashrc && source ~/.
bashrc

Once done, try using $ cd LXF from anywhere 

in your system and you’ll be taken to the right 
place. CDPATH uses the last element in the path 
for the bookmark name.

Finally, the most easy and quick way to save 
some time is to populate your .bashrc file with 
command aliases. You can assign an alias to  
a long command that is tiresome to type, or 
simply because you don’t want to mix habits 
from another OS. Let’s add a couple of DOS 
commands as an example:
alias dir=’ls-l’; alias del=’rm -rf’

This way you can create a custom-tailored 
Bash that will work lightning-fast!
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 Add some fun 
and kindness 
to your .bashrc 
profile with 
‘fortune | ponysay’.

a=$(LC_TIME=”en_US.utf-8” date ‘+%a’)
if [ “$a” = Fri ]; then
echo “Don’t forget to visit pub”; else
echo “Complete your work before deadline”
fi

Notice that we included the extra declaration of the LC_TIME 
variable for the sake of compatibility. If we didn’t, then our 
script would not work on Linux systems with non-English 
locale. However, let’s advance a little further and see how we 
can use the promised while/do method. The following scripts 
runs in the background and cleans the temporary directory 
every hour:
#!/bin/bash
a=`date +%H`
while [ $a -ne “00” ]; do
rm -rf /var/tmp/*
sleep 3600
a=`date +%H`
done

Attentive readers may notice that this script will stop working 
at midnight, because the condition while hour not equals 
00 stated above, will be unmet once the day is over. Let’s 
improve the script and make it work forever:
#!/bin/bash
while true; do
a=`date +%H`
if $a -eq “00”; then sleep 3600
else
while [ $a -ne “00” ]; do
rm -rf /var/tmp/*

sleep 3600
done
fi
done

Pay attention to how you can check conditions using if and 
while if your variable contains an integer number, you can use 
alternative operators, such as -eq, -ne, -qt or -lt as ‘equal’, 
‘not equal’, ‘greater than’ and ‘less than‘ respectively. When 
you use text strings the above substitution will not work  
and you’ll need to use = or != instead. Also, the while true 
construction means that our script will not exit until you 
manually interrupt it (Ctrl+C or by killing) and will continue 
running in the background.

Both ‘if’ and ‘while’ can be put in cascades, which is  
called ‘nesting’ in Bash. Just don’t forget to put the proper 
number of  ‘fi’ and ‘done’ elements in the end to keep your 
script working.

Simple loops
Using conditions may be a brilliant way to control your 
script’s behaviour, but there are other use cases when  
you need to optimize your routines with Bash, say, for 
recurring actions with variable data. For example, you need  
to run one command several times with different arguments. 
Doing it manually can be unacceptable for many reasons,  
so let’s try to solve the problem gracefully using the ‘for’  
loop. In the following example we shall create several resized 
versions of the original image rose.png using the ‘convert’  
tool from ImageMagick:
#!/bin/bash
for a in 10 25 50 75 90
do
convert rose.png -resize “$a”% rose_resized_by_”$a”_
percent.png
done

The example above declares a as an integer and lists all its 
values. The number of times the convert command will  
run matches the number of values. Sometimes you need  
a longer list of values and specifying them manually can be 
boring. Let’s optimize it using start/stop values and a step. 
See below:
#!/bin/bash
for a in {10..90..5}
do
convert rose.png -resize “$a”% rose_resized_by_”$a”_
percent.png
done

The syntax used can be simply described as 
{$start..$end..$step} and allows you to build plain 
arithmetical progressions. There are also a couple of 

Real-world one liners
Practically, you can make any Bash script  
a one liner, even though it would be hard to  
read it. But there are a lot of useful yet short 
Bash scripts created by the people from  
around the world. Even if you feel like you don’t  
need any more practice at writing scripts – you 
do, reader, you do – looking at other’s best 
practices will not hurt. A one liner means that 
you can use it directly as a command.

The first script is for music lovers, it converts 
all .flac files found in the current directory to 

MP3 with good quality (320 kbps) using 
FFMPEG:
$ for FILE in *.flac; do ffmpeg -i “$FILE” -b:a 

320k “${FILE[@]/%flac/mp3}”; done;
Another tip is to copy something to the X.org 

clipboard from command line. First make sure 
you have the ‘xclip’ package installed, then try 
the following:
$ xclip -in -selection c script.sh # or
$ echo “hi” | xclip -selection clipboard

The first command will copy the contents of 

your script to the clipboard, while the second 
one will put the word ‘hi’ there.

The next examples shows 10 largest files 
opened by currently running processes in your 
system:
# lsof / | awk ‘{ if($7 > 1048576) print 

$7/1048576 “MB” “ “ $9 “ “ $1 }’ | sort -n -u | tail
It is extremely useful when you need to 

identify the origin of the high load and standard 
system monitor doesn’t clear things up.You have 
to be root to run this command.
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To make your 
code readable, use 
indents, especially 
for nested 
elements. When you 
come back to your 
old scripts after 
a while, you’ll be 
able to quickly find 
what is where. Also 
commenting parts 
of your script after 
the # sign is a good 
practice.

Quick
tip

 Bash itself 
has a number of 
startup options, 
discover it via ‘$ 
bash --help’.

alternative ways to do the same in different manner. First, let’s 
use GNU Seq, which is shipped with all Linux systems:
for a in $(seq 10 5 90)

As the line suggests, we’re using it as $($start $step $end)). 
Second, we can write the loop conditions in this way:
for (( a=10; a<=90; a+=5 ))

As you might guess, +=5 increments the value of $a by five.  
If we wanted to increment by 1, we should have used ++. 
Looping is also a very quick way to number elements using 
variable incrementing. See the following example where we 
list the days of the week:
#!/bin/bash
a=1; for day in Mon Tue Wed Thu Fri
do echo “Weekday $((a++)) : $day”; done

This script will return the list with numbered days (Weekday 1 
: Mon; Weekday 2 : Tue; Weekday 3 : Wed and so on).

Some advanced tips
We already know how to put commands in scripts and even 
how to add arguments to certain commands. But Bash can 
do a lot more  —  for instance, it provides a way to pass a 
multiline text string to a command, a variable or even to a file. 
Within the Bash terminology it’s called the ‘heredoc’ format. 
To illustrate it, let’s create another script from our script:
#!/bin/bash
cat <<EOF > print.sh
#!/bin/bash
echo “I’m another script”
EOF

The construction made of ‘<<EOF…; EOF’ let’s you wrap 
almost anything into one logical object that you can 
manipulate the same way you do with a variable’s value. 
Another example shows how you can assign the data 

selected from a DB to your variable:
$ sql=$(cat <<EOF
SELECT foo, bar FROM db
WHERE foo=’baz’
EOF;)

A bit earlier we used a script to downsize an image by 
given percentage. However, what if we needed to define that 
percentage by hand? Let’s use script variables that accept 
arguments when the script is run. Have a look:
$ cat script.sh
#!/bin/bash
a=$1
convert rose.png -resize “$a”% rose_resized_by_”$a”_
percent.png

When you run the script and give the desired percentage 
as an argument ($ ./script.sh 50), your image will be resized 
by the given value (50%). However, if you run the script 
without any argument ($ ./script.sh), it will create an 
unchanged copy of rose.png under another name. To fix it,  
we need to check if the variable has non-null/non-zero string, 
using the -n key:
#!/bin/bash
a=$1
if [ -n “$1” ]; then 
convert rose.png -resize “$a”% rose_resized_by_”$a”_
percent.png
else exit; fi

The story doesn’t end on what has been described above, of 
course. A full Bash hands-on tutorial would only fit into a thick 
book made of an entire forest, but we hope that the basics  
in this article will arouse some interest to the Bourne Again 
Shell, a powerful command-line system that exists in every 
Linux distribution. 
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T
here are lots of Linux distributions 
(distros) out there, each with their 
own strengths and weaknesses. 
When you want to try another one 

you can usually get hold of a live version, or 
install it in a virtual machine, for a quick 
test. Both of these are quick and easy but 
are not the same thing as running an 
installed distro directly. 

But perhaps you don’t want to give up on 
your existing distro or maybe your share a 
computer with your partner and 
you prefer Mint but they like 
Fedora – it would be great to 
have both. So what are you to 
do? The term ‘dual booting’ is 
usually used to refer to having a 

Linux distro and Windows installed on the 
same computer and choosing between them 
at boot time, but the same can be done with 
two Linux distros. Over the next few pages we 
will look at how you can set up your computer 
to be able to boot from a choice of several 
operating systems, one of which may be 
Windows, so that you can have more than one 
Linux distro available at once. You could even 
extend the information we give here to include 
one or more of the BSD operating systems 

too. We’ll also look at how you can share 
things like your documents and photos 
between the various distros you are running.

Grub 2 vs Grub legacy
Multi-booting Linux is made easier thanks to 
the almost universal adoption of Grub 2 as the 
bootloader. There are two main versions of 
Grub available. The old version, that never 
quite reached 1.0, is often known as Grub 
legacy, while the newer Grub 2 is what is used 

by the vast majority of distros 
now. Grub 2 is very different 
from the old program, giving 
rise to a reputation for 
complexity. In fact, its modular 
approach means it can handle 

“Multi-booting Linux is made 
easier thanks to the almost 
universal adoption of Grub 2.”

Having plenty of choice allows you to be fickle.  
So why not give yourself options and install  
several distros on your computer at once?

MULTI-BOOTING WITH
GRUB
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many more booting situation and is able to 
automatically configure itself much of the 
time. We will only consider Grub 2 from here 
on, and simply refer to it as Grub.

There are three main parts to Grub. The 
initial boot code is normally loaded into the 
Master Boot Record (MBR) of the disk. This  
is a small space, 446 bytes, so this code is 
minimal and just enough to load the second 
part, which lives in your boot directory or 
partition in a directory called grub. In here you 
will find the various filesystem modules, along 
with themes and fonts used if your distro has 
customised the boot menu’s appearance. 
You will also find the most important file for 
the purposes of this article: grub.cfg. This file 
contains the menu definitions, which options 
appear in the boot menu and what happens 
when you select each one.

The first step is to get some operating 
systems installed. If you want to include 
Windows in your list of OSes, it should be 
installed first, which isn’t usually an issue 
since it was probably on the computer already. 
Linux installers are good at identifying an 
existing installation of Windows and working 
with it. Then install your preferred distro as 
normal. This will give you a standard dual boot 
setup, if you already have it you can skip the 

One distro in control
The first distro you install should be considered 
your primary distro; this is the one that 
controls booting, at least for now. Because of 
that, you should never remove the primary 
distro or you could render your computer 

unbootable – at least until you boot from a 
rescue disc to fix things. Other distros can be 
removed later with no more inconvenience with 
a superfluous boot menu entry that goes 
nowhere (until you run  update-grub  again).

preceding paragraph and go straight onto the 
interesting part of adding extra Linux distros 
to your setup.

Adding another distro
Distro installers can repartition your drive with 
varying degrees of success, so it’s often best 
to prepare your drive beforehand. The best 
tool for this is GParted, which you can 
download from gparted.org. Boot into 
GParted Live and resize your existing root 
partition to a suitable size. GParted will tell you 
how far you can go, but if possible make it at 
least 50% larger than the space it currently 
needs. Don’t create a partition in the space 
that’s freed up, leave it unallocated then install 
your second distro in the usual way, telling it to 
use the unallocated space on the drive. The 
installation is done in the normal way with one 
exception, you don’t want to install Grub to the 
MBR. Most installers have an option to choose 
the location for Grub, it may be hidden behind 
an Advanced Button. If this isn’t possible, we 
will show you how to move it later. Choose 
either to install it to the root partition of the 
distro or not at all. This only affects the first 
part of the Grub code, the files in boot and 
elsewhere will still be installed. If you are 
offered a choice for the swap partition, pick 

 GParted is the easiest way to manage your partitions, making room for another distro.

the one from your other distro, they can  
both use it.

When the installer has finished, reboot 
your computer and you will see the boot menu 
from the first distro, with Windows showing, if 
appropriate, but no sign of your new distro. 
That’s because you have left the Grub settings 
untouched. One of the neat features of Grub 2 
is its ability to generate its own configuration 
files, so open a terminal and run:
$ sudo grub-mkconfig -o /boot/grub/grub.cfg

This will scan your hard drive for an OS and 
create menu entries for each of them. Now 
reboot and you should see both distros, and 
maybe Windows, in your boot menu. Ubuntu 
and its derivatives have a command called  
 update-grub , which is a one line shell script 
that runs  grub-mkconfig  as above, use 
whichever you prefer. One advantage of not 
using the script is that you can preview the 
menu with  $ sudo grub-mkconfig | less  to 
see what would be picked up and written to 
the menu. You need to understand ‘Grubese’ 
to make sense of this.

Moving Grub
If your new installation didn’t offer an option  
to relocate Grub, you will probably get a boot 
menu with everything already in it, because it 
ran  grub-mkconfig  as part of the process. 
So why not let this happen every time? The 
problem is with updates, when a distro’s 
package manager installs an update to the 
Linux kernel, it will re-enable that distros 
version of Grub, so you’ll find the menu 
switching from one distro to the other. 
To relocate Grub to a distro’s partition, first 
boot into the distro you want to manage Grub 
and make sure it’s doing so with this terminal 
command (assuming you are using the disk at 
/dev/sda):  $ grub-install /dev/sda .

Then boot into the other distro and identify 
the partition holding your root filesystem with  
 $ findmnt / -o SOURCE , then tell Grub to 
keep its bootloader there with  $ grub-install 
--force /dev/sdaN  where  sdaN  is the device 
returned by  findmnt . We need  --force  
because installing Grub to a partition is 

 Some distros allow you to keep Grub out 
of the MBR when you install them, but they 
may try to tell you this isn’t a good idea!
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considered less than ideal these days, but all 
we really want to do here is keep it out of the 
way. This means that when a kernel update 
appears for that distro, your boot menu won’t 
get messed up. In fact, it won’t be touched at 
all, so you will need to boot into your primary 
distro and run  grub-mkconfig  or  update-grub  
again to pick up the changes.

Configuring Grub
Grub’s ability to generate its own menu based 
on the contents of your hard drive is one of its 
killer features, but you can also configure how 
these menus are created. This uses the scripts 
in /etc/grub.d and the settings in /etc/
default/grub. This file contains a number of 
variable definitions which you can change to 
alter the menu, eg Grub normally boots the 
first option if you do not select anything, find 
the line that sets  GRUB_DEFAULT=0  and 
change it to the number you want to be 
default (Grub counts from zero so the 

standard setting boots the first item). You can 
also change the timeout with the line  GRUB_
TIMEOUT  and the default kernel options in  
 GRUB_LINUX_DEFAULT . The file is 
commented, explaining the options, or you 
can read the Grub info page for a more 
detailed listing of all the options.

The files in /etc/grub.d are shell scripts 
that are run by  grub-mkconfig . If you want to 
customise your boot menu, you can add your 
own scripts, all they need to do is output valid 
menu entries. The scripts in /etc/grub.d are 
run in order, which is why their names start 
with numbers. 00_header writes the standard 
settings at the top of the menu file, while 10_
linux creates menu entries for the running 

distro while 30_os-prober scans your hard 
disk for other operating systems, Linux or 
otherwise, and adds them to the menu. 
The last one is the way one menu can contain 
all of your distros.

Chainloading
There is another way of handling multiple 
distros called ‘chainloading’. This is how Grub 
boots Windows because it can’t boot Windows 
itself. Instead, it passes control to the Windows 
bootloader, as if that had been loaded directly 
by the BIOS. We can use this to enable each 
distro to maintain its own boot menu and 
choose one from the initial Grub menu.

That means you need a way to create your 
own menu entries. 
You can’t simply add 
them to the grub.cfg 
file as that will be 
overwritten the next 
time  grub-mkconfig  is 
run, but there is a file 

in /etc/grub.d called 40_custom that you 
can use to add your own menu entries. Copy 
this to a meaningful name, and possible 
change the number to include it earlier in the 
menu. Edit this file and add valid menu entries 
to the bottom of this file. Don’t touch the 
existing content – although you can and 
should read it. If you want to load the menu for 
OpenSUSE installed on /dev/sda7, provided 
you installed Grub to sda7 or moved it as 
above, add this to the file:
menuentry “Load openSUSE boot menu” {
  set root=(hd0,7)
  chainloader +1
}

Remember, Grub numbers disks from zero 
but partitions from one, so sda7 becomes 
hd0,8. This gives you the original boot menu 
for each distro, and you don’t need to reboot 
into the primary distro to update the boot 
menu, but it does mean that you have to make 
two menu selections to boot any distro but 
the main one. If you are using this method, 
you will see that you still have menu entries 
generated by  grub-mkconfig . If you are not 
using Windows, you can prevent these menu 

 Here we are, four distros, Windows and an option to boot from a rescue CD ISO image – 
all on the one boot menu with choices to visit the other distros’ individual boot menus.

Rescue systems
One of the neat features of Grub 2 is that it can 
boot directly from an ISO image. Apart from 
allowing magazines to produce really nice multi-
boot cover discs, it also means you can have  
a rescue or live CD always ready to boot. Not 
only is it faster than booting from an actual CD/
DVD (or even a USB stick) but it saves all the 
time scrabbling though the stuff on your desk to 
find the right CD. 

This requires that the distro supports booting 
from an ISO. Most do, although the syntax can 
vary. All you need to do is create a copy of 40_

custom and add the appropriate menu 
definition. Here’s an example for System Rescue 
CD (I always keep an ISO of that in boot):
set root='(hd0,1)’
menuentry “System Rescue CD 4.7.0” {
 loopback loop /systemrescuecd-x86-4.7.0.iso
 linux (loop)/isolinux/altker64 

rootpass=something setkmap=uk 
isoloop=systemrescuecd-x86-4.7.0.iso
 initrd (loop)/isolinux/initram.igz
}

and here is one for an Ubuntu live CD image

set root='(hd0,1)’
isofile=/Ubuntu/ubuntu-15.10-desktop-amd64.

iso
loopback loop $isofile
menuentry “Ubuntu 15.10” {
  linux (loop)/casper/vmlinuz.efi file=/

cdrom/preseed/ubuntu.seed boot=casper iso-
scan/filename=$isofile quiet splash ---
  initrd (loop)/casper/initrd.lz
}

Note the use of a variable,  isofile , both 
methods work but this one is easier to maintain. 

“Use chainloading to enable 
each distro to maintain its 
own boot menu.”
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entries by using the following setting in /etc/
default/grub:
GRUB_DISABLE_OS_PROBER=true

As the os-prober function also adds 
Windows, you cannot do this if you want to be 
able to boot Windows, so either rename the 
file containing the chainloader entries to have 
those entries appear before the others, 
something like  20_chainload  or copy the 
windows entry from your existing grub.cfg to 
your chainload file then disable os-prober.

Sharing space
So we have several distros that are co-existing 
in harmony, but what about our data? Do we 
really need a separate home directory for 
each distro? The short answer to that is yes. 
While we could have a separate filesystem for 
home and share the same user name and 
home directory, this is likely to cause conflicts. 
Programs store their configuration files in your 
home directory, and if two of your distros have 
different versions of the same program you 
could have problems. Most software will 
happily read the settings from an older version 
and update them, but then when you switch 
back to the distro with the older version,  
it could break.

One solution is to have a separate 
filesystem for your data files, these are what 
take up the space and are the files that you 
want available to all distros. This can be an 
entirely separate filesystem, but it could also 
be your home directory in your primary distro, 
just remember that in this case you will have  
a lot of file shuffling to do before you can 
consider deleting that distro should it fall out 
of favour with you. To do this we need to go 
back to GParted and resize your partitions to 

make space to create a large partition for  
your data. Then edit /etc/fstab on each 
distro to mount this filesystem at boot time. 
Incidentally, it is worth adding fstab entries to 
mount your other distros in each one, say at  
/mnt/distroname – it makes things like this 
easier as you can do all the work in one distro. 
It also makes accessing files from other 
distros simple. So have this new filesystem 
mount at, say, /mnt/common and create a 
directory in it for each user. Then you can 
create symbolic links to here in your other 
distros, for example:
$ ln -s /mnt/common/user/Documents /home/
user/Documents
$ ln -s /mnt/common/user/Music /home/user/
Music

and so on. Now when you save a file in 

Documents, it will actually go to /mnt/
common/Documents and be available to all 
your distros. Note: This assumes you are the 
only user of the computer.

Who owns what?
Now have to tackle the slightly thorny issue of 
file permissions and ownership. The first thing 
to do is make sure that the directories in  
/mnt/common have the correct owners with:
$ sudo chown -R username: /mnt/common/
user

You may expect this to work for all your 
distros if you created a user with the same 
name in each of them, but it may not. This is 
because Linux filesystems don’t care about 
usernames but rather those users’ numerical 
user IDs (UIDs). Most distros give the first user 
a UID of 1000, but a couple still start at 500, 
so check your UID in each distro with the id 
command, just run it in a terminal with no 
arguments. If they all match then great, 
otherwise you will need to change any non-
matching UIDs by editing /etc/passwd. Never 
edit this file directly, a mistake could prevent 
anyone logging in, use the vipw command 
instead  $ sudo vipw .

Find the line for your user, which will look 
something like this
user:x:500:100::/home/user:/bin/bash

The first number is the UID, Change it to 
match the other distros and save the file. Next, 
need to change all files owned by the old UID 
to the new one. As everything in your home 
directory should be owned by you, you can 
take the brute force approach and  chown  
everything in there
$ cd
$ sudo chown -R username: .

Now you can switch between distros any 
time you reboot, with each distro running 
natively and at full speed, and all with access 
to all of your data. 

 You may find your installer allows you to use less than all of the available space for your 
installation, saving the trouble of resizing in GParted later on.

 For easier management add entries to /etc/fstab to mount your distros’ root partitions.
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Security
Scared? Let’s shed some 
light on the world of Linux 
malware, and show 
you what can go 
wrong and how to 
mitigate risk.

A song of threat 
and mitigation

S
ometimes in the pub you might 
overhear someone mansplaining 
that Linux is ‘more secure’ than 
Windows. On one level he’s right, 

desktop Linux users have 
nowhere near as much to 
fear in terms of viruses and 
malware than their Windows 
counterparts. It’s not that 
they don’t exist, but it 
represents such a tiny 
portion of the malware ecosystem that it’s 
perfectly reasonable (modulo safe 
browsing habits) to not worry about it.

This boils down to a simple numbers 
game: Any survey will put Linux at less than 
2% of total desktop market share. With that in 

mind, it makes much more sense for malware 
authors to target Windows and (increasingly) 
Mac systems. Victims can be infected in a 
number of ways: usually opening dodgy email 

links and attachments or by visiting 
compromised websites. Very occasionally an 
OS vulnerability can be exploited that allows 
an attacker to remotely execute code on the 
victim’s machine. A compromised – or even a 
downright malicious – website may try to foist 

malware onto visiting machines using a variety 
of techniques. But by far the most prevalent 
attack vector is the Flash plugin. Malfeasant 
applets can leverage weaknesses here which 

execute arbitrary code on the 
remote machine, entirely 
unbeknownst to the user. It’s 
easy (and in some cases 
justified) to blame Adobe for 
shipping dodgy code, but again 
the real issue is that so many 

people have Flash installed that it makes good 
business sense to target them. This is also true 
for Adobe’s PDF Reader and Oracle’s Java 
plugin. Chrome 42 has disabled official 
support for all NPAPI plugins, citing the large 
attack surface they levy against the browser.

“Malfeasant applets can 
leverage weaknesses in Flash 
which execute arbitrary code.”
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But the compromised web servers doing the 
malware-foisting are, more often than not, 
Linux boxes. And our man in the pub told us 
these are secure. In fact, there are any number 
of ways by which a Linux box could end up 
‘owned’ by a villain. And if it’s hosting a 
popular website or sensitive database then all 
the more motivation for someone to attempt 
to do so. We often get questions from readers 
asking how to set up a secure LAMP stack or 
suchlike, and unfortunately there isn’t really  
an easy answer. There are a few things you 
should (and plenty of things you shouldn’t)  
do, but there’s no accounting for a talented 
adversary, or some obscure 0-day bug in  
one of the many components upon which a 
modern LAMP server relies. That said, let’s 
focus on what we can mitigate against.

It’s a config thing
While a compromise could be the result of 
some new vulnerability with a catchy name 
and stylish logo, by far the most common 
cause is good old-fashioned server 
misconfiguration. A server that is overly 
permissive about what it lets an outsider 
access or modify is a server that’s asking  
for trouble. Common mistakes include 
allowing the web server to write to sensitive 
files, or having an SQL server accessible to  
the public (when it need only listen locally  
or for connections from selected IPs). 
Alternatively attackers might get lucky 
through bruteforcing SSH (or other) logins. 
This shouldn’t really be possible – password 
logins should be disabled (at least for sensitive 
accounts) in favour of public key auth, and 
multiple failed login attempts (which are  
time consuming anyway) should result in  
a temporary ban.

Thus, check your permissions, have 
servers only listen on the localhost address 
where possible (and connect via an SSH 
tunnel if you need to access them), and have 
some effective firewall rules in place. In the 
latter case, it’s prudent to lock down outgoing 
traffic as well as incoming. This might just 
stop a malevolently installed program from 
phoning home (they often communicate over 
IRC) and wreaking havoc. Root logins should 

How to update when you can’t update
There are, regrettably, a surfeit of servers 
running distributions (distros) long past their 
support window. Admins of these boxes really 
should get their act together, but if upgrading 
the OS is out of the question then you should 
attempt to backport important security fixes. 
Sometimes people will generously provide 
packages for your ageing distro, which is 
convenient but raises a question of trust. In 
general, you’ll have to roll your own packages, 

incorporating any new security fixes. Source 
packages for old distros are easy to find (for old 
Ubuntu versions look on https://launchpad.
net and http://archive.debian.org for Debian).

It’s a very good idea to set up a virtual 
machine that’s as close a copy of your aged 
server as you can manage. You’ll also need a 
working gcc  toolchain, the set up of which may 
involve some dependency hell, and you’ll also 
require all the package’s build dependencies. 

You won’t want to do any major version 
upgrades of vulnerable software since this will 
likely bork your system, instead patches will 
need to be adjusted to fit the old version, which 
will involve some trial and error. If you’re using a 
Debian-based distro then add the patch to the 
debian/patches/all directory, inside the 
package source’s directory, and add the patch 
name to the file debian/patches/series. Then 
run debuild to make the package.

be disabled, and authorised users should use 
sudo or su to do administrative tasks, since it 
leaves an audit trail by way of the system log. 
Assuming then that our front door, as it were, 
is secure, how else might ne’er-do-wells 
access our box? Well, that depends on how 
secure the rest of it is.

PHP scripts provide a common attack 
surface against web servers, though ultimately 
any server side language could fall prey to 
similar attacks. Wherever your web application 
accepts user input, beware. Since you have no 
control of exactly what users might input, it’s 
important to sanitise it. Otherwise a malicious 
user can inject code which, depending on the 
context, could prove harmful. For example a 
simple PHP search form might look like:
<form method=’get’ action=’search.php’>
<input name=”search” value=”<?php echo $_
GET[‘search’];?>” />
<input type=submit name=’dosearch’ 
value=’Search’ /></form>

Input is passed unchecked to the search.
php script, which means a user could inject 
some JavaScript, for example searching for 
the string:
“><script>alert(0)</script>

Results in an alert box. The initial double-
quote terminates the HTML attribute value, 
then the right bracket escapes from the input 
element. To guard against these shenanigans, 
be sure to use the available functions to filter 

 Munin comes 
from the Norse for 
‘memory’. Once 
you’ve gathered 
some stats, sudden 
increases in 
resource demand 
become much easier 
to spot.

the input. The following code will escape any 
special characters so they won’t cause harm:
<?php
$input = “pointy brackets <and> & 
ampersands?”;
var_dump(filter_var($url,FILTER_SANITIZE_
SPECIAL_CHARS));
?> 

While the output in the browser will look 
the same, if you look at the HTML source 
generated by the script, you will see that it in 
fact outputted the string:
“pointy brackets &lt;and&gt; &amp 
ampersands?”

The escaped characters are much less use 
to an attacker. You can also use FILTER_
SANITIZE_STRING here, which removes 
(rather than escapes) tags. You could equally 
well have injected PHP here or, where the 
input is passed to a database, SQL 
commands. When using PHP to interface with 
databases, it’s worth using the PDO (PHP 
Data Objects) API as opposed to MySQLi. 
This will ensure that data will never be 
mistaken for instructions.

Once discovered and confirmed, 
vulnerabilities are referenced through the 
Common Vulnerabilities and Exposures (CVE) 
system, although individual products and 
companies may have their own internal 
systems too. In the case where information 
relating to a new vulnerability is embargoed, 
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due to it not being made public, a CVE 
identifier can still be reserved until it is 
deemed safe to publicize the details. These will 
be first disclosed only to relevant people so 
that patches, or at least suitable workarounds, 
are available come their announcement. 
Various distros provide their own security 
advisories as well, eg https://security.
gentoo.org. CVE provides a central exchange 
for rapidly disseminating information about 
emergent and historic issues.

Failure to apply patches and security 
updates is asking for trouble. Comparatively 
few attacks are the result of 0-day exploits 
and widely available tools enable attackers  
to scan potential marks for known 
vulnerabilities. Major distros are quick to 
patch against newly discovered flaws, so it’s 
important to update affected packages, even 
if it means minor interruptions as services  
are restarted. Five minutes of downtime  
and a few grumbling users are vastly more 
preferable than having data stolen or having 
to rebuild the whole system because 
someone snuck in and installed a rootkit. 
HP’s Cyber Risk report claims that 44% of 
breaches were the result of vulnerabilities 
that have been public for two to four years, 
which is a sad indictment against sysadmins. 
An even worse statistic from Verizon’s Data 
Breach Investigations report is that nearly 
97% of successful exploits were the result of 
10 known issues, eight of which have been 

Open vs closed
It’s a fairly widespread fallacy that since open 
source code is public it is inherently more open 
to attacks. 2014 alone saw an embarrassing 
goto bug in GnuTLS library, the ShellShock bug 
in Bash, and the Heartbleed bug in OpenSSL. 
While anyone with enough coding experience 
can, after the fact, snort derisively at the code 
that caused these vulnerabilities, it doesn’t 
mean that the mistakes are so glaring that they 
should have been spotted earlier. Reading other 

people’s code is hard, and while projects like 
OpenSSL review all contributions, they’re not 
going to catch everything. Having their dirty 
laundry aired in this way may be slightly 
ignominious, but at least the process from 
discovery to repair is carried out openly: You can 
laugh at that unchecked bound, but you can 
also nod approvingly at a well-executed fix.

Anyone that says proprietary code doesn’t 
suffer this much, need only turn on a Windows 

machine on the first Tuesday of a given month. 
In April 2015 there were 11 patches (four of 
which were critical), and while we’ll never know 
the details, we see phrases like ‘privilege 
escalation and ‘security bypass’ etc, none of 
which are things people want in an OS. Such 
vulnerabilities can also be found through 
techniques like fuzzing. Once the software 
patches are released, they can be reverse-
engineered and weaponised.

patched for over 10 years. While it’s easy to 
read too much into such figures, a fair 
conclusion to draw is that hackers will go for 
the low-hanging fruit.

There are some legitimate cases where 
security updates cannot be applied in the 
usual way. Embedded systems, for example, 
don’t typically provide any kind of package 
management. They also tend to run on non-
x86 architectures which makes compiling 
your own binaries something of a pain. 
The box (see Open vs Closed, below) provides 
some guidelines on how to proceed if you 
can’t update packages by the standard 
channels, but this is really last resort stuff. 
Just upgrade your OS and keep it up to date 
and life will be made a whole lot easier. 
Debian Jessie will be released by the time 
your read this, if you’re looking for a solid OS 
with long-term support. Once you’ve 
upgraded your ageing scripts/databases/
wotnot and got rid of any legacy PHP on your 
website, you can rest assured subsequent 
package upgrades probably won’t break it  
for the next three years, thanks to Debian 
freezing program versions and only applying 
security fixes.

Crouching malware
Vulnerabilities can be chained together, eg 
some dodgy PHP might enable an attacker 
to upload their own scripts to your server, a 
problem with Apache might enable this script 

to get executed, whereupon it 
exploits a privilege escalation bug 
somewhere else that enables it  
to run as root. 

At this point your machine is 
effectively under the control  
of the attacker and all your  
data should be considered 
compromised. Of course, all  
of this could in theory happen 
without you noticing: Everything 
might look and feel perfectly fine, 
but a tiny Flash applet on your 
home page may now be serving 
your visitors a delectable blend  
of the finest malware. For this 
reason, it’s important not to 

 Metasploit Framework is a valuable resource for 
penetration testers, even this ASCII cow agrees.

ignore a security update because the 
vulnerability it addresses doesn’t 
immediately grant root access. It’s beneficial 
to get into the habit of regularly scrutinising 
your server logs. These can be quite 
unwieldy, but there are tools that can help 
you. Logwatch is a particularly handy tool 
which can summarise accesses to SSH, web, 
database and any other services you’re 
running into an easily-digestable format. 
The popular Perl-based Awstats provides an 
attractive web interface for perusing web, 
FTP or mail server logs.

It’s also prudent to keep an eye on system 
load. The uptime command gives you one 
second, one minute and fifteen minute 
averages of CPU load, but you can graph 
historical data using a web-based tool such 
as Munin. The vmstat program gives you 
information about CPU wait times and swap 
requests which, when found in abundance, 
point to heavy disk I/O and memory hogging 
operations. Be on the lookout for any rogue 
processes. The command
 ps awwlx --sort=vsz 

will lists processes sorted by virtual size, 
which includes shared library and swap 
usage. So any heavy hitters will be displayed 
at the end. But rogue programs need not be 
large, or (in the case of a rootkit) visible at all.

Hidden rootkit
Rootkits are malfeasant programs that  
use a variety of stealth techniques to evade 
detection. They can hide inside other 
programs, the kernel itself, or even your 
BIOS or other device firmware. In the latter 
cases, they can be entirely undetectable 
since any system calls which would 
ordinarily detect them can be subverted. 
There are programs, such as chkrootkit and 
rkhunter, that can check for some known 
Linux rootkits. You can also install an 
intrusion detection program such as AIDE 
which will spot changes to your filesystem, 
but it can take some configuring. Some 
rootkits and other malware may depend  
on a rogue kernel module. You can mitigate 
against this by enabling module-signing  
in your kernel. 
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 Following the National Cyber Security 
Survey, CERT-UK is tasked with handling the 
cyber response to incidents in the UK.

The kernel can generate a private key and 
certificate (which contains the public key) for 
you, or you can use your own. Any further 
modules you compile will need to be signed 
with this key before the kernel will load them. 
A handy Perl script in the form of scripts/
sign-file inside the kernel sources directory 
will do just this, provided you are in 
possession of the private key. For example,  
to sign the module acx100 (an out-of-tree 

driver for certain Texas Instruments  
wireless chipsets):
$perl /usr/src/linux/scripts/sign-file sha512 /
mnt/sdcard/kernel-signkey.priv /mnt/sdcard/
kernel-signkey.x509 acx100.ko

Notice how our key and certificate are 
stored on an SD card. The certificate is  
public, so we can leave it anywhere, but  
under no circumstances should you store 
private keys on the same medium as the data 
they protect. This is exactly like locking your 
front door and leaving the key in the lock. 
Once the signed kernel is compiled you should 
copy this key to a safe place (ie not anywhere 
on that system) and securely erase the 
original. Signing kernel modules is good, but 
the kernel itself could be poisoned so it allows 
rogue modules to be loaded. This can be 
worked around by booting a signed kernel 
from EFI, which, though beyond the scope of 
this article, is worth investigating.

Hashed and salted passwords on Linux 
are stored in the file /etc/shadow, which is 
only readable by root. If an attacker had 
sufficient resources then they could try and 
brute force these passwords, so that the 
credentials could be used to gain access to 
other systems. Any databases on a 
compromised machine are ripe for plundering 
– if the machine is holding personal 
information then this too can be used to gain 
access to other systems, or to carry out social 

engineering attacks. The attacker could  
move to lock you out of your machine, or  
just delete everything on it, but that would 
give the game away. 

There’s all manner of imaginative fun that 
an attacker can have with your box. Security 
researcher, Andrew Morris runs a honeypot (a 
setup designed to bait and monitor attacks) 
which recently saw an attacker try and co-opt 
one of its machine’s resources so that they 
could be provisioned and sold as VPSes (see 
http://morris.guru/huthos-the-totally-
100-legit-vps-provider). A common trick 
used to be to install a cryptocurrency mining 
daemon, although the rewards nowadays are 
negligible. However, a vulnerability in the 
DiskStation Manager (DSM) software that 
runs on Synology NAS devices led to 
thousands of them being turned into 
Dogecoin miners. It’s thought the attackers 
netted over $600,000 this way. Synology did 
issue a fix for DSM in February 2014, but the 
mass attack continued to generate revenue 
as many users didn’t apply it.

The Metasploit Framework provides  
an array of 
modules which 
enable pen 
(penetration) 
testing using 
already known 
vulnerabilities. 

For example, to search for CVE-listed 
vulnerabilities from last year use:
msf > search cve:2014

We might be interested in the Heartbleed 
bug (CVE-2014-0160):
msf > use auxiliary/scanner/ssl/openssl_
heartbleed
… > set RHOSTS targetmachine.com
… > set verbose true
… > exploit

If a Metasploit module exists for an exploit, 
then there’s a fair chance that said exploit is 
being used in the wild somewhere, so take the 

 If you don’t believe DdoS attacks are real www.digitalattackmap.com will prove you wrong.

time to test any modules that seem relevant.
We’ve mentioned 0-day exploits before, 

without really defining what they are.  
These are weaknesses which have not  
been disclosed either publicly or privately.  
By definition then, no fixes are available and 
all you can do is hope that you will never  
get bitten. In an ideal world anyone who 
discovered a 0-day would heed their moral 
obligation to responsibly disclose the issue  
to the appropriate project.

DayZ(ero)
Unfortunately, this won’t always happen – 
cyber criminals from various underground 
communities will pay top dollar for a handy 
0-day, and it’s unlikely that they’ll use this 
knowledge honourably. Perhaps more 
disturbingly, documents leaked by Ed 
Snowden show that governments (including 
the USA) are involved in purchasing and 
stockpiling these exploits. Facebook’s bug 
bounty and Chrome’s pwn2own contest 
provide good motivation for hackers to 
disclose their vulnerabilities responsibly, but 
many open source projects lack the resources 
to offer such financial incentives. In fact, 
many projects are barely able to support 
themselves: Werner Koch, citing fiscal 
pressures, came close to abandoning GPG, 
the only truly open source public key 
encryption client. Fortunately, he was bailed 
out by a grant from the Linux Foundation and 
also received, following a social media 
campaign, a generous sum in public 
donations. Thankfully, many developers 
working on high-exposure Linux projects are 
employed or sponsored by corporate entities.

This is merely a glance over the Linux 
security landscape. There are all many other 
checks you can do, many other defences you 
can employ, and, regrettably, many more 
ways your server can fall victim to an attack. 
Be vigilant, heed the advisories, and stay safe 
out there, friend. 

“In an ideal world anyone who 
discovered a 0-day would 
responsibly disclose the issue.”
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enable you to perform thorough security and network audits, 
recover passwords and diagnose problems in an isolated, 
portable environment.

The lab distro can be downloaded as an ISO file and  
burnt to a disc or installed on a USB flash drive. It functions 
as a live CD (which means it can be inserted into a computer 
and booted into Fedora without being installed). This solution 
offers high portability making it easy for someone to use it 
instantly on multiple devices that need security auditing, such 
as servers, workstations at the office and, of course, home 
computers. Once you boot into the distro from the live CD, 
you also have the option to install it to your hard disk if you 
desire. There’s an icon that prompts the user to install to the 
hard drive, and once you follow the installation steps the 
process is fairly simple.

In this tutorial we will cover the basics of how to use 
Fedora Security Lab’s most prominent tools, such as 
Wireshark, John the Ripper, Nmap and more. We strongly 
urge you not to limit yourself to the tools we cover, because 
there is much more to explore in this Linux distro.

Take a test drive
Once you boot up from the live CD the machine you’ll be 
logged into the Fedora operating system. The first thing you 
may notice after taking a peek around is that the desktop is 
quite barebones. Window animations are kept to a minimum 
and the clean and light Xfce environment keeps resource 
usage to a minimum. On the bottom there’s a dock with a few 
icons leading to the file explorer, terminal and a simple web 
browser. The top left-hand corner of the screen sports an 
Applications tab which reveals the whole suite of desktop, 
system, and security lab features and applications. The 
applications themselves are categorised into the following 
categories: code analysis, forensics, intrusion detection, 
network statistics, password tools, reconnaissance, VoIP, web 
applications testing and wireless. Some of the highlights 
include the popular Ettercap, Nmap and Medusa programs. 
As expected, the vast majority of the included programs are 
designed with security testing in mind, with little to no 
functionality outside of that area. A handful of productivity 
and web browsing applications have made the cut, but are 
just functional enough to accomplish any side tasks that may 
relate to the ultimate goal of security.

As you will see, this system is designed to run light and 
fast, which is useful when you’re trying to keep something 
portable yet effective. Even better, the read-write rootfs that 
forms the base of the live CD enables applications to be 

Fedora: Secure 
your desktop
Wondering how safe your home network is? Can Fedora’s security tools  
save the day in a suitably knight-like fashion?

W hen you want to address your security concerns, 
whether it be at home or in the office, it can be 
confusing knowing where to start. There are  

a myriad of options out which can leave you wondering if 
there’s a way to get everything you need in one package that 
you can deploy wherever needed. Enter the Fedora Security 
Lab, the all-in-one solution to all your problems.

First, what’s Fedora Security Lab? Fedora, as we all know, 
is a wonderful Linux distribution (distro) that was first 
developed by the community Fedora Project and sponsored 
by Red Hat. Now in a similar way to Debian blends, Fedora 
distributes custom variations of its distro called ‘labs’. (Fedora 
also supplies ‘spins’ that have different pre-configured 
desktop environments from the default, which is Gnome.) 
These are variations of the distro that are built targeting 
specific audiences and interests, such as design, education, 
gaming, robots and security.

The Fedora Security Lab distro is targeted at security 
professionals and anyone who wants to learn information 
security, test their network security or perform other digital 
security tasks. Even If you’re a home lab tinkerer, this 
software can be of use to you. The many tools provided 

You can download 
Security Lab from 
https://labs.
fedoraproject.
org using the 
direct download. 
If you prefer P2P, 
there’s the Fedora 
Torrents list, where 
you can download 
all of the Fedora 
spins and labs.

Quick
tip
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Resources
There are so many different programs in Security 
Lab that it would be difficult to cover them all in 
one document. Security Lab itself limits its 
documentation to the OS. If you’d like to learn 
more about the programs, most of them have 
their own documentations and tutorials that you 
can peruse to your heart’s content. 

Most of the programs covered here, such as 
Wireshark, Nmap, Ncrack, John, and Nwipe, have 
their own sites. Wireshark documentation can be 
found at www.wireshark.org and docs for Nmap, 

Ncrack, and Nwipe can all be found together on 
https://nmap.org, where you can find extensive 
information on how to use and understand the 
many different functions. You can also get a brief 
overview of the software itself and its major 
programs at https://labs.fedoraproject.org/
en/security. Information on john can be found 
at www.openwall.com/john. 

There are also several tutorials made by third-
party users on how to use these programs. One 
decent tutorial for beginners on Wireshark can 

be found at the George Mason University site 
(http://bit.ly/WireSharkTut). However, if  
you wish to learn more advanced features, the 
official Wireshark user guide at http://bit.ly/
WireSharkGuide is the most comprehensive 
guide to all of Wireshark’s tools and features  
as well as how to use them. A good basic  
guide to Nmap can be found at  
http://bit.ly/Nmap4Beginners. There are 
many more in addition to these out there just 
waiting to be found.

installed on the fly, directly onto the disc or thumb drive. 
This allows you to update and add to your portable security 
solution without the need to create a new disc every time  
a patch is released.

Moving on, let’s take a look at the many things you can 
do with this software. The first thing we would recommend 
checking out is the Applications tab on the top, which holds 
all of the security tools and applications

In the drop-down menu, you’ll find tabs leading to 
submenus for security lab tools and system tools. Under 
‘System’ you’ll find a host of terminal programs, almost all  
of which ask for a root password before you can run them. 
These programs range from chrootkit for running quick 
intrusion detection to code debugging tools and password 
crackers to network mapping tools. The Security Lab tab 
right above the System tab contains many of the same 
tools, but narrows the list down somewhat to mostly cover 
the security oriented programs and features. 

Packed with tools
Now let’s delve into a few of the features to understand how 
to use them. The first of the tools we’ll cover is a handy one 
called pwgen. This, as the title suggests, is a password 
generator. Once opened, it will ask for a root password, it  
will present you with a list of supported options and how to 
use them. These options include configuring a generated 
password to meet certain criteria, such as having at least 
one capital letter; at least one number or special character; 
or to not include certain types of characters at all. To 
generate passwords, eg, of 14 characters in length and  
with at least one capital letter, you would simply type the 
following  # pwgen –c 14  into the command prompt.  
This, as you’ll find, is a useful tool for creating randomised 
passwords that are secure and extremely difficult for  
anyone to guess. 

Moving on, the next tool to take a look at is the Disk 
scruber program (yes, only spelled with one ‘b'). This is 
another command-line tool that aids secure deletion of 
specific files from your hard disk. If you want something 
gone, forever, this is the program that will do that job. The 
program provides several options for wipe patterns, 
including the popular DoD and Gutmann wipe sequences, 
but the default setting is a NNSA 3-pass wipe. One rather 
important thing to note about the Disk scruber program is 
that it will not remove the actual file unless you specify that 
with a  -r  remove command option. Without this, it will 
simply clear the contents of the file and basically render  
it inoperable, although it will still exist in the filesystem.

Another similar program provided is Nwipe, which is 
capable to the popular Derik’s Boot and Nuke (DBAN). 
Nwipe is used to securely erase entire disks or partitions, 
and comes with three intermediary wiping options including 
a one-, three-, and eight-pass process. Although less precise 
than Disk scruber’s file wipe, it’s just as effective. 

The interface detects drives that are available on the 
system and shows the progress of the wipe in real time. To 
wipe a disk, you select the disk, select your deletion method 
and sit back and watch a movie (or drink a bucket of tea) 
because it will likely take a few hours depending on the size 
of the disk and the method of deletion.

Now imagine you’re a network admin tasked with the job 
of making sure your office network is safe and secure. At the 
top of your list is making sure that everyone has strong 
passwords. However, there are over 500 users on your 
company’s payroll and you don’t have time to check them 
all. One included program that can help with this is called 
Ncrack. This is a high-speed network authentication cracker, 
which means it’s designed to test all hosts and networking 
devices for poor passwords by attempting to crack them. 

It’s a great auditing tool for network administrators and 
security professionals, the caveat being that it’s no longer 
supported in deference to the more powerful and polished 

 The built-in password generator provides 100 randomly generated passwords 
for every query, giving you a lot of options to choose from.

In order to install 
the Security Lab to 
a USB flash drive, 
use a tool such 
as UNetbootin, 
(http://unetboot
in.github.io) 
which can create a 
bootable USB drive 
using an ISO file.

Quick
tip
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If you don’t find 
some of the 
features you’re 
looking for, try 
running an update 
using the yum 
update command. 
This will add many 
extra features and 
update existing 
ones to the most 
current version.

Quick
tip

Nmap Scripting Engine (NSE). Available in a command-line 
interface, much like other programs, it opens with a list of 
supported options. To test this program out, you can try using 
your passwd file in the etc directory.
# ncrack [OPTIONS] [TARGET]

Ncrack supports quite a number of protocols including 
FTP, SSH, HTTP, POP3, SMB, RDP and VNC, which makes it 
very flexible in a network environment.

Another similar tool is John (also known as John the 
Ripper), the brute-force password cracker of choice for many. 
John primarily sticks to two main modes of attack: The first 
being a ‘dictionary attack’ where it compares encrypted/
hashed wordlists from words found in a dictionary to the 
encrypted or hashed password. The  second mode is a brute-
force attack, where the program goes through all possible 
plain texts, hashing each one and comparing it to the 
password hash. This method can take much longer, but it’s 
more useful as the passwords are stronger and don’t contain 
any dictionary words. Its uniqueness compared to Ncrack is 
its focus on local password cracking rather than over the 
network. Using this password cracker is fairly simple, eg, 
we can try to crack the passwords in the /etc/passwd file 
that’s already located in the file system. Just type  # john /etc/
passwd  into the command prompt, which will give an output 
similar to this:
Loaded 1 password hash (descrypt, traditional crypt(3) [DES 
128/128 SSE2-16])

Press ‘q’ or Ctrl-C to abort, almost any other key for status
Warning: MaxLen = 13 is too large for the current hash type, 
reduced to 8
koe              (Test)
1g 0:00:00:01 3/3 0.7246g/s 769588p/s 769588c/s 769588C/s 
bia1388..sunshesa
Use the “--show” option to display all of the cracked 
passwords reliably
Session completed

As you can see, this output tells you that the password for 
the ‘Test’ user is ‘koe’. In the case where there are no existing 
passwords in a file, so  No password hashes loaded (see FAQ) 
will be displayed:

Security audit
One of the best applications that the Fedora Security Lab is 
bundled with is Nmap, which is a free and open-source utility 
for network discovery and security auditing. Its primary 
function is to discover hosts and services on a network to 
create a ‘map’ of the network. To accomplish this task, Nmap 
creates and sends packets to a target host and analyses the 
responses. A lot of system administrators also find it useful 
for tasks, such as network inventory, managing service 
upgrade modules and monitoring service uptime. With many 
built-in features, including port scanning, OS and hardware 
detection and scriptable interactions with the target, Nmap 
can be used in a variety of ways. It comes in both command-
line and GUI flavours, too. The GUI version is called Zenmap 
and provides a nice readable interface to scan addresses, 
analyse traffic and detect network anomalies. There are other 
GUI interfaces and web interfaces for controlling Nmap, but 

Other labs and spins
From here you may be wondering what other 
distros are available from Fedora. As we 
mentioned at the beginning of the tutorial, there 
are many other labs provided by Fedora for 
specific uses, eg for educational purposes, 
there’s the ‘Sugar On A Stick’ (SOAS) version of 
the Fedora distro, which provides a child-friendly 
graphical environment designed to be portable 
and live-bootable.

There are also labs aimed at Linux  
gaming, design, and scientific applications.  
The Fedora Games Lab comes bundled with  
a host of free Linux games form many different 
genres, while the Fedora Design Suite comes 
with various multimedia design tools to make 
your art forms come to life. Fedora Scientific  
Lab provides different tools for calculations, 
plotting and analysing data, such as GNU  

Octave and gnuplot. Details on these different 
spins as well as others can be found at 
 https://labs.fedoraproject.org.

Fedora also supplies different spins using 
alternative desktop environments, eg for both 
productivity and entertainment, there’s a KDE 
Plasma Desktop spin. Another spin includes 
Cinnamon, aimed at casual users. Get the full list 
here: https://spins.fedoraproject.org.

 The disk scruber application provides real-time updates on how a wipe is 
progressing. The speed of the wipe will depend on the size of the file.

 Nwipe cleans entire disks of any data and is one of the 
best secure deletion methods out there. It’s blue interface 
is strikingly similar to that of the popular DBAN. 
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this is the one included in this distro, and thus is the one we’ll 
discuss in this tutorial. When you open the program for the 
first time, you’ll notice that the interface is dominated by a 
window showing Nmap output with several other tabs. At the 
top there are boxes to enter commands, enter a target 
address and specify the type of scan to be conducted. In the 
target box, you can enter different network addresses for 
whatever you wish to audit. The output tabs will provide 
updates about what the scan finds, list ports and hosts and 
even provide a network topology.

If you prefer to use the command line interface, once 
opened it will display a long list of options that can be 
appended to commands to perform specific tasks, such as 
specify what type of scan to use. The typical command 
structure of Nmap commands is  # nmap [OPTIONS] 
[TARGET] . Where [OPTIONS] refers to the different 
parameter values you can set to customise the scan, and 
[TARGET] refers to the target network address that will be 
monitored. Try scanning something on your local network, 
such as your Wi-Fi router. For this scan, the target would be 
the IP address of your Wi-Fi router, 192.168.0.1, generating a 
command much like  # nmap 192.168.0.1 . You can also use a 
DNS name of your target host instead of an IP address.

This will initiate an intensive port scan of the IP address 
192.168.0.1 and detect ports and services that are open on 
your Wi-Fi router. You can also scan multiple IP addresses or 
subnets, by listing each address after the first with a space 
separating them in between. You can also scan multiple 
addresses either in a specific range or with a wildcard, eg: 
# nmap 192.168.1.1-20
# nmap 192.168.1.*
# nmap 192.168.1.0/24

If you are scanning a range of addresses, you can omit 
specific hosts using the  exclude  command and a comma  
( , ) in between each address that you want excluded, eg  
 # nmap 192.168.1.0/24 –exclude 192.168.1.4,192.168.1.35 .

Packet sniffing
The last piece of software that we will go over is the famed 
Wireshark. This is one of the best network protocol analysers 
available for free on the Linux platform. Wireshark enables 
you to see everything that’s happening on your network, 
down to the packets being sent and received. It supports a 
variety of protocols and capture file formats, making it 
versatile and comprehensive. When you open up Wireshark 
for the first time, you’ll be met with a welcome screen that will 

ask you which of the detected network interfaces you’d like to 
listen in on. Once you choose one, the GUI will switch to a 
three-panel display. The top panel will show colour-coded 
entries for every packet that Wireshark detects on the 
network. The second and third panels show detailed 
information on each of those packets, including packet size, 
arrival time, protocol type, where it’s from and the actual 
contents of the packet. To stop capturing packets, you just hit 
the ‘stop capture’ button on the top-left corner of the window. 
If your network doesn’t have much to inspect, the Wireshark 
wiki has you covered with downloadable sample files that you 
can load and inspect. On the top panel, you’ll notice there are 
many different packets highlighted in green, blue, or black/
red. By default, green indicates TCP (Transmission Control 
Protocol) traffic; dark blue is DNS traffic; light blue is UDP 
(User Datagram Protocol) traffic; and black or red identifies 
packets with problems, such as being delivered out of order. 
There are many packets, which creates the need for filters to 
narrow down your search. Above the list of packets, there’s a 
text bar/drop-down menu where you can choose a specific 
type of traffic that you would like to take a look at, eg, type  
 dns  and you’ll only see DNS packets. You can also create 
your own filters by clicking ‘Display Filters’ in the Analyze 
menu. You can also right-click a packet and follow the TCP 
stream, which will allow you to see the full conversation 
between the client and the server. The above is just a basic 
overview of what is possible with Wireshark.

The programs we selected only make up a fraction of the 
programs included in Fedora Security Lab, but they will 
provide you with a good introduction to the types of programs 
you’d find. As you can see from this brief overview, the 
possibilities are nearly endless. The sizeable arsenal of 
programs and functions packaged into the distro provide the 
user with many options to run their own security audits. As an 
OS that can both read and write on the fly, you create the 
option to not only keep your spin’s live CD up to date, but also 
customise it with your own programs and functions, just as 
you can do on any other distro. With its technical nature and 
dependence on advanced command-line security solutions, 
this distro may not be for everyone. However, with all its tools 
and services, lightweight resource usage and extreme 
portability, it’s perfect for both pros and tinkerers. 

 The password cracker John (the Ripper) provides many options for testing 
whether any of your colleagues are using insecure passwords.

 One of the most well-regarded security scanners and 
network mappers out there comes in many flavours, 
including Zenmap, which includes a GUI.
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mercifully rare (we haven’t had one with its own logo yet), and 
doubly so for the older long-term branches, they do happen 
and admins of affected systems must work out some means 
to apply fixes as soon as possible. More often than not, this 
involves late nights, caffeine and desperate appeals to various 
deities for a successful outcome. It would be nice then, if 
there was a mechanism by which security patches could be 
applied to a running kernel, so that bugs or vulnerabilities 
could be trounced without any interruption to service.

Dynamic kernel patching has been something of a holy 
grail for sysadmins. The technology has actually been around 
since 2008, through a system called Ksplice. This system was 
(and remains) licensed under the GPLv2, but its authors also 
provided, under the commercial aegis Ksplice Inc, paid-for 
tools to simplify the installation on various distros. Ksplice  
Inc was acquired by Oracle in 2011, and while Ksplice itself 
remains an open source kernel extension, its new owners 
don’t support anything other than Oracle Linux. So for 
anyone else, the dream of live kernel patching will have  
to be sought elsewhere.

It’s been a couple of years in the making, but with Linux 
4.0 this technology is, for all intents and purposes, here.  
It is known as Live Kernel Patching (livepatch) and is an 
amalgamation of two rival technologies: OpenSUSE’s  
kGraft and Redhat’s kpatch. Both of these projects rely  
on a kernel symbol  CONFIG_FTRACE  which provides 
function tracing, so the kernel is aware of which functions  
are being used at any given moment. Tracing is pivotal  
for both these systems since running processes need 

Kernel: Patch a 
running kernel
System critical security time: let’s show you the principles behind the most 
exciting feature of Kernel 4.0: live patching and how to give it a go yourself.

A pplying software updates in Linux very rarely 
demands that the user reboot. Generally all one 
needs to do is restart any applications or services 

affected by the upgrade, which more often than not can be 
done without impacting current operations. Compare this 
with, say, Microsoft Windows, where enforced (or at least 
annoyingly reminded) reboots are par for the course.  
There remains though, one very big exception: the kernel.

Installing a new kernel and modules won’t upset a running 
Linux system, but that is because they won’t get loaded until 
the next reboot. For desktop users rebooting is at worst  
a minor inconvenience, but for operators of mission critical 
systems, reboots often have to be scheduled well in advance. 
Indeed, even restarting services should not be done without 
due consideration for users and current workloads. For this 
reason sysadmins tend to be very conservative in regard to 
updating software, so that downtime is minimised and users 
don’t get angry.

But we’ve entered an age of vulnerabilities bearing 
contrived acronyms and stylish logos, so with increasing 
frequency security interests (rightfully) dictate that service  
is going to have to be interrupted. While kernel bugs are 

If you have the 
smarts to compile 
a 4.0 kernel, 
then enable the 
SAMPLE_LIVE_
PATCHING option. 
This will make a 
module livepatch-
sample.ko which, 
when loaded, will 
live patch /proc/
cmdline to display 
a message alerting 
you of its newly 
patched status.

Quick
tip

 Some prankster seems to have set up this mirror of 
kernel.org at http://imasheep.hurrdurr.org.
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to be worked around rather than stopped. Original versions  
of patched kernel functions still need to be available for  
things that were running pre-patching, since inconsistencies, 
crashes or tears could result otherwise. While both parent 
technologies, and indeed the resultant offspring, differ in their 
approaches, there is a common core. Suppose we wish to 
apply a patch to our currently running kernel. Just to be clear 
this is a plaintext patch, which applies to the source code of 
the kernel currently in use. The patching mechanism now 
compiles both the patched and unpatched kernel sources 
and compares them by examining the resulting binaries. It 
might seem odd to perform this analysis at the binary level, 
rather than the more readable source code level, but it turns 
out to be a much more robust way of working, since we need 
to know how the patch affects the finished product. Checks 
are carried out to see if patching can take place safely (ie the 
patch doesn’t exert too drastic changes) and if so the live 
patch is compiled as a kernel module. The module performs 
the required code redirection – updating old functions with 
jump instructions to the new ones.

Patch ‘n’ go
At this point, it’s worth being clear about what kind of patches 
can and cannot be applied live. A desktop user’s only 
experience with kernel updates might be limited to installing a 
package (usually called linux or linux-image) whenever it’s 
made available by their distribution (distro). Whether the 
package upgrades to a new major version (eg from 4.0 to 4.1) 
or applies some small security fix without changing versions, 
the package management approach is the same: A whole 
new kernel is installed and springs into life on reboot. Live 
patching is a different beast entirely: the old kernel remains  
in memory throughout and any new code is patched in 
through a kernel module. We’ll explain that process in more 
detail later, but the upshot is that only relatively minor kernel 
patches can be applied. Anything that introduces new/
different data structures or new kernel functions is not a 
viable candidate for dynamic patching. Thus kernel upgrades 
(even only minor version ones) are out of the question, but 
this was never the problem that patching intended to solve. 
Rather we want a mechanism for applying security fixes, 
which very rarely introduce new internal semantics.

The Kpatch approach waits until all function calls have 
stopped before swapping in the new update, whereas kGraft 
selectively redirects to old functions for currently running 
calls and new ones otherwise. Kpatch then is a little simpler, 
but then there is a delay waiting for function calls to finish. 
kGraft by comparison has to do some fairly high-stakes 

marshalling, deciding which ‘universe’ (old or new) each call is 
running in by performing a ‘reality check’ and mapping the 
appropriate functions. Even though kGraft does not introduce 
additional latencies, it may still take some time before all 
functions are replaced – there may be some long running 
processes which prevents update of any associated kernel 
functions. Livepatch, the now-official kernel solution, takes 
inspiration from both of these approaches and is compatible 
with the userspace tools for both. This is fortuitous since at 
the time of writing there are no livepatch userspace tools 
available, in fact live patching proper won’t be available for 
some time, only the rudiments of it made it into the 4.0 
kernel. More involved patches need to be tailored to suit the 
whims of the live patching system and currently architectures 
other than x86. But that’s okay, very few mainstream distros 
are using the kernel series anyway, and both Kpatch and 
kGraft work with older kernels.

We’re going to use Redhat’s kpatch tools to show you the 
process. These need to be compiled from source, and you’ll 
need to install some dependencies first. Besides the standard  
make and GCC you’ll also need tools for working with ELF 

Not the end of reboots
As live patching work progressed, many blogs 
and tech news sites started peddling stories 
promising that you’d never need to reboot your 
Linux box again. This is simply not true, and nor 
will it be anytime soon. Packages besides the 
kernel need reboots too: PID1 is sensitive so init 
system (eg Systemd) upgrades still necessitate a 
reboot. One can attempt to reload the whole 

process (eg  systemctl daemon-reexec  or even  

 kill 1 ) but this might just cause a kernel panic. 
Likewise, if you do a glibc upgrade then you 

might be able to get away with just restarting all 
affected services (which would be most of them), 
but it’s so ingrained that you’d probably be better 
off restarting. 

Graphics driver updates will certainly need a 
display manager restart (and possibly a restart if 
they’re using KMS) and even adding a user to a 
new group won’t take effect until that user logs in 
again. In the latter case, if the user wants to use 
their new group privileges in an X session, then 
they’ll need to start a new one (or use the lesser 

known  newgrp  command). For many people, 
restarting X is just as inconvenient as a full on 
reboot – you still have to close everything, wait a 
few seconds and then type in a password. As a 
sysadmin you probably won’t be worried about 
restarting the display manager, but you will be 
worried about restarting other services, and all 
the scheduling, wailing and gnashing of teeth 
that go therewith. So live kernel patching is no 
panacea for anyone irked by reboots, but that 
doesn’t make it any less useful.

 Red Hat’s 
kpatch tech 
stops the 
kernel so that 
everything is 
upgraded when 
its safe to do so.
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 OpenSUSE’s 
approach is more 
complicated, but 
reality checks 
ensure that 
everything is 
consistent even 
though there are 
no delays.

binaries and kernel debugging symbols. You’ll need plenty  
of disk space too – compiling two kernels will chew this up,  
so 15GB of free space is recommended. The exact package 
names, and to an extent the precise instructions, depend  
on what distro you are using, we’ll go with Ubuntu 14.04, but 
instructions for Debian, Redhat flavours and even Oracle 
Linux can be found at https://github.com/dynup/kpatch.

First install all the required dependencies:
$ sudo apt-get install make gcc libelf-dev dpkg-dev
$ sudo apt-get build-dep linux

Kpatch tools
You need the kernel debug symbols for the kernel you’re 
currently running, which requires you to add the ddebs 
repository. As root, create a file /etc/apt/sources.list.d/
ddebs.list with the following contents, replacing  trusty  with  
 utopic  or  vivid  if your using 14.10 or 15.04 respectively:
deb http://ddebs.ubuntu.com/ trusty main restricted universe 
multiverse
deb http://ddebs.ubuntu.com/ trusty-security main restricted 
universe multiverse
deb http://ddebs.ubuntu.com/ trusty-updates main restricted 
universe multiverse
deb http://ddebs.ubuntu.com/ trusty-proposed main 
restricted universe multiverse

We also need to add this repository’s key to the apt 
keyring and then update the package lists:
$ wget -Nq http://ddebs.ubuntu.com/dbgsym-release-key.asc 
-O- | sudo apt-key add -
$ sudo apt-get update

We can also install the kernel debugging symbols:
$ sudo apt-get install linux-image-$(uname -r)-dbgsym

Now we need to fetch and compile the Kpatch sources 
found on GitHub:
$ git clone https://github.com/dynup/kpatch.git
$ cd kpatch/
$ make
$ sudo make install

We also need a suitable patch to apply, here’s one that 

changes /proc/meminfo to display  VmallocChunk  in 
capitals instead. This is a trivial change which is summed up 
in the following patch, which you should save as ~/meminfo-
string.patch:
Index: src/fs/proc/meminfo.c
======================================
--- src.orig/fs/proc/meminfo.c
+++ src/fs/proc/meminfo.c
@@ -95,7 +95,7 @@
        “Committed_AS:   %8lu kB\n”
        “VmallocTotal:   %8lu kB\n”
        “VmallocUsed:    %8lu kB\n”
-       “VmallocChunk:   %8lu kB\n”
+       “VMALLOCCHUNK:   %8lu kB\n”
 #ifdef CONFIG_MEMORY_FAILURE

        “HardwareCorrupted: %5lu kB\n”
 #endif

This is tedious to transcribe (you need to use tabs to 
match the original file), so by all means make your own trivial 
patch or copy and paste from the Quick start section of the 
dynup GitHub repo. You can now begin the lengthy 
compilation process with:
$ kpatch-build -t vmlinux meminfo-string.patch

This will take a long time, so once the patch is checked 
(after ‘Building original kernel’ appears) you are safe to amble 
kitchenwards and prepare the first of what will likely be many 
cups of tea. Kpatch will download the appropriate kernel 
version to ~/.kpatch/src , so if your patch didn’t work you 
can make a new one from here using  diff  . Eventually you’ll 
see the cheery response:
Building patch module: kpatch-meminfo-string.ko
SUCCESS

The module will be built in the current directory, but you 
can’t load it with the usual insmod or modprobe tools,  so use:
$ sudo kpatch load kpatch-meminfo-string.ko

This will load the core and patch modules, so that now if 
you examine the relevant lines of /proc/meminfo you will 
see something like:
VmallocTotal:   34359738367 kB

Userspace per-process ‘new universe’ flags

Kernel  

reality_check

which universe 
are you 

coming from?

Kernel_func

heavy work

buggy_func();

buggy_func

fixed_func
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 With only a 
small amount of 
kernel fiddling, 
we managed to 
apply the patch 
on Mint 17.1.

VmallocUsed:       28348 kB
VMALLOCCHUNK:   34359700664 kB

Per our patch, there are capitals where once there was 
CamelCase. The kpatch tool allows us to manage which 
patches are available and active. Running  kpatch list  will 
confirm that our patch is loaded. We can also install it so that 
is added to the initrd image and loaded early next boot, which 
will be useful if a new kernel package is not available for some 
vulnerability against which you have just live-patched. If you 
decide the all caps is a bit much, then you can unload your 
patch with:
$ sudo kpatch unload kpatch-meminfo-string.ko

So that illustrates the theory, if you’re a hardened kernel 
hacker then why not try some more advanced kernel 
patching; see what works and what doesn’t. If you’re new to 
all this, don’t worry, it’s pretty crazy stuff and it’ll be a long 
time before end users have anything to gain from it.

New features, new bugs
Notwithstanding the numerical move from 3.19 to 4.0, there 
aren’t a whole lot of groundbreaking new features to write 
home about in the newest Linux kernel. The same was true of 
the move from 2.6 to 3.0; new numbers don’t necessarily 
mean new stuff, although lots of bugs are soundly crushed 
along the way. Certainly live patching is a big deal, and we’ve 
shown through our toy example that the technology is sound, 
but there remains a great deal of work to be done before this 
is ready for mainstream usage. There are some neat new 
features though:

 DAX (Direct Access, eXciting) This circumvents the 
unnecessary copying to kernel caches that’s required when 
dealing with non-volatile memory devices.

 Lazytime Unix systems have various different timestamps 
(atime, mtime) which are quite expensive to maintain. The 
relatime mount option is a workaround for minimising 
disruption, but it breaks some software. Lazytime keeps 
timestamps in the cache rather than writing them to disk, 
improving performance. (see an excellent article on LWN.net  
that explains it well http://bit.ly/IntroToLazytime)

 KASan (Kernel Address Sanitizer) This is a smart 
memory error detector that can find memory leaks and  
bugs faster than the existing kmemcheck.

 NFS Version 4.2 is now the default. Also debuting is 
Parallel NFS which separates data and metadata paths to 
improve scalability.

 Dm-crypt This is now much more scalable across multiple 
CPUs due to using an unbound work queue.

 Overlayfs Multiple lower layers are now supported for 
mounting several filesystems atop one another.

When Kernel 4.0 (codename ‘Hurr durr I’m a sheep') was 
released, Linus hinted that 4.1 would be a bigger release. 
Have a look at the box (Looking to the Future, above) to see 
what’s been approved for 4.1 and what might find its way  
into version 4.2.

At the time of writing, a data corruption bug in kernel 4.0 
(and the 4.1 release candidates) has just been confirmed 
which affects Ext4 RAID0 filesystems. It took some tracking 
down, but it was due to a regression introduced with a fix for  
a longstanding issue (since 3.14) which led to a miscalculation 
when RAID 0 deals with non-power-of-2 chunksizes. Reports 
of corruption surfaced soon after the release, but narrowing 
down the problem proved tricky. A fix has been included in 
4.0.3, though this will offer little consolation to those who 
have lost data. This is rather reminiscent of Ext4’s initial 
release in 2012, when sporadic reports of data corruption led 
to a furore over the filesystem’s stability. In that case most of 
the reported failure instances turned out to be false. 
A problem was discovered, but it only affected people using 
non-standard mount options in a variety of uncommon 
situations, including rebooting twice inside a small interval. 
Nobody wants bugs, especially not in what is the default 
filesystem for many a distro, and these ones serve to illustrate 
why one should exercise caution when exposing their 
sensitive data [you mean ‘bits’ - Ed] to brand new kernels. 
Regular backups, people. 

Look to the future
By the time you read this, kernel 4.1 will probably 
have been released and you will be jealous of 
your Arch-using friends for having these and 
other exciting new features. 

There are a lot of graphics-related updates, 
including GTX 750 firmware generation by 
Nouveau, support for Intel XenGT virtual 
graphics and vGEM (for accelerating Mesa 
software rasterisers), not to mention Radeon 
DisplayPort MST. We also have filesystem-level 
encryption for Ext4 (courtesy of Google who use 

Ext4 in Android), improved support for software 
RAID with parity (ie levels 5 and 6). There’s also 
improved ACPI support for new Intel Atom-
based SoCs and more work on the upcoming 
Skylake processors. Finally, the Flash-Friendly 
FileSystem (F2FS) gains a slew of fixes and  
a host of new features.

At the time of writing, the 4.2 merge window 
remains open, but so far we’ve got: Support for 
AMD VCE1 video encoding, as well as the new 
AMDGPU driver, which will be used by both 

proprietary and open source drivers. Kernel 4.2 
will also support the EFI system resource table, 
which means that people with UEFI systems  
can update their firmware (per the UEFI  
Capsule Update spec) from the comfort of  
their desktops. Speculating now, we might  
also expect to see KDBUS, an in-kernel 
implementation of the DBUS IPC system,  
which would offer improved security and 
performance. We might even see some more 
livepatch work – watch this space.

 171 



case carefully and disconnect your internal drives too. If the 
computer now boots to the splash screen, you can try 
reconnecting the internal drives and trying again; if you’re 
now able to boot to the login screen, shut down your PC and 
start reconnecting your external peripherals to see if the 
problem has cleared itself or can be targeted to a single 
device, in which case try a different cable, or go online and 
Google for known boot problems involving that device.

If you’re lucky, your motherboard will emit a series of 
beeps or flashing lights you can use – again by enlisting the 
help of the internet – to identify the likely problem. This may 
involve replacing a component or something more drastic.

If you’re able to get as far as your PC’s splash screen, but 
then your computer hangs or a ‘missing operating system’ 
error message appears, then first think back to any recent 
changes. If you’ve overclocked your PC, eg, you should now 
enter the system EFI or BIOS and look for the option to load 
fail-safe defaults. Try rebooting again.

If this fails, then the problem is likely to be with your hard 
drive, and so the first places to look are the MBR and Grub. 
If Grub isn’t set to automatically appear when your PC starts, 
try rebooting while holding the Shift key or tapping Esc to 
bring up the Grub boot menu to confirm it’s not able to even 
load itself. Jump to the Boot-Repair tool section once you’ve 
verified it’s nowhere to be found.

If Grub is able to load, but can’t find any bootable OS you’ll 
find yourself with a number of scenarios: you may be 
presented with a basic command prompt such as grub> or 
grub rescue>, which indicates one or more files required by 
Grub are missing or corrupt. You may get a specific error 
message or frozen splash screen, or you may just see Grub 

Ubuntu: Fix 
startup issues
Is it all broken? Discover how to resolve issues with non-booting PCs without 
having to reach for the panic button (or a hammer).

Start-up problems. That moment when – having 
expected yourself to be getting on with your day’s 
work or entertainment – you find yourself staring at  

a cryptic error message, or even worse, a blank screen. No 
matter how many times you press reset or restart, the same 
impenetrable barrier blocks your path. So, what can you do?

Start-up problems come in all shapes and sizes, and they 
can be difficult to track down. There are, however, some 
sound principles to use that will resolve many errors, and in 
this tutorial, we’re going to look at the tools and techniques 
required to troubleshoot most start-up problems. You should 
start by examining how the boot process works (see The Boot 
process box, p173). This reveals that the boot process can be 
split into three broad stages centred around the Grub 2 boot 
loader: pre-Grub, Grub and post-Grub. Knowing this allows 
you to focus your troubleshooting efforts based on where in 
the process the error or freeze occurs.

Let’s start at the beginning. You switch on your PC. 
If power comes on, but nothing else happens, chances are 
you’ve a hardware issue to sort – if you recently poked 
around the innards of your PC, then check everything is 
connected correctly. If not, unplug all external devices except 
your keyboard and try again. If this doesn’t work, open the 

 If you’re struggling to get the Boot-Repair tool disc to 
boot, experiment with the various fail-safe boot options.

Many Grub issues 
are caused when 
setting up a dual-
boot system with 
Windows. If your 
system refuses to 
recognise Linux 
after you’ve set it 
up, check out our 
multi-boot feature 
(p154) for more 
help and advice 
resolving these 
kinds of issues.

Quick
tip
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and nothing else, indicating it can’t even find the most basic 
information required to proceed.

If you press c you may be able to enter the Grub Terminal 
mode to perform basic checks and repairs – you can attempt 
to manually initiate the boot by pressing Ctrl+X or F10, eg, or 
use the  set  command to review current settings and change 
basic settings such as the graphics mode. Visit http://bit.ly/
Grub2Troubleshooting for a detailed guide to using Grub’s 
own troubleshooting tools, but remember that in most cases 
the simplest fix is to use the Boot-Repair tool.

If the Grub menu appears, then the issue may lie with its 
configuration file if things immediately grind to a halt after 
you select a menu option, but if Linux does start loading 
before grinding to a halt, the problem will lie with your 
operating system, in which case skip to the Post-Grub 
troubleshooting section (see p174).

Boot-Repair tool
If you’re struggling to fix Grub issues by hand, or there’s no 
sign of Grub on your system at all, then you’ll need to enlist 
the services of your rescue media and the Boot-Repair tool, 
which works with all Debian-based distros, including Ubuntu.

The Boot-Repair tool itself will launch automatically when 
you boot from a Boot-Repair tool disc, but if you’re unable to 
create it, but have access to a Linux installation disc, use that 

in a live environment instead, then grab the Boot-Repair tool 
using the following commands:
$ sudo add-apt-repository ppa:yannubuntu/boot-repair
$ sudo apt-get update
$ sudo apt-get install boot-repair
$ boot-repair

The Boot-Repair tool is focussed on those early boot 
problems caused by the hard drive’s boot sector, MBR and 
Grub. It basically provides a convenient and user-friendly 
graphical front-end to the tools required to fix many 
problems. The tool offers a ‘Recommended repair’ option that 
promises to fix most frequent problems, or you can click 
‘Advanced options’ to see what it can do and manually select 
specific fixes without getting your hands dirty in the Terminal. 
The step-by-step guide (see Tweak Boot-Repair tool Settings, 
p175) reveals what repairs and tweaks are possible, but note 
the tool is context-sensitive, and some options may be greyed 
out or missing depending on your setup.

The tool automatically generates a log of your system and 
what it attempts to do, which you can then share on the 
Ubuntu user forums if necessary. Before attempting any 
advanced tweaks on your own, it pays to try the 
recommended option first, then ask for help on the forums 
using the output logs generated – this will ensure you choose 
the right option and don’t cause more damage.

Non-Grub boot issues
Your rescue disc will also come in handy should you not even 
get as far as Grub loading. Once booted, verify the existence 
and state of your hard drive. Open the file manager and see if 
your partitions are visible and if you can access the files on 
them – this is a good time to back up any precious files 
before you proceed further.

If nothing shows up, check whether the hard drive has 
been detected by opening the Disks utility from your Ubuntu 
Live CD – if you’re using a Boot-Repair tool CD, you’ll need to 
install the gnome-disk-utility through the Synaptic Package 
Manager under System Tools. Once installed, open it via the 
Accessibility menu. The Disks tool lists all physically attached 
drives – if yours isn’t visible, you may find the drive has failed, 

 Give your hard drive the once-over when booting from 
your rescue disc to check it’s working as it should.

When you boot 
with your rescue 
media inserted 
your PC may 
automatically 
detect and boot 
from it; if it doesn’t, 
look for an option 
to bring up a boot 
menu when your 
PC starts (typically 
a key like F11) to 
select it manually. 
Failing that, enter 
the EFI or BIOS 
configuration to 
set it as the first 

Quick
tip

The Boot process
When you press your system’s power 
button, control is initially given to your 
PC’s EFI or BIOS, which starts its various 
components, performs basic diagnostics 
tests and attempts to find a bootable 
device, which is typically the first hard 
drive. Once located, the BIOS or EFI looks 
for the Master Boot Record (MBR) at the 
very beginning of the drive, which has a 
tiny program inside that loads the next 
stage of the boot loader, reading a file (eg 
e2fs_stage_1_5), which in turn is able to 
load the Grub boot loader. A ‘missing 
operating system’ error at this point 
means you need your rescue disc for 
diagnostics as something is missing – 
either in Grub, the MBR or the drive itself.

Once Grub loads successfully it reads a 
file called menu.lst, which contains the 

list of choices you see in the boot menu. 
Each entry basically identifies the drive, 
partition and file that contains the Linux 
kernel, plus RAM disk file used by the 
kernel as it boots. The entry will also 
contain any additional parameters 
passed to the kernel.

Control is now passed to the kernel, 
which attempts to mount the root file 
system. This is a key moment, and if it 
fails you may get a kernel panic, or things 
might grind to a halt. If successful, it’ll 
create a single process to run the /sbin/
upstart file (other distros use init) – if this 
goes wrong, you’ll get a panic, it may halt 
again or drop you into a root shell. At this 
point, upstart starts running scripts and 
upstart events to start other services and 
eventually bring you to the logon screen.

 The Grub menu’s appearance is a critical point in 
the boot process – if your system gets this far your 
recovery options are greater.
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System logs are a 
valuable source of 
troubleshooting 
information – and 
you can access 
these from the  
/var/log directory 
using your 
rescue disc’s file 
manager or nano 
in a shell. Look 
out in particular 
for syslog, and 
investigate the 
dmesg shell 
command too.

Quick
tip

in which case you’ll be reaching for your latest backup after 
shelling out for a drive replacement, or starting again from 
scratch with a fresh Ubuntu installation and new-found love of 
backing up your system. Assuming your drive does show up, 
select it from the left-hand menu where you can examine the 
partition table plus check its physical health via its SMART 
[Not all that smart – Ed] attributes. Don’t panic unless the 
drive is deemed on its last legs, but do focus your next check 
on the partitions themselves. If you run the Boot-Repair tool, 
its recommended settings will include a full disk check, but 
you can manually perform this check yourself using GParted, 
which is on both rescue discs.

GParted enables you to see how your partitions are 
arranged, as well as revealing which one is the boot. Right-
click this and verify Mount is greyed out before choosing 
‘Check to schedule a disk check using the fsck tool’. This will 
check for and attempt to repair any problems it finds as soon 
as you click ‘Apply’, but it’s important the partition isn’t 
mounted before the check is run. Also give it as long as it 
needs to complete – this could take hours or even days in 
some extreme cases, and cancelling or aborting will almost 
certainly corrupt the partition. Make sure the check is run on 
all partitions on the boot drive.

In most cases, assuming the drive isn’t physically 
damaged or corrupt beyond repair, running these tests 
should ensure you’re able to at least get Grub working again.

Post-Grub troubleshooting
If you find that Grub appears to be working fine, but your 
problems begin when you attempt to load Linux itself. 
Try switching to verbose mode during boot by pressing the 
Esc key to see if any clues appear in the messages that scroll 
past (or if it hangs at a certain point). Make a note of these 
and do a search online for them for more advice. If this 
doesn’t happen, hold Shift at boot to bring up the Grub menu 
if necessary, then select ‘Advanced options’ followed by 
‘(recovery mode)’, which will launch Ubuntu in a minimal 
state, plus mount the file system in read-only mode. If this is 
successful, after a succession of scrolling messages you 
should find yourself presented with the Recovery Menu, 
offering nine options.

The options are all pretty much self-explanatory – the 
clean option may be of use if your hard drive is full, which can 
cause boot problems. If your problems started because a 

package failed to install properly, then dpkg will repair it and 
hopefully get things working again.

The failsafeX option is a useful if you find yourself booting 
to a black screen or the graphical desktop doesn’t appear to 
be working correctly – it basically bypasses problems with 
your graphics drivers or X server to give you a failsafe 
graphics mode to troubleshoot your problem from.

We’ve touched on fsck already – this will check the drive 
for corrupt files, which can clear many errors, particularly if 
your PC crashed and has failed to boot since. The grub option 
isn’t relevant unless you’ve used Grub’s own recovery tools in 
place of the Boot-Repair tool to get this far in the boot 
process – selecting this will make your changes permanent.

Use the network option to re-enable networking, and the 
root option to drop to the shell prompt, allowing you to 
troubleshoot directly from there. If doing so, be sure to mount 
the file system in read/write mode using the following 
command:  mount -o remount,rw / 

You can also pass temporary kernel parameters to Ubuntu 
during the boot process, which may help in some scenarios. 
With your chosen operating system selected in Grub, press 
the e key to edit the kernel file. Scroll down to the line 
beginning  linux  – parameters are added to the end of this 
line after  quiet splash . You’ll need to make sure that you 
leave a space between each parameter. Once done, press 
Ctrl+x to boot with those parameters.

Note that any parameters you add here are temporary – 
in other words, they’re removed the next time you boot, so 
you can experiment until you find a solution that works, then 
– if necessary – make it permanent by editing the Grub 
configuration file (sudo nano /etc/default/grub).

Take a fail-safe backup
It may seem strange, but if you’re struggling  
with start-up issues, you should attempt to  
take a backup of your hard drive before you 
perform any repairs – this means if you mess 
things up completely you can always roll back 
your system to the state it was in when the start-
up problem first manifested itself.

Of course, if you’re diligent and you back up 
your system regularly, you could always simply 
roll things back now to a working state, although 
bear in mind there may be data loss involved if 
your home folder is on the same partition as 
your Linux installation (as is the case with 
default Ubuntu installs).

You’ll need a suitable backup device – 
typically a USB-connected hard drive – and  
a tool that takes a complete drive image of  
your system. The dd command-line tool can  
be used from both Ubuntu and Boot Repair  
Tool live CD environments, but the backup  
drive needs to be at least the same size – and 
preferably – a fair bit bigger than the drive  
you’re copying.

At the other end of the complexity scale is 
Redo Backup & Recovery. You’ll need a blank CD 
or DVD to burn its 261MB ISO file to, but it 
provides an easy to follow graphical UI. You’ll find 
it at www.redobackup.org.

Redo Backup & Recovery offers by far the 
simplest way to make a fail-safe backup of 
your whole hard drive.

 Ubuntu’s recovery mode lets you try various fixes when 
Grub works, but Ubuntu no longer wants to.
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You can also pass parameters from the live CD environment 
using the Boot-Repair tool using the ‘Add a kernel option’, 
which includes 15 common parameters that can help with 
troubleshooting. Examples of these include acpi=off, which 
disables the ACPI system that’s known to cause random 
reboots or system freezes on certain PCs, and nomodeset, 
which instructs Ubuntu to only load graphics drivers after the 
X environment has been loaded, and not before. These 
temporary parameters can be passed to your rescue disc too, 
in case you’re having problems getting that working. Press F6 
at the initial boot screen to choose from the options on show. 
For more information on specific parameters, do an online 
search for the parameter or visit http://bit.ly/
KernelParametersList for a complete list.

Repair install
There’s one last thing you can try from the Grub boot menu – 
if your kernel has been upgraded, it’s possible to boot using an 
older version of the kernel from the Advanced options screen 
under Grub. You’ll see each version of the kernel listed – try 
the previous version if you believe your boot problem is linked 
to the latest kernel. If this works, you can make the version 

you’ve used permanent by editing the Grub configuration file – 
the simplest way to do this is by using the Boot-Repair tool.

If things look particularly bleak, then you may have luck 
reinstalling Ubuntu over the top of itself. Boot from the Ubuntu 
Live CD and choose the option to ‘Install Ubuntu’ when 
prompted. When you get to the ‘Installation type’ screen  
you’ll be presented with a new option, pre-selected by default: 
‘Reinstall Ubuntu…’

This option basically reinstalls Ubuntu without touching  
your home folder or partition, which means not only should  
your documents and other files be preserved, but key settings 
and many programs may be left alone too. It’ll also leave entries  
in your boot menu alone, ensuring you won’t lose access to other 
operating systems.

What will be replaced are system-wide files, which will hopefully 
root out any corrupt ones and get your PC up and running again. 
Although it doesn’t affect your files, it’s still good practice to back 
up the drive – or at least your home folder or partition – before 
you begin.

To ensure you don’t lose anything from your system, make sure 
you recreate all user accounts with the same login and password, 
including – of course – your own during the install process. 

1  Main options
The first tab offers a convenient button for backing up your current 
partition table, boot sector and log – click this to copy this key 
information. It’s also where you can reinstall Grub, restore the MBR and 
choose whether to hide the Grub menu. If you think your filesystem is 
corrupt, tick ‘Repair file systems’ to have it checked and fixed.

2  Grub location
This tab allows you to specify which OS to boot by default in a multi-
boot setup. You can also choose to place Grub in its own separate  
/boot partition if you wish – typically this is only needed on 
encrypted disks, drives with LVM set up or some older PCs. The final 
option specifies which drive Grub itself will be placed (sda by default).

3  Grub options
This section opens with options for making sure Grub is updated to 
its latest version. There’s also three specific error fixes offered. You 
can also add new kernel options to the Grub menu here, or purge all 
previous kernels before reinstalling the last one. You may even see an 
option allowing you to edit the Grub configuration file directly.

4  Other tweaks
If the MBR options tab isn’t greyed out, use it to restore your MBR 
from a backup and choose which partition gets booted from it. The 
final Other options tab offers an opportunity for repairing Windows 
files (irrelevant in most cases) and provides options for pasting a 
summary of your settings online for reference.

Tweak Boot-Repair tool settings
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