
SPEED UP LinUx
#1 for Free Software

Is your 
free DVD 
mIssIng?
Speak to your

newsagent 
now!

tEStED: 4K UHD DESKtoPS

open education
Computing is back on  
the curriculum, it’s really 

exciting, I’m glad I’m part of it.
Clive Beal Linux is coming to a school near you p40

Also inside…
speech recognition

 How to control Linux with  
the power of your voice p24

multi-Pi power 
using python

 Distributed computing is 
easy when you know how!

Web servers
Inside Nginx 

 Fire up the next-gen 
optimised web server

Photo hosting
Lychee server

 Build your own web-
based photo management

Distro guide
Arch Linux

 The elegant and powerful 
rolling release distro

 start smarter with systemd
 go low-resource on old hardware 
 optimise your file system
 Improve app performance

Smart tweaks and hacks for a faster distro

+

Tu
xR

ad
ar

.c
om





Welcome

www.tuxradar.com September 2014 LXF188    3

We’re speeding up our computers. We asked our 
panel of experts how’d they turn their PC into a 
supercomputer?

Who we are

Neil Mohr Editor 
 neil.mohr@futurenet.com 

Supercomputer speed

What we do
 We support the open source community 

by providing a resource of information, and  
a forum for debate.

 We help all readers get more from Linux with our 
tutorials section – we’ve something for everyone!

 We license all the source code we print in our 
tutorials section under the GNU GPLv3.

 We give you the most accurate, unbiased and  
up-to-date information on all things Linux.

Linux is a fast operating system. In fact, we feel pretty 
safe saying it’s the fastest operating system. OK, so 
there are different metrics, but considering the world’s 

fastest supercomputer with a mere 3.1 million Intel Xeon 
processors runs Linux, we feel on very safe ground for at least 
one of those metrics. Almost as impressive is that 97% 
(Source: http://bit.ly/LXFsuper) of the world’s top-500 
supercomputers happen to run Linux. Check out the statistics 
yourself at www.top500.org, they’re really impressive.

It wasn’t always that way. Whizz back to 1998 when Linux 
was still clawing its way out of the primordial binary ooze and 
just a single supercomputer ran it. Jump forward six years and 
that figure had exploded to 291 of the top-500 supercomputers 
and Linux never looked back.

Now, I’m no expert (we could probably stop the sentence 
there) in supercomputers, but the benefits of a GNU/Linux OS 
apply as much to your home user as they do to supercomputer 
manufacturers. There’s no per-core licence to worry about – 
which becomes a big worry if you have 3.1 million processors to 
power. It’s designed to run on low-cost commodity hardware. 
It’s entirely scalable from powering a watch, up to 
supercomputers, and above all it’s open source. So the code 
can be easily tweaked, tailored and optimised for the system it’s 
running on with no issues.

And that’s what we’re doing this issue: highlighting the 
tweaks and tools you can use to speed up your system for a 
faster, smoother system. Some might shout “install Gentoo!” 
the fastest swimming of penguins, but you might like your 
current install and the awesome Mayank Sharma can show you 
how on page 32. We’re also turning the Pi into a supercomputer 
on page 84, offering a guide to the amazing Arch Linux on page 
48 and see how well Linux is prepared for next-gen 4K UHD 
displays on page 44. Along with the usual mix of server 
tutorials, unmissable GNU tools and cloud computing guides, 
it’s another essential issue of Linux Format magazine!

Welcome

#1 for Free Software

Subscribe today
See p30 for awesome deals

Jonni Bidwell
I still have the original Eee PC that has 
done me proud. In terms of boot/login 
time (to a lovely Fluxbox desktop) it is the 
fastest machine I’ve ever owned. The 
magic lies in the combination of an SSD 
and then stripping back the OS to the bare 
essentials. Copying your Firefox profile to 
RAM is a neat trick too.

David Hayward
Aside from spending more money than 
Mrs. Hayward would possibly ever allow me 
to, I’d have to download the digital copy of 
Johnny Depp from Transcendence and ask 
him nicely to set about creating me a 
quantum based monstrosity. However, 
knowing my luck, I’d end up with the 
slightly psychotic Jeff Fahey.

Andrew Mallettt
My system is running Ubuntu Trusty Tahr 
and to turn this into a supercomputer then, 
of course, we need a USB caffeine port that 
readily supplies hot and fresh ground 
Arabica life blood to me on demand. The 
CD tray is already perfectly moulded into a 
ring shape in readiness to deliver the 
jamiest doughnuts ever.

Les Pounder
To speed up Linux I would suggest the use 
of a neural net processor that is super-
conducting at room temperature… 
obviously. I’d also consider the possibility 
of integrating the idea into a series of 
bipedal, tracked or flight capable robots. 
I can only see blue ‘sky’ from this 
‘networked’ project.

Mayank Sharma
Pfft, an easy question for a change this 
month. I’d just wheel out my trusty 
teleporter, don a suitable leather long coat 
and time travel back to the 1970s with my 
quad-core laptop. I am sure Admiral 
Hooper would be quite impressed with my 
advanced hardware… Maybe I’d even get a 
ship named after me…
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Clive Beal on the open source ethos in education p40

There’s such potential 
now computing is 

back on the curriculum.
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from your 
system p32 
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Faster than the air-speed velocity of an unladen swallow (African).

Roundup:.Voice.
recognition.p24

 The ‘Big Momma’ is back and is 
packed with packages and scripts.
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This issUE: Raspberry Pi B+  Windows  X Window system  NsA  Terraria

“There’s plenty of life in Raspberry Pi 
1, and there’s still plenty of low-hanging 
fruit on the software side,” Pi architect 
Eben Upton told www.raspi.today. 
“We’re still finding system level 
components that we can optimise that 
deliver really meaningful amounts of 
performance uplift for the user.”

If you’re eager to get your hands on a 
truly new version of the Pi, then you’ll 
have to wait a long time. “We’ve talked 
about 2017 as a time that we could do a 
higher performance Pi, and I think that’s 
probably still the right time,” says Upton.

Pi users have put an enormous 
amount of pressure on the Foundation 
to upgrade the processor and memory 
– take a look at any forums and you’ll 
see all the requests for hardware 
upgrades. The Foundation, however, 
seems to be playing the long game and 
concentrating on improving the 
software, which will deliver huge benefits 
when the new hardware is unveiled.

RaspbeRRy pi

A Pi in the oven
The open source computer gets a much-needed redesign.

end of the year – so under-10s 
understand how to use it.

The Raspberry Pi has come in for 
criticism for its software, and despite its 
support for 1080p high-definition output 
via its HDMI output, it’s never been great 
for media. This isn’t necessarily the 
Foundation’s fault – the Pi was originally 

intended to be a low-cost educational 
machine rather than a fully-fledged 
computer. Additions to the Raspbian 
operating system include improved 3D 
capabilities, the addition of an HTML5 
browser and HD video. The updated 
version of Raspbian will be launched in 
the coming months, but there is a beta 
available on www.raspberrypi.org now.

 A new Raspberry Pi 
means you’ll have to 

buy a new case.

The Raspberry Pi has sold over 
three million units, it is being 
touted as part of schools’ 

curriculums, and has found its way into 
everything from home-made retro 
arcade machines to underwater 
research robots. It should come as no 
surprise, then, that the Raspberry Pi 
Foundation has big plans for its tiny but 
versatile open-source computer.

First up is the Raspberry Pi model 
B+ (see Reviews, p23). This version 
addresses the minor quibbles with the B 
model. The USB ports have been upped 
from two to four, and the GPIO contains 
40 pins, compared to the original’s 28, 
allowing you to link up more gewgaws 
and sensors. The device’s power 
consumption has been slashed from 
750mA to 650mA, and the composite 
video and 3.5mm audio output are now 
integrated to save space.

“We’ve already seen the board drive 
some amazing designs,” says Claire 
Doyle, global head of development at 
Raspberry Pi distributor element14. 
“But the B+ model opens up the 
opportunity to push the boundaries of 
complexity and innovation to make even 
bigger and better projects. It is also the 
board that can open up a whole new 
area of learning for young people.”

However, if you’ve just built a 
humanoid robot around the original B 
model, and said B model has just fried 
itself in a whirlwind of self-awareness, 
don’t worry: the new and old models will 
continue to be manufactured side-by-
side in Pencoed, South Wales. The 
Broadcom BCM2835 processor and 
512MB of RAM remain the same, too.

The Foundation says that the B+ will 
be the final iteration of the Raspberry Pi 
B, with the company focusing on 
improving its software library. It’s also 
creating that all-important add-in 
touchscreen – due to be released by the 

“There’s still plenty of 
low-hanging fruit on 
the software side.”
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Newsbytes

Microsoft gets real
Windows installed on 90% of PCs, but just 14% of all devices.

OpeRaTiNg sysTems

gUis

This year marks two important 30th 
birthdays: that of Matt Hanson, our 
deputy editor, and that of the X Window 

System. The X Window System was, at the time of 
Matt’s birth, a revolutionary piece of software that 
provided the basics for drawing and interacting 
with windows on a display device. Crucially, it was 
one of the very first pieces of truly useful software 
to be offered for free.

“Over these 30 years, X has come to be the 
base for Unix desktops everywhere,” wrote the 
X.Org Foundation. “With desktop environments 
such as Gnome, KDE, Xfce, Unity, Enlightenment, 
millions of users are using X as the underlying 
technology today.”

The fundamentals of the software have 
changed very little since its inception, and as a 
result its graphics rendering pipeline is a little 
archaic. It’s also picked up a lot of bloat through 
the years as a result of its promise not to break 
backwards-compatibility. (We could make a joke 
about Matt here, but we’re not that cruel.)

X Window’s likely successor, Wayland, strips 
this back to make use of the power of graphics 
chips and CPUs, which in turn makes it easier to 
develop and maintain. While it has already 
shipped on a few smartphones, there are still 
some holes that need to be plugged before it is 
ready for general desktop use. In the meantime, 
enjoy X Window – and Matt – while you can.

X marks the spot
The X Window System celebrates its 30th birthday. 

 Microsoft’s Kevin Turner eats humble pie.

Microsoft Windows may 
dominate the consumer 

computer market, but in 
supercomputers it’s a different story. 
According to the site http://Top500.
org, which tracks the world’s 
supercomputers, Linux is installed on 
97% of them – a rise of 2% on last 
year. Of the remainder, 2.4% run Unix, 
and just 0.4% – or two computers – 
run Windows. Top of the list is China’s 
Tianhe-2, also known as Milky Way 2. 
This machine is capable of running at 
a massive 33.86 petaflops per second 
on over three million cores – all 
running on Ubuntu, of course. We’re 
placing bets on the figure rising to 
100% in a few years.

Source code for the NSA’s 
XKeyscore data collection and 

analysis tool has revealed a surprising 
target for the security agency: Linux 
Journal. The code, leaked by German 
broadcaster ARD, reveals that the NSA 
considers the website to be an 
“extremist forum” and has flagged its 
users as “extremists.” Other searches 
that XKeyscore picks up on as 
extremist are ‘TAILs’, ‘linux’, ‘USB’ and 
‘CD’. Linux Format, fortunately, wasn’t 
mentioned as suspicious in the source 
code, so you’ve got nothing to worry 
about. Yet.

Excellent news for fans of 2D 
sandbox games: Terraria should 

soon be receiving an official Linux 
port. The game, which is a kind of 
flattened version of Minecraft, involves 
crafting, mining and sword-based 
combat. Terraria is already an 
enormous hit on its native Windows 
platform and it has so far been ported 
to PlayStation, Xbox, iOS and Android. 
Unfortunately, the Linux port is 
currently right at the bottom of the 
developer’s list, below even the Mac 
port. However, enterprising fans have 
unofficially managed to get Terraria 
running on Linux via MonoGame.

 Terraria: Minecraft for those who 
lack depth perception.

at Microsoft’s Worldwide Partner 
Conference in Washington, D.C., chief 
operating officer Kevin Turner delivered 

the usual rabble-rousing self-congratulatory 
speech, in which he proclaimed that the company 
still dominates the PC market with a 90% market 
share. It seemed like an impressive result until 
Turner revealed – while choking on humble pie – 
that Microsoft’s operating system is installed on 
just 14% of all devices worldwide.

“The reality is, the world’s shifted, the world’s 
evolved,” Turner said to the conference, which is 
used as an opportunity to analyse the ever-
changing IT market and discuss how Microsoft 
will move forwards. “We now measure ourself by 
total device space. We have a much bigger 
opportunity than we’ve ever had in the past to 
grow our business, but we have to rethink how we 
look at our business.”

While we haven’t been able to locate Turner’s 
exact figures, analysis by ABI Research found that 
a whopping 44% of mobile devices sold in Q1 
2014 were running Google’s Linux-derived 
Android operating system, while 10% were 
equipped with Apple’s iOS. The Android Open 
Source Project (AOSP), which has been used by 
companies, such as Amazon and Nokia, 
accounted for a further 13%. Just 3% of 
worldwide mobile devices were running Windows 
Phone.

Moving forwards, Microsoft intends to 
embrace its newfound underdog status and adopt 
what it terms a “Challenger Mindset.” It’s already 
doing this in some ways, creating Android and iOS 
apps and even released an AOSP-based Android 
smartphone – though it then subsequently 
canned it – via its recent acquisition Nokia.

At the same time, Microsoft has to keep an eye 
on its PC operating systems. Windows 8 was 
almost an unmitigated disaster, but the 
company’s huge installed base has seen it 
through. According to Net Applications, Linux 
currently resides on just 1.62% of desktop and 
laptop computers, but this number could increase 
when Steam’s operating system is finally released. 
This is a market where companies’ fortunes can 
change remarkably quickly.

Newsdesk
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bOdhi LiNUX 3.0

mageia 5 aLpha 2

ghOsTbsd 4.0

TaiLs 1.1

Hitting the mirrors
What’s behind the free software sofa?

As you read this the latest release of 
Bodhi Linux should have been 
available to download for a few days. 
Based on Ubuntu 14.04 LTS, 
it establishes the next strand of Bodhi 
for five years. It’s a delightful distro 
too, which uses Enlightenment and is 
designed to be light on the install and 
offers plenty of choice from an easy 
to use AppCenter. This is an ideal 
choice for a beginner using a low 
resource system.
http://www.bodhilinux.com

The final release for GhostBSD 
should be approaching release as you 
read this. Based on FreeBSD, 
GhostBSD is designed to be an easy 
to use variant of the super-secure 
operating system offering a familiar 
desktop environment. The new 
release is based on FreeBSD 10 and 
offers the Mate desktop, a switch to 
LibreOffice, new partition editor, a 
new network manager and Nano.
www.ghostbsd.org

The anonymising distro gets its 1.1 
release at the end of July – which 
means you can download it now – 
with a point upgrade not expected 
until September. The Tails 1.1 release is 
largely a catalogue of security fixes 
and bug fixes, limiting itself otherwise 
to minor improvements such as to the 
ISO upgrade and installer, and the 
Windows 8 camouflage. This is one to 
grab to keep your online privacy intact.
https://tails.boum.org

 Minimalism is a core design pillar 
of Bodhi Linux, and is rather good 
looking to boot.

 GhostBsD’s main project goals are 
freedom, openness, privacy, security, 
stability and usability.

If you’re a brave sort, then why not 
jump onboard what many consider to 
be one of the slickest Linux 
distributions available, as it builds up 
to a full Mageia 5 release in December 
of this year.

In the works for Mageia 5 is a 
move to btrfs as the default 
filesystem as it offers a host of high-

end features over even ext4. A new 
KDE desktop manager has also been 
developed, support for IPv6 and 
NetworkManager has also been 
added, a new Phonon VLC-based 
media backend to help multimedia 
handling and a switch to Samba 4 
complements things nicely.
http://www.mageia.org/en

Libre 
government

This month 
the UK 
Cabinet Office 
approved its 

recommendations for “Sharing or 
Collaborating with Government Documents” 
after an extensive public comment process. 
Thanks to all who participated in that. One 
vendor mailed their entire UK partner network 
(tens of thousands strong) to ask them to 
promote the OOXML standard. That standard, 
sadly only has a single implementation: the 
vendor’s own. This resulted in less than a 
handful of responses, which provided quite a 
contrast with the hundreds of individuals, 
companies and non-profits responding in 
support of the Open Document Format (ODF).

Positive policies
There are some great policies here: “The 
default format for saving government 
documents must be Open Document Format 
(ODF). Information should be shared in ODF 
version 1.2 (or later).” or “It must be possible for 
editable documents being created or worked 
on in a cloud environment to be exported in 
ODF.” These choices should have an extremely 
positive effect for all users.

This policy dovetails well with the Cabinet 
Office’s desire to promote choice and hence 
competition in the provision of software and 
services. In particular, enabling UK-based SMEs 
to provide government contracts. Collabora 
(whom I work for) provides ‘LibreOffice from 
Collabora’, an enterprise hardened edition that 
contributes everything back upstream to 
LibreOffice. My hope is that this accelerates the 
virtuous ecosystem cycle that helps 
development of LibreOffice for everyone. I’m 
looking forward to a more open, economical 
government that makes documents available 
at full fidelity on all platforms, with the Linux 
desktop as a tier one consumer alongside 
Windows and Mac – are you?

Comment

 Tails 1.1 has UEFi support, which 
will make the distro less of a 
headache to install on Windows PCs.

 Michael is a pseudo-engineer, semi-colon lover, 
SUSE LibreOffice hacker and amateur pundit.

Newsdesk
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Write to us at Linux Format, Future Publishing, 30 Monmouth Street, Bath BA1 2BW or lxf.letters@futurenet.com

 Set MBR straight
There were a lot of useful ideas 
in the Fix Ubuntu feature of 
LXF186 and I’ve tried some of 
them on my 14.04LTS/Windows 
8.1 dual-boot system.

Where I think some 
clarification is needed is on 
installing Ubuntu, especially in a 
dual-boot configuration with an 
EFI BIOS and GPT partitioning. 
The new GPT partitioning 
enables you to have up to 128 
partitions, all effectively 
‘primary’ partitions. So, before 
you start installing anything, 
change the BIOS setting to use 
EFI only, if you have that option. 
If you don’t, the Ubuntu installer 
will default to installing Grub 2 
on the MBR.

My limited experience has led 
me to believe that, on a new 
system with EFI BIOS, the best 
way to achieve a dual-boot with 
Grub 2 is to not use the legacy 
MBR installation. At one point I 
had Grub 2 on the MBR and it 
could only ‘see’ Ubuntu because 
Windows 8.1 was using EFI. 
There were ways of selecting 
which operating system to boot, 
but they were pretty messy.

Windows 8.1 is quite happy 
not to be the first operating 
system. I therefore installed 
Ubuntu first using the whole 
disk with automatic settings, 
then I resized and moved the 
partitions using a Gparted boot 
CD. Ubuntu created a special  

/boot/EFI partition of 500MB 
with FAT32 file system, which is 
(strangely) what EFI booting 
requires. Next, I installed 
Windows 8.1 with a separate 
data partition. Grub 2 picked up 
Windows 8.1, but it needed a bit 
of configuring to show the boot 
options and give you time to 
select the one you wanted. 
Installing Windows last has 
another advantage – Windows 
8.1 doesn’t make a Recovery 
partition. I don’t see much point 
to this because all of my data is 
kept in a separate partition from 
the Windows operating system.

I found that the Ubuntu 
installer was misleading. If you 
re-install Ubuntu and tell it to 
overwrite the existing OS, it 
removes everything from the 
hard disk, not just the previous 
Ubuntu installation.
Rory Morrisey
Neil says: We think you’re right, 
if you can demote Windows to a 
lower-order partition and enable 
your Linux distro to manage the 
Grub 2 bootloader then this, in 
general, makes life far easier. It’s 
also far simpler if you don’t mix 
and match your partition types, as 
you’ve pointed out. EFI as a 

 CrunchBang confusion: is this distro based on Arch Linux or Debian? 

shane_collinge@yahoo.comshane_collinge@yahoo.com

standard requires an initial FAT32 
formatted EFI System Partition or 
ESP as the first partition to hold 
the bootloader. As you’ve 
discovered, it can also store an 
entire OS or recovery system too. 
But you should always put your 
main OS on its own ext4 
formatted partition. Good work!

 Big bangs
I’ve dabbled with Linux on and 
off for a good few years now, but 
by no means consider myself to 
have the ability of most others. 
I’ve used SUSE, Mint (4!) and 
Mandrake. I recently purchased 
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Pluses and minuses

I
t is time I wrote to you again to thank 
you for the excellent work that you all 
do in putting Linux Format together 
every month. I really like the frank but 

kind way that you express yourselves with 
regards to the various products you review 
and compare. But may I also take a 
moment to ‘vote’ on what I like – and don’t 
like – in Linux Format?

I really enjoy the “Talking Heads” 
interviews with the movers and shakers of 
the industry. Many of these reveal why 
things are done the way they are. The same 
is true of many of the Also Inside articles, 
especially the ones that explain the 
background and/or history of projects as 
opposed to extremely technical articles.

I find your Reviews section very useful, 
as well as most of the Roundup and Hot 
Picks articles. Many of your feature articles, 
such as Star Distros and Beat the NSA, 
usually get read in full. I have picked up a 
great deal of useful tips in the Answers 
section at the back, and I always read the 
majority of Newsdesk, Mailserver, Michael 

Meeks’ column, and the opening column of 
Chris Brown’s Administeria.

I used to be a hobbyist programmer 
years ago, but life does not permit me to do 
so anymore. Therefore, I never read the 
various tutorials featured in the back of the 
magazine, and I don’t look at the Coding 
Academy articles.

If I could get your magazine online for 
less, I would. Print subscription rates here 
in Canada are very high, while broadband is 
readily available and affordable.

Again, my thanks to you for producing 
what I consider to be the best general Linux 
magazine on the planet!
Frank Billington, Calgary, Canada
Neil says: Hi Frank, thanks for the high 
praise! It’s great to hear you enjoy the 
majority of Linux Format, as it means we’re 
hitting the sweet spot in most of the 
magazine for you. It certainly sounds like you 
enjoy reading ‘about’ Linux rather than the 
time-consuming practical areas. Magazines 
are always a balancing act and it’d be nearly 
impossible to please all of the people, all of 

the time. Now who’s said that before? In 
terms of cost, the digital version of LXF is 
30% cheaper than the print edition. Bearing 
in mind that it still has all the same 
production costs – staff, writers, art and 
offices (there’s a lot of tea drinking around 
here), and then there’s the 30% charge 
Google and Apple impose on us – we think 
it’s a reasonable price for a 68,000 word 
magazine. Another way of thinking about it, is 
it’s just 5p per page or 136 words per penny!

 The digital version of LXF costs 5p per 
page. The same price as five penny sweets!

a cheap netbook, and so I ran 
Lubuntu for about a month 
before trying out CrunchBang. 
Funnily enough, at the same 
time I noticed LXF186 for sale 
complete with a low resource 
distro article and CD. 

However, I’m a little bit 
confused by the article written 
by Marco Fioretti. He says that 
CrunchBang and Manjaro are 
both Arch Linux spin-offs, but I 
thought CrunchBang was based 
on Debian? I also thought that 
ArchBang was based on Arch, 
hence the name. Is there any 

chance you could clear this up 
for me, please?
Alex Vanags
Neil says: Busted! You’re 
absolutely right: we think that 
Marco had been burning the 
midnight oil to get the Roundup 
finished and got these points 
entirely wrong. CrunchBang is 
Debian-based and ArchBang is 
Arch-based.

 Multi distros
I have a store-built PC with an 
Intel Core 2 Duo processor and 
4GB RAM. It came with Windows 

bootloader was not configured 
properly! You need to configure 
it manually.'

I tried changing up the 
installation, and now I cannot 
even access Windows. I admit to 
being a 28-year user of Windows 
and I’m a fair newbie with Linux. 
I think I set up more than one 
bootloader on more than one 
drive. However, I do not know 
how to boot into any of my OSes 
at this point, and do not have 
the command-line skills to undo 
whatever I have done. I also have 
no idea how to get rid of distros 
after I have experimented with 
them and decided to move to 
another. HELP!
Bob Nealon, Chicago, USA
Neil says: Bob, not meaning to be 
flippant, but sometimes less is 
more. That’s quite the Heath 
Robinson construction of a 
bootloader you have there and I 
hate to say it, it was likely going to 
end in disaster. You’re not the first 
and won’t be the last to break 
their Grub bootloader, so of 
course there are a range of rescue 

Vista, and has two internal hard 
drives along with three external 
USB hard drives. I added Ubuntu 
13.04 to the second hard drive 
and Mint 15 to an external hard 
drive. I was adding Mint 16 to the 
second external hard drive when 
I developed problems. I couldn’t 
use any of the Linux OSes and 
kept getting error messages – 
which I foolishly did not record. 
Then, when I tried to reinstall to 
see if that would give me a 
usable bootloader, I got the 
message: 'Installation error [as 
superuser]. Warning: the Grub 

Letter of the month
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Write to us
Do you have a burning Linux-
related issue you want to discuss? 
Want to let us know what inventive 
uses you’ve been finding for your 
Raspberry Pi, or suggest future 
content for the magazine? Write 
to us at Linux Format, Future 
Publishing, 30 Monmouth Street, 
Bath BA1 2BW, or email us at 
lxf.letters@futurenet.com. 

free PGP replacement) source 
code and picked my way through 
it. No backdoors that I could see.

I suggest that everybody 
should use such a trusted email 
encryption software to send an 
encrypted image of their cat, to 
a friend, every single day. If 
enough people were to do this, 
then the NSA/GCHQ would 
overload its own decryption 
servers as it tried to decode a 
zillion cat pictures.

Thanks for a great magazine. 
Have you published a really 
elementary article on how to use 
email encryption?
Peter Clark, North London
Neil says: We find the position of 
the security forces to be 
misguided at best, and damaging 
in reality. Even storing ‘just’ 
metadata helps prevent nothing. 
Post-incident, any data could have 
been rapidly gathered through 
existing legal frameworks. Oddly 
enough, we don’t seem to have 
run anything specific on using 
GNU Privacy Guard at all. You can 
read our NSA feature in LXF182 
for a few email encryption 
suggestions and we’ll look at 
GnuPG and similar options in a 
future issue. LXF

best way to start is to pick up a 
solid second-hand Android phone 
– such as the HTC Desire – on 
eBay and use it as a testbed for 
your rooting skills. Bricked devices 
usually only occur if you overwrite 
the bootloader incorrectly, so 
carefully read the instructions 
before proceeding.

 Lab love
I had a Dell Netbook with 
Windows XP. A hacker attacked 
while I was watching a live 
stream and completely 
destroyed the system. I switched 
over to Linux for security 
purposes, and that’s how I found 
the wonderful world of open 
source software.

When I first started I went to 
the local GNU/Linux lab. I got a 
lot of help there, and without 
this it would have been 
impossible for me, as an 
amateur, to run Ubuntu. I think 
the open source community 
should be encouraged to open 
GNU/Linux labs everywhere, in 
every city and in every town.
Bill
Neil says: In the utopian future, all 
will run and praise GNU/Linux! I 
think that if you look hard enough, 
you will find that Linux User 
Groups or LUGs are pretty 
common – but if there’s not one 
near you, start your own! If 
anything, it can be a good excuse 
to meet up in a local pub with 
some like-minded people.

 Feline revenge
Following the recent problem 
with NSA/GCHQ mass 
electronic surveillance data 
mining, I downloaded the Debian 
GnuPG2 (GNU Privacy Guard – a 

want a local UPnP server install. 
We’d therefore suggest you look at 
either Plex (https://plex.tv/
downloads) or Serviio (http://
serviio.org/download). Plex ties 
in beautifully to mobile devices, 
while Serviio is an excellent 
general UPnP server. We use both.

 Bricking it
I really enjoy reading your 
magazine to keep me up to date 
with all the latest news about 
Linux. I think this question will 
be in some way related to Linux 
as I hear that Android is based 
on Linux, or the other way round.

On the Subscribe Now pages, 
I recently saw a picture of an 
article you did on the 
CyanogenMod Android ROM. 
I would love to know more about 
it and maybe even try it myself. 
Are the chances of me bricking 
my phone quite high? I really 
don’t want to lose access to my 
phone and do not want to risk 
having to pay out again for 
another contract and phone.
Jack Wooderson
Matt says: We’re big fans of 
CyanogenMod, as well as the huge 
range of ROMs available for 
Android devices. They can give a 
new lease of life to your phone or 
tablet by making it faster, 
improving its battery life and 
adding cool and useful features.

Rooting phones has become 
easier than ever before, though, 
and the one-click method used by 
CyanogenMod makes the process 
painless for nervous novices. That 
said, there is an incredibly small 
chance that you’ll “brick it”, and 
the phone will basically turn into a 
very expensive paperweight. The 

tools out there. We’d suggest you 
start with Rescatux over at  
www.supergrubdisk.org and on 
the disc this month. Hopefully that 
can restore things for you.

 Media server
I have been a subscriber of your 
magazine for some time now 
and a full-time Linux user for 
nearly six years. I would never 
dream of going back to Windows, 
although my wife won’t change 
and I have to fix her Windows 8.1 
netbook whenever something 
goes wrong!

However, Linux can be 
frustrating at times. I’ve often 
found myself following 
instructions and something goes 
wrong, but the instructions just 
continue onwards because 
whoever wrote them didn’t 
encounter the same problem.

Case in point: I am currently 
using Mint 16 with Cinnamon 
and I think it’s superb. I want to 
set up a media server on my PC 
so I can access it remotely to 
stream my music and video, but 
don’t want to lose access to my 
PC, so the likes of XBMC are out. 
All the information I can find 
points to setting up a dedicated 
multimedia server, but I don’t 
have the room or the inclination. 
Is it possible? Can you help?
Joe Birch
Neil says: We can certainly 
understand your predicament. 
Most tutorials we run assume you 
want to be – or will be – running a 
dedicated media server. We’re 
planning to run this type of feature 
later this year, but we’ll ensure it 
covers how to use it on a general 
system too. It sounds like you 

 Emailing encrypted cat pictures could bring down government 
snooping programs, according to Peter Clark.

 CyanogenMod is one of our favourite Android ROMs, and its 
installation is easier than ever before.

https://plex.tv/downloads
https://plex.tv/downloads
http://serviio.org/download
http://serviio.org/download
www.supergrubdisk.org
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R ecently, I had the chance to 
speak to James Mitchell, who 
started his own Raspberry Jam 

in Berlin. Here is his report:
“Berlin has an impressive list of 

events such as JavaScript workshops 
and Hackathons, but I found that we 
were lacking a regular meetup for the 
Raspberry Pi. After pushing some ideas 
around and contacting other group 
organisers, I knew I would have to get 
on with setting up a Jam. Using Twitter, 
I  secured help to find a venue, decided 
on the subject of the talks and found 
sponsors for the Jam.

“At the Jam, I started off by 
introducing the Raspberry Pi, then 
explained the Foundation’s mission and 
gave a short guide to 
getting started. This 
seemed perfect as several 
people in the group were 
new to the microcomputer.

“After the talks, we ate 
some cake, Pops my wife 
had made. Everyone then 
enjoyed using the 
Raspberry Pis at the back 
of the room, with a 
selection of add-on boards 
and other components.

The Jam keeps spreading
Taking a look at the Raspberry Jams on offer.

 Lots of eager Pi users joined the very first  
Berlin Raspberry Jam.

Community events news

“Prior to the Jam, I had created a 
series of printed and laminated activity 
cards, containing instructions on how to 
install the many add-on boards that 
were on offer. Each card also contained 
one simple example of how to use the 
add-on board. I measured the success 
of my Jam on the use of the activity 
cards from all levels of attendees. 

“A Raspberry Jam attracts users of 
all ages and levels, and it was great fun 
to help those new to the Raspberry Pi 
take their first steps. And to top it all off, 
I finally got to attend a Raspberry Jam!”

Well done to James for starting up 
his own Raspberry Jam. It’s an amazing 
achievement, and we hope it leads to 
many more. LXF

Find and join a LUG
  Bristol and Bath LUG Meet on the 4th 

Saturday of each month at the Knights Templar (near 
Temple Meads Station) at 12:30pm until 4pm.  
www.bristol.lug.org.uk

  Blackpool Makerspace Meet every Saturday, 
10am to 2pm. PC Recycler, 29 Ripon Road, FY1 4DY.  
http://blackpool.lug.org.uk

  Lincoln LUG Meet on the third Wednesday of 
the month at 7pm, Lincoln Bowl, Washingborough 
Road, Lincoln, LN4 1EF.  
www.lincoln.lug.org.uk

  Liverpool LUG Meet on the first Wednesday of 
the month from 7pm onwards at the Liverpool Social 
Centre on Bold Street, Liverpool, L1 4HY.  
http://liv.lug.org.uk/wiki

  Hull LUG Meet on alternating 1st Tuesday or 1st 
Thursday every month. Check for venue.  
http://hulllug.org

  Manchester Hackspace Open night every 
Wednesday at their space at 42 Edge St, in the 
Northern Quarter of Manchester.  
http://hacman.org.uk

  Surrey & Hampshire Hackspace  
Meet weekly each Thursday from 6:30pm at Games 
Galaxy in Farnborough.  
www.sh-hackspace.org.uk

  Tyneside LUG Meet from 12pm, first Saturday 
of the month at the Discovery Museum, Blandford 
Square, Newcastle, NE1 4JA.  
www.tyneside.lug.org.uk

Cambridge Raspberry Jam
Cambridge is the home of the 
Raspberry Pi and at the monthly 
CamJam you will see famous 
faces from the Foundation in 
attendance. CamJam is a big 
event with delegates travelling 

from far and wide to take part in 
the talks and workshops on offer. 
At the most recent CamJam the 
team launched their new Edu Kit, 
with profits being returned to 
CamJam to help continue their 
great work. Head over to the 
CamJam website for more 
information on their next event.
http://camjam.me/camjam

Manchester Raspberry Jam
Manchester is where the UK’s 
first Raspberry Jam event took 
place. It was started by Ben 

Nuttall, who is now part of the 
Raspberry Pi Foundation. The 
Manchester Jam is now in the 
safe hands of Jack Kelly, who has 
done an amazing job of bringing 
together all levels of Pi users for 
workshops and talks. This event 
also sees the latest projects from 
Andrew Robinson (PiFace), Dave 
Jones (PiCamera) and Simon 
Walters (ScratchGPIO). If you are 
a Pi user in the Manchester area, 
then it will pay dividends to take 
part in this great event.  
http://mcrraspjam.org.uk

Southend Raspberry Jam
Southend Linux User Group is 
running its third Southend 
Raspberry Jam on 16 August, 
and it’s going to be a corker. They 
will be running workshops on the 
most popular aspects of the Pi, 
Scratch, Sonic Pi and Python, 
plus sessions covering media 
centres, web development and 
robotics. All levels of user are 
welcome, and there will be some 
Pis available on the day. Check 
out the website for more info.
http://soslug.org

The intrepid Les Pounder brings you the latest community and LUG news.

United Linux!
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T
he Linux Format massive 
made its annual pilgrimage to 
the leafy suburbs of Portland, 

Oregon, nestled snugly under the 
shadow of the Rocky Mountains, 
to attend the mass open source 
beer tasting extravaganza that is 
O’Reilly OSCON, less often called the 
Open Source Convention. Year in, 
year out for 15 years O’Reilly has 
been drawing in the open source 
experts and enthusiasts to wax 
lyrical about the latest projects and 
passions in the open source world 
and we were there too. Meeting, 
greeting, interviewing and 
photographing exciting and excited 
OSCON attendees. We’ll be running 
these interviews over the remaining 
year and into 2015, so keep your 
eyes peeled for insights from movers 
and shakers like Mozilla, Docker, 
Arduino, Red Hat, CentOS, GitHub, 
PayPal, Nginx and more!

More Pi!
Talking of Red Hat we’ve finally got 
our hands on review code for Red 
Hat 7 (see p16). This is big news in 
Linux land, though very much on the 
server side of the fence. The update 
draws in cutting-edge features from 
Fedora and will feedback into 
CentOS down the line, including its 
in-place upgrade feature, which is a 
very handy development.

We’ve also had time to play with 
the latest iteration of the Raspberry 
Pi dubbed the Model B+ (see p23). 
This is a solid update to the existing 
Model B providing much needed 
extra USB ports, more GPIO pins and 
a cool reduction in power. Turn the 
page to read up on this and more…
matthew.hanson@futurenet.com

Matt Hanson 
braved the Us airport 
security checks and 
has been living it up in 
Portland, oregon.

Our pick of this month’s releases:

Voice recognition p24

all the latest software and hardware reviewed and rated by our experts

World of OS

 Opera Developer 24  Raspberry Pi Model B+

FreeSpeech

Simon

Julius

Speech-App

Palaver

The best-known speech 
recognition apps have been 
slow to arrive on Linux, but 
there are some excellent native 
Linux packages available. We 
put five top options to the test.

RHEL 7....................... .16
We test the latest release of Red Hat 
Enterprise Linux, a landmark for 
both enterprise and desktop users 
with welcome features such as in-
place upgrades.

KaOS 2014.06............ 18
An independent distro that focuses 
on elegance, functionality and the 
quality of the user experience.

MakuluLinux 6.0....... 19
A different distro which aims to offer 
‘a whole world of possibilities’, along 
with lots of handy post-install scripts.

HP 255 G1.................. 20
A budget Ubuntu laptop from the big 
boys, but is it a no-frills winner?

Opera  
Developer 24.............. 21
This version for developers and early 
adopters brings the latest Opera 
browser features to Linux, including 
Stash, Speed Dial and Opera Turbo.

Intel Core i7  
4790K..........................22
Intel’s latest top-end processor is  
the first 4GHz CPU from Intel in a 
decade, and runs cooler too, but is  
it an upgrade contender?

Raspberry Pi  
Model B+....................23
There are more ports and more  
pins on the GPIO, but does the 
redesigned Model B+ deliver what 
you were all asking for?

 RHEL 7 will have server 
admins jumping for joy.

 the return to Linux for opera; less of the fat 
warblers and more fat features.

 Who ate all the Pis? It might have been  
Les Pounder, as he certainly loves them.
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Reviews Linux distribution

In brief...
 The premier 

enterprise-grade 
distribution that 
money can buy. 
See also: SUSE 
Linux Enterprise 
Server.

it has been included in Fedora for 
several years now. Another major 
change is the kernel. You won’t be able 
to install the distro on older 32-bit 
machines anymore, RHEL 7 now only 
supports 64-bit architectures including 
Intel x86-64, PowerPC and IBM’s s390. 

The default file system on the new 
release aligns with Red Hat’s push for 
64-bit. XFS is a 64-bit journaling file 
system and one of its strengths is 

T he release of a new Red Hat 
Enterprise Linux is always an 
important milestone, both for 

enterprise and desktop Linux users. 
The distro is inarguably the most 
popular Enterprise Linux distro and has 
helped propel Red Hat to a billion dollar 
corporation. A new release usually 
helps chart the course of Linux in the 
enterprise, aided by numerous spins, 
such as CentOS, which are popular in 
their own right. For desktop users, a 
new RHEL release signals the maturity 
of existing open source technology.

The latest incarnation, RHEL 7, has 
been under development for quite 
some time and even spent over half a 
year in beta testing, during which it 
invited select customers to test and 
help refine specific capabilities.

In terms of features, RHEL 7 marks 
a departure from tradition. For one, 
the XFS filesystem will be the default 
instead of ext4. Other key components 
include the Systemd service manager 
and the Grub 2 bootloader with support 
for UEFI and a variety of platforms, 
including the PowerPC architecture.

The previous major RHEL release 
used the Upstart init daemon, which 
has now been replaced with Systemd. 
Red Hat has sanded down the rough 
edges in the new service manager, since 

improved performance (especially for 
larger files) and enhanced file system 
throughput on multiprocessor systems. 
According to Red Hat, XFS can support 
file systems up to 500TB. It enables 
users to defragment and expand a 
mounted, active file system and provide 
backup and restore facilities specific to 
the file system. The distro promotes the 
use of MariaDB, but supports 
PostgreSQL 9.2 as well.

Onwards and upwards
One major improvement in RHEL 7 that 
will boost its presence in multi-OS 
environments is the improved 
interoperability and integration with 
Microsoft Active Directory. RHEL 7 can 
now establish cross-realm trust with 
Microsoft Active Directory. This makes 
it possible for users with Active 
Directory credentials to access Linux 
resources without requiring additional 
identity authentication.

A new component called realmd 
handles the heavy lifting It’s a D-BUS 
service that discovers information 
about the domain automatically and 
takes the complexity out of the 

Mayank Sharma looks at the latest release of Red Hat's flagship distro to 
see what the big boys are up to and what it means for the rest of us.

Red Hat Enterprise 
Linux 7

 RHEL 7 includes popular desktop environments though these aren’t the 
preferred environment of a seasoned admin.

In-place upgrades
This has been a common request, and despite 
its limitations, will be appreciated by admins 
shifting the infrastructure to the new release.

Docker containers
Running apps in containers that use core Linux 
tech for resource management, process isolation 
security is the main selling point of this release.

Features at a glance
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6 and reinstall them on the upgraded 
RHEL 7 system manually.

The in-place upgrade process 
involves the new pre-upgrade assistant, 
which scans the installed systems 
and prepares a report of what can be 
upgraded in-place and what will have to 
be done manually. The report describes 
the issues and links to knowledgebase 
articles in the Red Hat Customer Portal. 
It also identifies existing user-modified 
configuration files and includes details 
of those that will be changed.

Red Hat is using fancy adjectives to 
highlight RHEL 7’s ability to run across 
different platforms. It can work on 
bare metal servers, inside virtual 
machines, and as OpenStack-based 
Infrastructure-as-a-Service (IaaS) and 
Platform-as-a-Service (PaaS) clouds. 
The distro still relies on Kernel Virtual 
Machine (KVM) for virtualisation, but 
also debuts new container technology.

Converged
Linux containers are one of the big 
highlights for this release. They provide 
sandboxing technology to run individual 
apps in a secure container environment, 
isolated from other apps running on the 
same host. The containers are useful 
for running multiple copies of an app in 
isolation that need to share the 
environment and computing resources.

Here, the biggest addition to RHEL 7 
is the integration of Docker – the app-
virtualisation technology that’s gaining 
fans in enterprises worldwide. It offers 
open source tools that enable users to 
package an app in a virtual container 
that can be deployed across multiple 

configuration process required to join 
in. The service works with Microsoft 
Active Directory and Red Hat Enterprise 
Linux Identity Management.

Even admins who perform 
automated installations via kickstart 
files can integrate new machines into 
Active Directory domains automatically. 
Admins can create kickstart files that 
don’t require admin credentials, then 
the installed system can join a domain 
with a one-time password.

Another feature that’ll be welcomed 
by users is in-place upgrades. The RHEL 
7 release is the first to offer a way of 
upgrading to the latest version without 
removing the existing operating system. 
However, the method does have some 
caveats. It can only be used to upgrade 
64-bit RHEL 6 installations on Intel 
platforms (x86-64), although upgrades 
for PowerPC and s390x architectures 
are planned for future releases. 

Furthermore, the upgrade process 
handles a limited number of package 
groups including Minimal, Base, Web 
Server, File Server, DHCP Server and 
Print Server. Upgrades of other groups 
and packages aren’t supported, so 
you’ll have to uninstall these from RHEL 

Linux servers. While it's similar to 
hypervisor virtualisation, a Docker 
container is more lightweight as it does 
not require a full OS to be created like a 
typical virtual machine, and instead 
shares part of the host OS. A major 
benefit of this approach is that it 
enables users to move their Docker-
ised apps from one platform such as a 
container on bare-metal to another 
platform such as a virtual machine 
without much fuss.

A typical Docker container uses 
elements of the Linux kernel to create a 
container for software apps that share 
the host OS, but gives each an isolated 
allocation of memory, storage, CPU and 
network. This means containers being 
quicker to create and launch than the 
hypervisorised solutions. Red Hat’s 
security engineer Dan Walsh says the 
company has used Docker to run up to 
1,000 Apache services off a single node.

In addition to providing installable 
packages for Docker, Red Hat also 
plans to host certified Docker images 
that can be deployed on RHEL 7. 
Currently, the repository only hosts one 
image for the base RHEL 7 server.

RHEL 7 includes tools from the 
OpenLMI project that enable admins 
to manage both physical and virtual 
servers. You can use these to configure, 
manage and monitor hardware, OS 
and system services. There’s a new 
hardware event reporting mechanism 
(HERM) that reports events in a single 
location and in a sequential timeline, 
and RHEL 7 also allows real-time 
migration of VMs from RHEL 6 to the 
new release without taking them offline.

The RHEL 7 release offers several 
reasons for existing RHEL users to 
upgrade and makes a genuine effort 
to make the switch effortless. However, 
the company will release a maintenance 
release for existing users of RHEL 6 who 
aren’t planning to switch right away. LXF

Verdict

Features 9/10
Performance 9/10
Ease of use 6/10
Value for money 7/10

Red Hat Enterprise Linux 7

 Essential for existing users, RHEL 7 
offers enough to pull in enterprise 
users hesitating over a subscription.

Rating 8/10

Developer: Red Hat
Web: www.redhat.com
Licence: GPL and proprietary

RHEL 7, CentOS and Fedora
Several projects take the GPL-
licensed source code of RHEL, 
strip it off the Red Hat branding 
and compile them into a distro. 
The most popular enterprise-
centric distro based on RHEL is 
CentOS, which also apes the 
release versions of its parent and 
is now in its seventh iteration.

While RHEL 7 will fuel CentOS 
7, there are a few differences 
between the projects. CentOS is 
releasing a CentOS Plus kernel, 
which provides features that are 

disabled in the main kernel, and 
includes patches to fix known 
issues. Unlike RHEL, CentOS 7 
will also be available on 
installable live media. While the 
initial CentOS 7 release will 
target 64-bit machines as well 
(another departure from RHEL 
7), the CentOS project has plans 
for an i686 release as well. 

The RHEL 7 release has no 
impact on the other Red Hat-
sponsored project, Fedora. That’s 
because RHEL 7 is full of tech 

that’s already been seen in 
Fedora, which is used by Red Hat 
as an incubator for new ideas. 

According to ex-Fedora project 
leader Robyn Bergeron, RHEL 7 
is largely based on Fedora 19, 
with bits from Fedora 20. Some 
of the key components in RHEL 7 
that have already shipped with 
Fedora include the Systemd 
service manager, which debuted 
in Fedora 15, and the hub-and-
spoke Anaconda installer that 
first appeared in Fedora 18.

“Another feature that 
users will welcome is 
in-place upgrades.”

 CentOS users 
will be able to 
get new software 
that’s available 
to Fedora users, 
while keeping the 
stability of RHEL.
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In brief...
 Proof that 

building a distro 
from scratch 
can yield some 
truly spectacular 
results.

over Clementine, and Gstreamer 0.10 
has been phased out in favour of 
Gstreamer 1.0.

Limited guidance
The installer has been built from 
scratch and is reasonably fluid. There’s 
a generally good set of introductory and 
installation documentation, which will 
walk the newer user through the setup 
process, and even the setting up and 
creation of drive partitions.

Once KaOS is installed though, 
the documentation appears to stop 
abruptly, which can be quite daunting 
for a new user. A few simple guides to 
updating and installing programs would 
be a nice addition to the desktop.

KaOS is certainly a stylish distro. 
There’s a nice, soft grey backdrop with 
abstract dashes of colour splashed 
throughout that gives the desktop a 
pleasantly clean and clear feel. The 
system fonts are large, easy to read 
and kind on the old eyes. It’s a fresh, 
fairly nippy and responsive system 
that’s uncluttered and light, although 
it’s not the fastest at booting up or in 
operation, and it does require more 
available system resources than the 
bog standard distribution. It does look 
good while it’s doing it.

However, there is the underlying 
issue that out of the box it’s not going to 
be the best desktop for day-to-day use. 
Granted, not many distros are, but due 
to some of the limitations inherent to 

KaOS is a newly designed distro 
that focuses on elegance and 
functionality, with a sleek feel 

that sets it apart from the norm.
The 2014.06 release is a lean KDE 

and Qt toolkit distro crafted from 
scratch, with a rolling release schedule 
and a repository full of bespoke content. 
The emphasis is on quality rather than 
quantity, but there’s plenty to get you 
up and running, with a focus on near-
to cutting-edge version releases. KDE 
4.13.2, Linux kernel 3.14.6, glibc 2.19, 
system 212 and kmod 17 are all recent, 
with an additional X.Org Server 1.15.1, 
Qt 4.8.6 and the QtWebkit 2.3.3.

In terms of packages, you’ll find 
the latest version of the Q-based web 
browser QupZilla, and the simple yet 
powerful Octopi as the Pacman 4.1.2 
GUI front-end, as well as KDE Telepathy 
and Kdenlive, with Calligra 2.8.3 leading 
the way in terms of office-based 
applications. It’s enough to make this 
an interesting alternative to the more 
popular and widely used distros.

Naturally, some GTK programs are 
also available, so the likes of Firefox 29, 
Chromium, the Flash plugin and Gimp 
2.8.10 make an appearance, but are 
limited due to the slim approach 
adopted for the KaOS repositories.

Those of you who have used KaOS 
in the past will be happy to learn that 
this version contains many bug fixes, 
changes and improvements over the 
previous incarnations. Media abilities 
have been improved with ffmpeg2 
integration and the inclusion of Amarok 

the distro itself, and the repositories, 
we can’t help worrying that KaOS may 
become a little too niche as opposed to 
being a stylish alternative to the bigger 
names' releases.

We’re not saying the developers 
should chuck any old program in the 
ISO and have done with it, but a more 
rounded or familiar default set of 
packages wouldn’t go amiss, along with 
some beginner-friendly custom scripts 
as we’ve seen in several modern distros.

Overall, KaOS 2014.06 is a desktop 
and OS experience for the Linux 
connoisseur. It’s a clever build, and one 
that requires savouring rather than 
gulping down and formatting at the 
drop of a hat. It has its peculiarities, 
yes, but these are moments of sheer 
pleasure alongside them.  LXF

David Hayward investigates an interesting independently-built distro that 
focuses on the quality of the user experience rather than extreme content.

KaOS 2014.06

 With some minor tweaks the effect is stunning, but it’s not for older machines.

Features 8/10
Performance 7/10
Ease of use 7/10
Documentation 6/10

KaOS 2014.06

 A stylish distro that should be 
savoured like a fine wine, but there’s 
still plenty of room for improvement.

Rating 7/10

Developer: Anke Boersma, et al
Web: http://kaosx.us
Licence: GPL

A fresher Pacman
Octopi, the GUI front-end 
to Pacman, is lightweight 
but exceedingly powerful 
in its operation.

Features at a glance

Custom installer
The custom built installer 
is rather good, and 
emphasises the style and 
quality of the product.
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In brief...
 An easy to use 

Debian-based 
distro focused on 
stability, speed 
and style with 
plenty of out-of-
the-box packages.

recommended software’ are there to 
ease you into the distro whether you’re 
new to Linux or not.

Package-packed
For the most part, the scripts run 
perfectly; the only issue we experienced 
when performing the post-install setup 
was the fact that our wired network 
card failed to start up. However, we feel 
this may well be an upstream Debian 
issue as opposed to something 
untoward within Makulu itself.

There are plenty of out-of-the-box 
packages available in Makulu to get 
your teeth into. PlayOnLinux makes a 
welcome appearance, as do Chromium, 
Handbrake and Gimp. However, there 
are also some odd default package 
selections –  particularly the Kingsoft 
Office suite as opposed to LibreOffice; 
Kmail is also the only email client, and 
Popcorn Time (with its accompanying 
legal minefield) and Deluge.

In addition, and as we previously 
mentioned, the PlayOnLinux package 
uses the patched version of Wine 
with full CMST support, so gaming 
performance is significantly improved. 
Couple this with a Steam client install, 
and you’ll have yourself a good looking, 
and very capable Linux gaming PC.

In terms of the stability and speed, 
we didn’t have any issues with Makulu. 
It ran suitably quickly, never froze or 
crashed on us unexpectedly, and it 
looked amazing as well.

T he popularity of MakuluLinux 
has been rising steadily recently 
thanks to the diligence of its 

main developer, Jacque Raymer.
Makulu means ‘big chief’ in Zulu, 

and the distro comes in a number of 
flavours: Mate, Xfce, Enlightenment and 
the newest version KDE. Each has its 
own unique desktop environment, but 
the core theme behind Makulu is the 
creation of a stable, speedy and 
enjoyable distro that’s loaded to the 
gunwales with packages.

 MakuluLinux doesn’t simply offer 
the end user a fancy desktop sat upon 
the standard build; it goes several steps 
further to offer a more rounded, easy 
to use and pleasurable experience. 
For example, when installing to the hard 
drive, you are given two choices: a 
‘Classic’ install routine, which asks the 
usual set of questions and allows you to 
configure the system to suit your own 
tastes with the help of Gparted. The 
other choice, a ‘New’ installation, limits 
the number of questions asked (other 
than the obvious username, password 
etc) and sorts out the hassles of 
Gparted for the uninitiated.

After that, the next phase that 
separates Makulu from the rest kicks 
into life. This involves some heavily 
adapted and customised scripts that 
give you a number of choices to 
configure the desktop. Options such as 
‘Change the root password’, ‘Set up the 
repository location’, ‘Check for system 
updates’, ‘Set up the dock manager’, 
‘Check for drivers’ and ‘Install additional 

The slogan for MakuluLinux is 
‘A whole world of possibilities’, and we’re 
inclined to agree with the developers in 
that respect. It’s a fun distro, with plenty 
going on and would make an ideal 
beginner’s choice as well as being just 
something a little different and fun for 
the more experienced user.

How long will it remain your main 
distro, though? Fun and packed full of 
programs it may be, but you can only 
digest so much before you feel the need 
for a distro that’s perhaps not quite as 
customised, or as heavily themed. 

That said, and from the point of 
view of a self-proclaimed distro junkie, 
MakuluLinux is a breath of fresh air and 
something new to get into. Give it a try 
– we’re sure you won’t be disappointed 
with the results. LXF

An interesting distro with an unusual style that will appeal to new and 
experienced Linux users alike. David Hayward checks it out.

MakuluLinux 6.0

 The MakuluLinux desktop is a thing of beauty, with a sense of fun.

Verdict

Features 8
Performance 8
Ease of use 8
Documentation 7

MakuluLinux KDE 6.0

 A very enjoyable distro, but  
there are some rather peculiar 
package choices out of the box.

Rating  8/10

Developer: Jacque Raymer, et al
Web: www.makululinux.com
Licence: GPL

Post-install scripts
These are certainly handy 
for the newer Linux user to 
help configure the desktop, 
and they work a treat.

Features at a glance

Packages
MakuluLinux supplies 
plenty of out-of-the-box 
packages, even if some are 
an odd choice.

Features
 Chromium

  Kingsoft Office

 Kmail

 PlayOnLinux

 Deluge

 GIMP

  Custom setup 
scripts
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resolution, which is still the de facto 
entry level, even on Apple models. 
Colour reproduction is solid, but the 
cheaper LED panel has poor viewing 
angles and a clear vertical gradient 
when displaying dark backgrounds.

The laptop uses a combined Ralink 
802.11n wireless and Bluetooth 4.0 
adaptor. We initially found it slow to 
connect and the single-antenna 
wireless was pretty slow in use. The 
Bluetooth worked well, connecting to 
our headphones with no issues at all.

Slowly does it
Powering everything is the interesting 
AMD DC E1-1500 processor. With two 
Bobcat cores running at 1,480MHz 
it’s not a powerful CPU; it only just 
outclasses the older Intel Atom D525 
and is around half the speed of the Intel 
Celeron 2955U used by many current 
Chromebooks. Another limiting factor is 
its single-channel memory bus, but it is 
at least 64-bit, so can take advantage of 
the 4GB of installed DDR3 memory.

A tiny bit more impressive (at least 
technically) is the Radeon HD 7310 GPU 
shoehorned into the processor. With 80 
Radeon shaders it’s more capable than 
similarly-priced chips, but that’s not 
saying much in 2014 as it offers sub-
budget performance. What does that 
mean? You can’t play Amnesia: The 

It’s rare to have a Linux desktop 
system to talk about, and even rarer 
to have a dedicated laptop, but here 

we have an HP model with Ubuntu pre-
installed by default. It’s even sporting 
a little Ubuntu sticker. As you can see 
from the price (a penny under £220), 
this is clearly a budget machine. That’s 
not necessarily a bad thing though, and 
we think it’s aimed at businesses or 
schools rather than home Linux users. 

First impressions are good. While it’s 
not going to win any awards for design, 
the plastic body is reasonably solid. 
We imagine it might scuff easily though, 
and its hinges could do with being a 
little more robust. On the plus side, it 
comes with an old-school laptop bag.

Running it for the first time takes 
you through the usual Ubuntu setup 
process. Oddly it doesn’t prompt to 
connect to a wireless network, so it’ll be 
unable to download updates unless you 
step in and connect it yourself. Once 
booted you’ll find an utterly vanilla 
Ubuntu 12.04 LTS install. After testing, 
we ran the in-place 14.04 LTS upgrade 
(not official until the 14.10 point release 
is out). It went smoothly, but lost the 
touchpad, Ethernet and Bluetooth 
drivers along the way.

The keyboard is solid and responsive 
with no give. HP hasn’t tried anything 
clever, and there’s even a Windows key 
to remind you how lucky you are to use 
Linux. The touchpad is responsive, and 
the buttons offer a firm click in use. 
A set of tiny lights provide power, HDD, 
network and wireless activity status. 

Our main criticism here is with the 
display. We’re happy with the 1,366x768 

Dark Descent and don’t even think 
about Metro: Last Light. 

In general use the laptop was pretty 
damn snappy, despite our concerns 
over the weak processor. It ran quietly, 
even under load, and felt pleasantly 
responsive. The 750GB drive is 
partitioned with recovery, main and 
swap partitions, but there’s ample 
space here. We should also note that 
the BIOS-selected recovery partition 
worked flawlessly. The battery is mid-
range at 4,300mAh, and with our non-
scientific general testing it lasted three 
hours and 30 minutes. That’s nothing to 
write home about, but it does suspend 
and sleep without issue. LXF

A budget Ubuntu-equipped laptop from big boy HP that even Neil Mohr 
could afford – but with performance like this, would he actually want to?

HP 255 G1

Features 7/10
Performance 4/10
Ease of use 9/10
Value 9/10

HP 255 G1

 A solid Ubuntu laptop, but without 
the ambition or speed to recommend  
it over a new Chromebook.

Rating 7/10

Developer: HP
Web: http://bit.ly/LXFhp255
Price: £220

In brief...
 A low-cost,  

low-power laptop 
that comes with 
Ubuntu 12.04 LTS 
pre-installed. Ideal 
for business and 
education, but 
you might want to 
consider the HP 
Chromebook 11 
or the Dell 
Chromebook.

Specs
 AMD dual-core 

E1-1500 1.48GHz

 4GB DDR3

 750GB HDD

 Display: 15.6-
inch, 1,366x768

 Graphics: AMD 
Radeon HD 7310

 OS: Ubuntu 
12.04 LTS

 Network: 
Gigabit, 802.11n

 Optical: DVD+/-
RW drive

 Extras: 
Webcam, 
Bluetooth 4 + HS

 Ports: VGA, 
HDMI, 3x USB,  
SD slot

Compare at a glance
Benchmark Zbox  

Nano
NUC  

DC33217
NUC  

D54250
HP 225 

G1

Blowfish* 4.726 5.846 4.725 17.2

Cyptohash** 327.085 246.524 326.134 38.168

Fibonacci* 1.669 2.552 1.587 6.025

N-Queens* 7.346 6.438 5.082 25.684

FFT* 1.011 1.581 0.992 8.743

Raytracing* 6.202 7.826 6.198 16.658

* Lower is better ** Higher is better

 A plain look for a budget laptop, at least it comes with an Ubuntu sticker.
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In brief...
 Opera is a 

complete, slick 
and fast browser. 
It can help you 
use the internet 
more efficiently, 
even if some 
constraints are a 
bit frustrating for 
Linux users.

Enter. We call it a dashboard because it 
can also host dynamic content, such as 
email notifications, via Extensions. 

Speed Dial sports a non-removable, 
in-your-face Google search bar. You may 
use a different search engine by default, 
but only in the top search/address bar. 
You can also only use those approved 
by Opera, which are Amazon, Bing, 
Yahoo! and Wikipedia. Apparently, this is 
done to prevent malware from rerouting 
your search queries to rogue servers. 
In practice, you can add other search 
engines, but to use them you must 
remember to first type their shortcut 
into the search/address bar. 

Speed surfer 
When in Turbo mode, the browser asks 
the Opera servers to send it 
compressed copies of the pages you 
want to see. Opera says this may load 
pages “up to five times faster than other 
browsers”. However, secure URLs 
(https) will always be accessed directly 
to avoid routing sensitive data through 
those same servers.

The Discover tab looks a lot like a 
Tumblr blog of recommended web 
content. Looks aside, the real difference 
between Discover and an RSS reader is 
the ‘recommended’ part. You can select 
countries of interest and avoid seeing 
whole categories, but you can’t modify 
the predefined lists of news sources in 
any way.

O pera Developer is the version 
of the Opera browser that’s 
aimed at developers and early 

adopters. In June 2014, Opera returned 
to Linux with the Chromium-based  
Developer 24. Naturally, we downloaded 
it immediately. At the time of writing, 
the Linux version was available only as a 
Deb package “tested on 64-bit Ubuntu 
with Unity or Gnome Shell”, so we tried 
it out on Ubuntu 14.04. 

We found a clean, intuitive interface 
that was responsive with 1-2GB of RAM. 
Placing the cursor over the title of a tab 
popped up a preview of its content that 
was big enough to check for changes 
without having to leave the page. 

There is also an importer of 
bookmarks and contacts from Explorer, 
Outlook and Firefox, while ‘rocker’ 
gestures allow you to move quickly back 
and forth between pages. The official 
extensions include privacy managers, 
Gmail and Evernote integrated front-
ends, QR generators and widgets for 
Speed Dial (described below). Adequate 
documentation is available online. 

Here, we will focus on Discover, 
Stash, Speed Dial and Opera Turbo. 

Stash is for pages that must remain 
readily available for whatever purpose, 
but not forever. Right-click anywhere on 
a page and select Add to Stash. You can 
remove it whenever you like. The 
magnifying glass icon in the top-right 
corner opens the real reason for the 
existence of Stash – it’s a search 
function that scans the metadata of all 
those pages, including descriptions and 
tags embedded in their HTML source. 

Speed Dial is a dashboard that 
enables you to arrange clickable, 
dynamic previews of important 
websites. It’s called Speed Dial because 
you can open any of those thumbnails 
by just typing its number and pressing 

For Linux users, Opera Developer 24 
has some constraints. First, it may not 
be usable outside Ubuntu. Then there is 
the unchangeable nature of some parts. 
The default Speed Dial, with that 
mandatory Google box right over a 
parade of logos, smacks of those 
warnings that the internet may become 
like cable TV without net neutrality. The 
fixed sources list of Discover is even 
worse, but being ‘forced’ to rediscover 
certain opinions may not be a 
completely bad thing. 

For many uses, Opera Developer 24 
is at least equal to Firefox or Chrome, 
and often faster. Besides, Stash is great. 
A local search engine that is restricted 
to pages that are relevant for you at any 
given moment? Perfect.  LXF

Marco Fioretti tries out a cool internet browser that has returned  
to the Linux kernel for the first time since July 2013.

Opera Developer 24

 Stash offers the pages that are important for you now, in one searchable list.

 Opera Speed 
Dial has a 
number of 
default search 
engines. In 
practice, it is 
possible to use 
other ones. 

Verdict

Features 9/10
Performance 9/10
Ease of use 8/10
Documentation 8/10

Opera Developer 24

 This is a cool browser. If you like its 
choices of supported distributions, 
news and search engines, give it a try.

Rating 9/10

Developer: Opera Software
Web: www.opera.com
Licence: Freeware
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In brief...
 Intel’s latest 

processor offers 
improvements over 
its predecessor, 
but it’s not a huge 
jump. We’ll need to 
wait for Intel’s new 
Broadwell chip 
technology for a 
significant boost.

the original 
material, which 
seemed to essentially just 
be a dab of Bostik. 

Stopgap solution
By now, the Haswell architecture was 
meant to have been superseded by 
the Broadwell tick in Intel’s tick-tock 
production principle. The 14nm die-
shrink of the Haswell microarchitecture 
has been delayed multiple times, most 
recently being pushed back from a 
September launch to a release in late 
November or early December. Despite 
holding up working Broadwell silicon at 
IDF last year, Intel’s CEO then had to 
admit a month later a ‘defect density 
issue’ had shifted production back, and 
it seems to have been slipping ever 
since. Intel needed to plug the gap, and 
so we have the Devil’s Canyon chips 
to ease the pain of having to wait for 
proper new CPUs. And they do, too.

The improved TIM has made the 
new chip almost 10ºC cooler under 
load. We tested both chips in the same 
board, with the same voltage and 
clockspeed dialled in, and the Devil’s 
Canyon chip sat at a relatively chilly 
62ºC while the 4770K was a toastier 
71ºC. At stock speeds then, the 
4790K is hitting overclocked Haswell 
performance without the added heat.

We are slightly disappointed by 
the overclocking performance of our 
engineering sample of the 4790K. 
We were hoping the extra TIM and 
power components might offer a hefty 
amount of headroom, especially with 
rumours of 5GHz on-air floating around. 
Intel remains confident that retail chips 
will be able to hit such heights, but our 

The king is dead. Long live the 
king. That always seems to be 
the way of things when Intel 

releases a new, high-end K-series 
processor. You get a new ruling chip 
that’s slightly younger and a bit more 
dynamic, but almost identical to the 
original in most other ways.

The new Core i7 4790K could be a 
slightly different beast though. Instead 
of the now-traditional 100MHz clock 
speed bump, we’ve got a hefty 500MHz 
boost, making this the first 4GHz CPU 
from Intel since the cancelled single-
core Pentium 4 a decade ago.

This Hyperthreaded quad-core, with 
its eight threads of processing grunt, is 
the most advanced CPU silicon around 
right now. While the base clock of 4GHz 
is impressive, Intel is still sticking to 
its Turbo mode guns, so it’s actually 
capable of regularly hitting 4.4GHz on 
all cores when fully loaded. That’s an 
extremely impressive feat.

How has Intel achieved it? Much of it 
is due to the fact that most 4770K chips 
were actually capable of hitting 4.4GHz 
anyway. All you had to do was knock the 
multiplier up to x44 in the BIOS and, 
generally speaking, you were good to 
go. But to guarantee that every one of 
the new 4790K chips would be 100% 
happy running at such a high clock 
speed, Intel has also re-engineered the 
CPU package.

The most integral thing it has done 
is to replace the thermal interface 
material (TIM). Intel is calling the new 
goo a next-gen polymer TIM, replacing 

4790K could manage 4.7GHz at best. 
That’s only some 100MHz quicker 
than the 4770K at its peak. And so a 
potentially very exciting new top-end 
K-series processor ends up the same 
as most of those that have preceded it: 
mostly impressive, but with a foam of 
disappointment resting gently on top. 
The i7 4790K is the most advanced and 
powerful Intel silicon on the market 
right now, but it promised even more. 

Still, it’s come out at the same price 
as the 4770K, so you can’t really be 
that disappointed. And because of its 
high stock and Turbo clock speeds 
you don’t actually need to overclock 
it; you’re already getting overclocked 
performance without worrying about 
heat or the CPU falling over because it’s 
being pushed past its best.  LXF

Does Intel’s latest top-end processor mean that the Haswell line will  
end on a high note? Dave James finds out.

Intel Core i7 4790K

 Our engineering 
sample may reach 
4GHz out of the box, 
but it lacks serious 
OC prowess.

Features 9/10
Performance 9/10
Ease of use 9/10
Value 9/10

INTEL CORE i7 4790K

 A top K-series i7 from Intel, with 
high clocks and low temps, but no 
extra overclocking skills to offer.

Rating 9/10

Developer: Intel
Web: www.intel.com
Price: £260

Power components
These new capacitors on 
the pin-side of the chip are 
there to smooth out power 
delivery to the silicon.

Features at a glance

Overclocking
Getting a little more from 
you CPU is safer than 
ever, but you also get an 
increased stock speed.

Specs
 Socket:  

Intel LGA 1150

 Process: 22nm

 Clock: 4GHz

 Turbo: 4.4GHz

 Cores: 4

 Threads: 8

 Cache: 8MB

 TDP: 88W
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Raspberry Pi Reviews

In brief...
 A single board 

computer built to 
inspire and 
educate the world, 
using cheap yet 
expansive 
components to 
enable almost 
anyone to have 
access to a 
computer.

You might notice that the GPIO 
(General Purpose Input Output) looks a 
little bigger too, the Foundation has 
added an extra 14 pins to it, taking the 
number up to 40. Of these 40, the first 
26 pins are fully compatible with the 
original Raspberry Pi GPIO, which 
means the majority of add-on boards 
will work with the B+. For instance, we 
successfully tested it with Pimoroni’s 
Pibrella and PiGlow. We did, however, 
encounter an issue with both the 
Wolfson Audio add-on as the B+ lacks 
the P5 header pins needed for a 
connection, while the popular PiFace is 
designed to fit the Model B layout.

More pins
James Adams, Director of Hardware for 
the Raspberry Pi Foundation confirmed 
that add-in boards designed specifically 
for the B+ may not work on the 
previous Model B, but at this time there 
aren’t any that use the full 40 pins of 
the new GPIO. 

The extra pins breakout more of the 
SoC, giving you more pins for bigger 
projects and there are two new GPIO 
pins – pins 27 and 28 – which enable 
future add-on boards to use an 
EEPROM chip, and will automatically 
configure the add-on board on boot.

Any software projects, for example 
ScratchGPIO or Python, created on 
previous Raspberry Pi will be fully 
compatible with the B+ too, so porting 
your projects over is as simple as 
copying the file across.

H ot on the heels of the 
Compute Module [see 
Reviews, p16, LXF187] the 

Raspberry Pi Foundation has snuck 
another single board computer into its 
catalogue. The Raspberry Pi Model B+ 
is the final version in the Model B series. 
(A similar revision to the A is expected 
later this year.)

Like previous models, the B+ uses 
the Broadcom System on a Chip (SoC), 
the BCM2835 and accompanying 
ARM11 700MHz CPU and 512MB of 
RAM, but based on community 
feedback it now has an improved port 
layout. Ports are no longer dotted 
around all the sides but concentrated 
on two, and there are now two extra 
USB 2.0 ports, taking the total to four. 
Adding these extra ports has effectively 
led to a redesign. Next to the USBs is an 
Ethernet port, as found on the previous 
Model B, and moving further around 
there’s a single headphone jack, now 
with analogue audio and video output in 
a four-pole design. This removes the 
need for a separate composite video 
output and saves space. The analogue 
audio output has also been improved. 
Skipping over the standard HDMI port, 
the last port is a micro USB, connected 
to a more efficient power circuit that 
reduces the power consumption by 0.5 
to just 1 watt – we expect this to extend 
the lifespan of any battery-powered 
projects considerably.

Another refinement is on the 
underside: the SD card slot has been 
replaced with a tactile microSD slot.

The B+ obviously offers quite a lot to 
Raspberry Pi users, but that doesn’t 
mean the Model B will be phased out 
anytime soon. Adams confirmed to us 
that as long as the demand is there the 
Foundation will keep making them. Both 
models will also continue to benefit 
from software changes and upgrades.

With a guaranteed future for both 
models, the Model B+ refines the 
original design for the better. It doesn't 
really offer any substantial new 
features, but does deliver greater 
potential thanks to the enhanced GPIO 
and extra USB ports, all for less money 
and with lower power consumption. 
While we’d like to see built-in wireless, 
Bluetooth, USB 3.0, a faster CPU/GPU 
and more memory, these would break 
the platform continuity which is of 
paramount concern. LXF

As a lover of all things Pi related, Les Pounder was given early access to the 
new Model B+ Raspberry Pi. How does it compare with its predecessors?

Raspberry Pi B+

Verdict

Features 8/10
Performance 6/10
Ease of use 8/10
Value 10/10

Raspberry Pi Model B+

 With more ports and pins the B+ is a 
welcome refinement, delivering changes 
the community were asking for.

Rating 9/10

Developer: Raspberry Pi Foundation
Web: www.raspberrypi.org
Price: £25

Extended GPIO
The GPIO has grown to 
40 pins. Two special pins 
enable auto configuration 
of EEPROM-based add-ons.

Features at a glance

More USB ports
The number of USB 2.0 
ports has been bumped to 
four and the B+ supports 
hot-swap devices.

Specs
 40-pin GPIO

 4x USB 2.0

 MicroSD

 Broadcom 
BCM2835 SoC

 ARM 1176JZF-S 
700MHz CPU

 VideoCore IV 
250MHz GPU

 512MB RAM

 100MB 
Ethernet

 HDMI, RCA, 
3.5mm jack

 The B+ is a little smaller and has an improved 
layout with extra USB ports and pins.
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D
espite the best efforts of 
many developers, voice 
recognition for Linux has 
generally seemed to have 

fallen short of what’s currently available 
on other operating systems. Take the 
Dragon Naturally Speaking series of 
programs, for instance. This an award-
winning product and arguably one of 
the best voice and speech pattern 
recognition software packages available 
– but is there a true, dedicated Linux 
version available? Sadly no, we have to 
settle with running the program 
through Wine. That being the case, 
we’ve decided to have a look at five 

Every month we compare tons  
of stuff so you don’t have to!

Roundup

Linux alternatives and it turns out that 
the situation is beginning to change 
through some exceptional examples.

In fact, some of the voice recognition 
improvements we encountered are the 
trickle-down effect of work that’s been 
publicly released by the likes of Google, 
as it continues to develop voice control 
technology for Android to stay 
competitive with the Apple. The first 

generation of both Google Now and 
Apple’s Siri had fairly poor voice 
recognition, but these days it’s 
developed into something for day to day 
use, but what of Linux-flavoured VR? 
So feeling like Scotty in Star Trek: The 
Voyage Home (but without any 
embarrassing confusion over what a 
mouse is for), we began talking to our 
computer like it was Kubrick’s 2001. 

Voice recognition

“So feeling like Scotty in Star 
Trek: The Voyage Home, we 
began talking to our computer.”

Our 
selection
 FreeSpeech
 Julius
 Palaver
 Simon
 Speech-App

David Hayward dons his headphones this month to test out a selection  
of voice and speech pattern recognition software for Linux.

How we tested...
We thought it would be more 

prudent to opt for the latest version 
of Ubuntu. Why? We've made the 
assumption (for good or bad) that 
those who would require voice 
recognition software as part of their 
daily lives, visually impaired students 
for example, won’t necessarily have 
the time to tinker around with too 
many different distros, and would 
instead install most likely pick the 
prevalent distribution. However, we 
note that Knoppix (www.knoppix.
org) also has a lot of accessibility 
features and there's even an Ubuntu 
derivative specifically for the visually 
impaired called Vinux (http://
vinuxproject.org).

We’re using Ubuntu 14.04 64-bit 
on good standard business laptop, a 
Dell Latitude E6400 with easy 
access to the heaphone and mic 
ports, 4GB RAM, an Intel Core 2 Duo 
2.4GHz CPU and an 80GB HDD.

www.knoppix.org
www.knoppix.org
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We found, during our tests, that 
the installation of these voice 
recognition packages differ 

greatly. There are some very easy 
Software Center type installations, and 
then there are some more complex 
methods. Of course, most users will opt 
for the easy option, but, as with most 
packages, a greater degree of fine-
tuning can be had from compiling the 
source code yourself.

Speech, or Speech-App, is a 
remarkably simple install. All you need 
to do is navigate to the GitHub page of 
Andre Luiz Dos Santos (http://bit.ly/
speech-app), then download the 
speech-0.7crx file and drag and drop it 
into the Extensions page of Chromium 
(assuming you’ve previously installed 
the web browser). Once the extension 
is dropped in it becomes active and can 
be executed via the Apps page in 
Chromium browser.

Simon and Julius are also both easy 
packages to install, since they're both 
located in the Ubuntu Software Center 
and require nothing else but searching 
for them and clicking the Install button. 

Installation of all the voice 
recognition programs is one thing, 
but getting them to listen to us is 

something else entirely. Speech-App 
once again shines through with a 
simple case of clicking on the icon in 

Installation

Ease of setup

How well do they install?

What’s required to get these voice programs listening?

Note: Simon won't launch until you do a 
system reboot.

FreeSpeech on the other hand 
requires a little more hoop jumping as 
you’ll need to pre-install both 
PocketSphinx and SphinxBase followed 
by Pygst and Python-xlib.display. 
Having not installed this before we had 
to use our Google-Fu skills to find 
answers, and after twenty minutes of 
searching and deciphering inscrutable 
explanations we found various fixes and 
applied them.

Palaver was, appropriately, a little bit 
of a palaver to install, although it didn't 
involve as much shuffling around in the 

the chrome://apps page, followed by 
clicking on the green Start button in the 
pop-up window.

Simon is a little more involved but 
quite clever to boot. Starting the 
program initiates a setup wizard which 

dark and finding missing components 
as FreeSpeech did. For Palaver, you'll 
need the source code from James 
MacClain's (JamezQ) Palaver GitHub 
page (http://bit.ly/Palaver), followed 
by terminal installation of sox, Python-
argparse, libsox-fmt-mp3, mutt, xvkbd 
and xautomation. After that we needed 
to run the setup file and set the hotkey 
in the Custom Shortcuts via the 
Keyboard Settings in the Ubuntu 
System Settings. The install experience, 
however, was made easier thanks to a 
rather helpful YouTube how to video by 
McClain, the developer of Palaver, 
himself. (http://bit.ly/PalaverInstall).

enables you to configure your voice 
profile, server profile, test sound input 
and output, and volume settings.

Julius, despite being easy to install, 
requires preparing models of the target 
language, which are manipulated and 
setup via terminal commands. It’s a bit 
of a headache to get up and running 
and is a very hit and miss affair.

Freespeech loaded up, but actively 
refused to listen to the command 
preferences listed. All in all, we were 
disappointed by its lack of usability and 
lack of configuration. We’re just not 
convinced that Freespeech’s Python 
script working as well as it could.

Palaver worked quite well, although 
it wasn’t quite as easy to setup and get 
listening to as Speech-App or Simon. 
In addition, it had a habit of deactivating 
the hotkey, and was quite buggy when 
we were initially getting the program 
working and set up.

 Thankfully, some of the program installations are exceptionally easy.

 Speech-App is a shining example of how a voice recognition is supposed to work.

Verdict
FreeSpeech
HHHHH
Julius
HHHHH
Palaver
HHHHH
Simon
HHHHH
Speech-App
HHHHH

 Speech-App is 
the clear winner 
for its almost 
instant ability to 
start listening. 

Verdict
FreeSpeech
HHHHH
Julius
HHHHH
Palaver
HHHHH
Simon
HHHHH
Speech-App
HHHHH

 The winner is 
Speech-App 
with a quick 
drag and drop 
into Chromium.

http://bit.ly/speech-app
http://bit.ly/speech-app
http://bit.ly/Palaver
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Simplicity and accents
Hoo easy ur they tae use? An' hoo weel dae they pick up accents?

We’re looking at these voice and 
speech recognition programs from 
the point of view of a user who 

doesn’t want to have to mess around with too 
much initial configuration, or at the very least, 
only a little setup process to get started and 

then on to constant, regular use without much 
fuss and frustration.

We’re also considering how well each 
application handles regional accents and to 
help us with this particular test, we’ve enlisted 
the help of two users. The first is 'John' who’s 

of broad Northern Irish descent and has an 
accent that cuts through the air like a surgical 
blade. The second is ‘Marius’ who hails from 
Russia, who chews through the English 
language with a certain relish. What better pair 
to test these tools to their limits.

FreeSpeech HHHHH
We didn’t have a lot of luck with FreeSpeech. After working initially, the 
program then refused point blank to work at all. As far as we can tell, the 
Python script loads up and the graphical interface side of things, such as 
the window detailing the commands, spring into life well enough, after 
that things tend to go a little awry.

Unfortunately, we are unable to print John’s choice of words 
regarding FreeSpeech, we’re not even sure if half of them are in the 
dictionary, and there are children reading this after all. Marius was a little 
more restrained than my Irish friend, to a degree, although he did mutter 
a few fruity words in his mother tongue before giving up on the program 
entirely, again, if translated them we doubt that we’d be able to print 
them either, which means FreeSpeech garners are mere one star.

Julius HHHHH
Julius fast became quite an irritating thorn in the side. The language 
models, we found, didn’t appear to work very well, or work at all. We also 
found that the terminal commands seem to have a mind of their own 
and don’t do what’s asked of them, and the whole program is nowhere 
near as simple to use as it could be. The addition of a graphical interface 
wouldn’t go amiss for the less advanced user as well.

The application has potential, don’t get us wrong, but it’s very limited 
at the present time. John managed to get some of his spoken words 
recognised, but the program wasn’t stable enough to continue 
recogising speech. Marius was in the same boat, and ultimately, he gave 
up in favour of Simon. However, we did like the fact that it used very little 
resources on the PC. In general, less than 32MB for the average work 
dictionary, and around 64MB for a 20,000 word dictionary is impressive.

Speech-App has a few features 
that are worth mentioning: First, 
you can change the language to 

Portuguese, English and Esperanto, and 
change the font. You can also ‘prettify’ 
the text, by adding punctuations, 
capital letters and special characters, 
such as question marks etc.

Simon has a wealth of features that 
are far too many to list. However, chief 
among them is the Server option, which 
creates a central database of words 
and commands. This is a feature that 

Extra features
What else do these programs offer?

you can train and fine-tune a spoken 
command or word with. Simon also has 
the ability to download and install pre-
defined commands for almost every 
element of the Linux desktop and 
common programs, including control of 
the virtual keyboard.

In comparison, Julius is a little 
sparse on features. It does offer a low 
memory 20,000+ word dictionary – or 
alternatively, a 60,000+ word dictionary 

– and it uses a two-pass function to 
attain a higher degree of recognition.

FreeSpeech uses the PocketSphinx 
speech recognition engine as its 
backend database. As a recogniser 
library, PocketSphinx is highly regarded 
in itself, but the poor implementation of 
FreeSpeech ultimately lets it down.

Palaver has the ability to run 
multiple searches, open documents, 
launch programs and even offer 
answers to open-ended questions such 
as ‘England scores’ to reveal the default 
search engine’s results – if only it was a 
little more stable in its execution.

Verdict
FreeSpeech
HHHHHH
Julius
HHHHH
Palaver
HHHHH
Simon
HHHHH
Speech-Apps
HHHHH

 Simon takes 
this round, with 
its huge number 
of extra and 
useful features.
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Palaver HHHHH
Palaver is, as we’ve already highlighted, a great speech and voice 
recognition program. However, it’s unfortunate that it’s let down by quite 
severe instability issues.

Although Palaver, like Speech-App, is built on top of the Google Voice 
APIs, we found that the hotkey file, that’s used to link the key you setup, 
often crashes when in regular use. When this happens you’ve either find 
that the hotkey doesn’t launch at all, or it fails to stop and enter the 
voice commands. When it does work, however, it’s very good at what it 
does and is as easy as pressing those pre-defined keys. Both John and 
Marius were fairly impressed when Pavaler actually worked. Like 
Speech-App and Simon it picked up both of John’s and most of Marius’ 
voice commands easily enough.

Speech-App HHHHH
Speech-App has so far scored highly in our rankings, and why not, after 
all it's using the Google Voice APIs as a back end through Chromium. 
In terms of simplicity, it’s easy enough to get up and running and can be 
accessed as and when without clouding up the non-voice recognition 
user’s desktop.

As for picking up accents, John’s Irish one was recognised without 
any problems whatsoever. Marius, on the other hand, had some 
difficulty getting a few words recognised, and unfortunately since there’s 
no training feature available with Speech-App it was hard to improve the 
status quo. Still, in the case of a text document or LibreOffice document 
(when transferred over from the Speech-App window), the errors were 
easily corrected.

Simon HHHHH
Through its rather clever configuration wizard, Simon can be set to sit in 
the background of a Linux install and merely wait for activation. 
Alternatively, it can be activated and only used when the microphone is 
in place. In other words, it’s devilishly easy and simple to use.

John, once again, managed to get all his commands and words 
across without any issues, and even went so far as to compliment Simon 
on its ease of use, which coming from John  – those of us who know him 

– is high praise indeed.
Marius had the same kind of trouble as with Speech-App (below), but 

we were able to set Simon to learn the speech pattern, and even entered 
the phonetic spelling of the words he was trying to convey. The end 
result was near perfect recognition and a happy Ruski.

Speech-App vs Simon is a difficult 
one to pick when going head to 
head. On the one hand we have 

Speech-App's ease of use for the 
beginner and intermediate users; it’s 
instant ability to pick up voice and 
speech patterns and start working; 
and it’s simple but effective interface. 

On the other hand, Simon is 
everything Speech-App is – but more. 
And in some ways that makes it less 
beginner-friendly. Yes it’s easy to use, 
but it gets complex rather too quickly 

Head to head
Beginner, intermediate and advanced users alike – which is best?

and can have the habit of leaving you in 
limbo when it stops working for some 
unknown reason or other.

Julius vs FreeSpeech and Palaver 
isn’t quite as difficult, and due to 
stability issues with both Julius and 
FreeSpeech we’d have to opt for the 
relative stability that Palaver offers. 
When Palaver's hotkey works, the 
program does a very effective job of 
translating spoken word commands 
into actions in the operating system 
and the programs installed.

Out of FreeSpeech and Julius, we’d 
have to choose Julius purely because of 
the large dictionaries that it supplies. 
But the pair really need to sort out a 
better way of implementing themselves 
and working out those stability bugs.

On the whole, it's a battle between 
Speech-App and Simon – with Simon 
piping Speech-App at the post thanks 
to the level of tweaking, better and 
intuitive GUI, and the level of detail you 
can access, regardless of your Linux 
skills levels.

Verdict
Speech-App
HHHH
Simon
HHHHH
Julius
HHHHHHH
FreeSpeech
HHHHHH
Palaver
HHHHHHH

 Simon gets 
another win in 
this round, 
thanks its 
many features.
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Julius will, we think, be a something 
of a pain to use in a day to day 
environment. Our experience with it 
indicated that it’s just a little too 
unstable, and could cause no end of 
problems and unnecessarily stress 
users out. Ultimately, the end user 
won’t appreciate it, we feel, and will 
most likely opt for a more manageable 
example such as Simon.

FreeSpeech is just as bad, if not 
worse. It’s possible to get to a workable 
solution, but the time and effort taken 
to reach that point will turn off most 
users and more than likely send them 
elsewhere, especially when a better 
programs exists.

Palaver could do the job admirably, 
provided that all the user has to do is 
initiate the hotkey to start the process 
then all would be well. But at the 
moment, they’ll have to enter the 
hotkey again after each spoken 
command, so that it can be processed 
and executed by the program. This 
alone isn’t an ideal situation for 
someone trying to use it for occasional 
one-off use, besides anyone with a 
mind to using it in a day to day situation. 
There will simply be too much time 
eaten up by fixing bugs and having to 
restart the process when the program 
fails – which happens far too often.

Using a voice recognition 
package purely for fun is one 
thing, but using it as a day to 

day tool or possible for total control of 
your computer is entirely different. 
We have to consider those use it for 
medical reasons, which makes it critical 
piece of accessibility technology that 
must to be reliable.

In light of that, we think Speech-App 
would do a reasonable job, we believe it 
offers the user the ability to work 
without too much additional stress. It’s 
also easy to install and can be 

Voice recognition software for 
Linux doesn’t seem to have 
quite the driving force behind it 

as other platforms. Speech-App was 
last updated four months ago (at the 
time of writing), and still appears to be 
in ongoing development, and, we hope, 
will soon encompass more features.

Simon too has seen some recent 
development, launching a version for 
Mac OS X in April this year, which at 
least shows that the team is still 
developing and improving its software.

Julius has been quiet for the last six 
months; the last update released in 
mid-January. Looking back at its history 
of updates, we could well be seeing a 
new version in the next few months.

Day to day use

Future development

configured to work in many different 
possible scenarios. However, it’s not 
perfect and a day to day user will 
eventually hit up against its limitations.

Simon, on the other hand, would be 
an excellent complement to any user’s 
computer. It can be installed with ease 
and configured to the needs of the user 
regardless of the environment (home or 
work). It can also be refined to cater for 
additional users via the server 
functionality. Plus it’s relatively easy to 
maintain and has a lot of scope for 
future improvement.

FreeSpeech is the 
opposite. The last update to 
its Google code package 
was October 2013, and while 
there are still users trying it 
out, it desperately needs 
someone to go over the 
Python scripts and 
installation routines.

Palaver’s last updates was 
in January of this year and 
now comes with the warning 
that “As of January 1st, 2014, all support 
for Palaver provided by Brett Mayson is 
discontinued … LiSpeak is the project 
(http://lispeak.bmandesigns.com)  
I am currently developing, and is 
redesigned from the ground up to 

How do they fare for everyday use?

What’s in store for these voice recognition programs?

 When Palaver works, it's a good voice recognition product. However, there's 
too much that can and – we found – will go wrong.

 Simon is listening and adapting itself for the 
future of Linux voice recognition.

better support more languages and 
easier to develop plugins for.” We 
contacted Mayson and he told us due 
to changes to Google’s API that LiSpeak 
development has slowed, but the team 
hopes to have it “working better than 
ever” by the end of August.

Verdict
FreeSpeech
HHHHH
Julius
HHHHH
Palaver
HHHHH
Simon
HHHH
Speech-App
HHHHH

 In terms of a 
reliable day to 
day program, 
the prize goes 
to Simon.

Verdict
FreeSpeech
HHHHHH
Julius
HHHHHHH
Palaver
HHHHH
Simon
HHHHH
Speech-App
HHHHH

 Both Simon 
and Speech-App 
have had recent 
updates, so we’ll 
call this a draw.

http://lispeak.bmandesigns.com
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 Simon says... Well, Simon does what he's told should be 
more of the case here.

and one that will no doubt take over as 
the clear Linux competitor to the likes 
of Dragon Naturally Speaking.

Julius came in third position, and 
could do with some work, particularly to 
make it friendlier for the beginner.

Palaver was close behind Julius, but 
since it's no longer in development and 
its creator, Brett Mayson, has moved on 
to LiSpeak, it’s probably not worth 
investing the time to test out if you’re in 
the market for a long-term Linux voice 
recognition software. Having contacted 
Mayson, we will take a look at the 
Palaver-based LiSpeak when the team 
is ready to show off its work.

Last, we have FreeSpeech which we 
didn’t really get to grips with due to its 

Voice recognition for Linux, as 
we've seen, can be as good as 
mainstream software such as 

Dragon Naturally Speaking. But it 
makes you think what could be, if the 
team behind Simon we’re able to spare 
a little more development time or the 
Speech-App project took a sudden 
lurch forward in the right direction, then 
we could easily see other platforms 
eyeing Linux voice recognition software 
jealously and maybe see it as the de 
facto standard.

The LXF voice and speech 
recognition program of choice boils 
down to a shouting match between 
Speech-App and Simon, as both 
provide the user with a better overall 
voice recognition system over the 
remaining three.

In this Roundup, Simon comes out 
as the overall winner with Speech-App 
closely following behind. Simon is a 
more complete and all-round program, 

flaky installation and Python scripts 
that tended to fail spectacularly. But 
that gives a Python-capable LXF reader 
out there a chance to lend a hand.

Voice recognition

The verdict

We wouldn’t normally opt out of using 
dedicated Linux software just for the sake of 
ease, but there’s sometimes a good case for 
doing so, even if we’d prefer to see a native 
Linux and open source alternative.

In the case of voice recognition under Linux, 
this is a situation where using a Windows 
program, such as Dragon Naturally Speaking 

does yield good, work-day results. We tested 
version 11.0 under Wine and can confirm that it 
works reasonably well. There were one or two 
issues with the mic cutting out, but a quick 
unplug/plug soon sorted it out.

Beyond running a program via Wine, there’s 
an interesting project on the horizon called 
SpeechControl for Ubuntu, which you can find 

more info on at http://bit.ly/SpeechControl. 
Providing all goes according to the developer 
blueprints, SpeechControl will feature Text to 
Speech, Speech Recognition, a Virtual Assistant 
and a set of preconfigured commands that will 
execute within any Ubuntu, and Ubuntu-based 
distro. The end result would be quite a powerful 
addition to the distro’s repositories. LXF 

Also consider...

Found the best voice recognition on Linux? Perhaps you’re working 
on one? Email your opinions to lxf.letters@futurenet.com.

Over to you...

1st Simon HHHHH 
Web: http://simon.kde.org Licence: GNU GPL v1.2 Version: 0.4.1 

 “Simon Listens”, so the slogan goes. And we can confirm, it does.

4th Palaver HHHHH 
Web: http://bit.ly/Palaver Licence: GPL v3 Version: 1 

 Palaver development has stopped. Will LiSpeak take up the slack?

2nd Speech-App HHHHH 
Web: http://bit.ly/speech-app Licence: GNU GPL Version: 0.5 

 Speech-App's ease and friendly approach make it a worthy program.

5th FreeSpeech HHHHH 
Web: http://bit.ly/Freespeech Licence: GPL v3 Version: r120 

 FreeSpeech’s Python scripts need work – can you help?

3rd Julius HHHHH 
Web: http://bit.ly/JuliusEng Licence: http://bit.ly/JuliusLic Version: 4.2.2 

 If Julius becomes a more human tool, it’ll shine.

“Simon comes out as the overall 
winner as the more complete and 
all-round program.”

http://simon.kde.org
http://bit.ly/Palaver
http://bit.ly/speech-app
http://bit.ly/Freespeech
http://bit.ly/JuliusEng
http://bit.ly/JuliusLic
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Speed up Linux

Roll your sleeves and follow Mayank Sharma into the 
garage to give your Linux box a high-octane tune up.

C
ompared to other popular 
proprietary operating systems, 
the typical Linux desktop 
distribution is a fairly well-oiled 

machine straight out of the box. The 
developers at every stage of the Linux 
distro assembly line, from the 
kernel to the individual apps, 
put in huge amount of effort 
to ensure the different pieces 
of software make best use of 
the available hardware 
resources. This is also why 
you can still run – and productively use – 
Linux on ancient single-core processors 
with less RAM than you have on a 
modern smartphone.

However, there’s still room for 
improvement. The Linux distro developers 
have to appeal to a wide audience and 

ensure compatibility with a range of 
hardware. This means that your distro is 
probably running with the settings that are 
not optimised for your particular hardware. 
Also, many modern distros are bloated with 
software and services which makes them 

lethargic. The good new is that the typical 
Linux distro ships in a malleable state and 
enables you to customise it as per your 
requirements, for example, by adding and 
removing various pieces of software.

 Similarly, to get maximum 
performance from your distro, you need to 

pop the hood to tweak some crucial 
components and even get rid of the ones 
you don’t need. Tuning a Linux computer 
for speedier performance isn’t very 
difficult, thanks to the open source nature 
of the software powering it. But the process 

can be involved and requires 
familiarity and knowledge of 
the major components that 
make up your distro.

In this feature we’ll hand-
hold you through the process 
of streamlining your 

workhorse machine into a galloping 
stallion, irrespective of your experience 
level. Furthermore, you can use these tips 
on modern multi-core machines, as well as 
older single-core hardware that are low on 
resources and show you how to zip past 
any performance bottlenecks.

“The typical Linux distro ships 
in a malleable state and 
enables you to customise it.”

SPEED UP LinUx
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E
veryone loves a speedy computer. In this section we’ll 
look at some essential tricks to speed up your 
computer. You don’t have to be an experienced 

campaigner to get more mileage out of your Linux box. There 
are some techniques that even new users can employ to trick 
their Linux distro to boot faster.

Whether you dual-boot Linux with another OS or not, after 
you’ve installed your favourite Linux distro, the boot up 
process will surely be interrupted by the Grub bootloader. 
By default, most desktop Linux distros will display the Grub 
bootloader from anywhere between 10 to 30 seconds. 

One of the easiest ways to trick your computer into 
booting up faster is to trim the duration of the bootloader. 
If you always boot into the default option and are feeling 
adventurous, you can even skip the countdown completely, 
though we don’t suggest you do that.

To tweak the Grub countdown, fire up a terminal and open 
the /etc/default/grub file in a text editor, such as 
sudo nano /etc/default/grub

which will open the file in the Nano editor. Hunt for the GRUB_
TIMEOUT variable in the file which defines the duration that 
the boot loader is displayed. Then replace the value 
associated with this variable to something like 5 or 3. This is 
the duration in seconds. If you set it to 0, the countdown will 
be disabled and Grub will boot the default OS. Once you’ve 
set a new countdown timer, save the file and then inform 
Grub of the new settings with the command update-grub. 

Streamline startup services
One of the major causes of longer boot times is that your 
system starts unnecessary apps and services during startup. 
But before you start axing them, it’s best to get a picture of 
what’s happening while your distro boots up.

Bootchart is a simple app that enables you to profile your 
Linux boot process and help measure the loading times of 
different services. You can use Bootchart to identify any 
bottlenecks in the boot up process. The app logs all activity 
and then displays the results in a detailed image file.

You’ll find Bootchart in the repos of all the major distros, 
including Ubuntu, Fedora, OpenSUSE and Mageia. Use the 
distro’s package manager to find and install the bootchart 
package. Once you’ve installed the app,you’ll need to restart. 
When your desktop comes up, head to the /var/log/
bootchart folder. Here you’ll find an image file (with the .png 
extension) which contains an analysis of the last boot 
process. A new time-stamped image file will be created on 
every subsequent boot up.

The top of the image lists various statistics, such as the 
date of the test, the name of the distro, the kernel version and 
the enabled kernel options, as well as the time taken to boot 
the system. This is followed by two diagrams that show the 
CPU load and the disk activity during the boot up phase, and 
then comes the meat of the analysis. This meaty section 
contains a number of labelled bars each of which represents 
individual processes. Several bars terminate after a couple of 

seconds. The ones that continue through to the end depict 
services such as the Network Manager, Cron, and the CUPS 
daemon among others. The image also shows child 
processes and connects them to their parent processes with 
dotted lines.

From this image you can find all the active processes and 
can then remove the ones you don’t need. For example, if you 
print occasionally, you can disable CUPS from starting at the 
boot time. Furthermore, the image also helps you identify 
processes that take control of all resources and force the 
other processes to wait, effectively blocking the boot process. 

Now that you understand how your computer boots up 
and the services that are started, it’s time to tailor the boot 

process as per your requirements and shave off some time. 
The easiest way to free up resources in any Linux distro is to 
stop the unwanted processes from running or even starting 
up for that matter. Most Linux distros have a tool that let you 
see what's going on and halt things, if necessary.

Ubuntu ships with the Startup Applications tool that lets 
you add and remove any apps that you’d like the distro to 
launch when it boots up. For speedier boot ups, launch the 
app and disable any unnecessary service you find in there.

By default, the app doesn’t display the full gamut of apps 
and services. To see the hidden services and apps that don’t 
come with a GUI, fire up a terminal and change to the 
directory that lists all the services with cd /etc/xdg/
autostart. Within this directory you’ll find individual files for 

“The easiest way to free up 
resources in any distro is to 
stop unwanted processes.”

Get a faster boot-up, a swifter desktop and more responsive apps.

 You can alter 
the individual 
app files in  

/etc/xdg/
autostart 
to reveal 
apps hidden 
by default 
in Startup 
Applications.
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all installed apps and services. In each file there’s a variable 
that controls whether the services is listed in the Startup 
Applications tool or not. You can change the default value of 
this variable inside each file with:
 sudo sed --in-place 's/NoDisplay=true/NoDisplay=false/g' 
*.desktop 

When you relaunch the Startup Applications tool, you’ll 
find additional startup programs, such as Desktop Sharing, 
Personal File Sharing etc. You can read through their 
descriptions and disable any you don’t require. To disable a 
service from starting, select a service and simply uncheck the 
box next to its name. Remember not to click on the Remove 
button, so you can just re-enable it later. Also, don’t disable an 
autostart entry unless you understand what it does, 

otherwise you could adversely affect the usability of the 
distro. So if your computer doesn’t have Bluetooth hardware, 
you can safely disable the Bluetooth Manager applet. But if 
you disable Mount Helper, Ubuntu will stop automounting 
removable devices. 

Turn off the bling
Modern desktops ship with fancy desktop effects to add 
some zing to regular desktop tasks, such as opening and 
closing windows and apps. However, these fancy graphical 
compositing effects are not suitable on some resource-
restricted machines and should be immediately turn off.

There are also some fancy features that we have taken for 
granted. For example, the thumbnails preview in the file 
manager. It wouldn’t make much difference when viewing the 
contents of a folder with a few files. But open a folder with 
hundreds of files on a slow machine and the file manager will 
consume precious resources generating thumbnails. 

“Fancy graphical compositing 
effects are not suitable on some 
resource-restricted machines.”

To turn off thumbnails on a Gnome-based machine, 
launch the Files file manager and head to Edit > Preferences. 
Here switch to the Preview tab and set the value Show 
thumbnails to Never.

Additionally, Ubuntu users should install the CompizConfig 
Settings Manager with
 sudo apt-get install compizconfig-settings-manager 
compiz-plugins-extra 

to alter desktop effects. Similarly, Gnome users should install 
the Gnome Tweak Tool. It’s available in the official repos of 
mainstream Gnome-based desktop distros such as Fedora. 
RPM-based users can install it with yum install gnome-
tweak-tool and Deb-based users with sudo apt-get install 
gnome-tweak-tool. If you use KDE, head to System Settings 
and look for desktop effects and then turn them off. 

Similarly the Nepomuk, Strigi and Akonadi features in the 
KDE desktop hog memory resources. You can disable 
Nepomuk and Strigi from System Settings by heading to the 
Desktop Search section. To disable Akonadi, shut down the 
Akonadi server with sudo akonadictl stop. Now open the 
/~.config/akonadi/akonadiserverrc file in a text editor and 
change the StartServer parameter from True to False.

Since Akonadi is tied deep into the KDE desktop, when 
you launch any Akonadi-enabled app, it will automatically 
start the Akonadi server. Some KRunner runners and Plasma 
widgets also use Akonadi so you have to disable them as well. 
To disable Akonadi-enabled KRunner runners, press Alt+F2 
on your keyboard and click on the Wrench icon. Then uncheck 
Nepomuk Desktop Search and the Instant Messaging 
Contacts runners. Next you need to tell the Digital clock 
widget not to display calendar events by right-clicking the 
digital clock in the panel and then heading to Digital Clock 
Settings. Switch to the Calendar tab and uncheck the Display 
Events option.

The indexing application apt-xapian-index speeds up 
certain search operations, but it can have a major detrimental 
effect on the performance of weaker computers. You can 
freely remove this package with sudo apt-get purge apt-
xapian-index, because it's not essential.

1  Remove language
The output of sudo apt-get update 
command has three types of lines – hit, ign 
and get. Most of the ign lines are related to 
language translation. If you use all the 
applications in English you can speed up 
updates by suppressing the language-
related updates. For this add 
Acquire::Languages “none”; in the /etc/
apt/apt.conf.d/00aptitude file.

3  Use apt-fast
Apt-fast is drop-in replacement for apt-get 
that speeds up updates by downloading 
packages from multiple connections. Install 
it by adding its PPA with sudo add-apt-
repository ppa:apt-fast/stable before 
installing the package with sudo apt-get 
install apt-fast. The script isn’t available for 
the latest Ubuntu release, so you’ll have to 
grab the packages manually.

2  Use the closest mirror
If you’re using Fedora, install the 
fastestmirror plugin with sudo yum install 
yum-plugin-fastestmirror which will time 
the connection to all available mirrors and 
then select the fastest one. Ubuntu users 
should launch the Software & Updates app, 
select the Other option from the Download 
From pull-down menu and click the Select 
Best Server button.

Install apps faster
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 Instead of turning off KDE’s file indexing completely, you can fine  
tune it by using several parameters.

Clean the crud
Over time, a typical Linux distro builds up a 
reservoir of unnecessary data. These left-over 
files and data artefacts can slow down a 
computer in mysterious ways. This is why, in 
addition to the tweaks mentioned in this feature, 
you should also take some time to regularly 
spring clean your distro. 

Your distro creates and stores thumbnails in 
hidden directories even after the original file has 
been removed. Over time, the number of 
thumbnails can increase dramatically. Head to 
the hidden .cache/thumbnails/ directory and 
remove the files under each sub-directory.

If you diligently keep your distro updated, 
chances are you’ve also accumulated a stack of 
older kernels that you no longer need. These are 
kept in case you are unable to boot into your 
distro with the updated kernel and they are 

generally listed under the ‘Advanced options’ in 
the Grub menu.

To remove the unused kernel, first find out the 
version you are currently running with the 
uname -r command. Then use your distro’s 
package manager to search for any packages 
beginning with ‘linux-image’ and remove the 
ones that don’t match the version of the current 
kernel. Fedora users can use the sudo yum 
remove kernel command which will 
automatically zap all unused kernel, while 
Ubuntu users can use the Ubuntu Tweak tool.

It also helps to clean the package 
management system’s cache. Fedora users 
should use the sudo yum clean all command 
to streamline Yum, while Ubuntu users should 
use the sudo apt-get autoremove command 
to remove orphaned packages, followed by 

sudo apt-get autoclean to remove any partially 
installed packages or the packages that are no 
longer installed in the system.

 Use your package manager to install tools 
like BleachBit to spring clean your distro.

If you’re running a distro on a laptop, you’ll need to consider a 
few particular  things. Your average laptop is effectively two 
machines. If you were to benchmark its performance you’d 
get different results with the same distro. This is because 
laptops are designed to tweak their performance based on 
power usage. When running on battery power, laptops will try 
to extend battery life by turning down their performance. 

You can get better control over this process with the TLP 
tool, which is an advanced power management command 
line tool for Linux that tries to apply various tweaks to 
conserve battery while maximising performance. 

You can install TLP in Ubuntu by first adding its PPA with 
sudo add-apt-repository ppa:linrunner/tlp, then refreshing 
your repos with sudo apt-get update before installing the 
tool with sudo apt-get install tlp tlp-rdw. Fedora users 
should type the following the following three commands:
sudo yum localinstall --nogpgcheck http://repo.linrunner.de/
fedora/tlp/repos/releases/tlp-release-1.0-0.noarch.rpm
sudo yum localinstall --nogpgcheck http://download1.
rpmfusion.org/free/fedora/rpmfusion-free-release-stable.
noarch.rpm
sudo yum install tlp tlp-rdw

Once installed, start TLP with sudo tlp start. Although it 
works in the background, there are some settings that you 
can apply manually to override the default TLP settings, such 
as enabling or disabling the Wi-Fi and Bluetooth radios on 
demand and switching between AC or battery settings 
ignoring the actual power source. These settings can be 
modified by editing TLP’s configuration file located at /etc/
default/tlp.

Furthermore, Ubuntu users who wish to take charge of the 
scaling powers of their laptop’s CPU, should also install the 
CPUFreq indicator with sudo apt-get install indicator-
cpufreq. Once installed, you can control your CPU’s scaling 
feature via the indicator in the top menu bar.

Check your hard disk
You’ve just upgraded your box, thrown in several gigs of RAM, 
added in a multi-core processor, but haven’t noticed a 
remarkable difference in boot up and application launches? 
It’s probably because you haven’t bothered to upgrade the 
one piece of hardware that does much of the grunt work: 

the good ol’ hard disk. Most distros include the hdparm 
command-line tool that can be used to check on and 
benchmark your hard disks. Assuming your hard disk is 
mounted at /dev/sda, use sudo hdparm -I /dev/sda to get 
loads of information about your disk including the rotation 
rate of its platters, which is usually between 5,400 and 7,200 
for consumer-grade disks. The faster the rotation, the higher 
the transfer rate. 

Use the sudo hdparm -t --direct /dev/sda command to 
measure the disk’s data reading speed in MB/s. To measure 
the writing speed, create a file with the dd command, such as 
dd if=/dev/zero of=readtest bs=8k count=500000. 
This will display the time taken to create the file along with 
the average writing speed. Remember to remove the 4GB 
readtest file afterwards.

These two parameters, along with other parameters such 
as the file system fragmentation, have a huge bearing on the 
speed of your computer. When you upgrade your computer, 
keep in mind that the typical read/write speed of a traditional 
hard disk is about 120MB/s, while that of a SSD (Solid State 
Drive) is usually upwards of 200MB/s.



www.linuxformat.com36     LXF188 September 2014

Speed up Linux

Advanced hacks

T
he tricks in the previous pages will help you get good 
traction out of your Linux distro with minimal effort. 
But if these don’t satiate your appetite for speed, lets 

move on to some advanced tweaks. However, before you 
apply these hacks, remember that not only are they more 
involved, but if applied carelessly they can have serious 
ramifications on your system setup.

Let’s start with a RAM disk, which is a memory-based 
filesystem that creates a storage area directly in your 
computer’s RAM as if it were a partition on a disk drive. The 
major benefit to this is that RAM disks are very fast. Since the 
data inside them is lost when you reboot the machine, a RAM 
disk is only suitable for apps which need repetitively small 
data areas for caching or using as temporary space. 

Before creating a RAM disk use the free command to 
check the amount of unused RAM on your distro. Then create 
a folder to use as a mount point for your RAM disk with sudo 
mkdir /mnt/ramdisk and mount it with:

Tighten up swap space and indexing and streamline your kernel.

 Consider using a benchmarking tool such as the Phoronix Test Suite to 
gauge the performance of your rig regularly.

 sudo mount -t tmpfs -o size=1024m tmpfs /mnt/ramdisk. 
This will create a 1GB RAM disk using the tmpfs file 

system designed specifically for creating RAM disks.
To make sure the RAM disk is mounted automatically 

whenever you boot into the distro, you’ll have to add it to the  
/etc/fstab file. Open it in a text editor and enter the following 
in a new line:
tmpfs /mnt/ramdisk  tmpfs nodev,nosuid,noexec,nodiratime,s
ize=2048M  0 0

Once you’ve created the RAM disk, you can use it to house 
your browser’s cache. If you use the Chromium browser, 
all you have to do is modify the launcher entry to point to the 
RAM disk with the appropriate switch such as --disk-cache-
dir=”/mnt/ramdisk”.

If you use Firefox, type about:config in the location bar. 
Right-click somewhere in the list and select New > String. 
When asked for the name of the preference, type browser.
cache.disk.parent_directory and then for its value type the 
path to where you want to store the cache, such as /mnt/
ramdisk. Next locate the preference browser.cache.disk.
enable and make sure it’s set to True, otherwise double-click 
on it to toggle it.

Control swap usage
Wondering why your RAM-laden machine is still slow off the 
blocks? Chances are it’s because your distro is still using 
swap space on the hard disk, which has a slower read/write 
speed than RAM. 

If your system has enough memory to handle whatever 
you throw at it, you should minimise the use of swap space. 
The swappiness parameter manages the ability of the kernel 
to shift processes out of physical memory and onto the swap 
disk, which can increase application response times when 
processes are moved out of memory vigorously.

The command cat /proc/sys/vm/swappiness will 
display the current level of swappiness set by your distro. 
Ubuntu’s default swappiness value is 60. The parameter will 

Analyse and optimise boot up
We’ve already looked at the graphical tools that 
most distros bundle to help curtail unnecessary 
applications and services. Here we’ll look at 
ways to further optimise the boot via Systemd 
(see Tutorials, p70). This is a system 
management daemon that is designed to 
replace the ageing init system. Like init, Systemd 
is a master daemon that manages other 
daemons. Major desktop distros, such as 
Fedora, Mageia, and OpenSUSE have already 
switched to Systemd, while others like Debian 
and Ubuntu have announced plans to switch in 
forthcoming releases.

On a Systemd distro, you can measure boot 
times with the systemd-analyze  command 

which will print the time taken to boot the kernel 
and load the services and the user space. 
You can use systemd-analyze blame | head to 
get a list of the processes that take up most of 
the boot time and they are ordered by the time 
they took to initialise. The systemd-analyze 
plot > boot.svg  command will visualise the 
entire boot process in the boot.svg image file. 
You can view this file in the browser to get an 
idea about the chains of processes.

Once you’ve identified a problematic service, 
you can mask the service. When you do this to a 
service, it cannot be started using Systemd, and 
in essence becomes invisible. If you don’t use 
LVM, RAID or any encrypted devices, you can 

mask nearly all Fedora storage services, such as 
sudo systemctl mask lvm2-monitor.service  
and sudo systemctl mask mdmonitor.service.

 You can also manage Systemd services 
with the graphical Systemadm tool.
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“If your system has enough 
RAM, you should minimise 
the use of swap space.”

 If you use 
the distro for 
conducting 
heavy-duty 
read/write 
operations, 
then use the 
e4defrag 
tool to make 
sure the 
filesystem isn’t 
fragmented.

accept any value between 0 and 100. Set a lower value if you 
want to avoid swapping out processes. If you set a value of 0 
the kernel will avoid swapping process out of physical 
memory and onto the swap partition for as long as possible.

Using the command sudo sysctl vm.swappiness=10 
you can temporarily change the swappiness value to 10. 
This change will be lost when you restart the computer. If you 
notice a spring in the step of your distro, you can preserve the 
value by editing the /etc/sysctl.conf file in a text editor. 
Look for the vm.swappiness parameter in the file and change 
its value. If it doesn’t exist, you can add it at the end of the file, 
like so: vm.swappiness=10.

Create additional RAM
If your problem is a lack of RAM, this hack is designed for 
machines that have fairly decent processors that don’t have 
much system memory, such as netbooks and virtual 
machines. On such computers you can use the zRAM kernel 
module to create a device in the RAM and compresses it. 
Thanks to this compression factor you effectively increase 
your RAM.

Do note that when you use zRAM, you are taxing your 
processor since it will have to compress and decompress all 
the time. That said, this turns out to be more efficient and 
quicker than swapping to a hard drive. Also note: the zRAM 
module is finally considered stable as of Kernel 3.14.

On Ubuntu, you can install the module with sudo apt-get 
install zram-config and then reboot your computer. 
The package installs a script to run it as a service and doesn’t 
require any configuration. Use the cat /proc/swaps 
command to checks if its online. If zRAM’s working perfectly, 
the command should list one or more /dev/zram partitions. 
In case your processor is unable to cope with the added load 
and your computer’s usability has taken a hit, you can disable 
and remove the zRAM module with sudo apt-get purge 
zram-config.

If you use Fedora, you can use the scripts from the 
FedoraZram GitHub project (http://bit.ly/FedoraZram) to 
enable zRAM. Download and extract the project files and 
change into the extracted directory. You’ll then have to install 
the Fedora tools to setup your build environment with:
sudo yum install @development-tools fedora-packager 

Once installed, run rpmdev-setuptree to create the 
required directory structure for building packages. Then use 
the make rpm command to create RPMs for the zRAM 
service. Once the packages have been created you can install 
them all with sudo rpm -Uhv ~/rpmbuild/RPMS/noarch/
zram-*.noarch.rpm. After installation, enable the service with 
sudo systemctl enable zram.service and then start it with 
sudo systemctl start zram.service. From then on, you can 
use the zramstat command to check whether the service is 
running properly. 

Preload frequently-used apps
Most users have a select bunch of applications that they use 
frequently. Preload is an adaptive readahead daemon which 
runs in the background and analyses and monitors the apps 
that you use. Based on this on-going analysis, Preload 
predicts what applications you might run next and fetches all 
the binaries and the relevant dependencies into memory 
beforehand. This means that when you launch the 
application, it starts almost instantaneously since it’s already 
in the memory.

For example, if you always open Firefox and LibreOffice 
Writer soon after booting into the distro, Preload will 
automatically load them both into memory when your 
computer boots up. When you log in and launch the apps, 
you’ll be amazed by quickly they launch. While it might sound 
great, Preload isn't for everyone. It works well for someone 
who opens several different apps, but isn’t really useful to 
users who load apps only occasionally. In such a case, Preload 
will unnecessarily consume RAM.

Some distros include the Preload daemon by default, and 
almost every distro has it in its official repositories. On Ubuntu 
you can install it with sudo apt-get install preload, while on 
Fedora you can get it with sudo yum install preload.

You can safely use Preload with its default settings. 
However, if you need to adjust it, you can edit the daemon’s 
configuration file (/etc/preload.conf) in a text editor. 

Speed up the filesystem
Like everything else inside your Linux distro, the filesystem 
also ships with tweakable settings. By default, the distro 
developers tune out performance for safety, and while the 
default settings might work for most users, specialised users 
might need to tweak their settings for performance. 

The most popular filesystem that ships with virtually every 

desktop distro is the ext4 filesystem. It’s default settings 
should work for most workloads but if your benchmark 
results point to the filesystem being the bottleneck, there are 
several ways you can tune it.

The first thing you should do is turn off the atime 
parameter. When the parameter is active, every time a file 
is accessed the filesystem makes a note of the time. 
To prevent this behaviour entirely, open the /etc/fstab file 
and enter the ‘noatime’ option along with the existing options 
for all ext4 partitions.

You can also increase the performance of your filesystem 
by enabling directory indexing which will speed up the read 
and write speed from directories. However, use a Linux live 
CD to enable directory indexing and make sure the partition 
you wish to enable this for isn’t mounted. Assuming /dev/
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“Con Koliva’s kernal patches:  
you’ll notice performance boost 
in everyday desktop tasks.”

sda1 as your ext4 partition, the command sudo tune2fs -O 
dir_index /dev/sda1 will enable the feature. Then run sudo 
e2fsck -D /dev/sda1 to index the existing folders. 

While the directory indexing is a safe option for extracting 
performance, changing the journaling mode of the filesystem 
isn’t and may harm your filesystem. The ext4 filesystem 
supports three journalling options. The Journal mode is the 
slowest but extremely safe. Then there’s the Ordered mode 
which offers the right compromise between speed and safety 
and is used by default by most distros. In this mode, all data 
along with the metadata is first committed to the journal 
before being written to the main filesystem.

The third option available to you is the Writeback mode 
which is what you should use if you are concerned about 
performance. In this mode, data is written to the main 
filesystem immediately after its metadata has been recorded 
in the journal which increases throughput. For changing your 
filesystem’s journaling mode, boot into a live environment, 
and then run:
sudo tune2fs -O has_journal -o journal_data_writeback /dev/
sda1 

to switch the /dev/sda1 partition to the writeback mode. 
Also, typically you really don’t need to defrag a Linux 

filesystem. In a snap, this is because the popular Linux 
filesystems house the files more intelligently. Instead of 
stacking them against each other, the filesystem gives 
individual files enough room to grow. But if you’ve been 
reading and writing files a lot and regularly test the limits of 
your partition, you might need to defrag your filesystem. 
If you are using the ext4 filesystem, your distro probably 
already includes the e4defrag tool. Assuming your data 
resides in /dev/sda1 partition, use
sudo e4defrag -c /dev/sda1 

to first check the filesystem for fragmentation. When it’s 
done, the command will suggest whether your filesystem 
needs defragging. If it does, use the 
sudo e4defrag /dev/sda1 

command to defrag the partition.

Patch your kernel
If you're looking for the ultimate software performance 
upgrade, you need to patch your kernel. For starters, there are 
several performance optimised kernel patches available. 

One of the most popular alternatives to the standard 
kernel has been compiled by Con Koliva from lots of different 
performance patches. The kernel patchset is called -ck, and it 
has been built with an emphasis on desktop performance. 
After you’ve installed it, you’ll notice performance 
improvements in everyday desktop tasks, as well as while 
playing games and producing multimedia.

To install it, use your distro’s package manager to first 
download the kernel source for the version the patch applies 
to, along with all the tools for building your kernel. Then 
download the patch from Koliva’s website (http://bit.ly/
ConKolivas) and use the patch command in the kernel 
source folder to apply the changes, such as: 

sudo patch -p1 < patch-3.*-ck1 
Now build the kernel according to your 
distribution's instructions. 

If you use Ubuntu, an easier way is 
to use this script (http://bit.ly/
KernalckUbuntu), originally written by 
members of the Ubuntu Brazilian 
community, that will download vanilla 
kernels along with Kolivas’ patches and 
compile them into installable binaries.

Download the script into the /tmp 
folder with:
 cd /tmp; wget --no-check-certificate  
 https://raw.github.com/chilicuil/learn/ 
 master/sh/kernel-ck-ubuntu 
and then execute it with: 
sh kernel-ck-ubuntu. 

This will take some time to complete 
(time of a cup of tea, perhaps?). When 
it’s done you’ll have a bunch of binaries 
that you can install with:
sudo dpkg -i ./linux-*.deb.

 The Enlightenment-based Elive distro was the winner of our low-resource distros roundup in [See 
Roundup, p44, LXF186] and includes experimental modes to try on your tablet and smartphone.

 KDE’s built-in System Monitor offers many customisable 
options to help monitor and iron out performance issues.
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Speed up Linux

The likely lightweights

M
ainstream distros loaded with feature-exhaustive 
apps are the mainstays of a modern Linux system. 
They enhance your productivity and a distro’s 

reach and usability. However, they have an insatiable appetite 
for your computer’s resources. This makes them unsuitable 
for resource-strapped older computers. But thanks to the 
richness and variety of apps in the open source universe, 
there’s no dearth of alternatives, including some designed 
especially for slower machines. In addition to the hacks 
mentioned in the previous pages, you can also replace some 
apps with their lightweight brethren to give an old computer a 
speed bump.

 Switch the login manager Consider a lightweight login or 
display manager, such as XDM, instead of LightDM, GDM or 
KDM that comes with your distro. XDM isn’t as pretty as the 
others but it exerts miniscule demand on the hardware. 

Since it’s available in the official repositories of most 
distros, you can install it using your distro’s package manager. 
Once it’s installed, make sure the file /etc/X11/default-
display-manager lists the complete path to the XDM display 
manager (usually /usr/bin/xdm). On subsequent reboots 
you’ll be greeted by the bare-bones XDM.

 Use a lighter window manager The current generation of 
mainstream compositing window managers, such as Mutter, 
Compiz and Kwin are all very demanding. On such machines, 
you can switch them out and instead use one of the light-
weight alternatives such as Openbox, Fluxbox, FLWM etc.

OpenBox is a very popular option and is readily available in 
the official repos of most distros. In addition to the openbox 
package, also install the obmenu (menu editor), obconf 
(configuration tool), tint2 (lightweight task bar) and gmrun 
(lightweight application launcher). 

Once installed, create its configuration directory under 
your home directory with mkdir ~/.config/openbox and 
copy the default configuration file here from its original 
location at /etc/xdg/openbox/rc.xml. Then create an 
autostart file (~/.config/openbox/autostart) which is read 
by Openbox every time you log in. Add the tint2 & command 
in a new line within the file to automatically start the task bar. 

 Deploy a featherwight desktop If you’re using older 
hardware that struggles with Ubuntu’s default Unity desktop 
environment, you may want to use a lighter one. Again, 
there’s plenty to choose from, including Mate, Xfce, LXDE and 
Enlightenment.  LXDE, in particular, contains the basic 
features for a stripped-down, yet approachable, desktop 
environment. It doesn’t have a lot of shiny graphical effects or 
unnecessary features that get in your way. 

You can install LXDE and its utilities in Fedora with sudo 
yum install @lxde-desktop and in Ubuntu with sudo apt-
get install lxde. Alternatively you can install the customised 
LXDE desktop from the Lubuntu project with sudo apt-get 
install lubuntu-desktop.  

 Use specialised distros If you are looking for a quick fix 
solution to speeding up older computers, instead of swapping 
out individual apps, you can go the whole hog and install a 

Lightweight alternative apps
Here’s a list of apps that are light in terms of both features and size and can have 
a positive impact on the performance of older machines. [For an exhaustive list 
check out the feature on low resource apps, p24 LXF186].

 Word Processor AbiWord

 Spreadsheet Gnumeric

 Image viewer Feh

 Email Claws Mail

 Web browser Midori

 Video player VLC Media Player

 PDF Reader Xpdf

 Instant Messenger Pidgin

 BitTorrent Client Transmission

 File Manager Worker

Pick from a plethora of lightweight distros, managers and apps.

lightweight distro instead. There are several good ones out 
there, such as Lubuntu, Bodhi, CrunchBang and Puppy Linux. 
These distros go to great lengths to make sure they don’t tax 
your hardware. For example, Puppy Linux is loaded with 
lightweight custom apps of all sorts and the Lubuntu distro 
ships with the zRam kernel module to improve its 
performance on machines with little RAM.

Lightweights to consider
Bodhi is one of the best distros that’s designed for computers 
with limited resources. The distro uses the lightweight and 
pleasing Enlightenment desktop environment and offers a 
number of different profiles, including Bare, Laptop and 
Fancy, each of which is optimised for different types of 
hardware configurations. Out of the box, the distro ships with 
a minimal set of apps, but you can add more apps with the 
web-based AppCenter software installation tool. 

Then there’s Lubuntu which is an officially supported 
Ubuntu variant that’s built around the lightweight LXDE 
desktop. Unlike Bodhi, Lubuntu is chock-full of apps. For 
package management, the distro uses its own lightweight 
version of the Ubuntu Software Center. You can check other 
LXDE-based distros, such as Linux Mint LXDE and WattOS.

If you don’t mind using something exotic there’s Puppy 

Linux, which is the all-time favourite light-weight distro. It’s 
been morphing unusable computers into speed demons 
since 2003. Puppy Linux uses one of the lightest window 
managers (JWM) and while not the prettiest, the distro is full 
of custom apps and has very low hardware requirements.

 Finally, you have the CrunchBang distro which ships with 
the Openbox window manager. The distro’s developers don’t 
pitch it as a distro for slow computers, which explains the 
inclusion of some heavy-duty apps such as LibreOffice. 
Yet despite its collection of apps, the distro doesn’t require as 
much resources as a mainstream desktop distro, which 
makes CrunchBang ideal for semi-retired machines. LXF

“Replace apps with their 
lightweight brethren to give an 
old computer a speed bump.”
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Linux Format discovers how open source and open platforms will be shaping 
the future of education in the UK and how that will actually happen in practice.

Open 
Education

Education

Education in the 
UK and the world 
is changing. The 
introduction of 
connected, open 
platforms, alongside 
Massive Open Online 
Courses (MOOCs) 

and specifically a UK drive to reintroduce 
coding in the classroom, is seeing a new 
interest in technology take off around the 
world. Linux Format attended a forum of 
education experts earlier in 2014 and 
cornered a few to grill them on how, if in 
any way, open source is going to help 
change the future of education.

Mark Chambers
Etag and UKForCE (UK Forum for 
Computing Education)

LXF: Etag exists to advise the government 
on how to make coding fun and exciting?
MC: There’s an opportunity to use technology 
beyond the Computer Science curriculum. 
Etag is an education technology action group 
established at the invitation of government to 
provide an input to the message, if you like. It 
isn’t supposed to create frameworks, restraints 
or rules, it’s meant to provide the spirit of the 
radical use of technology to the politicians. 

LXF: How does Etag view the role of open 
source in all of this?

MC: We’re enthusiastic about the appropriate 
use of technology in terms of cost, complexity 
and technique. I see things like the Raspberry 
Pi and open source as an essential part of that. 
We’ve recently been able to contribute by 
working with TLM to develop a level 1, 2 and 3 
qualification in Open System Computing. That 
will complement the more traditional GCSE 
Computer Science approach. But there is an 
issue in schools about them being intelligent 
purchasers. We’ve got to find ways of building 
confidence for teachers into the system. 

LXF: What are the resistance points then to 
open source and open standards?
MC: One difficulty is that there’s no consistent 
channel for getting messages to schools. 

Interview
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Increasingly we no longer have local authority 
teams, which would have been the traditional 
route; more and more we have calls from 
individual schools asking for help. We can 
point them towards help but we’re just a small 
organisation, so providing help ourselves isn’t 
directly possible. Within our community there 
are many enthusiastic users of these 
technologies who might be in that position.  

LXF: You can’t just deliver a bunch of 
Raspberry Pis and a book on Linux to a 
primary school and say ‘get on with it’.
MC: Much material is free, but the professional 
development that has to go alongside that to 
make it effective is hugely expensive – cover 
for teacher training, but also classroom based 
activities, and the coaching and mentoring 
that’s necessary to make a difference. 

LXF: How do you think this will change 
things over the next decade?

MC: I’m not in the group that 
says we won’t need schools. I 
fundamentally believe in that 
face-to-face experience. But I’d 
like to think young people [can 
be] more in control of their 
learning and learn globally 
as well as locally, and that’s 
empowered by the tools we’ve 
heard about. I don’t think we 
have MOOCs that are anything 
but a rehash of traditional 
paradigms. But there is new 
learning that’s happening now 
in schools and could be taken 
to virtual communities or be 
available whenever it’s needed. 
We have to do it smartly in both 
physical and virtual spaces. 

LXF: Where does Etag stand 
on teaching coding not just to 
3% but to 100% of children? 
MC: It’s a powerful thought 
that there’s an aspect of using 
technology that’s relevant to 
all young people. I wouldn’t limit 
it to just the use of technology; 
I’d say it’s about a collective 
experience, in terms of what is 
its purpose? So it could be 
social entrepreneurship; the 
vehicle could be what will make 
an impact to local disabled 

people. So what are the 
tools? They could be 
hardware and software 
that contribute to 
making that resource. 
Fundamentally it’s less 
about the individual and 
more about the group 
and community coming 

together to engage in that activity. So I agree 
that there is a need for everyone to be exposed 
to computational thinking beyond a highly 
specialised curriculum, but I’d like that to be 
a focus on the collective activities.

LXF: Many parents despaired when seeing 
that the curriculum was just spreadsheets. 
MC: I’m fascinated by the repeated anecdotal 
comment that ‘my child’s experience was just 
using a word processor or database.’ I think this 
is drawing attention to inadequate teaching of 
that. But excellent teaching and learning has 
existed over the same period and I’d like us to 
celebrate that as much as we bemoan the bad. 
It seems that some of our challenged schools, 
where the children would never put up with just 
sitting in front of a computer, have developed 
very creative, physical learning experiences, 
like television studios and game making. That’s 
always existed and we should recognise that, 
rather than think we’re starting from scratch. 

Ooh, I mentioned Scratch! I wanted to get 
through this whole thing without mentioning it.

LXF: Not a chance! What can the community 
do to get involved?
MC: There’s an increasing availability of 
resources. Many Naace members are getting 
involved with out-of-school activities. So for 
example in London one of our members is 
running a Coder Dojo out of the office of Hayes 
Recruitment and there will be a hundred young 
people at that event.

LXF: What’s been done about encouraging 
both male and female students?
MC: I’m not going to pretend I have the 
answers. It’s important there’s an equity of 
opportunity, no matter what we’re talking 
about – male, female or any other differences. 
That’s an acute challenge. Perhaps we’re not 
knowledgeable enough about what works for 
different communities. For girls it’s important 
to get the practical side of computing, rather 
than the straight reproduction of code. That’s 
not based on research beyond empirical 
observations of teachers, it’s stuff that I hear. 
I think we need a strategic response that 
involves getting evidence based results. That is 
something we just don’t have at the moment. 

LXF: With 8-bit home computers we turned 
out a generation that conquered the world in 
terms of games programming, to a chap who 
invented the world wide web.
MC: Teachers were very involved with that – 
teachers themselves were BBC B / Archimedes 
programmers and went on to be entrepreneurs 
in so many ways. If you’re asking what 
happened, the real question could be a chicken 
and egg one: did we squeeze teachers so hard 
in other respects that they did not have time for 
this creative activity? Someone took their eye 
off the ball and often we blame the National 
Strategist for a lot. There was a lowest common 
denominator approach that is a regret.

LXF: Where’s this going to take this country 
in ten years?
MC: There’s a view that most employment will 
be in smaller, more agile organisations. I guess 
that’s what’s behind what I talked about earlier 
when I said that’s how the curriculum should be 
organised around smaller community grouping 
with young people working as design/
development/contraction teams behind real 
practical problems commissioned for specific 
audiences. We’re mirroring the style of work 
that conventional wisdom says will be available 
in the future. This is a recognition that there’s no 
point taking a mass approach and churning out 
180 A-grade maths students who can’t work 
together or collaborate to make something. It’s 
far better to have a more balanced experience 
of learning that will contribute to the small-scale 
entrepreneurs of the future.

On teaching hOw tO cOllabOrate 

“There’s no point churning 
out A-grade maths students 
who can’t work together.”
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Clive Beal
Raspberry Pi Foundation

LXF: The Pi was created as an informal tool 
based on a failure in education to embrace 
programming and open source. It’s now been 
embraced as a formal tool by education for 
teaching programming and open source. 
Great success!
CB: It has, we recognise that and we have an 
education team that are all solidly writing 
resources. We’re aware of the shift from 
informal to formal; that was never the original 
plan, but we’re really happy to embrace it. As 
an ex-teacher myself, that’s something I see 
as a very useful tool. It’s part of a toolkit. We’d 
never hold it up as the only solution, it’s part of 
classroom toolkit for messing around with and 
experimentation. We’re going to be running 
CPD (Continuing Professional Development) 
for teachers, we’ll be writing resources and 
there will be one place where teachers can 
come to use that in a formal environment.

LXF: Are you focused equally on primary 
and secondary?
CB: Probably primary – Key Stage Two 
coming into Key Stage Three. We’re also doing 
things at GCSE in other ways. So we have this 
online course we do with Cambridge 
University Press, OCR, for example.  We’re very 
aware that primary school teachers are non-
specialists. There’s a concern that come 
September 2014, they’ll suddenly have to 
deliver this brand new subject. The training 
courses that I’ve given to primary school 
teachers do end up with them thinking ‘this is 
great and I can do this’. But it starts with them 

coming into the classroom thinking there’s 
this weird thing called Computing.

LXF: There is a concern that for teaching 
just one hour a week on computing, there’s 
an awful lot for teachers to take in. Do your 
courses work?
CB: Talking about the courses I’ve run as a 
teacher, we will be running CPD – we’ve been 
planning and writing that. My big thing is when 

they walk in to the classroom, we don’t touch 
a computer for half a day and it’s a day course. 
We do CS unplugged, computing without a 
computer. It’s about the underlying principles, 
it’s about networking, abstraction, algorithms.

LXF: In the ’70s schools couldn’t afford 
computers so you’d learn flowcharts and the 
fundamental logic.
CB: I could take them into the playground and 
we could learn flowcharts, we could all be little 
robots and have to solve mazes. So there are 
ways to solve problems. Human being like 
solving puzzles and making stuff. So it’s a real 
shoo-in once the primary school teachers get 
over words like ‘algorithms’ and all of these 
brand new words. They realise this is cool and 
fun, and the kids love it. This argument that 
you can’t teach primary school pupils words 

like algorithms: you teach them phonics, you 
don’t patronise them about literacy, yet with 
computing... I can understand the concern, so 
we’re very aware of that. We want to support 
primary school teachers and we will be.

LXF: How much of the ideas behind free 
software do you have to introduce?
CB: Because of how the ICT curriculum was, 
there was a load of fantastic stuff going on, 
but you are in an environment with locked-
down boxes, physically and in software terms. 
You can’t go to your technician and say ‘Can 
we put this networking software on please’. It’s 
quite tricky. In a corporate sense there was 
quite a lot of lock into Microsoft licences, or 
certainly closed licences. Then again it was 
down to the teacher. In that sense all it needs 
is to spread the word that there are these 
brilliant tools like  Audacity. Show kids 
Audacity and suddenly they’re making their 
own music from their own samples. Scratch – 
I don’t know any teacher in Year 7 who’s not 
using Scratch to tell a story in some sense and 
learn programming and do some control stuff. 
So instead of doing flowcharts, you go into 
Scratch and do it that way. The more people 
who know about it [open source], the better, 
but they have to jump out of this box, and 
primary schools have a problem that they 
either have a coordinator that goes around 
each school one day a week or they might 
have no ICT coordinator, they just might point 
to the  nearest physics teacher and say ‘You! 
You’re now doing this!’ There isn’t the 
consistency where you can say here’s a 
fantastic tool set, let’s put it on a computer 

and let them play. 

LXF: Do you have 
relationships with high 
schools to help them 
bring this stuff back 
into primary schools?
CB: We should do, and 
there should be a 

mechanism in all schools, but you don’t 
always see it. When I ran the first of our feeder 
courses it was like selling double glazing, but 
the situation has changed a lot since then, as 
they’re now aware this is something they are 
going to have to deliver. We really need to 
show them it’s this creative, fun thing to play 
with and it’s not this boring coding thing that 
the government, the politicians and the media 
are banging on about. That’s what scares 
them, thinking ‘I’ve got to be this genius coder 
by September’. That’s not the case. 

LXF: Primary schools have been ahead of 
high schools at making it fun. Now with code 
clubs going into schools that helps, but 
they’re not everywhere.
CB: Once teachers realise this is within their 
capabilities, and especially that kids almost 

On the Open sOurce ethOs 

“Turn a teaching area full 
of locked-down boxes into a 
learning area and have fun.”
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teach themselves with computing, it gives 
them a lot of confidence, it’s a great subject 
and it’s cross-curriculum – have a go with it!

LXF: What’s the best thing readers can do to 
get involved with the curriculum and help 
schools stay on track?
CB: I do think Code Club and Code Club Pro, if 
you’re an IT professional, are ways in if you’re a 
keen parent. You don’t have to know lots to get 
involved. More specifically, if you’re looking at 
Pi’s, they’re quite cheap to buy.

LXF: If you’re non-technical parent you could 
get involved with a fund-raising activity. 
Before you know it you’ve got five fun, Linux 
running computers in your local school!
CB: Then go to local businesses. Carrie Anne 
[Philbin] needed equipment for her school, 
tweeted and within half an hour someone had 
said they had monitors they could collect. We 
like the scrounging ethos, the making ethos. 
You can set up a lab in the corner with a few 
cheap robots, a few Raspberry Pi’s and a few 
Arduinos. From my perspective I want to turn 
that from a teaching area full of locked-down 
boxes, to a learning area where everyone can 
pitch in and have some fun. Changing that 
environment in the classroom is almost as 
hard as changing the curriculum.

LXF: What’s been your involvement with the 
Raspberry Jams?
CB: It really is an eye-opener, basically 
volunteers saying ‘I love this thing, it’s 
important and I’m going to spread the word’. It 
opens your eyes, that people would do this, the 
community of now over 90,000 people would 
do that. It’s such a large community and very 
friendly, really helpful. It’s a case of the right 
place, right time. In many ways in parallel with 
the curriculum coming in, it has captured the 
imaginations of many people as a creative tool. 
We’re really grateful for that.

LXF: So Computing is no longer a dull and 
boring subject!
CB: That’s the message you’re going to get! 
It’s also cross-curriculum, going into art and 
sport but there’s very strong links with science 
and music. They’re just waiting to be exploited. 
This is the exciting part. You can stick it in an 
Addams Family coffin, you can stick it in a high-
altitude balloon – I know schools that are now 
doing it. It used to cost £700 but now you can 
get a Pi, add cheap GPS and send it up there 
for a couple of hundred quid. Do something 
amazing like send down pictures from space, 
and if that doesn’t engage I don’t know what 
will. Then there are things like Sonic Pi, music, 
the artist stuff. We have Rachel, our artist in 
residence, who’s a fantastic role model for girls 
as well. There’s such potential now computing 
is back on the curriculum, I think it’s really 
exciting and I’m glad I’m part of it.

Rajay Naik
Open University

LXF: What’s the OU’s take on the tertiary 
sector feeding back into the curriculum?
RN: Why can’t an 18-year old going through 
their Sixth Form experience get access to the 
same world-class education as someone going 
through a formal higher-education experience? 
What online education, like the Khan Academy 
and a whole range of others, are now enabling 
is a much more personalised set of curriculum 
and support that’s actually tailored to the 
ambitions and hopes of the individual student. 

LXF: How’s this going to play out long term?
RN: In much the same way that Block buster 
has had to file for bankruptcy because of 
Netflix, Lovefilm and the digital revolution 
there. This is effectively the Napster moment 
for education. We won’t be selling campuses 
and turning them into out-of-town shopping 
centres, but we will see a radical evolution in 
how we deliver teaching and education to all 
of our students, and that’s a good thing. 

LXF: You said UK universities have been slow 
to embrace MOOC, compared to American 
institutes. Is this symptomatic of a wider 
resistance to innovation in UK education?
RN: In fact it’s often advantageous not to be 
the first mover. For example, we’ve now created 
Future Learner for mobile and tablet first, 
rather than desktop as the US platforms did. 
The really encouraging thing is just how quickly 
we’ve been able to move in 15 months or so. 
We’ve gone from a standing start with an idea 
to 29 world-class universities all signing up for 

Europe’s first MOOC platform, to courses going 
out to hundreds of thousands of students in 
over 190 countries, all in just over a year.  

LXF: What role is there for open source? 
RN: I think institutions realise that the game 
has changed and they need to change with it. 
But quality has to be at the heart. For instance 
what you’ve seen with some platforms is a 
lecture recorded with a camera at the back of 
the room – it’s not an immersive environment 
and it’s not appropriate. Our focus is on quality, 
not quantity.

LXF: There’s this vision for what education 
will look like in 2025. Where will we get to 
with open platforms and open source?
RN: When it comes to education and 
technology, Britain is still one of the pre-
eminent powers. We’ve got the second-best 
higher education system on the planet – it’s 
an £11 billion export for us every single year. So 
the focus for all of us over the next 30 years is 
how we remain the vanguard of the world.

LXF: What’s your take on where Raspberry 
Pi fits with the Open University’s vision?
RN: It’s exactly what we’re seeking to do! It’s 
all about how we use the technology at our 
disposal to create better products and services. 
Ultimately the core of that is simplicity. 
Raspberry Pi is a simple tool, and that’s what 
we’re in the business of doing. We create simple 
environments where people can transform 
their lives. Whether that’s watching a BBC 
programme, using iTunes, YouTube, OpenLearn 
or studying for an OU degree, as long as they 
can do that simply we can’t go far wrong.  LXF
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T
he evolution of monitor resolutions 
hasn’t been the straightforward 
upward curve that most technology 
experiences. In the 

good old days of boxy beige 
CRT monitors – which did 
almost as good a job at heating 
your house as displaying your 
desktop – there was a 
consistent upward trend of 
increasing maximum resolution as new 
models were released. While the SVGA 

resolution of 800x600 was one of the most 
popular resolutions of the ’90s (and a decent 
upgrade from the VGA resolution of 640x 

480), some CRTs ended up being capable of 
resolutions up to 2,048x1,536. With the arrival 

of flat-screen monitors the 1,920x1,080 
resolution – also known as ‘full HD’ – quickly 
became the standard, and resolutions 

stagnated for a while. While 
we’ve seen a recent resurgence 
in higher resolutions, driven in 
part by affordable monitors 
capable of 2,640x1,440 (and 
Apple’s ‘Retina’ displays with 
resolutions of up to 2,880x 

1,800), it’s the 4K resolution (3,840x2,160) 
that has begun to get people really excited.

“As well as immersive movies 
and pictures, 4K offers a vast 
desktop workspace.”

Ultra-high definition is the ‘next big thing’, but how well 
is 4K supported in Linux? Matt Hanson investigates.

State of the  
4K art

4K and Linux



H
uge, immersive movies and pictures 
are not the only benefit. From a 
practical standpoint, 4K offers a vast 

desktop workspace, letting you display 
multiple applications and windows at once 
without needing an additional monitor.  

The one problem has been cost. Until 
recently if you wanted a 4K monitor you were 
looking at a price tag of at least £1,000. 
Thankfully there has been a recent spate of 
more reasonably priced 4K monitors from 
recognised brands, such as Philips, AOC, Asus 
and Samsung, with prices averaging around 
£500 to £600. Two excellent 28-inch choices 
are the Asus PB287Q at £580 and the AOC 
U2868PQU at around £499. This might be 
stretching the definition of ‘reasonably priced’, 
but it’s definitely a step in the right direction, 
and 4K displays will continue to drop in price. 

The other main expense of 4K is the 
hardware you’ll need to run it – though what 
you want to do with 4K will determine how 
powerful a machine you’ll need. For just 
making use of the additional desktop space 
and visual fidelity for still photos, the hardware 
requirements are surprisingly modest. If you 
have a recent motherboard and processor, 
you may not even need a separate graphics 
card. Zotac’s mini Zbox E1730 Plus [Reviews, 
p21, LXF187] can handle 4K, and we’ve even 
hooked a Chromebox to a 4K display.

4K out of the box
For watching and editing 4K media, as well as 
gaming, you’ll want a powerful graphics card – 
or a number of them – with DisplayPort 1.2 
ports, which can handle 4K at 60Hz refresh 
rates. HDMI can be used for 4K resolutions, 
although at the moment HDMI 1.4 supports 
4K only at 30Hz refresh rates, which isn’t ideal 
for gaming and DVI tops out at 1440p. HDMI 
2.0 kit will address the 4K shortcomings.

Assuming that you have the right hardware 
and a relatively recent distro, plugging in a 4K 
monitor shouldn’t be too different to any other 
monitor. Once it’s plugged in to your PC, you 
should be able to load up your Linux distro as 

Install graphics drivers
1  Download the latest drivers To begin, go 

to the official website of your graphics card 
manufacturer (in this example we’ll install an 
Nvidia driver). Find the most up-to-date 
version of the correct driver for your graphics 
card, and then download it. If the drivers are in 
a compressed file, extract them into your 
Downloads folder. Next, open up the terminal 
and make the .run drivers file executable with 
the following command: 
chmod 777 ~/Downloads/NVIDIA-

Linux-*-340.24.run 
Make sure you replace ‘NVIDIA-Linux-*-340.24.
run’ with the name of the drivers you installed.

2  Out with the old, in with the new Now exit 
out of the graphical user interface with Ctrl + Alt 
+ F1 (or F2). Log in with your username and 
password, then uninstall any existing drivers 
with the following:
sudo apt-get purge nvidia*

If you’re using an AMD/ATI card, enter ‘ati’ rather 
than ‘nvidia’. If Ctrl + Alt +F1 just brings up a 
blank screen, press Ctrl + Alt + F7 to return to 
the graphical interface, then type 
sudo sed -i -e ‘s/#GRUB_TERMINAL/GRUB_

TERMINAL/g’ /etc/default/grub sudo update-
grub 
Reboot, then stop the current X session with:

sudo service lightdm stop 
If that doesn’t work, try 
sudo service gdm stop

or possibly kdm in place of gdm. 
3  Install the new driver Now type 
sudo sh ~/Downloads/NVIDIA-

Linux-x86_64-340.24.run 
Then follow the instructions to install. Again, 
make sure you enter the correct file name for 
the .run file you are going to install. Next, type
sudo reboot

to restart. Your new driver should be installed, 
and if you check your system settings, it should 
display the correct GPU make and model.

normal, but your familiar desktop will now be 
rendered at the 4K resolution of 3,840x2,160. 
If it is, you’ll notice that icons, mouse cursors 
and more will appear rather small. You can 
check the current resolution by typing 
xrandr into the terminal. This 
loads the xrandr tool, which 
can be used to set your 
system’s resolution. 
When you start xrandr 
you’ll see a range of 
information about the display, 
for example: 
Screen 0: minimum 320 x 200, 
current 3840 x 2160, maximum 
16384 x 16384  DFP1 connected 
3840x2160+0+0 (normal left inverted 
right x axis y axis) 621mm x 341mm 

Where it says ‘current’ we have the 
3,840x2,160 resolution, which means 4K is 
displaying correctly. Underneath this you 
should see a list of available resolutions, along 
with refresh rates. Where it says ‘DFP1 
connected’ it’s referring to the port your 
monitor is connected to. If your monitor isn’t 
currently outputting at 4K, you can use xrandr 
to change the resolution by typing in: 
xrandr --output DFP1 --mode 3840x2160 

Replace DFP1 with the corresponding name 
of the output for your graphics card. You can 
also change the refresh rate of the monitor by 
appending --rate and then the refresh rate 
you want. For example this will enable 4K with 
a 60Hz refresh:
xrandr --output DFP1 --mode 3840x2160 
--rate 60 

Fun with drivers
If all of your hardware stacks up yet you’re 
unable to output at 4K then the first thing 
you’ll need to do is ensure that your graphics 
drivers are up to date. To quickly and easily 
find out the make and model of your graphics 
card, along with the driver version currently 
installed on your machine, use the glxinfo 
tool. You may first need to install it from the 
terminal with: 

sudo apt-get install mesa-utils  
Once it’s installed, type in 

glxinfo | grep OpenGL  
to get information about your graphics card 
and driver. Among the information that’s 
outputted from this command, you should 
see two lines that look a little like the following:
OpenGL renderer string: AMD Radeon R9 
290 Series  OpenGL version string: 4.3.12618 
Compatibility Profile Context 13.251

Next to where it says ‘OpenGL renderer 
string:’ your graphics card will be listed, and 
next to ‘OpenGL version string:’ you’ll see your 
driver version. Using this information we can 
now check to make sure we’re running the 
latest drivers. This might not be popular with 
everyone, but at this point in time we’d still 
recommend checking the graphics card 
manufacturer’s closed source and proprietary 
drivers for the best 4K support, rather than 
the open source alternatives. For Nvidia cards 
head to http://bit.ly/lxfnvidia, and for AMD 
go to http://bit.ly/lxfAMD, or if you’re using 
an Intel processor’s integrated graphics chip, 
visit http://bit.ly/lxfintelgraphics.

Of course, open source alternatives exist 
for the drivers, created and maintained by an 
enthusiastic community, so if you’d rather 
stick with open source, then keep an eye on 
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 The Sapphire AMD 
R9 290X offers a great 

balance between power 
and affordability.

http://bit.ly/lxfnvidia
http://bit.ly/lxfAMD
http://bit.ly/lxfintelgraphics


these projects, as hopefully improved 4K 
support will soon be included. For open 
source Nvidia drivers visit http://nouveau.
freedesktop.org, and for AMD go to http://
xorg.freedesktop.org/wiki/RadeonFeature. 

With the latest Nvidia drivers installed in 
our 4K rig, we enabled support for the two 
Titan Black graphics cards with:
sudo nvidia-xconfig –sli=auto 

Ubuntu, Gnome and 4K 
It’s all well and good running your Linux distro 
at 4K, but that doesn’t necessarily mean it will 
be particularly usable. With an incredibly high 
resolution, many fonts, icons and interface 
elements will appear pretty small. While this 
can look pretty, it can also make using the OS 
more difficult, requiring pinpoint accuracy to 
click an icon as tiny as an ant’s purse. Staring 
at an interface that’s too small could also lead 
to additional eye strain, so we ran a number of 
distros at 4K to see how their default desktop 
environments handled the high resolution.

First up was Ubuntu 14.04. While its Unity 
desktop isn’t to everyone’s taste, it scaled to 
4K remarkably well. In fact, we’d go as far as 
to say that the user interface actually benefits 
from the high 4K resolution. The divisive 
search lens interface, which can often hog the 
screen, is now confined to the top left corner 
of the screen, giving you a much better 
overview of the programs and files on your 
machine, and remains pretty unobtrusive. The 
slightly larger icons in the file manager – no 
doubt a result of Canonical’s desire to make 
Ubuntu usable on touch screen devices – 
remain large enough to be perfectly usable 
at this resolution. Perhaps best of all is the 
Launcher sidebar, which holds icons for your 
applications. At 4K there is even more space 
to hold shortcuts, dramatically improving the 
usability of Ubuntu. If these icons are too 
small, then you can easily resize them by 
going into System Settings, selecting 
Appearance and then dragging the Launcher 
icon size slider to alter the icon. 

If you really don’t want to use Unity, there 
are other options. Before leaving Ubuntu, we 
installed the Gnome shell and desktop 
environment to see how it coped with 4K 

compared to Unity, and the difference was 
quite stark in some areas. For example, 
opening up the Activities menu and selecting 
Show Applications shows you a list of your 
apps, and while the icons are nice and large, 
the fonts themselves are incredibly small, 
making them hard to read. Outside that menu, 
things are a little easier, though some icons 
and menus suffer in comparison to Unity’s 
larger default sizes. The release of Gnome 
3.12 has shown that it is taking 4K seriously. 

Xubuntu, Xfce and Mint 
Xubuntu is the Ubuntu derivative with the Xfce 
desktop environment. The underlying distro 
may be roughly the same, but the different 
desktop environment proved to be a big 
difference. Unlike Unity, it’s clear that Xfce was 
designed for more conventional desktop use, 
and while there’s nothing wrong with that, it 
does mean that at a 3,840x2,160 resolution 
the icons, fonts and menus all appear quite 
small. It’s still usable, but ends up being a 
more frustrating experience than Unity.  

We then tried Linux Mint. This distro’s 
Cinnamon desktop environment has won 
many fans – especially among newcomers to 
Linux – thanks to its similarity to Windows’ 
(pre version 8) layout, with a Taskbar at the 
bottom, and a ‘Start’ menu (which Mint simply 
calls Menu) that offers easy access to files and 
folders. As in Xfce, the fonts and icons appear 

very small in Cinnamon, making the use of 
Menu a fiddly experience. Thankfully this can 
be easily rectified by right-clicking on the 
bottom taskbar (known as the Panel in Linux 
Mint), selecting Panel Settings and then 
increasing the pixel size next to Bottom panel 
height. Mint will alter the size of icons and 
fonts to match, making it much easier to use.

Elementary and Fedora 
Elementary might not be installed on as many 
boxes as Ubuntu or Mint, but it’s rapidly 
gaining popularity, thanks largely to the fact 
that it comes with its own desktop 
environment and shell, named Pantheon, 
which is designed to be quick and efficient as 
well as looking good. At 4K, Elementary OS 
certainly looks great, with the stylishly 
minimalist Pantheon desktop environment 
working well with the increased workspace 
offered by the high resolution. The application 
launcher benefits from larger icons that make 
it easier to use at 4K than Xfce’s. Elsewhere 

 4K displays offer vast amounts of desktop space with unreadably small text.
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Our 4K machines
For our tests we used two machines. The first 
was a pretty standard desktop PC with average 
specs, including a now slightly dated Intel Core 
i7-2700K CPU. We tested 4K on this using both 
the onboard graphics and a top-of-the-range 
Sapphire AMD R9 290X graphics card (www.
sapphiretech.com), which is designed for 4K 
gaming. Our second machine was an over-the-
top PC built for 4K and packed with some of the 
most powerful components available, including 
not one but two Nvidia Titan Black graphics 

cards courtesy of Zotac (www.zotac.com) and 
Palit (www.palit.biz), all housed in a big Bitfenix 
Colossus Window (www.bitfenix.com) chassis 
that keeps everything nice and cool. Powering 
these high-end components requires a PSU to 
match, so we used a top-spec Corsair AX860i 
(www.corsair.com), providing plenty of reliable 
power as well as being efficient and almost 
silent, with a modular design that reduces cable 
clutter for improved airflow. The 4K monitor we 
used is the Philips 288P6 (www.philips.co.uk).

 The Bitfenix Colossus Window lives up to 
its name, but the extra space inside means 
excellent airflow to keep our 4K rig cool.

http://nouveau.freedesktop.org
http://nouveau.freedesktop.org
http://xorg.freedesktop.org/wiki/RadeonFeature
http://xorg.freedesktop.org/wiki/RadeonFeature
www.sapphiretech.com
www.sapphiretech.com
www.zotac.com
www.palit.biz
www.bitfenix.com
www.corsair.com
www.philips.co.uk


icons and fonts are a bit too small for comfort, 
but at least they can be easily changed, either 
through elementary OS system settings or by 
downloading the Elementary Tweaks tool, 
which lets you set system-wide icon and font 
sizes to make elementaryOS more 
comfortable to use. To install Tweaks open the 
terminal and type: 
sudo apt-add-repository ppa:versable/
elementary-update sudo apt-get update sudo 
apt-get install elementary-tweaks 

You can then access these additional 
settings by opening System settings and 
selecting Tweaks. However, the next version 
of elementary OS (now codenamed Freya) 
promises better support of HiDPI as well.

Last but not least, we fired up Fedora 20, 
running the KDE desktop. Like Gnome, the 
KDE desktop environment supports HiDPI 
scaling for high resolutions, though the results 
are currently hit and miss. While the increased 
desktop space is welcome, and the desktop 
icons remain easy to use as well as good 
looking, the fonts along the Taskbar at the 
bottom are, as in Cinnamon, very small and 
difficult to read. Fedora’s Kickoff application 

launcher works fine, and although the fonts 
are small, it’s reasonably easy to read them. 
Delving into Fedora’s settings gives us a 
number of options to set icon and font sizes, 
which makes the KDE desktop more pleasant 
to use. Overall, we’d say that KDE in its current 
form is a touch more 4K friendly than 
Cinnamon without any tweaking. However, 
just as we were going to press, KDE released 
Plasma 5.0, the latest version of the KDE 
desktop environment. Along with a number of 
performance and graphical updates, it also 

includes a ‘converged Plasma shell’, designed 
to load the desktop and bring a usable 
user interface to a variety of 
non-standard devices – 
similar to Canonical’s 
aim of making Unity 
usable on smart-
phones, tablets and 
more. This update also 
includes support for HiDPI 
displays, making the desktop far 
better for use with 4K monitors.

Overall, we found that Ubuntu’s 
Unity desktop environment offered the 
best out-of-the-box experience, supplying a 
perfectly usable interface at 4K resolution 
without any need for tweaking, which we’ll 
attribute to Canonical’s ‘convergence story’, 
which involves scaling Ubuntu to several 
different devices and screen sizes. The 
creators of the more traditional desktop 
environments still have some work to do, 
however, especially if the 4K resolution 
becomes mainstream. 

Using a more traditional desktop? You’re 
not necessarily stuck with tiny icons and hard-

to-read fonts. There 
are a number of ways 
you can scale your 
distro’s user interface 
to work better with the 
high resolution – see 
the box below. These 

vary in difficulty and results, but are all worth 
trying to get the perfect 4K display in Linux. 

The state of 4K and Linux 
So what have we found out about the state of 
4K support in Linux? The main take-away at 
this point is that support is OK, and there are 
even more promising signs for the future. As 
long as you’ve got the hardware to support it, 
you should be able to hook up a 4K monitor 
to your Linux machine and have it display at 
3,840x2,160 resolution. However, how useful 

this resolution will be can vary depending on 
the distro and desktop environment you use. 

During our time with 4K we’ve found that 
Ubuntu running the Unity environment offers 
the best experience without needing too 
much tweaking. Other distros and desktops 
offer varying degrees of success at supporting 
4K, although with a bit of fiddling around you’ll 
soon get your desktop comfortable to use. 
What’s promising is that many of the desktop 
environments are adding support for higher 
resolution displays, mainly with  HiDPI (High 
Dots Per Inch) scaling – a by-product of users 
wanting to replace OS X with Linux on their 
Retina-display MacBooks. 

If you want the best 4K experience in 
Linux, then we’d recommend holding fire for 
the time being. Extra support in both distros 
and programs will make using your computer 
at 4K much more comfortable, while hardware 
that can support 4K will continue to fall in 
price. There’s not really all that much in the 
way of 4K content at the moment, either. 
Netflix has been showing an interest in 
streaming 4K content, but as Netflix isn’t 
available on Linux without replacing the 
Silverlight plugin with Pipelight, you can afford 
to wait. Still, if 4K is indeed the future, then 
we’re confident that Linux will have no 
problem being a part of that.  LXF

 The Nvidia GTX 
Titan Black is one of 

the world’s most powerful 
graphics cards – so we stuck 

two of them in our system for 
excellent 4K performance.
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Scaling for 4K
The quickest and easiest way to scale your user 
interface is using the Zoom shortcut, which 
works with a number of applications as well as 
some file managers. Simply hold down Ctrl on 
your keyboard, then either press the + key or 
scroll up if your mouse has a scroll wheel. This 
will increase the size of text, icons and images 
in the program you’re using. It’s a quick way to 
make working with 4K screens easy, and is 
particularly useful in web browsers, such as 
Firefox and Chromium, where you can resize 
the text of websites in an instant. The results 
elsewhere aren’t always perfect – it can lead to 
slightly blurry icons or pictures – but if you’re 
having trouble reading what you’re writing in 
Libre Office, say, then it works a treat. 

Even better is scaling using your distro’s 

system settings. Changing icon size, font size 
and font DPI via the graphical interface is more 
user friendly, and some display settings, such 
as in Ubuntu, change the appearance of the 
desktop on the fly – so you can see the impact 
of your changes as you make them, making it 
far easier to fine-tune the look of your distro to 
suit 4K. Another benefit is that these settings 
are global, so your changes will be reflected in 
almost all of your programs and you won’t need 
to change the settings for app after app in turn 
when you use them. 

Using Gnome 3.10 or higher as your desktop 
environment? You can enable HiDPI scaling by 
entering the following at the command line: 
gsettings set org.gnome.desktop.interface 
scaling-factor 2 

This will scale Gnome’s user interface to 
better suit high-resolution displays. If you don’t 
find it to your liking, then you can return to the 
default size by re-entering the same code 
but changing the 2 to a 1. 

You can also independently scale the 
interface text size with the following command: 
gsettings set org.gnome.desktop.interface text-
scaling-factor 0.9 

In place of 0.9 you can enter the scaling factor 
of the text you want. The changes will be 
displayed immediately. 

For other desktop environments you can 
use our old friend xrandr to scale your desktop 
using the following command: 
xrandr --output DFP1 --scale 1.5x1.5 

Replace 1.5 with your desired scale.   

“Desktop environments are 
adding support for higher-
resolution displays.”



Arch Linux
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Jonni Bidwell enters through the narrow 
portal that leads to the functional way.

Arch Linux: 
Your flexible friend

A
rch Linux 0.1 appeared on the 
scene in 2002. Creator Judd 
Vinet sought to make an 
independent distribution that 

was inspired by the simplicity of Crux, 
Slackware and BSD. Arch Linux is now 
under the lead of Aaron Griffin, and has 
established itself as a major player in the 
distribution landscape. Alongside such 
Jupiters as Ubuntu, Mint, Debian, Fedora, 
and OpenSUSE, Arch occupies something 

of a unique position. Undoubtedly, there 
are other offerings which promise 
comparable levels of customisation 
(Gentoo, Linux from Scratch), minimalism 
(Damn Small Linux), or up-to-the minute 
updates, but none of these have anything 
comparable to Arch’s user base. Starting 
from a minimal base install, the user 
makes all the decisions, growing the 
system to their requirements – or in 
Vinet’s words “Arch is what you make it”.



A
rch is aimed at intermediate or 
advanced Linux users, since terminal 
commands and manual editing of 

configuration files are de rigueur. The Arch 
wiki provides thorough documentation 
though, so even if you’ve dabbled with Ubuntu 
or Mint and like a challenge, then feel free to 
give it a shot on a spare (or virtual) machine. 
If the install process doesn’t put you off then 
the chances are you’ll get on fine. Arch aims to 
expose as much of the system as possible to 
the user, but to have these internals arranged 
in a coherent manner. So with a bit of patience 
there is potential to really advance your skills. 
On the other hand, if you just tried Ubuntu and 
are looking for an alternative because you ran 
into difficulties, Arch is unlikely to solve your 
problems. However, Manjaro Linux, an Arch 
derivative with more of a focus on user-
friendliness, might just be the answer.

Discerning Arch users enjoy up to the 
minute releases of graphics drivers 
(wholesome and proprietary), web browsers, 
and pretty much any software you would care 
to name. It’s often a sore point on the Ubuntu 
Forums that Canonical’s repos lag behind 
developer releases. Then again, those forums 
have plenty of sore points, and a conservative 
update strategy does allow for a more 
thoroughly tested and stable distribution. 
Speaking of which, the stable releases of 
Debian happen once every three years, so at 
the time of writing while Arch users are 
enjoying the shiny new 3.15 kernel, users of 
the current stable release of Debian 
(codenamed Wheezy) are still 
rocking the 3.2 series. Of course, 
this branch is still maintained, and 
any security fixes are applied 
promptly. And in fairness, Debian 
users can use backports to get 
newer versions of certain software, but not 
those – such as Gnome – that depend on so 
many new libraries. Likewise, Ubuntu has 
PPAs, Gentoo has Overlays and Fedora has 
other repos, such as RPM Fusion.

Currently, Arch Linux distributes packages 
for two architectures: i686 (32-bit) and 
x86_64 (64-bit). This greatly simplifies the 

The Arch way
The ethos behind Arch Linux is summed up in 
five principles: simplicity, code-correctness over 
convenience, user-centricity, openness and 
freedom. It aims to provide a lightweight 
foundation upon which the user can build 
however they see fit. Linux is complex and 
sometimes complicated, and Arch makes no 
attempt to hide any of it behind layers of 
abstraction or GUI. Instead, it lays them out in 
as clutter-free and transparent a manner as 
possible. Software is kept as close to the 

developers’ release as possible and patching is 
avoided unless absolutely necessary. For 
example, the stock kernel package usually 
contains only a handful of bug fixing patches 
(two at the time of writing) rather than the 
truckloads you will find in other distros.

Arch emphasises that the user is responsible 
for administering their system, and the provided 
tools aim to make this process efficient as 
opposed to easy. The thinking here is that by 
oversimplifying things, control is sacrificed. 

There is a very strong community among which 
users are encouraged to share their problems 
(coherently!) and solutions. Arch users are free 
to configure their system to their every whim: 
Whether you want a headless server, a fully-
fledged KDE desktop, or a real-time patched 
audio workstation, Arch is perfectly capable of 
adapting around you. Proprietary and other 
restrictively licensed software (such as Flash 
and mp3 codecs) is available in the repositories, 
placing functionality above ideology.

process of maintaining and testing new 
packages. When it was released (and 
commodity 64-bit processors were still two 
years away) only i686 was supported. Part of 
its popularity was due to support for this 
microarchitecture, inaugurated in the Pentium 
Pro chips of 1995. Other distributions were still 

stuck supporting i386 architectures, so Arch 
was seen as a speedier option. Estimates 
suggest that nowadays less than 10% of users 
are using the i686 version, so it’s conceivable 
that future support for this architecture will go 
the way of the dodo. However, since there is 
still some need to run 32-bit binaries – and 
hence maintain the multilib repository of 

32-bit support libraries – the small overhead 
that comes with maintaining i686 alongside 
x86_64 is at least in part warranted.

Installing Arch
You can install Arch Linux in the usual way by 
downloading an ISO image and making a 

bootable CD or USB stick. It’s also 
possible to do it from an existing 
Linux install, although there are 
caveats for this approach. If you 
are installing onto the same drive 
as the existing install, then you will 
be unable to repartition it without 

recourse to a boot CD. Also, it’s more or less 
impossible to install a 64-bit Arch system 
from another 32-bit Linux. The other direction, 
while possible, is nonetheless far from trivial. 
In sum, if you have a CD drive or a spare USB 
stick, stay with the traditional approach.

If you were expecting a swish graphical 
installer that sets everything up for you with a 

 Running the new LXQT desktop on Arch Linux is likely to become a popular activity.
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as much of the system as 
possible to the user.”



couple of simple questions and a high speed 
progress bar, then prepare for 
disappointment. The install medium 
summarily dumps you at a zsh prompt, 
leaving it up to you to set up your disks, 
network connections, and localisation. 
The installer includes everything you need to 
set up a GPT-partitioned drive, if that’s your 
will, but you might want to do this using a live 
Gparted CD because cgdisk, gdisk or parted 
may cause pain and suffering. All of this is 
covered more than adequately in the official 
Beginners’ Installation Guide (http://bit.ly/
BeginArch), so we shall only provide an 
overview here.

The oft-troublesome wireless firmware 
images are included in this live environment, 
so it should be possible to (avoiding the 
Catch-22 situation engendered in their 
absence) get your wireless card working. Once 
everything is set up you can download and 
install a (very) minimal installation to the 
target partition, using the pacstrap script, and 
generate an fstab file. You can then chroot 
into your new install and (joy of joys) perform 
much of the same configuration that you just 
did for the live environment, as well as some 
additional tasks. It’s a good idea to get your 
wireless permanently set up at this point. 
So you ought to install the linux-firmware 
package, or whichever package is required for 
your wireless card, and add the required 
kernel module to a .conf file in  
/etc/modules-load.d/.

Arch provides a great little tool 
called netctl for managing your 
network connections. This 
handles everything from simple 
static IP Ethernet connections to 
VPNs and credential-based wireless networks 
with remarkable aplomb. Whatever your 
setup, you’ll want to make a profile in /etc/
netctl, most likely there’s an example that 
closely resembles your requirements, so this 
is pretty painless. For simple WPA(2) 
networks, you can even use the wifi-menu tool 
to generate one for you. For laptop users (or 
anyone who often switches between 
networks) you can use the netctl-ifplugd (for 
wired) or netctl-auto (for wireless) services to 
dynamically connect to known networks.

Finally, you’ll need to set up a root 
password and to install a bootloader, of which 
there are several. The mainstream choice here 
is Grub, but whatever you choose ensure you 
follow the instructions carefully: nobody wants 
an unbootable system. Take particular heed of 
the extra instructions for UEFI motherboards. 
And there you have it, a (hopefully) fully 
functioning Arch Install. But what can it do? 
Read on, dear reader, read on.

All the official packages follow the 
developers’ releases as closely as possible, but 
not without thorough testing so that stability 

is not sacrificed. Arch is an example of what is 
termed a ‘rolling release’ model, so with very 
few exceptions, as long as you pacman -Syu 
regularly, your installation will always be kept 
up-to-date. There are no discrete distribution 
upgrades every six months or three years or 
at sunspot maximum (an 11-year cycle, btw). 
The ISO releases are just snapshots of the 
current core packages. When Gnome 3.12 was 
released in March, it received positive reviews 
(on account of righting many of the wrongs of 
the 3.x line) but couldn’t be incorporated into 

the conservative release cycles of the other 
major distros. As such, some people dubbed it 
a ‘desktop without a home’. Of course, in 
certain distributions, you could shoehorn it in 
via third party repositories (or using Gentoo), 
but many users (and normal people) avoid 
such unsavoury practices. On Arch, by 
contrast, the new release was packaged and 
waiting as soon as the release happened.

Keep on rolling
It’s partly thanks to the elegant and simple 
way that the Arch internals are arranged that 

this rolling release model works. 
It enabled the developers to move 
everyone off SysVInit and onto 
Systemd with harmonious 
synchronicity and to sneak package 
signing into Pacman in the blink of an 
eye. The filesystem package 

contains the base directory layout and core 
configuration files in /etc , so by making 
changes to this package a new layout could be 
promulgated. And so it was back in ‘13, when 
‘twas decreed that the /bin, /sbin and /usr/
sbin directories were superfluous and binaries 
residing therein should instead be placed in  
/usr/bin. This sort of low-level rejig couldn’t 
happen in the traditional release model, where 
such configurations are decided in advance 
and stuck with until a new release is 
conceived. That said, the /usr/bin move did 
bite a few people, primarily those using non-
official packages. An advisory was placed on 
the Arch homepage (archived at http://bit.
ly/1i7jWqF), but unfortunately many ignored 
this and the warnings that Pacman emitted. 
Tears resulted. These Intervention Required 
notices are necessary periodically, but they 
usually concern only particular components, 
rather than system-wide overhauls. In any 
case, if an update has potential to harm your 
system, then it ought to fail before anything is 
actioned, at which point you should direct the 
optical organs toward www.archlinux.org 

 A ‘one-liner’ shows that the base group occupies a mere 256MB. Plus we have a new gnome.

Low resource systems
Following installation, you’ve probably used 
less than 1GB of your drive. You’ll probably have 
to sacrifice a little more in order for it to do 
something useful, but if space is limited you 
can work around this. Arch is a popular choice 
for users of older or lower-spec hardware, 
thanks largely to its minimalism. Check out the 
low-resource applications and desktop 
environments featured in a previous issue [see 

p44, LXF186]. Thanks to the Arch on ARM 
project (http://archlinuxarm.org), you can 
install it on your Raspberry Pi too – the 
provided image fits easily onto a 2GB SD card. 
But Arch is also a worthy candidate for 
installing on more powerful machines. 
The stock Arch kernel tracks the latest stable 
release from http://kernel.org, so you will 
always enjoy the latest hardware support.
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Dr Brown’s
Administeria

Dr Chris Brown
The Doctor provides Linux training, authoring 
and consultancy. He finds his PhD in particle 
physics to be of no help in this work at all.

If your laptop runs a Linux distribution then 
there's a good chance that somewhere on 
your desktop right now is a tiny icon 

belonging to nm-applet. This applet provides 
access to a service that manages your network 
connections. It's called (and there’s no surprise 
here ...) NetworkManager, and its mission is to 
make networking 'just work' with little or no 
user involvement. 

To do this NetworkManager will activate 
network interfaces automatically, log on to 
Wi-Fi networks, set IP addresses and set up 
routing 'as it sees fit'. The information about 
connection status is exposed via D-BUS to any 
interested application, which enables your 
email client (for example) to immediately know 
if it's online or not.

I admit that I have been pretty unkind about 
this tool in the past, muttering darkly when it 
went and over-wrote /etc/resolv.conf, 
despairing when it silently switched from a 
VPN to an unencrypted connection, and 
generally getting confused, because I didn't 
realise it was actually running. But there's a 

new version (0.9.10) that’s just out and I 
thought it only fair to bring it centre-stage for a 
moment and let it take a bow. 

The latest version isn’t in the repos yet, so if 
you want to try it you'll need to build from 
source (download NetworkManager-0.9.9.98.
tar.xz from gnome.org here: http://bit.
ly/1mgl4Qb).

There's a long list of enhancements, 
including support for Data Center Bridging, 
a move towards a modular plugin architecture, 
and even an option to suppress those pesky 
updates to resolv.conf. There's also a new 
curses-based configuration tool called nmtui 
(not to be confused with Red Hat's system-
config-network). 

The command line tool, nmcli has lots of 
enhancements, though I'd wager that most of 
you didn't know it even existed in the first 
place! More information about connection 
status is now exposed via D-BUS, and the new 
tool now takes more care to read (and not 
fiddle with) any existing configuration of 
active interfaces.

If you've never used this particular 
command-line tool do give it a try. For example 
you can list all the available Wi-Fi access points 
like this
$ nmcli device wifi list

or you can list your current connections like 
this
$ nmcli connection list

or for a summary, try
$ nm-tool

Esoteric system administration goodness from  
the impenetrable bowels of the server room.

A tool that most of us take for granted, Red Hat's 
NetworkManager has just undergone a face lift.

Ihope you will agree with me that Linux 
Format does great tutorials. I even write 
some of them! But has it ever occurred 

to you that in these tutorials, nothing ever 
seems to go amiss? You never see 
authentication failures or incomprehensible 
error messages. And have you ever noticed 
that in every video tutorial you've ever 
watched, all the demos just 'work'? What do 
the readers make of these? Do they 
imagine there's some kind of super-guru 
behind them who never puts a foot wrong? 
Or do they understand the reality – that it 
took the author two days to get it to work at 
all, and at one point he seriously wondered 
if the editor would notice if he submitted a 
piece about origami instead? [Ed – and we 
did] Do they realise that the barely-
perceptible cut in the video marks the point 
where the presenter screwed up so badly 
that they had to back up to the previous 
snapshot of their VM and start over from 
where they were yesterday morning?

What bothers me is the thought that 
folks will feel intimidated or uncomfortable 
if their own experience doesn’t match up to 
the idealised world of the tutorial. The 
reality is (as I often tell frustrated students), 
there are so many more ways of getting 
things wrong than there are of getting them 
right. And, if it helps your self-confidence, I 
will freely admit that things go wrong for me 
all the time. For a hilarious counter-example 
to the perfect demo see Rob Rohan's blog 
(http://bit.ly/perlpalaver), which shows a 
hapless Perl programmer trying to use a 
speech recognition to enter a program.
chris.linuxformat@gmail.com.

NetworkManager

Damn lies and tutorials

Scratching the surface
There’s a lot more to Active Directory, for a start 
you can store lots of other user data: such as, 
email address, password expiry date etc. There’s 
also a set of extensions to the Active Directory 
LDAP schema (defined in RFC 2307) that 

enables you to store UNIX attributes, such as a 
numeric user ID, login shell etc. Also you should 
be aware that the ‘functional level’ of Samba 4 
as an Active Directory Domain Controller is only 
equivalent to Windows Server 2003.
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dns-nameservers 192.168.1.100 8.8.8.8
dns-search lxf.local

Most of this process should be self-explanatory, hopefully. 
The gateway entry (192.168.1.254) is the default gateway off 
of your network. In the case of my home network, it's the 
inward-facing IP address of my broadband router. The first 
dns-nameserver entry is the server itself (yes, we're going to 
run DNS), the second is Google's name server, which is there 
as a backup. You may have a better option to use here – a 
DNS server on your intranet perhaps, or the one provided by 
your ISP. The dns-search entry specifies our domain, in lower 
case. These DNS settings will be propagated through to /etc/
resolv.conf, the traditional DNS config file, when the interface 
is started. (Check out the man page for resolvconf for more 
details on this.)

Now add a line to /etc/hosts so that our server name can 
be resolved. Obviously, you will have to adjust both the IP 
address and the name to suit your local choices, but in my 
case the line I added looks like this:
192.168.1.100    lxfserver.lxf.local

The final network tweak is to set the hostname in  
/etc/hostname to:
lxfserver.lxf.local

and at that point I'm ashamed to say I decided that the 
easiest way to put all these changes into effect was to just do 
a reboot:
# shutdown -r now

After the system comes back up, check you've got the 
expected IP address with
# ifconfig eth0

and check the contents of /etc/resolv.conf to make sure the 
right DNS servers are specified.

Next, we'll follow best practice and make sure our system 

The Good Doctor shows you how to create an Active Directory Domain 
Controller by building Samba 4 from source.

Integrating Linux and Windows

Over the last couple of issues I've been looking at 
Samba  – this is part three – and the ways it can be 
used to integrate Linux into a Windows network 

environment. We started with a simple file server, then we 
looked at how to use a Windows Active Directory to 
authenticate users on our Linux systems. 

This month my mission is to show you how to create an 
Active Directory Domain Controller using Samba 4. Microsoft 
also refer to this as the Active Directory Domain Services (AD 
DS). This is one of the more ambitious things I've attempted 
in these tutorials and it’s more prescriptive (‘do this, then this, 
then this…’) than usual. But hopefully you will actually be able 
to get it working! Ready to do battle? OK, before you start you 
will need to decide what your domain will be called. I chose 
'LXF.LOCAL'. This name (or variants of it) crops up at several 
points during the installation.

Install Ubuntu Server
So, if you want to follow along with me, begin by downloading 
and installing the ISO image for Ubuntu 14.04 server, either 
onto bare metal (if you have it to spare) or in a VM. You can 
download this from http://releases.ubuntu.com/14.04. 
You should be able to follow through the Ubuntu installation 
screens without much difficulty – I did a pretty basic 
installation, with an ext4 file system and no logical volumes. 
I set a hostname of lxfserver. (Note: It needs to be different 
from the domain name so don't just call it lxf.) 

At the software selection screen I selected the SSH server, 
just so that I had the option to access the machine remotely. 
I didn't select any of the other server components, because 
our plan is to install Samba 4 from source. You could probably 
use an earlier version of Ubuntu if you want, such as 13.10, or 
Debian 7 (wheezy).

As you’re probably aware of, direct root logins are disabled 
by default on Ubuntu, which will require you to preface every 
rooty thing you need to do with the sudo command. 
Now practically everything we’ll be doing this month needs to 
be done as root and typing sudo all the time will drive you 
nuts, so I suggest that after logging in you just get yourself a 
root shell with:
$ sudo -s

Set a static IP address
Once the basic server is installed we need to go ahead and 
give it a fixed IP address. In my case I chose the address 
192.168.1.100. You just need to make sure you choose an 
address that is (a) is on your network and (b) isn't going to 
get allocated to any other machine. So edit the file /etc/
network/interfaces and change the stanza for eth0 to look 
like this:
auto eth0
iface eth0 inet static
address 192.168.1.100
netmask 255.255.255.0
network 192.168.1.0
broadcast 192.168.1.255
gateway 192.168.1.254

 We see the 
user I added 
(see p55) to my 
Linux-hosted 
domain, using 
Remote Server 
Administration 
Tools, running on 
Windows 7.
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 Time to celebrate! My Windows 7 laptop successfully joins my new domain.

is up to date:
# apt-get update
# apt-get upgrade y

This will likely take several minutes.

Install pre-requisite packages
Now we're going to build Samba 4 from source. We have a 
shedload of packages to install that will require more than our 
usual quip about making a cup of tea… Perhaps a pot of tea? 
In the list below, we need git to grab the Samba source code 
from the Git repository and we need ntp (Network Time 
Protocol) to help our server's clock stay accurate. The 
package build-essential is a meta-package that brings in the 
compiler toolchain. Most of the other packages contain 
libraries and the header files needed to link against them. 
Here's the command; I've split it across lines for readability 
but you can type it all on one line if you omit the backslashes:
sudo apt-get install git build-essential \
libacl1-dev libattr1-dev \
libblkid-dev libgnutls-dev \
libreadline-dev python-dev \
python-dnspython gdb \
pkg-config libpopt-dev \
libldap2-dev dnsutils \
libbsd-dev attr \
krb5-user docbook-xsl \
libcups2-dev libpam0g-dev \
ntp -y

During the installation process, the debconf package 
configuration system will ask you some questions about 

Kerberos. Set your default Kerberos realm to LXF.LOCAL and 
set both your Kerberos server and administrative server to be 
lxfserver (or whatever host name you chose).

Our next task is to install the Samba source code from the 
git repository:
# git clone -b v4-1-stable git://git.samba.org/samba.git 
samba4

This will install the latest version of Samba (in my case it 
was 4.1.8) into the directory samba4. It took about five 
minutes. Building Samba 4 from source uses the traditional 
three command sequence like this:
# cd samba4
# ./configure --enable-debug --enable-selftest
# make
# make install

On my machine this sequence took almost 25 minutes.

Download and build Samba
To validate your build, stay in the same directory and run:
# make quicktest

This ran a series of over 2,000 tests and took around 20 
minutes. Because we accepted the default installation 
directories in the configure script, our Samba installation is 
under /usr/local/samba. In particular, the binaries are in  
/usr/local/samba/sbin and /usr/local/samba/bin. 
You may find it easier to add these to your PATH environment 
variable. Just append the line
PATH=$PATH:/usr/local/samba/sbin:/usr/local/samba/bin

to the file /root/.profile. If you don't want to do this you can 
of course just use the full path names for the commands.

One of the advantages of building from source is that you 
can configure, in some detail, the way that your Samba 4 will 
be built. The configure script takes many options to include or 
exclude specific features, and to control which directories the 
pieces will get installed into. Run the command
./configure --help

to see all the available options.
In particular, you may prefer to install Samba 4 into more 

'conventional' directories (so that the binaries end up in 
directories that are already on your search path) by 
specifying the --prefix, --bindir, and --sbindir options when 
you run the configure script. 

Provision a domain
Now that we have Samba installed on our system, we can go 
ahead and provision our domain. We use samba-tool for this. 
(I'm assuming that you've extended your search path as 
suggested above.) It's another long command I'm afraid, so 
type carefully and remember to change the realm and 
domain settings to whatever you've chosen.
# samba-tool domain provision \
--realm=lxf.local --domain=LXF \
--adminpass=18June2014 --server-role=dc \
--dns-backend=SAMBA_INTERNAL

The administrator password you set here is important. 
Don't forget it! Also be aware that there's a password strength 
check applied and the command will fail if you choose 
something too simple.

Assuming it runs successfully (it took about a minute on 
my machine) you should see output describing the domain 
you've just created, which should look like something like this:
Server Role:      active directory domain controller
Hostname:         lxfserver
NetBIOS Domain:   LXF

Source or binary?
You can probably get an easier ride into 
this by installing the pre-built packages 
from the Ubuntu repositories. For 
example, you'll get the boot-time scripts 
for Upstart, and you'll save yourself 20 
minutes of compilation time. So why did 

I install from source? Well, to make sure 
I got the latest stable version of Samba 
(as I write this: 4.1.8, the Ubuntu repos 
only have 4.1.6), to give myself more 
control over the build process, but most 
of all, just for the heck of it!
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DNS Domain:       lxf.local
DOMAIN SID:       S-1-5-21-1631141774-1776331329-
1621015434

For help with this command, and to explore the many 
other options available, try:
# samba-tool domain provision --help

Before you go any further, run the date command to verify 
that the time and date are set correctly (and fix it if not), and 
check that the ntp daemon is running. I covered these steps 
briefly last month. Clock synchronisation is important 
because Kerberos uses time-stamped messages.

Start the Samba daemon
Now, one downside of installing Samba 4 from source is that 
it doesn't get plugged in to the Upstart machinery of Ubuntu 
and so it will need to be started manually each time you boot. 
But after the heavy-duty commands I've inflicted on you so 
far, this is very simple:
# samba

It would not be hard to add an Upstart job to automate 
this, but that's not on my agenda right now. We have more 
interesting fish to fry. Give the daemon a few seconds to start 
up then take a look at the ports it's listening on. You'll get an 
idea just what a jack-of-all-trades the server really is:
# lsof -i | grep '^samba.*IPv4'

You'll see a long list, including the netbios name service, 
ldap and secure ldap, kerberos and DNS.

Verify Samba and Kerberos operation
Now we can begin to explore our domain a little. First, let's list 
the shares (I've edited the output down a bit.):
# smbclient -L localhost -U%
Domain=[LXF] OS=[Unix] Server=[Samba 4.1.8]

   Sharename       Type
   ---------       ----
   netlogon        Disk      
   sysvol          Disk      
   IPC$            IPC 

Now let's list the contents of a share. You'll need to 
authenticate to the samba server for this:
# smbclient //localhost/netlogon 
-UAdministrator%18June2014 -c ls
Domain=[LXF] OS=[Unix] Server=[Samba 4.1.8]
  .    D        0  Mon Jun 23 14:29:56 2014
  ..   D        0  Mon Jun 23 14:30:10 2014

OK, there's nothing much there, but at least we've 
established that we can authenticate to the server. Now let's 
test Kerberos, by verifying that we can get a 'ticket granting 
ticket' from it:
# kinit Administrator@LXF.LOCAL
Password for Administrator@LXF.LOCAL: 
Warning: Your password will expire in 41 days on Mon 04 
Aug 2014 14:30:07 BST

That seems alright. Let's check we actually got a ticket:
root@lxfserver:~# klist -e
Ticket cache: FILE:/tmp/krb5cc_0
Default principal: Administrator@LXF.LOCAL
Valid starting         Expires                 Service principal
23/06/14 15:37:54  24/06/14 01:37:54  krbtgt/LXF.LOCAL@
LXF.LOCAL

If you read last month's tutorial [p54, LXF187] you'll 
remember we ran this simple test of Kerberos there as well. 
The difference is that last month Kerberos was running on 

Windows (part of Active Directory), this time it's running on 
Linux (part of Samba). We can use samba-tool to examine 
and administer our domain from the Linux command line. 

For example we can add a user to the domain:
# samba-tool user add fred 'BamBam!' 
User 'fred' created successfully

Here, fred is the user name and BamBam! is the 
password. For a detailed discussion on adding users, and a 
list of command options, try:
# samba-tool user add --help

Or we can list the users like this:
# samba-tool user list
Administrator
krbtgt
Guest
fred

Join a Win desktop to the domain
Of course, the real test is to join a Windows machine to the 
domain, and I'll provide brief instructions on how to do that 
using (in my case) a laptop running Windows 7 Professional. 
First we need to set the laptops's DNS server. Go to: Control 
Panel > Network and Internet > View Network Status 
and Tasks > Change Adaptor Settings > [Select your 
network interface] > Properties > TCP/IP V4 > 
Properties, then set 192.168.1.100 as the preferred DNS 
server. (Or whatever the IP address of your Samba server is.) 
You won't be able to join the domain if you don't do this.

To join the domain, from the Windows Start menu go to 
Computer > Properties > Advanced System Settings > 
Computer Name > Change > Member of Domain, then 
enter your domain name (in my case, lxf.local). If all goes  
well you'll see a dialog box welcoming you to the domain, 
(pictured, p54) but you'll need to reboot to put the changes 
into effect.

You should now be able to log in to the LXF domain by 
authenticating to our new domain controller, either as 
Administrator with password 18June2014 or as fred with 
password BamBam!. If this works for you, well done! You 
have successfully created an Active Directory Domain 
Controller using Samba.

Although it’s possible to administer your domain from the 
Linux command line using samba-tool, most administrators 
will probably opt to install the Remote Server Administration 
Tools onto a Windows machine. This is a free download from 
Microsoft (http://bit.ly/RSATWin7); it provides graphical 
tools to examine and manage the users, computers, group 
policies and so forth for your domain. After downloading and 
installing it, you'll need to enable it by going to Control Panel > 
Programs and Features > Turn Windows Features on and off.

So there you have it. Congratulations on completing my 
high-acceleration tutorial. From zero to an Active Directory 
Domain Controller in three pages. LXF
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Richard Smedley
FOSS activist Richard hacks his way 
through the overgrown intertubes to 
find rare and beautiful open source 
specimens for the good of humanity.

“You can create sounds 
and lots of instruments 
from scratch.”

 Instruments and effects are all stored as text values in 
XML files, for easy sharing and collaboration.

K angaSound is behind music 
and sound effect software. 
Here, we’re looking at Kangas 

Sound Editor QI, which is the version 
that’s not dependent upon an external 
MySQL install. Rather than 
conventional music notation, it uses a 
system of frequency ratios for pitch 
control. You can create sounds and 
instruments from scratch by specifying 
the harmonics and inharmonics.

After downloading Kangas Sound 
Editor QI, install it by running:
java -jar kangas-sound-editor-qi-install-
4.1.0.jar

You’ll need to click OK about a dozen 
times to accept the defaults.

Kangas Sound QI
A cute and cuddly furry kangaroo – 

or at least a picture of a toy one – is the 
icon on your menu for Kangas Sound 
Editor QI. Open it up and you’ll find a 
busy interface in which you can create 
sounds by dragging a blue-bordered 
Sequence box to the edit panel, then a 
yellow-bordered Sound box into that, 
and a magenta-bordered Harmonic box 
into that. Dialog boxes bring choices of 
many pre-defined harmonics.

It’s not an instant procedure, but 
you don’t have to work alone. Users can 
build collaboratively – everything 
Kangas Sound Editor QI uses is 
exported and imported as an XML file. 
These are big beasts, and older 
machines will notice the strain of 
handling large XML imports. 
Nonetheless, it does open the way to 
third-party tools and allows you to diff 
files you’ve shared with others to see 
the changes under the hood.

Once you’ve made or imported a 
sound, click on Compute to make a 
playable sound file. You can playback 
sounds individually, and tweak various 
aspects by clicking into the different 
coloured boxes you’ve placed in the 
editor pane. As well as including the 
Wave Player to playback sounds, this 
release adds improvements to 
Waveform, Pitch and Amplitude views, 
and brings many small adjustments, 
improvements, and bug fixes.

We enjoyed playing with making 
sounds, and you could create all sorts 
of great noise. But for making music it’s 
a bit of a faff compared to score-based 
tools. However, for those who don’t 
read music, or want to try something 
different, the art of noise awaits.

Version: 4.1.0 Web: www.kangasound.com

Kangas Sound Editor QI  CodeWorld  Seafile  Rescatux  Mailpile   
 The Music Suite  LFTP  N2048  Seagull Soup  TeXstudio  Perl

Sound effects and music creation

Exploring the Kangas Sound QI interface

Start here
Track 0 is the master, so 
start your sound creation 
on track 1. Actually, start 
by reading the online 
tutorial and watching the 
YouTube guide.

Busy, busy
The interface is 
hectic – Kangas 
Sound Editor QI is 
powerful tool, but 
there’s a lot to learn.

Sound selection
Each aspect of the sound 
pops up a few defaults, 
but leaves you to make 
the choices of pitch, 
harmonics, interval etc.

Rainbow choice
Drag and drop takes the 
properties boxes you need 
from here to the edit pane.

Work done
Once you’ve populated the timeline with sounds it 
looks quite colourful. Building from scratch without 
importing ready-made sounds is not a trivial task.

The best new open source 
software on the planet
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Chris Smith’s move to Google 
interrupted development of his 
CodeWorld course in local 

schools, but now he’s found time to 
rewrite the code. He has now made it 
available for anyone to use to teach 
programming by using Haskell to make 
games and animations in the browser. 
Yes, we said Haskell.

Installing the current version locally 
involves using the latest GHC that 
works with GHCJS, which is a Haskell to 
JavaScript compiler. You do this by 
grabbing the GHCJS branch of a 
patched cabal, before getting GHCJS 
itself and using ghcjs-boot --init, cabal-
installing for a couple of packages. This 
will allow you to build CodeWorld, but 
you’ll also need a Google API key.

When you run it locally on port 
8080, or hosted at http://codeworld.
info, you will find an empty editor 
screen. However, when you click menu 
options from the bottom and run some 

M 
icrosoft is currently offering 
huge amounts of cloud 
storage for free, prompting 

other providers of file-syncing remote 
storage to up their offerings. Seafile 
offers a way to avoid surrendering 
control of your files by setting up your 
own Dropbox-like storage in a VPS, or 
the public-facing bit of your own 
network. Seafile isn’t just a Dropbox 
clone, though – it also has some useful 
features for working collaboratively, 
which could certainly justify its place on 
your server.

Server or cloud?
Installing the Django-based server 
involves a few dependencies, but it is 
time-consuming rather than frustrating. 
If you’re in bit of a hurry to test it out, 
simply download the desktop (client) 
version, which ships with the command 
line and GUI clients. Connect to 

CodeWorld

Seafile

code, it becomes a three-pane interface, 
a code editor and your program’s 
graphical output.

CodeWorld hides some of Haskell’s 
complexity. In the next release, Haskell’s 
default currying behaviour will change 
to enable f(x,y) notation for a better fit 
with high school-level mathematics.

Well coordinated
Other planned changes to CodeWorld 
include replacing the 500x500 canvas 
with a 20×20 grid, on which the x and y 
coordinates range from -10 to 10. This is 
to prevent students from using project-
equating pixels with coordinates, so 
that they’ll gain a better understanding 
of the abstract coordinate plane.

https://seacloud.cc. You will have to 
open a free SeaCloud account first. 

The client is easy to install – they 
even make Debs available – and there 
are clients for Android and other 
platforms, too. The Seafile server has a 
web-based interface so you can get to 
your files on the server, or in a SeaCloud 
account, from just about any machine.

As we said, Seafile is not just about a 
Dropbox or Google Drive replacement, 
but also collaboration. Although the 
terms and conditions of https://
seacloud.cc reflect a concern for your 
privacy – you can encrypt all of your 
files and keep the password on the 
clients – the software is FOSS. Seafile 

Web-based code teaching environment

Cloud storage and syncing

The sharp-eyed among you may 
have noticed that the above screenshot 
was taken on the XMonad Window 
Manager. Our enthusiasm for Haskell 
should therefore come as no surprise – 
but Haskell for teaching kids to code? Is 
that a step too far?

Smith proved that Haskell can work 
well in real high school classes, and the 
non-geeky students used it as 
successfully as the self-identified 
programmers. If you’re looking for a 
way to get your teenagers to have a go 
coding, or if they’ve already tried 
Scratch and you’re wondering where to 
take it next, then http://codeworld.
info is a ready-built solution.

lets you create groups for different 
shared access on each document, build 
documents into libraries with group 
access, and carry out WebDAV transfer.

It is possible to edit and comment 
files, which, along with messaging, group 
discussion, activity notification and file 
versions, makes collaboration easy. 
Messages and notifications of file 
changes can be pushed to mobile clients.

Handling of file conflicts is based on 
history rather than timestamp, while 
sync can be managed selectively by 
library or sub-folder. Multiple servers 
can be synced together and there is full 
version control, too. Very useful.

Version: 0.1.0.0 Web: http://bit.ly/CodeWorld

Version: 3.0.4 Web: http://seafile.com

 Try the online version and its examples – but you need 
your Google account to save your work to Google Drive.

 The Seafile client has a pared-down interface. Connecting 
to Seafile servers from the client is easy.

“Haskell for teaching 
kids to code? Is that  
a step too far?”

“Seafile is not just about 
a Dropbox or Google 
Drive replacement.”

 LXFHotPicks
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There have been webmail 
solutions in the open source 
world since the 1990s, and they 

haven’t stood still, but ever since Gmail 
came along – backed by Google’s 
search powers – many internet users 
seem to have decided that nothing else 
will do for them. Mailpile aims to be as 
good as Gmail, but provides the added 
bonus of privacy by allowing you to host 
your own mail server, and includes 
support for use of PGP (pretty good 
privacy) encryption.

Development is at an early stage, 
with production use not yet 
recommended, but full install 
instructions are in the Readme.md file. 
Clone the GitHub repo, and either build 
for Virtualenv or Docker containers.  
For Debian-based distros, sudo make 
debian-dev will grab the dependencies 

– first with apt, then pip and gems – 
and set you up.

Mailpile
The install script missed a 

dependency on python-pgpdump, 
which we had to install before we could 
run the start-up script ./mp. As well as 
starting up the web interface on 
localhost, this leaves you at Mailpile’s 
own command prompt, where you can 
configure the software, search your 
email, and even compose messages.

Alpha
While the web interface looks pretty 
enough, there is still much work to be 
done on functionality. Project lead 
Bjarni Rúnar Einarsson and his team of 
Icelandic coders say that this is not 
ready for production use. While we 

Webmail

agree with his thoughts, we can 
certainly see the potential of Mailpile.

Mailpile is fast, and indexing and 
tagging are good, but it is not just an 
attempt at a Gmail clone. The Mailpile 
developers, Pagekite, have ensured that 
you can not only use Mailpile to access 
Gmail, but also to encrypt all of your 
emails that are stored there!

Despite the number of 
dependencies, Mailpile has a fairly 
minimal server load, and you could 
easily use it to host your email from a 
Raspberry Pi, your laptop, or any old 
VPS (as long as you can install all the 
packages there). This is one email client 
to keep an eye on.

Version: Alpha Web: www.mailpile.is

 The attractive interface of a webmail project that values 
your privacy and security.

“Mailpile is fast,  
and indexing and 
tagging are good.”

R escatux (REScue A TUX 
machine) grew out of the tiny 
but useful Super Grub Rescue 

recovery disc. Rescatux adds 400MB of 
useful rescue package to a CD or a USB 
flash drive image and is designed to run 
on 32- or 64-bit architectures.

It boots a live Linux disk – Debian-
based, with a sparse LXDE desktop – 
straight to a choice of typical rescue 
scenarios, such as password changes 
or restoring Grub.

Should you have a dual-boot system 
where Windows has stomped all over 
your Master Boot Record, the Grub 
repair is a pleasure to use. We’ve all had 
to repair these things by hand before 
and usually find the documents to be a 
little opaque. The frustration is 
exacerbated by anxiety when you can’t 
access your favourite OS or your files. 
Rescatux will ease your pain through 
the simplest of Grub restorations. Make 
sure you don’t click too fast – treat it 

Rescatux
like those ‘do not refresh’ payment 
gateways, as it can take a second or two 
to successfully retrieve some data.

Ready chat
The documentation on the website is 
fairly useful, but the wiki lags behind by 
a couple of releases. However, little 
touches like the Share Log on Forum 
button highlight the care that has been 
taken to make the user’s life easier at a 
time of panic. 

Rescatux is as newbie-friendly as a 
versatile rescue tool can be; for 
example, fixing filesystems has been 
added in the latest version. 
Nonetheless, Rescatux does carry more 
advanced tools for confident users, 

Rescue distro

including Gparted, extundelete and 
PhotoRec. OS-Uninstaller may be 
helpful for some occasions.

A browser and IRC client are also 
included. The latter is a thoughtful 
touch because many users may not 
have access to their own chat clients, 
and the helpful crowd in the Rescatux 
channel are merely a click away. 

And you know what? Years ago we 
were fed up with seeing penguins 
everywhere, but now they are so scarce 
on Linux apps that it’s actually really 
refreshing to see one again.

Version: 0.32 beta 1 Web: http://bit.ly/Rescatux

 Common rescue disc scenarios are just a click away from 
the frustrated user’s outstretched flipper, er, hand.

“Rescatux is as newbie-
friendly as a versatile 
rescue tool can be.”

LXFHotPicks 
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The Music Suite is a “family of 
domain-specific languages for 
creating, processing or analysing 

music using Haskell,” according to its 
creator Hans Höglund. As well as being 
a developer, Höglund is a composer 
and conductor; perhaps unsurprisingly, 
The Music Suite assumes a reasonable  
amount of musical ability – and Haskell 
knowledge – to unlock much of what it 
can do. But we know LXF readers are 
up to the challenge!

You’ll need Haskell in the form of the 
Glasgow Haskell Compiler (GHC) and 
cabal-install, both from your package 
manager. Next, key in this:
cabal update
cabal install music-suite

Whatever you feel about all of these 
repositories and installers sitting 
outside your distro’s own package 
management, they do make it easy to 
get the latest software from a lot of 
communities. Nonetheless, cabal will 

G iven the general lack of need 
for FTP transfers nowadays, 
many of us, on the rare 

occasions we have to use FTP instead 
of SCP, find ourselves scrabbling for the 
hideously out-of-date built-in Linux FTP 
client, or perhaps grabbing ncftp from 
the Ubuntu repository. There are 
graphical clients, but you’re just as likely 
to need FTP to access your VPS 
provider’s backup space from a secure 
shell session to your server.

Just for FTP, LFTP is a user-friendly 
improvement, but it has a wider 
appetite for protocols than most clients. 
It happily handles FTPS, HTTP, HTTPS, 
HFTP, FISH and SFTP. 

But that’s not all. LFTP  has support 
for the BitTorrent protocol, including 
seeding, and the following extensions: 
Fast, DHT, PEX, Multi-tracker, Metadata, 
and Magnet. LFTP supports multi-part 
downloads with the pget command:

The Music Suite

LFTP

be downloading and unpacking plenty 
of dependencies, so you may want to 
go and make a pot of tea at this point.

While installing the dependency on 
music-score-1.7, The Music Suite fell 
over on one of our machines because of 

‘Ambiguous occurrence tabulated’. If this 
happens to you, grab a fixed version 
from https://github.com/
armlesshobo/music-score, unzip, and
cabal configure
cabal install

then back to cabal install music-suite.
There are plenty of useful snippets in 

the online docs to get you started and a 
thorough read of the manual is highly 
recommended. To really get going, take 
some of Höglund’s example files from 

lftp -e ‘pget -c -n 5 /path/to/file’ sftp://
user@futurenet.com

and it is able to mirror directory trees 
either way. LFTP supports bookmarks 
and scheduling, which we think is 
extremely useful.

Follow the script
Those at home with Bash will love 
LFTP’s shell-like command syntax, 
which enables you to launch several 
commands in parallel in the background 
and lets you group them in ()s. Its 
backgrounding ability extends to 
continuing tasks in nohup mode, 
providing you close the xterm you’re 
running it in before it’s finished its tasks.

Music creation, processing and analysis suite

Command line file transfer program

the GitHub pages and poke around the 
code with the manual for reference. 
You’ll find them in music-suite/music-
preludes/tree/master/examples.

We’ve previously covered quite a few 
notation storage formats on these 
pages, and The Music Suite takes 
export of MIDI, Lilypond, MusicXML and 
ABC Notation in its stride. It also 
manages experimental import of 
Sibelius scores. MIDI import is 
supported, but pay heed to Höglund’s 
warning that it “may contain time and 
pitch values that yield a non-readable 
notation, you need a sophisticated 
piece of analysis software to convert 
raw MIDI input to quantized input.”

Much of the magic that saves you 
from carrying out tediously repetitive 
tasks comes from /etc/lftp.conf, 
where you can define aliases for a whole 
series of remote commands that you 
frequently execute. 

For settings you don’t want to 
implement system-wide, there are the 
commands ~/.lftprc - or ~/.lftp/rc, 
according to your distro’s preference. 
Here, you can not only set options like
set ftp:use-feat off

but also configure Lftp on a per-site 
basis by adding domain names to a 
directive after a slash:
set ftp:ssl-force on /gnu.org

Version: 1.7 Web: http://music-suite.github.io

Version: 4.5.3 Web: http://lftp.yar.ru

 The powerful and expressive language Haskell is a good 
match for powerful and expressive music.

 FTP may be an old protocol, but LFTP makes it effective, 
and brings its features to many more transport protocols.

“A thorough read  
of the manual is  
highly recommended.”

“Those at home with 
Bash will love LFTP’s 
command syntax.”

 LXFHotPicks LXFHotPicks

www.tuxradar.com
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HotGames Entertainment apps

The growth of more 
mainstream gaming is good 
news for Linux, but distros 

have shipped with dozens of arcade 
classics and old-school time-wasters 
for years. OK, so the ‘year of Linux on 
the desktop’ never arrived because 
the movement to web apps and 
BYOD made desktops less relevant, 
but still the games keep coming.

The great thing about open 
source is everyone can have a go – 
read some code, see how it’s done, 
then use an open source library to 
write a game with it. Pygame is the 
typical higher level language way, 
while SDL with C++ is for the most 
dedicated users. To really delve into 
the heart of the *nix environment, 
write your game for the command 
line, in C, using the ncurses library.

n2048
However, n2048 author Thomas 

Dettbarn is no command-line newbie. 
As well as the DHEX hex editor (the 
useful one with diff), he has written 
other low-level tools, such as the 
nMicrocoder, which is an Ncurses EDA 
tool used to create microcode. This 
explains the neatness of the code, 
which is very nice for a 0.1 release.

Fast fun
Gameplay is simple and involves sliding 
tiles together by tilting the board. 
Moving quickly in repeated random 
directions seems more effective than 

 You thought you wanted to shoot zombies, but then 
you had a strange urge to slide tiles around.

Sliding tile game

any other tactic – perhaps this will 
change in future versions?

As you tilt the board with the 
arrow keys – or the traditional 
WASD or HJKL alternatives – the 
tiles slide together and increase in 
value. You must reach the fabled 
2048 tile. For some reason, you 
find yourself moving the tiles as 
quickly as possible… maybe 
because there is no lag and you 
can. Eventually you fail. And then 
you try all over again.

Version: 0.1 Web: http://www.dettus.net/n2048

“Eventually you fail. 
And then you try  
all over again.”

P eople often say that arcade 
games can be therapeutic. 
Certainly, if you have vivid 

memories of a picnic that was ruined 
by aggressive gulls, Seagull Soup 
could save you paying for counselling 
by allowing you to take out your 
frustration on virtual avians in a 
pleasantly silly side-scrolling shooter.

The game is written in C with the 
SDL libraries, and is an easy install. 
Download and unpack the ZIP file 
and run make. You will then have a 
seagullsoup.exe of a mere 74KB, the 
SDL libraries and 8MB of graphic 
files. The ZIP also contains a 
Windows executable, but not much 
in the way of other information. 
Fortunately, the source is readily 
readable and worth a look if you’re 
about to try your first bit of C and 
SDL game code. The game itself is 

Seagull soup
straightforward. In fact it’s a bit of 
simple fun to while away some spare 
minutes, even if you have nothing in 
particular against seagulls.

Play progresses in difficulty as you 
complete levels – birds are introduced 
with different movements, weapons, 
and increased resistance to your fire 
power. Night falls, and the birds 
increase in number and speed. While 
manageable from the keyboard (arrow 
keys to move, Space to shoot, and Ctrl 
for a homing missile), it’s really written 
for a joystick, in classic arcade style.

Eventually, you may go out in a blaze 
of glory, but at least you will have taught 

 Somehow, there seems to be nothing displeasing about 
shooting hundreds of virtual seagulls from the sky…

Side-scrolling shooter

those pesky seagulls a lesson. That’ll 
be the last time they pinch your 
cheese sandwiches. 

The game’s author, Robert 
Stenström, has written another two 
variants on this theme, so obviously 
has a bit of a thing about seagulls 
himself. Maybe as a small child he 
was frightened by a Chekhov play?

Version: 1.0.5 Web: http://seagullsoup.sf.net

“At least you will have 
taught those pesky 
seagulls a lesson.”

LXFHotPicks 
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L aTeX and TeX are both 
command-line tools to the core; 
like any other code they can be 

written and edited with a GUI editor. 
In the case of LaTeX this isn’t an 
unnecessary luxury – there are few 
ways to learn LaTeX other than by 
slogging your way through all of the 
tool’s documentation.

For the hardworking learners in 
question, seeking the perfect way to sat 
type, here is a helping hand. TeXstudio 
highlights your documents, then 
searches and replaces text, checks 
spelling and grammar and gives you a 
PDF preview of a document’s output.

The configurable toolbars and other 
bits of GUI padding in TeXstudio are all 
about making things easier for you, not 
impeding learning. In fact, as GUI 
operations result in changes to TeX 
documents that you can see, they 
provide a quick answer to questions like, 

“how do I do this in LaTeX?” The tree 

C rammed with groovy new 
features from subroutine 
signatures (as an experimental 

feature) to Postfix dereferencing, Perl 
5.20 shows there’s plenty of life left in 
the development of Perl 5, even 14 
years after the announcement of the 
Perl 6 programming language.

A lot of work has gone into this new 
version of Perl, with “470,000 lines of 
changes across 2,900 files from 124 
authors” in the last year. These changes 
are mostly evolutionary rather than 
groundbreaking, and include things like 
minor performance and security 
tweaks, as well as long-awaited 
incompatibility fixes. 

Changes to documentation and 
diagnostics show that Perl’s user-
friendliness is perhaps underestimated. 
Perl has a great community, which 
you’ll discover if you read the release 
notes – these include obituaries of 

TeXstudio

Perl

view of document structure, 
autocomplete, and inline help are useful 
as well. Experienced LaTeX users have a 
real love for TeXstudio.

There are packages available on the 
TeXstudio project website for new and 
older versions of Arch, CentOS, Debian, 
Fedora, OpenSUSE and Ubuntu, but 
also for FreeBSD, Mac, and OS/2, which 
certainly shows the serious devotion of 
the TeXstudio userbase.

every noted Perl hacker who has died 
since the last release.

The update brings much improved 
64-bit performance, as well as several 
improvements and fixes to Regular 
Expression handling, which is the jewel 
in Perl’s crown. Most noteworthy for 
Linux is the fact that Perl 5.20 compiles 
on Android. Think of all those old scripts 
you can get running on your tablet! LXF

Syntax highlighting LaTeX editor

Scripting language (and Swiss Army Chainsaw)

Version: 2.8.0 Web: http://texstudio.sf.net

Version: 5.20 Web: www.perl.org

 While LaTeX 
doesn’t need a 
GUI, it certainly 
helps to have one 
when you’re still 
finding your way 
around.

 Although still 
great for glue 
code and line 
noise, modern 
Perl has many 
advanced 
capabilities.

Also released
New and updated software that 
also deserves a look...

 Crane An ORM for Common Lisp 
that doesn’t drink the ORM Kool Aid.
http://eudoxia0.github.io/crane

 Members Area  
Useful for UK Maker/Hackerspaces, 
or similar non-profit groups.
https://github.com/members-area

 mbank-cli 1.0
The command-line interface to the 
mBank online banking system.
https://code.google.com/p/
mbank-cli/

 Possum 0.5.1
A point of sales (POS) system for 
restaurants, bars, and brasseries.
http://possum.readthedocs.org/
en/latest

 decotengu 0.13.0
A d
ive decompression library using 
Buhlmann decompression model.
http://wrobell.it-zone.org/
decotengu

 Moka 3.0
A sleek design project for icons, GTK 
themes, and other pieces of branding.
http://mokaproject.com

 Privacy Badger 
This browser add-on prevents third 
parties tracking browsing across sites.
www.eff.org/privacybadger

 Pints in the Sun  
An OpenStreetMap-based locator of 
shade-free evening drinking.

 The Crane ORM gives you power 
or simplicity when you need it.

 Sit out the summer heat, with 
beer and open source software.

 LXFHotPicks
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C
hromebooks are useless. 
They’re underpowered, 
offer little storage and 

sport washed-out, low-res 
screens. And what’s with their 
complete dependence on 
internet access? It’s stupefying! 
And when a Chromebook finally 
latches like a baby to its web 
boob, it’s hobbled by a weedy 
‘OS-lite’ based around Google’s 
silly browser – and to top it off 
you can’t even use Office… At 
least, that’s what Microsoft wants 
you to think about Chromebooks 
http://bit.ly/ChromebooksSuck. 
But then it would, given that 
Chromebooks accounted for 
40% of laptop sales in US 
(Source: the NPD Group). 

Big seller
Yes, Chromebooks do have 
limitations, but the reality is they 
are cheap, do most things the 
average user wants from a 
portable device and are selling 
faster than hotcakes coated with 
Uncle Walt’s best blue crystal. 
The fact is that when Microsoft 
feels the need to make a website 
to knock a competitor, you know 
you’re chopping away at the right 
soft spot. This isn’t just about 
ChromeOS, either: GNU/Linux 
has yet another way to appeal to 
the next generation – think of all 
the thousands of school kids in 
September with shiny new 
Chromebooks waiting to be 
shown how to Crouton up [see 
Linux on Chromebook, p50, 
LXF185] and try a host of Linux 
distros. Exciting times (again)! 
chris.thornett@futurenet.com
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root and can only be changed by root. This includes writing to 
system directories, so only the root user can install new 
software there. So how do you install software? See the 
Becoming root box for the answer.

One word of caution when using data on multiple 
computers, such as with an external hard disk. While you may 
see your user name as a name, say johnny99, the computer 
sees and stores it as a number, a UID or User ID. During 
installation your distro will have created a root user, who 
always has a UID of 0, and a normal user. Most distros start at 
1000 for the first general user, but some start at 500. 
The point is it is that number stored on the disk as the owner 
of a file, so the same user name may not own the file when 
you move the disk to another computer.

Create a user
Every user has a home directory. This is usually home/
username but it can actually be anywhere – the user created 
to run a web server will have a home directory somewhere 
like /var/www. In addition to users, Linux also has groups. 
A group is basically a collection of users. For example, if you 
have a USB scanner on your computer, you often need to be 
a member of the scanner group to be able to use it. Now that 
we understand usernames, groups, UIDs and home 
directories, we can create a user.
sudo useradd -m -c “John Smith” -g users -G scanner,audio 
john

We use sudo here because only the root user can create 
users. The -m option creates a home directory at /home/
john, -c specifies a comment to store for the user, which is 
usually the user’s full name, -g sets the primary group of the 

Accounts: rights  
and ownership

Terminal core skills Create users, set 
passwords, permissions and ownership

Whether you are managing one user or a hundred, Neil Bothwick  
goes through the basics of how user accounts work on Linux.

Linux is a multi-user operating system, even if you are 
the only person using your computer. The most basic 
of systems has two users: you and the superuser, 

which is also called root. Every file or directory is owned by a 
user and has settings, called permissions, which specify who 
can read or write to it. This safeguards your files from being 
overwritten by another user, or possibly even read by them if 
so set. It also safeguards system files as they are owned by 

Our 
expert

Neil Bothwick  
is actually a lot 
greyer than this in 
RL now, he spends 
most of his time 
trying to hide  
from the NSA.

Becoming root
Almost all of the user management commands 
require root access. The superuser, often 
referred to as root, can do anything anywhere, 
regardless of any permissions. So how does a 
humble user do anything that requires root 
privileges? There are two ways of doing this.

The traditional way is to use the su (for switch 
user) command, which enables you to become 
another user, provided you know their password. 
Run su in a terminal (it switches to root if you 
don’t specify a user) and it will ask for the root 
password. Once you’ve entered this you are root 

in that terminal session and can do anything you 
like (cue maniacal laughter).

Of course, this is a bit risky, especially if you 
don’t log straight out after doing what you need. 
It also means that you have to give the root 
password, and therefore full access, to any user 
that needs to run a root command – so sudo 
was invented. The sudo command is used to run 
individual commands as root (or another user) 
but doesn’t require you to know the root 
password. Instead, the root user must have 
enabled you to run some or all commands as 

root, so it asks for your password. The normal 
installation of most distros enables the first user 
created to have sudo rights to everything, 
without ever having to log in as root, or spread 
the root password. In fact, some distros have no 
root password by default and sudo is the only 
way to run admin commands.

sudo can be used to give individual users 
rights to execute only specific commands, plus it 
records every command it runs in the system 
log, along with who ran it, giving a far more 
secure and accountable system.
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user while -G adds secondary groups, Finally, we give the user 
name. Not all of these options are necessary, if you omit -g a 
default group will be used. Some distros use a single group 
called users for all non-system users, while others create a 
separate group for each user. The groupadd command works 
in a similar way, as do both of their counterparts – userdel 
and groupdel.

Add a password
We’ve created a user but he cannot log in yet until we give 
him a password with:
sudo passwd john

this will ask you for the password twice. The passwd 
command can also be used to change the password of an 
existing account. If you run it without sudo or a username it 
will change your own user’s password, only root can set 
passwords for anyone else. It’s also considered good 
practice to change passwords regularly, you can enforce this 
with passwd:
sudo passwd --maxdays 60 -warndays 7 john

This password will become invalid after two months and 
john will be warned about the expiry a week before. The usual 
rules about passwords, make them long and mixed case, 
preferably with numbers, apply here and doubly so to the root 
password – the key to the kingdom.

User details are stored in /etc/passwd – the password 
itself is confusingly in /etc/shadow – which may be edited 
should you wish to change them. However, making a mistake 
could prevent you logging in so use vipw to edit it. This loads 
a copy of /etc/passwd into your preferred editor (as defined 
in $EDITOR) and checks its validity when you save it before 
replacing the existing file. The format of /etc/passwd is 
explained fully with:
man 5 passwd

Transfer ownership
If you want to change the owner of a file, you need chown:
chown john somefile
chown john:users someotherfile
chown john: someotherfile
chown -R john: somedir

The first makes john the owner of a single file. The second 
command also changes the group. If you don’t supply a group 
after the colon, as in the third example, the group is changed 
to the user’s default group. When applied to a directory, the 
-R option also changes all files and sub-directories in that 
directory. Alternatively, you can change just the group with 
chgrp. These commands must be run as root. Changing file 
permissions is done with chmod, as covered earlier in this 
series of tutorials. LXF

 Most desktops have graphical alternatives for user 
management, this is KDE’s Kuser.

 With sudo, each user can have all, some or no administrative rights, this is a 
typical definition that allows members of the admin group to do anything.

Different filesystems
One area that causes confusion is mount points 
permissions. It makes absolutely no difference 
what permissions and ownership are set on a 
mount point before a filesystem is mounted 
there, as it acquires the permissions of the root 
directory of the filesystem that you mount. 
How you change things for the top-level directory 
of a filesystem depends on its type. In the case of 
Linux filesystems, this is simple, mount it and 
then use chmod or chown to set it up as you 
want. These settings will then apply whenever, 
you subsequently mount that filesystem.

Windows filesystems, such as FAT on USB 
sticks, are treated differently. FAT has no concept 

of file ownership and NTFS has a system that’s 
incompatible with Linux permissions, so the 
filesystem driver imposes default permissions 
These generally set all files and directories as 
owned by the user that mounted the device, 
otherwise you couldn’t write to it. The file 
permissions usually default to rwxr-xr-x (or 755 if 
you prefer) by the automounter.

If you are mounting a filesystem manually, 
then use the uid option to set up the appropriate 
ownership rights and umask for default 
permissions, like this:
sudo mount /dev/sdb1 /mnt/removable -o 

uid=john,umask=022

The umask is subtracted from 777 to give the 
permissions, 755 in this case. A umask of 0 will 
enable all permissions.

 Running the mount command on its 
own shows the options a filesystem was 
mounted with. Here you see the mask 
setting for a FAT formatted USB stick.
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There are lots of online services that you can use to 
share your photos at no cost. But these websites are 
primarily designed for sharing photos with your online 

social network. While some do offer quite fine-tuned privacy 
options, they aren’t an ideal place for sharing more personal 

Lychee: Build  
a photo server

Extend Lychee
You can extend your Lychee setup to automatically sync with 
a cloud storage service such as Google Drive or Dropbox.

Since both these services don’t have official client for the 
Raspberry Pi, you’ll have to use custom scripts. Visit http://
robotic-controls.com/learn/raspberry-pi/syncing-files-
raspberry-pi and you’ll find several methods to sync a 
directory on your Raspberry Pi with an online duffel bag. 

If you want to sync the photos to a Google Drive account, 
you’ll need to use the Grive script. The page has detailed 
instructions on compiling the script from source because it 
isn’t available on Raspbian. Once you’ve installed the script, run 
it from inside the folder that houses your images, and it will spit 
out a URL that gives you an authentication code that you need 
before you can sync files. 

Similarly, you can use the dropfuse script to share your pics 
with a particular Dropbox folder. The script doesn’t share your 
entire Dropbox folder and can connect only to transfer files to 
a particular folder. 

 Lychee 
has a bare 
minimum of 
configuration 
options but 
there’s a 
command-line 
extension 
that’ll scan 
and add any 
directory  
with photos  
as an album. 

Photo hosting Share photos with your 
own home-powered Flickr-like website 

Power up a lightweight web-based personal Flickr and share all your pics.

photos with family and close friends. The perfect way to 
store and share personal photos without losing control over 
them is to host them yourself. This does require a little bit of 
extra effort, but it keeps you in charge of your photos and, 
once it’s fully set up, you get pretty much the same level of 
convenience that you would expect from leading photo 
hosting and sharing services. 

To deploy web album software, you need a web server, and 
even the Raspberry Pi can do a commendable job of acting as 
one. Although we can run the popular Apache web server, 
we’re going to using the lightweight Nginx web server here 
[see page 72 for an in-depth tutorial] to make best use of the 
limited resources on systems like the Pi.

We’ll be using the Lychee web application to host, manage 
and share our digital photos. Compared to some other 
software that offers similar functionality, Lychee is lightweight, 
it’s simple to set up and it has a very intuitive and pleasing 
user interface.

Begin by powering up your Raspberry Pi and updating it 
with sudo apt-get update. You can configure and set up 
Lychee from a remote computer by logging into the Pi via 
SSH from a remote computer on the network. 

For this project, let’s assume that 192.168.2.100 is the IP 
address of the Raspberry Pi. You can log into it from a remote 
computer with:
sudo ssh pi@192.168.2.100

Enter the command and you’ll be prompted for the password 

Mayank 
Sharma
used to be a 
contributing editor 
at Linux.com and 
showed how to 
turn a Raspberry 
Pi into a music 
streaming server 
in LXF186.

Our 
expert
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After the files have been downloaded, hand the ownership 
of the directory to the web server’s user with: 
sudo chown -R www-data:www-data /var/www/Lychee

Also make the uploads and PHP folder and files inside 
them world-writable with chmod -R 777 uploads/ php/.

With the software in place, it’s time to make Nginx aware 
of its existence. To do this, edit its configuration file with: 
sudo nano /etc/nginx/sites-available/default

and add the following to point to your Lychee installation:
Server {
root /var/www/Lychee;
index index.php index.html index.htm;
location ~ \.php$ {
   fastcgi_pass unix:/var/run/PHP5-fpm.sock;
   fastcgi_index index.php;
   include fastcgi_params;
}
}

Restart the web server with sudo service nginx restart 
to bring the configuration changes into effect. Now launch a 
web browser and point it to the Lychee installation on your 
Raspberry Pi at 192.168.2.100 or as appropriate.

As this is a pristine installation, Lychee takes you through 
its brief configuration and setup process. In the first screen, it 
prompts you for the connection and authentication details for 
the MySQL database server. Use localhost as the host and 
root as the username. In the password field, enter the 
password you created earlier when installing MySQL server.

You can also ask Lychee to use an existing database, 
though it’s best to leave the database creation to Lychee. Hit 
Connect to move to the second stage of the installation. Now 
you’re asked to create a username and password for 
accessing and administering this Lychee installation. When 
you’re done, click Create Login to complete the process.

That’s all there is to it. Lychee connects to the MySQL 
server and creates a database for itself, and also creates  
your user credentials, which you can use to upload and 
manage your photos. When it’s done, Lychee automatically 
logs you in to the main interface. From here you can use the 
software to create albums, upload and share photos, and 
administer your Lychee installation.

1  Create an album
To upload your photos, click on the ‘+’ icon 
in the top-right corner of the Lychee web 
interface. If you haven’t yet organised the 
photos into categories, you can use the 
‘Upload Photo’ option to import photos into 
Lychee and then categorise them into albums 
later on. Any photos that are not uploaded to 
a particular album are filed under the 
‘Unsorted’ smart album. 

3  Import
In addition to adding photos from disk, 
Lychee can also import them from other 
sources. The ‘+’ icon has options to directly 
import photos from a URL as well as Dropbox. 
If you prefer, you can also use any FTP client 
to transfer images to Lychee’s uploads/
import directory and then use the ‘Import 
from Server’ option to import any images 
located here.

3  Upload from disk
You can also use the ‘New Album’ option if 
you want to create an album. The ‘Upload 
Photo’ option will launch the file manager, 
which you need to use to navigate to the 
photos that you wish to upload. You can either 
select an individual photograph or use the 
Shift and Ctrl keys to select multiple photos. 
Lychee will then upload them to the server 
and process them.

Transfer photos on to Lychee

of the pi user before you are logged in. 
Once the package lists have been refreshed, install the 

PHP scripting language and the required libraries with: 
sudo apt-get install php5-fpm php5-gd libgd2-xpm 
libpcrecpp0 libxpm4 

Then install the web server software with: 
sudo apt-get install nginx

Finally, install the MySQL database server and hook it up with 
PHP with: 
sudo apt-get install mysql-server php5-mysql

During installation, you’ll be prompted to set up a 
password for MySQL root user. You’ll need this password 
later on to create a database for Lychee.

Now let’s edit PHP’s configuration file to change the 
value of certain parameters from their conservative defaults 
so that we can use Lychee without restrictions. Open the 
configuration file using the nano text editor with: 
sudo nano /etc/php5/fpm/php.ini 

Now use Ctrl+W to search for the following variables and 
change their default value to match the following: 
max_execution_time = 200
post_max_size = 200M
upload_max_size = 200M
upload_max_filesize = 20M
max_file_uploads = 100

Add a new entry for any variables that don’t exist. When 
you have finished changing their values, scroll down to the 
end of the file and add the following lines to activate the 
required extensions:
extension = php_mbstring.dll
extension = php_exif.dll
extension = php_gd2.dll

Save and exit with Ctrl+X and restart the PHP service with: 
sudo service php5-fpm restart

When you’ve set up the infrastructure components, create 
a directory to house the files for Lychee with sudo mkdir /
var/www. Then change into this directory and install the Git 
software with sudo apt-get install git.  

Use the software to get the latest version of Lychee with: 
git clone https://github.com/electerious/Lychee.git. 

This will download files in the /var/www/Lychee directory. 
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1  Share album
While browsing an album, you can click on the ‘share’ icon in the 
top-right corner of the interface. This gives you a rather long URL that 
you can then pass on to others. Bear in mind, though, that this URL will 
be accessible only to users within your network. If you want users 
outside your network to view the URL, you’ll have to poke holes in 
your router’s firewall to allow access.

2  Share easily 
To ease the process of sharing the URL, you can share it on Twitter  
or on Facebook from within Lychee itself. The share icon offers options 
for posting the URL directly as a tweet or as an update on Facebook. 
Furthermore, if you use the ‘Mail’ option, Lychee will fire up your default 
email client and compose a new message for you containing the URL of 
the shared album. 

3  Share photo
Just as with albums, you can also share individual photos by selecting 
the share icon while browsing individual images. Again just as with 
albums, you get options to share the URL of the photograph on Twitter, 
on Facebook and via email. Additionally, you also get an option to 
upload the image to Dropbox, as well as an option that displays the 
direct URL to the photo in a new tab.

4  Password protect
As an additional measure of security, when you share an album, Lychee 
will ask you to restrict access to it by protecting it with a password. This 
is purely optional and can be skipped. However, if you decide to restrict 
access with a password, you’ll find the option to set a password in the 
share icon. Note that you can password-protect only albums and not 
individual photos that you’ve shared.

5  Public album 
When you share a photo, Lychee will stamp an icon on its thumbnail 
to specify that the photo is available to the public. In addition, for easier 
access, the software also groups all shared albums and photos inside 
the ‘Public’ smart album. All public albums are visible to all users on 
your network on the landing page of your Lychee server, which is 
192.168.2.100 in our case. 

6  Stop sharing 
The ‘Make Private’ option enables you to revoke the permission of a 
shared album or single photo. When you stop sharing a photo or album, 
Lychee will automatically remove it from the ‘Public’ smart album and 
remove its public badge as well. Note that you can’t make individual 
photos inside a public album private: you will have to change the 
visibility for the complete album.

Share photos with friends and family



Lychee server Tutorial

www.tuxradar.com September 2014 LXF188     69

1  Smart albums 
For easier management, Lychee has a bunch of virtual directories 
called smart albums, which house photos that aren’t necessarily inside 
a single directory. One such directory labelled ‘Unsorted’ will house any 
photos that aren’t grouped inside any album. The ‘Starred’ album lists 
images that you have marked, and the ‘Public’ directory has images 
that have been shared.

2  Arrange photos 
Once you have uploaded an image into Lychee, you get several options 
to file them properly. The top-right corner in the main screen of the 
interface has a Search box to help you find images. While viewing a 
gallery, you can right-click on a photo and access options to rename it 
or move it to another album. From here you can also delete a photo 
from the server or highlight it. 

3  Show and edit EXIF data
Most images have some metadata associated with them, known as 
EXIF data. Along with the images, Lychee imports this metadata as 
well. To view an image’s EXIF data, open the image and click on the ‘i’ 
icon in the top-right corner. In addition to displaying the EXIF data, you 
can also click on the pencil icon to edit certain bits of information, such 
as the name and description.

4  Transfer photos
Using the down arrow button, you can download individual photos in 
full-resolution as well as entire albums in a compressed ZIP archive. To 
ease the transfer of photos to Lychee, you can also use any FTP client 
and upload them to the upload/import directory under the Lychee 
installation. The web interface has an option to import images 
specifically from this directory. LXF

Sort and edit your albums

Use your Pi as a photo frame
After installing Raspbian and refreshing its 
repositories with sudo apt-get update, install 
the Quick Image Viewer with the sudo apt-get 
install qiv command.

Now create an images/ directory under the 
home directory (/home/pi) and transfer all 
your images here. Then open a text editor and 
create a file called photoframe with the line: 
qiv --fullscreen --slide --random --delay=10  

/home/pi/images/*
This runs through all the images in the 

directory in a random order and displays each 
one full-screen for 10 seconds. Save the file, exit 
the text editor and make the script executable 
with chmod +x photoframe. Now look for a file 
called .xinitrc inside your home directory  

(/home/pi), and if it doesn’t exist, create it and 
add the following line to the file: 
/home/pi/photoframe 

Start the X server with the startx command 
and it automatically launches the slideshow. 

If you have lots of images, you can use a USB 
drive, but make sure the drive is mounted at the 
same location for the script to find the images. 

Plug in the drive and find its location by 
scanning the last few lines of dmesg. Find the 
unique UUID of this drive with ls -l /dev/disk/
by-uuid/ and create a mount point for the drive 
with sudo mkdir /media/usb-images.

Finally add the following in /etc/fstab to 
mount this drive automatically: UUID=E352-
47DC /media/usb-images vfat default 0 2. 

This will ensure that the USB device is always 
mounted at /media/usb-images. You can now 
point to this location in the photoframe script.

 Enjoy a slideshow of photos on your 
Raspberry Pi and configure it to taste.
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systemd/network. When a network interface matching one 
of your .network files is detected, either when Systemd-
networkd starts or at any time later, the configuration in the 
file is applied. Most connections are left in place if networkd 
stops or restarts, which is useful in some situations.

The simplest configuration is a single wired interface 
connected to a router that gets its address from the router’s 
DHCP server. Let’s do that first by creating /etc/systemd/
network/wired.network containing:
[Match]
Name=eth0
[Network]
Description=Wired network
DHCP=yes

This contains two stanzas. The Match section specifies 
the device this setup should be applied to, in this case the 
single Ethernet interface eth0. Other properties of the device 
can be used, such as MACaddress, Driver or Type. These 
match against the corresponding udev properties. Wildcards 
can be used, so Name=en* would match against any 
Ethernet card using the new naming protocol. If you have 
multiple entries in the Match section, they must all match for 
the unit to apply. If more than one .network file matches an 
interface, only the first one found is used, so it is wise to 
number the files to control the order in which they are read.

The Network section handles the configuration of any 
matching device. Here we have two settings: Description is 
an optional item and is more of a comment than a setting. 
DHCP=yes tells Systemd-networkd to ask a DHCP server to 
configure the interface, which is what you normally want.

The only other step is to ensure the networkd service is 
running with:
systemctl start systemd-networkd

Once you are happy that it is working as you want it to, get 
the service to start at boot with this command:
systemctl enable systemd-networkd

Don’t forget to switch off any other network manager tool 
that you may be using.

Setting up a static network is not much trickier. You need 
to specify the address, gateway and DNS server(s) to use:
[Match]
Name=eth0
[Network]
Address=192.168.2.5/24
Gateway=192.168.2.42
DNS=192.168.2.42

Systemd: Set 
up connections

Networking Use Systemd for simple 
networking, interfaces and bridging

Neil Bothwick says that if you’re a keen user of Systemd, you may no  
longer need to use a separate network manager. 

We looked at Systemd back in LXF184. At the time, 
we mentioned the new network management 
tool, Systemd-networkd, that had just been 

introduced. At the time, we didn’t go into any details because 
it was so new and no distros were using that version. Since 
then, there have been another five Systemd updates. The 
network manager is maturing nicely and is available in many 
distros, so it is time to look more closely at how it’s used.

Before we go any further, we should clarify the use of 
some potentially confusing terms. When we refer to a 
network manager, we mean any piece of software that is used 
to manage your network connections. When we mention 
NetworkManager, we are talking about the one specific piece 
of network management software from Gnome, as opposed 
to the choices like ConnMan, Wicd or any other network 
configuration tools provided by our distros.

Systemd-networkd is a simple and lightweight network 
manager. It’s not intended to replace the functionality of the 
likes of NetworkManager, which handles wired, wireless, 3G, 
PPPoE and VPN connections. Its main target is headless 
systems with straightforward network requirements that 
don’t want all the dependencies of a comprehensive graphical 
manager. It’s not that simple though, as it can also handle 
multiple interfaces, networks and bridging.

However, many systems run with a single network 
interface, configured either statically or with DHCP, and these 
are perfect for leaving to Systemd to handle – why install 
another set of software and dependencies when the system 
management software you already use will handle the job?

First steps
Networks in Systemd are defined with unit files, in the same 
way that Systemd defines just about everything else. These 
unit files have a .network extension and are stored in /etc/

Neil Bothwick
has a computer in 
every room of his 
house, but he 
won’t disclose the 
location of the 
central server. 

Our 
expert

 By using the 
configuration 
files in /etc/
systemd/
system, you 
can make sure 
that Networkd 
always has 
the files and 
dependencies 
it needs in 
place.



 Systemd Tutorial

www.tuxradar.com September 2014 LXF188     71

If you missed last issue See www.myfavouritemagazines.co.uk/lin

For more complex configurations, there are separate 
Address and Route sections, but for this sort of simple 
network you can put it all in Network. The systemd.network 
man page explains in more detail and can help you out if you 
need a bit of extra assistance.

Going wireless
Although networkd is not designed for use on laptops, it is still 
a good choice for many different situations. If you are forever 
hopping from one network to another, a more comprehensive 
network manager is probably a better option for you. But if 
you only ever connect to a limited number of networks, then 
Systemd-networkd makes things simple. To connect to an 
open network, the process is exactly the same as for a wired 
network: you just need to change the Match section to suit 
your wireless interface. This is a common scenario with 
wireless hotspots – you connect with no authentication and 
then log in at a webpage.

If you want to connect to a network that uses WPA 
encryption, you need to use wpa_supplicant, which Systemd 
will run for you. Add the network to wpa_supplicant’s 
configuration file with this command:
wpa_passphrase "ESSID" "passphrase" | sudo tee -a /etc/
wpa_supplicant/wpa_supplicant.conf

Repeat this for each network you want to add. If you don’t 
know the ESSID of the network, you can get it with iwlist:
sudo iwlist wlan0 scan | less

Create a network file for the wireless interface in exactly 
the same way as the wired interface with DHCP. We need to 
ensure wpa_supplicant is running on wlan0 by running:
sudo systemctl start wpa_supplicant@wlan0.service

This looks for its configuration in /etc/wpa_supplicant/
wpa_supplicant-wlan0.conf. You can either place the 
appropriate network definitions from wpa_passphrase in  
this file, or put everything in /etc/wpa_supplicant/wpa_
supplicant.conf and create a symlink at /etc/wpa_
supplicant/wpa_supplicant-wlan0.conf. You could have the 
wpa_supplicant service start at boot with:
sudo systemctl start wpa_supplicant@wlan0.service

but as wpa_supplicant is only needed when Systemd-
networkd is running, you can use these commands to ensure 
it is started whenever Systemd-networkd starts:
sudo mkdir /etc/systemd/system/systemd-networkd.service.
wants
sudo ln -s /usr/lib/systemd/system/wpa_supplicant@.service 
/etc/systemd/system/systemd-networkd.service.wants/wpa_
supplicant@wlan0.service

Name servers
Systemd doesn’t update the traditional /etc/resolv.conf file, 
it instead stores nameserver information in /run/systemd/
resolve/resolv.conf. To make this available to the rest of the 
system, /etc/resolv.conf needs to be a symlink to that file. If 
you only ever use Systemd to handle your network, you can 
just create this symlink and forget about it:
sudo ln -sf /run/systemd/resolve/resolv.conf /etc/resolv.conf

If you use any other form of network management, you 
only want this link in place while Systemd-networkd is 
running. Systemd unit files enable you to specify commands 
to be run on starting and stopping a service, so create the 
directory/etc/systemd/system/systemd-networkd.
service.d and create a file ending with .conf containing:

[Service]
ExecStartPost=/bin/ln -sf /run/systemd/resolve/resolv.conf /
etc/resolv.conf
ExecStopPost=/bin/rm -f /etc/resolv.conf
ExecStopPost=/usr/bin/touch /etc/resolv.conf
ExecStopPost=-/bin/cp -pf /etc/resolv.conf.bak /etc/resolv.
conf

The first line creates the symbolic link on startup. The 
others run when the service stops, and they remove the link, 
create an empty file and then replace this with a backup file if 
it exists (the - preceding the final commands means to ignore 
any error it may have raised). This lets you have a default 
setting when Systemd-networkd is not running.

Bridging
With the increasing use of virtualisation, bridging is now more 
commonplace, and networkd happily handles this for you. 
The other network files we looked at worked with existing 
devices. With bridging, however, we need to create a virtual 
network device first, which uses a .netdev file, in the same 
place as the .network files:
[NetDev]
Name=br0
Kind=bridge

This creates the br0 device as soon as networkd starts. 
Now create the bridge with a .network file:
[Match]
Name=br0
[Network]
DHCP=yes

The above command uses DHCP, but it can also use static 
configuration. Finally, add one or more devices to the bridge 
with a separate .network file for each one:
[Match]
Name=eth0
[Network]
Bridge=br0 

Note: each file can contain only one device configuration. LXF

World domination
There is a school of thought that 
Systemd is trying to take over the world. 
This is not true – world domination is 
Linus Torvalds’ ambition. Systemd is 
growing in capabilities but Networkd 
wasn’t initiated by the Systemd team. It 
was sponsored by CoreOS who needed 

a lightweight network configuration tool 
for servers and decided that using 
Systemd was the way to go. If you don’t 
want to use Networkd, there’s no 
wastage, apart from a tiny amount of 
disk space, as no code is loaded until 
you start the Networkd daemon.

 CoreOS is a 
server distro 
that pushed 
forward the 
development 
of Networkd. 
You will 
find more 
documentation 
about it on 
their website.
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web server settings enables us to deliver a simple PHP page 
with database content. For the purpose of clarity, we’re using 
a 512MB Raspberry Pi (Model B) running Debian Wheezy 7.5 
on 4GB SD card, but it’s relevant to all systems.

 
Install Nginx
To begin, we will need to install the web server Nginx on our 
test system. Nginx is the new kid on the block relative to other 
web server technology, but in recent surveys from NetCraft 
(www.netcraft.com), we have seen that the internet has 
fallen a little out of love with Apache and uptake of Nginx has 
steadily risen since its introduction in 2004. That said, in May 
2014 Apache still had 37% of the web server share with 
Microsoft at 33% and Nginx at 14%. To begin the installation, 
we will work at the command line:
sudo apt-get update
sudo apt-get install nginx

Having the web server installed is one thing, but we are 
not quite ready to use it just at the moment. We will need to 
do a little configuration beforehand – don’t worry, it is simple 
to achieve. The configuration set for the Nginx lives in the 
directory /etc/nginx. So let’s gain some root privileges and 
jump into this directory:
sudo -i  ##give us a root shell if we have permissions to do 
so
cd /etc/nginx
ls --color-auto 

We will be able to see from the output of the command 
that we have two directories within /etc/nginx. These are 
sites-enables and sites-available. All of the websites that are 
hosted on the Nginx web server will be listed in the sites-
available directory. The sites-enabled directory will contain 
symbolic links to sites from the first directory that we want to 
use on the server. This is typical on Debian-based systems 
and you will find this with Apache on Debian too.

We will start by disabling the provided default site and will 
then create a new site for our own use. Creating a site, or 
virtual-host, definition is simple in Nginx and we can be 
confident with the configuration while in use because we 
created it. From the /etc/nginx directory and with root 
privileges, we can use the following command to delete the 
symbolic link to the default site. We’ll create a new document 
root directory to house our web content when we are ready:
unlink sites-enabled/default
mkdir /var/www

Nginx: The 
Apache killer

Nginx server Install and configure  
the next-gen dynamic web server

Andrew Mallett uses his wee Raspberry Pi to show how easy it is to create  
a website – complete with a database – using LEMP technology.

The remarkable thing about the Raspberry Pi is just  
how much power has been fitted into such a tiny 
board. The Pi can provide a great deal of pleasure 

because it enables the user to have fun while learning 
something worthwhile and useful. In this tutorial we will take a 
look at installing a web server on our Raspberry Pi. Although 
it is unlikely that many organisations will base their web-
facing infrastructure on a server farm consisting entirely of 
tiny Raspberry Pi computers, the technologies and software 
they use is the same. 

You have probably read or heard about LAMP technology 
(Linux, Apache, MySQL and PHP) over the years, so we’ll play 
this a little left-field and use LEMP, which replaces Apache 
with Nginx. Oh, and yes, the ‘E’ is for Nginx, the web server 
technology, which is pronounced ‘Engine-x’, and helpfully 
enables us to place a vowel in our acronym… besides, LNMP 
just looks a bit silly. By combining Linux on the Raspberry Pi 
with these precious ingredients, we shall be able to create 
dynamic web content that can save and retrieve information 
from a back-end database. This tutorial will focus on the 
installation and the proof-of-concept site. Configuring basic 

Andrew Mallett
is a Linux trainer 
with over 700 
videos on YouTube 
(http://bit.ly/
UrbPeng). You’ll 
also find his 
courses on www.
pluralsight.com.

Our 
expert

http://bit.ly/UrbPeng
http://bit.ly/UrbPeng
www.pluralsight.com
www.pluralsight.com
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In the next issue LXF189 We’ll show you how to take Nginx even further.

We will create the new website using a text editor by 
creating the following file: /etc/nginx/sites-available/main:
server {
    listen 80;
    root /var/www;
    index index.html;
}

With this file existing only in the available directory it 
doesn’t enable the site – we will need to create the symbolic 
link for the site ourselves. The master configuration includes 
all files from the sites-enabled directory. Working as root 
from the directory /etc/nginx/sites-enabled we will create 
the required symbolic link to our main site configuration file. 
We can additionally create the index page, albeit with very 
basic content. The index.html has been specified as the 
welcome page in the site configuration using the directive 
‘index’. This will be the default page displayed if no particular 
page is specified in the URL:
ln -s ../sites-available/main 
echo “Welcome to nginx” > /var/www/index.html

Test and start
We are now ready to start up our engines – or at least Nginx. 
We can be a little bit cautious and test the configuration to 
make sure there are no errors before we proceed. This is 
always a good idea, especially if the web server is already up 
and running. The last thing we want to do is to accidentally 
bring the entire web server down and try to restart it with 
erroneous settings. To test the server prior to the start, we 
can use the -t option to the command /usr/sbin/nginx. We 
will run this as root:
nginx -t

If that all succeeded and no errors are displayed, then we 
are ready to start. If things were not quite as successful, we 
can check the messages on the console or look at the error 
log file for Nginx, which is located at /var/log/nginx/error.
log. To start the server we can use the service command and 
we can use netstat directly after to see that we are, in fact, 
listening on the desired port 80.
service nginx start
netstat -atnl

We should now be able to browse our glorious website 
using the URL of http://127.0.0.1 with the browser on the 
Raspberry Pi or another desktop machine. You will need to 
know the IP address of the system if connecting remotely; for 
this you can use the command IP address shown from the 

command line of your Raspberry Pi. This can be shortened to 
ip a if you want to be economic in your typing. Look out for 
the inet address associated with eth0 if you’re using a wired 
connection, or wlan0 if you are using your system with a 
wireless adaptor.
ip address show ##or “ip a” to be brief

If you are using the desktop of the Raspberry Pi then you 
will want to install the Iceweasel internet browser. We won’t 
need it for our site as we’re going for simplicity. However, as 
we add elements, Iceweasel – which is the Debian packaged 
version of the Firefox browser – will be a better choice for us 
than Midori.
sudo apt-get install iceweasel

Install PHP
We will need to add PHP to give us dynamic webpages. We’ll 
use PHP to enable queries to the databases or to allow simple 
calculations, such as temperature conversions or foreign 
exchange rates. PHP is extremely versatile and installing it 
should be pretty straightforward, but there is a little pitfall set 
to trap the unwary. When installing the php5 package onto 
any Debian-based systems, people often find that the Apache 
web server is also installed. 

Apache is listed as a dependency for php5, but we can 
avoid this if we install another listed dependency before php5. 
Apache will not automatically install if we choose this method. 
Instead, we will need to install the php5-fpm package first, 
which enables PHP and Nginx to talk to each other and avoids 

 The function phpinfo() is a useful test to show PHP working and documenting 
the configuration. The webpage couldn’t be simpler, but look at the quick results.

MySQL security
Out-of-the-box security in many systems tends 
to be a little light – we have seen this on Debian-
based systems such as Raspbian when we are 
at least prompted to set the MySQL root 
password. It’s important to set this password 
and it should be different to the one used for the 
Linux root account. These are the obvious first 
steps in securing MySQL access. The mysql_
secure_installation is well worth running on 

your system too. We didn’t run this for the 
simple demonstration, but you can never be too 
cautious with security. Running the program will 
lead you into a simple interactive prompt 
session. The first of these will prompt for the 
current MySQL root password and will then ask 
if you would like to change it. The next prompt 
will ask if anonymous users should be removed. 
It is a good idea to remove them if they aren’t 

needed on your system. After this, it will ask if 
you would like to disallow remote access by the 
MySQL root account – it would be best to say 
yes. You will then be prompted to remove the 
test database. This is normally in MySQL but not 
on the Raspberry Pi, so isn’t a concern. The 
permissions table will be reloaded at the end of 
the script and the simple security tool will now 
finish running. 
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any mess from being created by Apache:
sudo apt-get install php5-fpm php5 php5-mysql

With PHP installed we should make one security change 
to the file /etc/php5/fpm/php.ini. Ensuring that we 
uncomment the following line:
;cgi.fix_pathinfo=1

and then edit it to read
cgi.fix_pathinfo=0

Turning off the pathinfo fix will ensure that scripts will only 
run if the correct name and path is supplied.

To enable PHP within the Nginx server, we will create a 
new location block in our site’s configuration file. We will use a 
text editor to make changes to the file /etc/nginx/sites-
available/main. When complete, the file will be similar to this:
server {
    listen 80;
    root /var/www;
    index index.html index.php;
    location ~ \.php$  {
        fastcgi_pass unix:/var/run/php5-fpm.sock;
        fastcgi_index index.php;
        include fastcgi_params;
    }

}
The code we add is all within the original server block. The 

file will end correctly with two right braces as we close the 
new location block and close the original server code block. 
Taking stock of the edit, we can see that we’ve added code to 
the index directive so that Nginx will search for either the 
index.html or index.php. Then we define a location block. This 
is used when we access a webpage that ends with .php or 
more simply: a php page. 

The definition for the location block looks a little like comic 
book profanities and that should identify to you that it’s in fact 
a regular expression; the tilde (~) denotes that we look for a 

regular expression. The expressions we’re searching for are 
URLs that end in .php and the $ symbol indicates the end of 
the string. The expression starts with the escape character \. 
This is needed because the period (dot) has a special 
meaning in regular expressions; by using the \ we can inform 
Nginx to read it as literal dot rather than as a regular 
expression language element. 

All the rest of the code block passes the PHP code 
through to the PHP interpreter via a Unix datagram file. The 
include statement reads in a preconfigured file for PHP to set 
parameter values. Once all of the edits have been checked 
and saved, we can then test the server configuration and 
restart the fpm service and Nginx:
# nginx -t
# service php5-fpm restart
# service nginx restart

With a little luck and a following wind, all of this has been 
successful; but now it is time to test out a PHP page. This 
can be easily achieved by calling the phpinfo() function. This 
is a really simple test that will prove PHP is up and running 
on your Raspberry Pi computer. We’ll return to the Nginx 
document root directory, /var/www, and create a new page 
called info.php. The PHP extension is very important 
because this is what we look for in the location block to 
direct through to the PHP interpreter. The page that we will 
create look incredibly simple, but this powerful phpinfo() 
function will display a lot in your web browser and requires 
very little typing – your tired fingers will rejoice!

It is perfectly possible to mix HTML code and PHP code in 
the single file, but we are just going to use PHP here. The 
PHP block starts with <?php and ends with the closing tag 
?>. Each line of the PHP code ends with the semi-colon. The 
/var/www/info.php file will look like this when edited:
<?php
    phpinfo();
?>

 We can now 
take the same 
query used 
before to create 
dynamic web 
content by 
mixing a little 
HTML with PHP.
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Testing your Nginx web server
In an ideal world, before restarting the Nginx server we 
should test any configuration changes. This allows us to  
avoid the embarrassing issue of the server restart being 
interrupted by configuration anomalies. When we issue 
a restart to the service, we’ll need to first stop and then 
start Nginx. Stopping the service will not be a problem, 
whereas starting it may be more of an issue if we have 
omitted a semi-colon or other little typo. Consequently, 
that’s likely to cause a service outage while we fix it.

Having made any changes to the Nginx configuration, 
we should always test the integrity of edits before 
restarting. Using the command /usr/sbin/nginx -t 
allows us to perform this check and ensures that if we 
stop the server we’ll be able to start it again. If you 
prefer, the same test is available by using the command 
service nginx configtest. Other options for the nginx 
command are -v for the version of Nginx and -V to show 
the version and configuration options. If we do come 
across any errors, we can check the log file at /var/log/
nginx/error.log. The command tail is often good for 
this, as it only shows the last 10 lines:
# tail /var/log/nginx/error.log  Understanding the Nginx options and ways of accessing the log file.

 Using msql 
from the 
command line 
allows us to test 
our credentials 
work and we have 
the correct query 
syntax.

When we direct the Iceweasel browser to the page with 
http://127.0.0.1/info.php we should see a comprehensive 
page detailing the configuration of PHP on the Raspberry Pi. 

Install MySQL
We are now ready to complete our LEMP creation by 
installing the MySQL database server and completing its 
initial configuration. We’ve chosen MySQL because it is 
popular and therefore well-supported. There are other 
database systems such as SQLite, but MySQL is more 
scalable, easily tuned and supports heavier traffic.
$ sudo apt-get install mysql-server

The current version of MySQL in the Debian repositories is 
5.5. This is what we should see being installed. During the 
installation process we willl be prompted to set the MySQL 
root password; this is a different account to the Linux root 
user and therefore exists in MySQL and not in the Linux 
account databases. You should choose a secure password 
that you can remember. You can leave the password blank if 
you wish, but that poses an obvious security risk. 

Once the installation is complete, we can add further 
security enhancements by running the command mysql_
secure_installation. This command will step you through 
hardening your MySQL server, but adding in such restrictions 
allows MySQL root login only from the localhost. We will leave 
the defaults in place for the moment. When we are ready, we 
can test out the operation of the database server from the 
Linux command line:
$ mysql -u root -p -e ‘show databases;’

We are authenticating as root and will be prompted for the 
password we set earlier. The option -e enables us to execute a 
MySQL query directly from the command line – the 
subsequent query that we issue will list all of the databases. 
Of course, these will be system databases as we’ve not 
created our own. We can use this query within a webpage to 
show that we connectivity to the database from Nginx.

To build the demo page that will connect to the database 
using PHP from the Nginx server, we will create a new PHP 

page in /var/www. So fire up your favourite editor and we will 
create the page /var/www/db.php:
<h2>Databases</h2>
<?php
      $dbh=mysqli_connect("localhost","root","Password1");
      $result=mysqli_query($dbh, "SHOW DATABASES");
      while ($row = mysqli_fetch_assoc($result)) {
     echo $row[‘Database’] . "<BR>";
      }
?>

Again, the code is kept as simple as possible. Ideally, we 
would include the connection credentials stored within 
another file that wasn’t accessible to the web server, which 
would enable access only from the PHP process. However, 
keeping the code to a minimum does aide the learning 
process at this early stage.

In this file, you can see that we have mixed in a little HTML 
code with the PHP code, starting with heading tags before 
entering into the PHP block. The PHP code first connects to 
the MySQL server and then we execute the same query we 
demonstrated before from the command line. This time the 
results will show in the web browser, therefore illustrating that 
we have a simple dynamic page created from database 
content. At this stage we can be happy that we have a LEMP 
server up and running and we are ready to begin PHP and 
MySQL development in earnest. LXF

ServerRoot
/etc/nginx/

sites-available/

sites-enabled/

nginx.conf
include sites-enabled/*

Maintain 
virtual host 
sites here

Enabled sites 
linked here

The anatomy of the Nginx configuration on Debian systems

main
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Tutorial Xxxx

Of the pair of projects we’ll look at here, Swift has been 
part of OpenStack for the longest. Back in 2010, it was 
brought to the table by RackSpace during their initial 
collaboration with NASA, which led to OpenStack coming into 
existence. The idea behind Swift is to use clusters of 
commodity hardware to store (potential) petabytes of largely 
static unstructured data – this is data that doesn’t reside in a 
database. This makes Swift an alternative to what has 
traditionally been a very expensive, closed source, vendor-
supplied hardware solution for this kind of task. Swift is also 
roughly analogous to Amazon’s S3 product, sharing with it a 
lot of characteristics, such as eventual consistency and a 
RESTful http interface. It also has a compatible API. 

Heat has an Amazon compatible API as well, and was  
built to give OpenStack the kind of capability offered by the 
AWS CloudFormation product. It has its own OpenStack API 
as well (which is what we’ll look at here). Heat – so called 
because ‘it makes the clouds rise’ – interprets human 
readable templates that describe the infrastructure for a 
cloud application. It then creates that infrastructure by 
making calls to the other OpenStack services. 

A condensed OpenStack install
We’re going to be using the concepts from LXF186 as a base 
for this tutorial. Rather than re-examine the Puppet and 
Vagrant set up and configuration in any great detail, we’ll just 
run through the commands used to get us going. If you want 
a bit more information on what’s happening here, we’d 
recommend taking another look at that tutorial. This may all 
be slightly confusing if you haven’t used Puppet orVagrant 
before. In summary, we use Puppet for configuring the 
OpenStack software and Vagrant for managing the 
(VirtualBox-based) virtual machines on which it is run.

We used a 64-bit Ubuntu 14.04 desktop image to begin 
with, installed on a system with plenty of memory (16GB in 
our case). Once you’ve got that up and running, install some 
essential software using the apt-get command:
sudo apt-get update && sudo apt-get install virtualbox git 
ruby-dev build-essential -y

Next, download Vagrant from http://www.vagrantup.
com/downloads.html. Make sure you choose the 64-bit 
Linux (Deb) package, and install it (using dpkg -i) before 
adding the Puppet Labs Vagrant box we use as the starting 
point for our builds:
sudo dpkg -i vagrant_1.6.3_x86_64.deb
vagrant box add puppetlabs/centos-6.5-64-puppet

OpenStack: 
Object storage

Swift & Heat Store objects and manage 
virtual infrastructure in your cloud

Back in August (Tutorials, p76, LXF186) we 
demonstrated an automated build of an OpenStack 
cloud using Puppet and Vagrant. Using those tools to 

handle the many configuration options that an OpenStack 
cloud needs, we managed to create a Nova compute instance 
and looked at Neutron networking by creating a virtual router. 
In this tutorial, we’re going to build on that work to look at a 
couple of the other elements of the OpenStack platform, 
namely Swift (the object storage module) and Heat (which is 
used for orchestration). We’ll build a small Swift cluster and 
store some objects in it, and the use text files to stand up 
some infrastructure in our cloud.

 OpenStack Swift: the internet needed another platform for storing cat photos.

Jolyon Brown
much to the 
dismay of his wife, 
recently quit his 
stable, respectable 
job in order to 
pursue a freelance 
career specialising 
in DevOps and 
OpenStack.

Our 
expert

Eventual 
consistency is 
when copies of 
unstructured data 
are stored across 
many nodes, which 
are guaranteed to 
return consistent 
copies of that data 
in the future.

Quick
tip

Jolyon Brown looks at Swift, which is the OpenStack object storage  
service, before demonstrating cloud orchestration with Heat.

http://www.vagrantup.com/downloads.html
http://www.vagrantup.com/downloads.html
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If you missed last issue See www.myfavouritemagazines.co.uk/lin

Grab the file lxf-icehouse2.tar.gz from this month’s cover 
disc and ensure that the file is in your home directory. Next, 
uncompress it and move it into the directory created:
tar -zxvf lxf-icehouse2.tar.gz
cd lxf-icehouse2

In this directory we refer to network ranges in several files, 
notably in openstack.yaml and Vagrantfile. You can amend 
these to fit your local circumstances, but the idea here is that 
the cloud is self-contained. We will use the Ubuntu desktop 
machine that it’s running under to interact with it (not 
connecting to external systems). To make the installation side 
of things a bit easier there’s a small shell script – 
lxfopenstack.sh – which can be run to automate much of the 
work involved. To execute this, simply issue the command:
./lxfopenstack.sh

Then sit back as a wall of text is issued by your erstwhile 
system as it brings the OpenStack cloud into life. Taking a 
quick look at the script will reveal that it consists of Vagrant 
commands to bring virtual machine instances up, register 
puppet agents with their master, sign puppet certificates and 
install a piece of software called PuppetDB. This is used by 
the Puppet-controlled OpenStack provisioning process to 
hold information on Swift resources. We provision (boot, then 
perform a Puppet agent run) three Swift nodes, then the 
Controller. We then rerun the Puppet agent on the Swift nodes 
to ensure exported resources are all in sync. 

A quick look at the Vagrantfile will show that these four 
nodes, plus the Puppet master, are what we are working with 
for this tutorial. (An exercise for the reader would be to merge 
this file with the one from LXF186, adding extra Compute 
nodes, for example.) The Control node has been assigned 
extra vCPU and memory in the Vagrantfile. This is because 
we are running most OpenStack services on it, including the 
Swift proxy. 

The other nodes handle the remaining Swift side of things 
(storage, account and container services). We decide which 
nodes perform what tasks by assigning them roles in the file 
site.pp and we use ‘swiftcontroller’ and ‘swiftstorage’. Puppet 
then uses these settings to match against roles set up in  
the puppetlabs-openstack module installed in the puppet-
bootstrap.sh script. We’ve modified the swiftcontroller role 
slightly for our purposes here. 

During the installation there may be several pauses. 
In particular, PuppetDB takes a little while to respond before 
coming to life, but bear with the install and all should be well. 
Similarly, we may see errors saying that a Puppet agent run is 
already in progress. Don’t worry, the node has just 
automatically started what we were attempting to do 
manually. You can check the status of a Puppet agent run by 
logging onto a node (using the vagrant ssh <nodename> 
command) and tailing the /var/log/messages file to look for 
a ‘finished catalog run’, such as:
vagrant ssh control
sudo tail -f /var/log/messages 

Hit Ctrl + C to exit the tail command. Once the script 
returns us to the prompt, the OpenStack installation is ready 
to use. Running the following command 
vagrant status

should return this:
Current machine states:
puppet                               running (virtualbox)
control     running (virtualbox)
swiftstore1   running (virtualbox)
swiftstore2   running (virtualbox)
swiftstore3   running (virtualbox)

The OpenStack browser-based user interface is available 
at http://192.168.11.4. Use the username test and the 

After an instance is 
reported as being 
up and running in 
OpenStack in our 
test environment, 
it can take some 
time to be fully 
operational. Take 
a look at the logs 
for the instance 
by clicking on its 
name and then the 
‘Logs’ tab.

Quick
tip

Swift 101
The idea behind Swift is to use clusters of 
commodity hardware to store petabytes of 
largely static unstructured data (data that 
doesn’t reside in a database). This makes Swift 
an alternative to what have traditionally been 
very expensive, closed source, vendor-supplied 
hardware solutions for this kind of task. Swift is 
also roughly analogous to Amazon’s S3 product, 
sharing with it a lot of characteristics (and a 
compatible API) such as eventual consistency 
and a RESTful http interface.

Swift is, as explained elsewhere in this tutorial, 
a highly scalable and resilient storage system for 
unstructured data accessed via a RESTful API. 

It’s made up of a number of components: proxy 
servers, which handle the API calls; account 
servers, which handle accounts; container 
servers, which manage the mapping of 
containers; and object servers, which deal with 
objects themselves. The proxy servers will 
usually reside on separate systems to the other 
processes, which will live on the storage nodes 
themselves. Other background tasks include 
replication, account reaping etc. 

A very important concept within Swift is 
Rings. These represent the mapping of entities 
to their physical location on disk. Accounts, 
containers and objects each have their own 

individual ring, which other components will 
interact with to determine their location in the 
cluster. Within the rings, data can be isolated 
into zones (which could represent a single drive, 
a group of drives or even a data centre). By 
default, Swift will store everything three times. It 
will attempt to use multiple zones for 
redundancy, and if a zone should go offline, it will 
automatically replicate data to a new one. 

Take a look at the OpenStack Admin Guide 
http://bit.ly/OpenStackAdminGuide for 
more detail. Then visit the Swift architecture 
guide http://bit.ly/SwiftArch for more of an 
in-depth view.

 Our poor overburdened test system emulates all of these OpenStack 
services without too much complaint.

http://bit.ly/OpenStackAdminGuide
http://bit.ly/SwiftArch
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There are many 
AWS Cloud 
Formation 
templates available 
on the internet 
that should work 
on OpenStack 
with little or no 
modification.

Quick
tip

See issue LXF186 How to automate an OpenStack install with Puppet.

 Tinkering with templates can be a full-time job.

password abc123 (this is set in the openstack.yml file).
We can quickly demonstrate the basic functionality of 

Swift after logging into the browser. Click on the Project menu 
on the left-hand side of the screen, then choose Object Store 
> Containers. Create Container does exactly what you’d 
expect: give the container a name, and set it to either private 
or public access. In our example we have called it lxfcontainer 
and set the container to public, to enable anyone who knows 
the URL of a particular object to download it. We can then 
begin to upload objects to it, using the option on the right-
hand side. Give the object a name, then browse your local 
filesystem for a file to upload. 

Cloud filesystems
At the moment you can be forgiven for being a little 
underwhelmed – this is just like storing files in a filesystem, 
right? Well, Object Storage beats traditional filesystems when 
it comes to scaling and redundancy in terms of cost – once 
enough storage is needed in a traditional setup, it becomes 
easier and cheaper to simply throw objects into the store 
rather than the management cost of dealing with LUNS and 
volumes. Indeed, only tape is cheaper at the kinds of scale 
that Object Storage excels at, but comes with none of the 
benefits of having data online and available immediately, or 
having it stored across multiple physical locations.

We can easily download our newly stored object using a 
browser, or via the command line using curl. View Details next 
to the container gives the public URL we need to use; this will 
be something like http://192.168.11.4:8080/v1/AUTH_... 
followed by a long string of numbers with /lxfcontainer at 
the end of it. We can use this URL with the name of our file (in 
our case /mydog.jpg) to retrieve our object. As we set the 
container to public, there is no need to authenticate to 
anything to download. 

When we take a look under the bonnet, we can see how 
Swift is actually operating. From the command line (while in 
the lxf-icehouse2 directory) we can issue these commands:
vagrant ssh swiftstore1
df -h

We can then see that the server has a loopback filesystem 
mounted, which it uses to store its copies of the objects. 
Objects are copied between the Swift servers using the 
venerable rsync utility, giving us our eventual consistency 
mentioned earlier). It’s worth noting that vanilla rsync use 
may be replaced by ssync in the future, which promises 

greater speed of replication. From here we can also use some 
of the command line tools that come with Swift:
swift —os-auth-utl http://192.168.11.4:5000/v2.0/ —
os-username=test \ —os-password=abc123 —os-tenant-
name=test list

This above command lists containers in use by our user (the 
single lxfcontainer in our case). If we key in this command:
swift —os-auth-utl http://192.168.11.4:5000/v2.0/ —
os-username=test \ —os-password=abc123 —os-tenant-
name=test stat -s lxfcontainer 

We will receive some information about the container, such as 
the number of objects in it and its size. We can quickly see 
what Swift processes are running by using swift-init:
sudo swift-init all status

This will show us the different container, account and 
object services running. The missing proxy-server process 
here runs on the control node. 

By opening up another tab on the terminal application 
(ensuring we are in the lxf-icehouse2 directory) we can 
access the control node and become root via
vagrant ssh control 
sudo su - 

Taking a look at the /etc/swift directory on this node, we 
can see the .builder files used to create the rings (see Swift 
101 for a fuller explanation). This command
swift-ring-builder container.builder search r1

will show us various information about the three Swift nodes, 
including IP addresses, port information, the region/zone 
they are in and how many partitions they have. We can put 
Swift through its paces a little by use of the swift-dispersion-
populate utility. This writes to a percentage of the Swift 
cluster, and the results can be seen by running a related 
command – swift-dispersion-report. In order to work, the 
file /etc/swift/dispersion.conf needs to be created, 
something we’ve already included in the lxf-icehouse2 tar 
file. It can be put in place by logging into the controller and 
taking a copy from the /vagrant directory:
vagrant ssh control 
sudo su - 
cp /vagrant/dispersion.conf /etc/swift

Taking a look at that file will show that its setting 
dispersion_coverage is set to 0.01 – this is the percentage of 
the Swift cluster that the command will use. Try changing the 
value here before running the Populate function, but be wary! 
During testing, we overwhelmed our poor little system in this 
way. Of course, the good thing here is that because of our 
automated setup, we can easily trash the whole system with 
vagrant destroy -f only to build it again using the 
linuxformat.sh script. 

There is far more to Swift than we can show here. More 
information can be found at http://docs.openstack.org.

Heating the clouds
Moving on, we can now take a look at Heat, the orchestration 
module of OpenStack. Handily, the menu item for that on the 
dashboard sits right below the one for the Object Store. 
Clicking on the Stacks submenu will reveal a sadly empty list. 
Let’s put that to rights by launching a stack straightaway, 
using the option on the right-hand side. On the next screen, 
we can select a template. Choose File from the first drop-
down menu, then browse to the lxf-icehouse2 directory, 
choosing the file lxf-simple.template. Click Next, give the 
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stack a name and then enter the test user password (abc123) 
in the relevant box. Now press Launch and sit back while your 
infrastructure assembles itself like a scene from yet another 
terrible Transformers sequel. That is, until the launch fails a 
second later. Click on the stack name to see the problem. 

Due to our OpenStack cloud having a couple of networks 
available to it by default, we need to add the correct ID to our 
template in order for it to work. Click on the Network menu on 
the top right of the screen, then select Networks to see both 
our public and private options listed. Click on Private to get 
more information here, including the ID (a long series of 
numbers and digits) that OpenStack uses to refer to it. 
Highlight and copy that to the clipboard. Using any means 
you feel comfortable, edit the lxf-simple.template file within 
the lxf-icehouse2 directory, replacing the message ‘Enter 
your network ID here’ with the clipboard contents. Save this 
file, return to the Orchestration/Stacks menu and delete the 
stack there before launching another one. 

Use the same settings as before, and this time – after a 
little while – your stack should report success. Of course, this 
is a very simple template, consisting of a single Cirros 
instance connected to a network. Before we can connect to it, 
we need to assign it a floating (public) IP. This can be done via 
the Compute/Instances menu. We also need to allow some 
extra access – do this via Compute/Access & Security/
Security Groups. Manage the rules of the default group and 
use the Add Rule menu to add SSH, ALL ICMP and HTTP. 
From your desktop, you can now ssh as the Cirros user and 
use the cubswin:) password to gain access. All well and good. 
Now let’s try and be a bit more ambitious. 

Launch a new stack and this time choose the file lxf-
wordpress.template. After clicking Next, it will be clear that 
the options for this stack are a bit more involved. Heat 
templates can be parameterised to quite an extent. Here we 
have an option for image_id which, when we hover over it, 
reveals a handy tip (from the template file). We are 
recommended to use a Fedora image here, so let’s quickly 
divert into getting that. Click on the Admin menu bar on the 
left, choose Images and create an image. Call it fedora-20.
x86_64, choose Image Location in the Image Source box and 
enter the URL http://download.fedoraproject.org/pub/
fedora/linux/updates/20/Images/x86_64/Fedora-
x86_64-20-20140407-sda.qcow2 in the actual Image 
Location box. Our format is QCOW2. Make the image public 
by clicking on that option, if you wish. Finally, click Create 
Image. This image is a fair old size, so will be in the Queued 
and Saving status for a little while depending on the 
bandwidth available to the system on which we are running. 

While that trundles along in the background, let’s take the 
opportunity to create an SSH key pair for use with instances 
we create. Head back up to the Project menu and under 
Compute, choose Access & Security, then the Key Pairs tab. 
Create a Key Pair, and give it the name LXF as you do so. Save 
the .pem file produced when prompted. 

Finally, we need to amend the lxf-wordpress.template file 
to add our network ID. Use the same method as per the lxf-
simple.template file to add the private network ID to our 
systems (look for the <enter your network ID here> entry). 

Cloud-based blogging
Hopefully by now our Fedora image has downloaded and is 
showing as having an active status in the Images menu. If so, 
head back up to the Orchestration/Stacks, launch a new 
stack and choose the lxf-wordpress.template file once 
again. Add a name for the stack, the test user password 
abc123, and LXF in the key pair box. It will take quite a while 
for this to complete, depending on the size of the desktop 
system we are running. Eventually, we’ll be rewarded with a 
completed status and two instances will have been created: a 
web server and a database. These make up a small demo 
WordPress installation. Assign a public IP address to the web 
server and browse to that to see the results. 

Hopefully, this shows the basic power of what Heat can do 
– take a look at some of the complicated examples to be 
found on the internet, and try and plumb them into your 
brand new Heat-enabled OpenStack system. LXF

Heat 101
Heat provides a template-based orchestration 
service, originally based on (and compatible 
with) the AWS CloudFormation product. 
However, Heat has expanded in its own right, 
developing its own Heat Orchestration Template 
(HOT) format. See OpenStack’s guide to HOT 
here: http://bit.ly/HotGuide) for more 
information. HOT is a YAML-based template 
which makes it easily readable by humans.

Heat’s templates contain the instructions to 
build a cloud application or infrastructure by 
calling other elements of the OpenStack system 
and asking them to create resources – these 

might be compute instances, IP addresses, 
volumes etc. As well as this, Heat has the ability 
to define highly available instances and auto 
scaling, such as instances that will resize on 
demand. This latter service links to Ceilometer, 
which is the OpenStack Telemetry module for 
tracking usage within the system. Heat can 
handle relationships between resources, to allow 
infrastructure to be built in the correct order. 

Templates can also be updated and used to 
change an existing stack. Once finished with, 
Heat will remove the whole infrastructure 
defined in its template file. At the operating 

system level, there are several different 
components that make up Heat – a command-
line client, the REST API service, an AWS 
compatible API and the heat-engine itself.

Heat is evolving all the time, but there are a 
number of resources worth looking at to find out 
more about it. http://docs.openstack.org 
offers documentation, there are several 
template example repositories on GitHub 
https://github.com/openstack/heat-
templates, and there is a very in-depth tutorial 
by RackSpace at https://github.com/
rackerlabs/heat-tutorial.

 Success at last! Our two-node system comes to life. 

http://download.fedoraproject.org/pub/fedora/linux/updates/20/Images/x86_64/Fedora-x86_64-20-20140407-sda.qcow2
http://download.fedoraproject.org/pub/fedora/linux/updates/20/Images/x86_64/Fedora-x86_64-20-20140407-sda.qcow2
http://download.fedoraproject.org/pub/fedora/linux/updates/20/Images/x86_64/Fedora-x86_64-20-20140407-sda.qcow2
http://bit.ly/HotGuide
http://docs.openstack.org
https://github.com/openstack/heat-templates
https://github.com/openstack/heat-templates
https://github.com/rackerlabs/heat-tutorial
https://github.com/rackerlabs/heat-tutorial
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end up on the mxtoolbox blacklist, you'll need to ask nicely 
for it to be removed. You may also want to obtain a new IP 
address from your internet service provider.

With those details in mind, you can browse over the next 
set of instructions so that you can set up your mass email 
script. Since the code used in this example is written in PHP 
and MySQL, you will need both installed on your machine.

Prerequisite Installations 
In order for this script to work, you will need to run the 
sequence of various commands. The first command will 
install SQLite on your Linux box. Installing SQLite on Linux 
means that you can always access and modify and SQLite 
database file on the file system.

Unlike MySQL, the SQLite database is just a regular file 
and, therefore, you only need to open the file with SQLite in 
order to select data or make any changes. The command to 
install SQLite is shown below: 
root@raspberrypi:~# apt-get update
root@raspberrypi:~# apt-get install sqlite3

Once you have installed SQLite on Linux, you will install 
Pear packages, which are used to send the mass emails with 
SMTP. The next series of commands are shown below:
root@raspberrypi:~# apt-get install php-pear
root@raspberrypi:~# pear install Mail Mail_Mime
root@raspberrypi:~# pear install Net_SMTP

Finally, the SQLite library is added to PHP so that you can 
use the SQLite database:
root@raspberrypi:~# apt-get install php5-sqlite

After installing the php sqlite module, Apache will restart. 
Now you’re ready to connect and use SQLite databases. 

The remainder of this tutorial will explain how to send 
customised mass email to your custom email list. There are 
only a few small files which allow you to send email, change 
templates and track information from the recipients. 

Setting up the mass emailer 
The main file that does the heavy lifting is index.php. This file 
will send the desired email template to the desired group of 
people. In addition to sending the emails, there are links on 
this page that will enable you to edit the templates. Since you 
may have various groups for which to send emails, it would 
be normal to have various templates that can be used for a 
specific email message or for a periodic newsletter.

The lines three through five in the index.php file make the 
database connection and include the header files, which are 

PHP/SQLite: 
Mass emailer

PHP/SQLite Write scripts to send  
and manage email newletters

Spread the word! Kent Elchuk explains how to send out email newsletters 
from your own server en masse while dodging most spam filters.

Mass emails – the subject tends to engender both 
positive and negative feelings. On one level, you 
may appreciate the opportunity to stay connected 

with all of your clients and offer them great deals, while on a 
more personal level, you recognise the rage they can foster 
when they fill your inbox with junk you don't want to receive.

Placing our emotions to one side, this article is intended to 
provide you with a method for blasting out mass emails on 
your own server; whether you use a dedicated box from your 
hosting provider, Raspberry Pi, or Linux on a USB stick.

Although this application can be used on any device that 
runs Linux, using it on your web host is the best option since 
it will pass stronger spam filters. If you run the application on 
a host where the IP address does not resolve to the same 
domain, it can be rejected by some intended recipients. But, 
since it will use SMTP to authenticate the email sender, you 
have already bypassed the criteria for many spam filters. 

If you plan to host a website in your home with a Linux 
box, you need to be careful when sending mass email so your 
IP address doesn’t end up on a blacklist. You can check your 
domain and IP for blacklisting at www.mxtoolbox.com. If you 
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used for navigation. The $dbh object is returned and is 
used for all SQLite database queries within the mass email 
application. Database queries will be made when the page 
opens and more queries are executed when you click the 
Submit button and send the email. 

Since you have not clicked the button to send the mass 
email, you see a page that lists your sending options; an input 
box and three drop-down menus. All of the HTML code you 
see on the page is from any output that doesn't exist between 
the if ($_POST['submit']) { } condition. 

The output and code execution you will see within the 
condition previously described takes place only when the 
form is submitted. 

To make understanding the above a little simpler, the code 
from lines 1-9 and lines 99 – end of file are displayed when 
you've not posted the form. The input box can be used to add 
a custom subject for the email, like “Hi From Kent”.

The first drop down menu can be used to select the group 
who will receive the emails. The email recipients are located in 
the leads table. Among other things, the table contains the 
unique ID, first name, last name, email address, phone 
number, category and date of each lead. As long as each lead 
has an email address and a matching category ID, the emails 
can be delivered. The leads categories are located in the 
leads_categories table.

The second drop-down menu can be used to select the 
template that you want to send. The table which stores this 
data is called leads_email_templates. This table contains a 
column for the template id, template name and template 
code. The actual template file is HTML code. 

Your template can be anything from plain text to a 
commercial responsive template. Clean, responsive 
templates that look good in all desktop and mobile devices 
can be purchased for a few pounds/bucks, and often, you will 
receive various layouts within one purchased template.

Another alternative is to grab the source code from an 
email you have received and then add your own personal 
touch to it.

Regardless of where you came up with your template, you 
can link your images with files on a remote host or embed 
them with data:urls. An embedded image will use an src tag 
that looks like the following example:
<img src="data:image/jpeg;base64,/
yourbase64gibbereishwillgohere" />

After the Submit button
When you click the Submit button, the entire page of code is 
output because there are no conditions that instruct it not to 
do so. Since the code you see before the form is submitted 
was described in the previous section, this section of the 
tutorial will only detail the actual code that is executed after 

the form is submitted.
For starters, go to line 10. Since the '$_POST['submit']' 

variable is set, the first query runs and returns all of the leads 
from the database for the chosen category. All rows that meet 
this criteria are gathered and every row is collected into an 
array called ids_array and an array called $mails_array 
using a foreach loop. The print_r($mails_array) statement 
after the foreach loop outputs each email address that was 
added to the $mails_array.

The next conditional statement: 
if (ISSET($mails_array)) {}

is used to send the emails if there are email addresses  
in the $mails_array. If there are no email addresses, the  
code is not executed and your screen does not have to  
output any annoying errors.

For the rest of tutorial, we'll assume you have recipients 
that will be sent emails. So, in order to send the emails one  
at a time to each person, a foreach loop is used to send an 
email to each person in the $mails_array. The code foreach 
($mails_array as $key => $mymail) will create a $key and 
a value of $mymail for each individual person. The value 
$mymail is the each actual email address of the recipient. 

Within this foreach loop, the main work the coding does is 
to make the subject. If you added a personalised message, 
the user will receive that. If you don't add a personalised 
message, the default message My Business Message is 
used instead.

SQLite and MYSQL connections
The connection function can be used for 
SQLite or MySQL databases. Just 
uncomment the $dbh you want to use. 
function db_connect()
{
    global $dbh;
    $user = 'root';

    $pass = "";

    // MYSQL CONNECTION
 //$dbh = new PDO('mysql:host=localh

ost;dbname=email_mass', $user, $pass);

    // SQLITE CONNECTION

    $dbh = new PDO('sqlite:db/
emailmass.sqlite');
    $dbh->setAttribute(PDO::ATTR_ERR 

MODE, PDO::ERRMODE_EXCEPTION);

    return $dbh;
}

 The Structure 
tab shows you 
the information 
for your table, 
such as name 
and type. You  
can make 
changes here and 
commit them.
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After the subject is obtained, the template is grabbed 
from the database table named leads_email_templates. 
This table has three columns, so you could split the template 
into a header, body and footer. Alternatively, you could just 
use one column for the entire template.

The template comes out of the database as the 
$messagea string and is converted into the $body variable. 
Immediately after the $body variable is created, the from, 
to and subject headers are created. These will make up the 
$headers variable, which gets sent with the email. The next 
lines of code will be the SMTP email authentication settings. 
They will contain the sender, address to the host (ie ssl://
smtp.gmail.com), username and password.

With this example, the email is sent via SMTP. In short, 
it means you authenticate with a real email account, such 
as a Gmail account. In fact Gmail is perfect since you will 
authenticate over an SSL connection using the port 465.

Immediately after you have setup the credentials, the 
$smtp->send() method delivers the email. Upon success, 
you will see ‘Mail to: example@example.com has been 
successfully sent!’ with example@example.com being one of 
the email addresses from the database. If you don’t have any 
email addresses in your database table when you fire off the 
emails, you will see the message ‘No emails exist’.

Template files
The main file for which you edit your templates is view-
template-code.php. This page is accessed by clicking the 
Edit link from the main page. Once you have opened this 
page, you can edit and save your template file.

The template files load data that is stored in the leads_
email_templates database table. When you click the Submit 
button to send an email from the index.php page, data is 
retrieved for the selected template. Upon editing, backslashes 
are added to it as it is inserted into the database. When it is 
read for editing or used as the template, the slashes are 
removed so that it’s in the proper coded state when it arrives 
at the desired recipient. If you want to view your template files 
before you send them, you have three options. 

The first is to create a test category (or use the Test 
category from the leads_categories table, which is included 
with the code files). Although this option is quite critical for 
testing your email messages before you blast them to your 
subscribers, it can be a tedious and time consuming method 
for drafting out the perfect template; especially if it is a 
commercial template with a responsive design. 

If you do happen to be using an HTML template, your 
second option is to use an editor to code the template. To test 
the template, you view it in a browser just like you would do 
any web page. Once you are satisfied, you can update an 
existing template in the database or create a new one.

The final option is to use the simple built-in editor. You 
can access the editor by opening up the index.php file and 
clicking on the theme name. It links to the view-template.
php file and carries the template id with it. For example, you 
will be directed to a page that looks like view-template.
php?templateid=1.

Now, if you open index.php, at line 168 you will see the link 
that looks like the following example:
<a href = "view-template.php?templateid=' . urlencode($id_
template) . '">

The link opens the view-template.php page and the 
question mark (?) adds the parameter templateid containing 
the value for the id from the leads_email_templates table in 
your SQLite database. The urlencode() function is good to 
use, especially if you will use long urls with many parameters. 
Here, you could remove the function and it would still work.

When the view-template.php file is opened, it includes 
the database connection file and the header file. Then the url 
is decoded with the urldecode() function and any characters 
are sanitized with the htmlentities() function. Since this just 
a number from the database, it will just be one.

In this case, using the htmlentities(), urlencode() and 
urldecode() functions may seem like overkill. But, it is always 
helpful to keep security in the mind since web applications 
are often hacked and misused because a user could be 
playing around with url strings that could cause problems. 
More often than not, this behaviour would take place when an 
attacker knows a known exploit. 

Moving on, the htmlentities() function and the ENT_
QUOTES constant are used to ensure that your application is 
more secure. Again, this isn’t essential but it a good habit to 
sanitise input before using it in a query or form element. 

After that, the next lines of code grab the data that exists 
in the header, body and footer columns for your desired 
template. Once the data is retrieved, the template outputs 
into your page. 

Files for tracking received emails
Now that you have a portable mass emailer to fire off 
messages to your desired recipients, you may be content to 
just use it for this purpose. However, you may want to track 
your email recipients to see who is opening your email. To do 
this, the code examples provide two files: track-email.php 
and leads-opened-mail.php. 

The track-email.php file is activated when a user allows 
your pictures to be shown in an HTML template. When the 
link goes back to your page the database is updated. 

If you plan to track users, you can run this application on 
server at home or some other web hosting account. If you 
host at home, make sure to allow the router to forward port 
80 so your the client’s links will connect to your files.  

To track email that is received, you create an email with a 
hidden image link that points to a php file. The code could be 
added to the index.php file under the $footer variable near 
line 53. It would look something like:
$footer .= ‘<img src="http://example.com/email-mass/track-
email.php?id=’.$id_of_lead.’">’;

Although this works, you could go one step further and 
grab the email address variable as well to ensure that the 
member being deleted is real and not just someone creating 
URLs with various ids that could cause improper entries. The 
lead-opened-mail.php file will provide you with a list of all the 

Supply SMTP email credentials
For the SMTP mailer to work, you need to supply your email host, port, username 
and password. This example below would work for any Gmail account you have, 
changing the host, username and password.
$from = "John Do";
            $host = "ssl://smtp.example.com";
            $port = "465";
            $username = "example@example.com";
            $password = "<passwordhere>";

It’s possible to 
convert a MySQL 
database to 
SQLite using a 
single command:
root# ./
mysql2sqlite.
sh -u username 
-p MyPassword 
database_from | 
sqlite3 database_
to.sqlite

Quick
tip
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people who have opened email with image. This can be found 
on the main menu.

You will also want to allow the receivers the ability to 
unsubscribe. The table leads_open_mail_unsubscribe can 
be used to deal with those who want to opt out. 

Since this is a tutorial, you could copy the code from 
track-email.php and name it to something like unsubscribe.
php. They both capture the user’s id in the link. The only 
difference is that you will insert data into the leads_open_
mail_unsubscribe table, which is included in the database. 

For the receiver to have a link to unsubscribe, you add the 
following line under the $footer variable:  
$footer .='<a style="text-decoration:underline; color:#f16423;" 
href="http://example.com/email-mass/unsubscribe.
php?id='.$id_of_lead.'">Unsubscribe</a>';

In case you’re interested, the ‘.=’ simply appends the link 
to the $footer variable.

Although this tutorial could have been written for MySQL, 
the SQLite database is a better option for portability. If you 
used MySQL as the database, you would need to set up a new 
database on every location for which you place the files. 

With this instruction, you only need to copy the folder for 
this application and paste it on any server that runs PHP. A 
major factor to using an SQLite database is that it needs to 
be writable. So, both the db folder and the SQLite database 
file are given permissions of 777. The command chmod 777 
does that. If the permissions are not 777, you will be able to 
select from the database, but, you will not be able to make 
changes with the insert, update and delete commands.

If you want to use SQLite from the command line, you can 
do that too. Some command line examples are coming up. 
Once you have access to SQLite database, you can run any of 
your desired SQLite commands. A full listing is shown at 
http://sqlitestudio.pl.

If you want to run SQLite with a GUI, it’s best to install a 
tool like SQLite Studio or SQLiteman on your local Linux 
system. Both are free and easy to use. SQLiteman will run out 
of the box, but SQLite Studio must be downloaded (http://
sqlitestudio.pl/?act=download) and made executable. 

For example, after downloading on Ubuntu, you run:
chmod +x sqlitestudio-2.1.5.bin followed by ./ sqlitestudio-
2.1.5.bin. 

This will open up your Sqlite Studio tool. Generally 
speaking, both SQLite GUI tools do more or less the same 
thing like allowing you to read and update tables and to create 
custom queries. On a personal level, SQLite Studio looks 
better and has more features. Unlike using a built-in admin 
tool like phpMyAdmin to manage databases on your web 
server, your SQLite editing will take place on your local 
machine. Then you simply upload it with SFTP after making 
changes. If you use an IDE like PHPStorm, Netbeans or 
Eclipse, you can open up your project and transfer files to 
your foreign server almost instantly. Therefore, if you find 

yourself working with an application that uses a SQLite 
database, you will have your SQLite tool and Coding IDE open 
at the same time. 

To open your database file, you need to navigate to its 
folder with the command line and open it with with the 
SQLite3 command. The three lines below show you how to 
open your database and view all of the tables. Now, you have 
free reign over your SQLite database.  
root@raspberrypi# cd /var/www/email-mass
root@raspberrypi# sqlite3 emailmass.sqlite
sqlite> .table 

The following two lines show a simple ‘SELECT’ and 
‘DELETE’ statement.
sqlite>SELECT * FROM leads_email_templates WHERE id = 
3;
sqlite>DELETE FROM leads_email_templates WHERE id = 
1;

SQLite Studio is a free download. Once you’ve downloaded 
and opened it, you have full control over your database. 

To open a database with SQLite Studio, select Databases 
from the main menu, then go to Add Database > Find It > OK. 
Next time you open SQLite Studio, this database will load too.

To work with a database table, double click on one of the 
database tables. At this point, you will like use the Structure 
and Data tabs to make customisations and alter entries. If 
you click the Pencil icon you can write a custom query. Then, 
if you click the lightning bolt you can execute the command. 

This entire application could be used with a typical MySQL 
database. The only alterations that need to be implemented 
are to convert the database to a MySQL database and to alter 
the connection from the public_DBO.inc file. The code is 
already there; just uncomment the MySQL connection and 
comment the SQLite connection. Once you’ve added the 
correct username and password, you’re done. As it stands 
now, it is set for the ‘root’ user with no password. 

This small mass email application makes it easy to create 
and send mass email in minutes. The setup can run on any 
localhost server you operate. You could use a Raspberry Pi, 
USB stick, virtual machine or your web hosting account. LXF

SMTP vs Mail() Function
Our tutorial here uses the PEAR mail 
classes and sends email through SMTP. 
However, you could use the built-in PHP 
mail() function in the index.php file. If 
the mail() function is used, it is likely to 
return X-Source headers in the email 
message, which tracks it down to the 
script from which it was sent. The 

headers are shown below. Using the 
mail() function is easier, but it’s not 
any better: 
X-Source: /usr/bin/php
X-Source-Args: /usr/bin/php /home/

username/public_html/contact.php 
X-Source-Dir: example.com:/public_

html

In the coding example, the line which 
sends the email is:
$mail = $smtp->send($mymail, 

$headers, $body);
If you want to use the mail() function, 

the code below would do the trick.
mail('username@example.com', 'My 

Email Subject', $body);

 Here’s what you 
see when you fire 
up SQLiteman. 
You can view the 
content in any 
table and run 
custom queries.
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Python. For this demonstration, we used two Pis powered by 
a Pimoroni hub (which gives independent power to each 
port) and connected via a 100Mb five-port switch (which 
cost £5 from eBay). The hub can power a maximum of five 
Raspberry Pis, so one day perhaps this Bramble will grow.

For this tutorial, we will have our compute units brute-
forcing two well-known hashing algorithms: MD5 and SHA-1. 
More specifically, we shall try to find a pre-image for a given 
hash value which we shall compute from a (rather spineless) 
passphrase. While both of these algorithms are vulnerable to 
collision attacks (where the goal is to find any pair of inputs 
with the same hash), pre-image attacks are much harder to 
come by. Such an attack does exist for MD5, but it still would 
require an unreasonable length of time. At the time of 
writing, there is no pre-image attack known for SHA-1. The 
Flame malware in 2012 exploited collision weaknesses in 
MD5 to forge Microsoft security certificates.

Crunch some code
We often hear of database compromises in which leaked 
credentials include password hashes. While the use of salt 
helps defend against some attacks, passwords remain 
vulnerable to a wordlist-based attack, so such a compromise 
should be considered serious. We won’t cover wordlist 
attacks in our Python code, concentrating rather on 
elementary character combinations. You are encouraged to 
have a go at implementing wordlists in Python – you can 
download prefabricated lists or generate your own using a 
tool such as Crunch. You could then write some simple code 
to split up this list and share the work among the workers.

The cryptographic hash functions are all available in a 
standard Python installation via the hashlib library. For 
example, you can find the MD5 hash of the string password1 
from the Python prompt thus:
>>> import hashlib
>>> h = hashlib.md5('password1')
>>> h.hexdigest()
'7c6a180b36896a0a8c02787eeafb0e4c'

By replacing md5 with sha1 above, we also obtain the 
corresponding SHA-1 hash:
'db6a4668837a519ccef4616751e41674807d6a8a'.

For our tutorial, we will attempt to find a pre-image for 
the following MD5 hash:
target_hash_md5 = '392b2bd9f1571ff02e7dc21adfb2f0b0'

Suppose we are only interested in passwords consisting 
of uppercase and lowercase letters, together with the 
numbers 0 to 9. This can be done painlessly by combining 

Python: Build a 
multi-Pi cluster
Jonni Bidwell connects a bunch of Pis together in a cluster – affectionately 
known as a Bramble – and harnesses their power to crack passwords.

Once, it was common to network (not necessarily 
powerful) computers together to combine their 
power towards a single task, or group of related 

tasks. Examples include render and simulation farms, in 
which the work can be easily distributed between nodes. 
Such clusters are, in a sense, becoming less fashionable – 
specialist or enterprise-grade hardware offers a much more 
favourable answers-to-watts ratio, and multicore processors 
share data far faster than network cables. But let’s not allow 
trends to get in the way of good old-fashioned tinkering.

A thorny issue
The collective term for the aforementioned networks is a 
Beowulf cluster. This name derives from the eponymous 
hero of the classic Anglo-Saxon poem, who had “30 men’s 
heft of grasp in the gripe of his hand”. Where the compute 
hardware consists solely of Raspberry Pis, a new moniker 
has been invented by the RPi community: a Bramble. While 
most desktop computers are (depending on your chosen 
benchmark) around an order of magnitude faster than the 
Pi, it is still an enjoyable and inexpensive exercise to multiply 
by Pi and therefore learn about distributed computing in 

Our 
expert

Jonni Bidwell 
likes Linux, Python, 
cryptography, 
Raspberry Pi and 
the summertime. 
He heartily 
recommends 
reading The 
Cryptonomicon 
late at night, in a 
log cabin, deep in 
an old wood.



 xxxxxx Tutorial

www.tuxradar.com September 2014 LXF188   85

 xxxxxx TutorialPython

the appropriate ranges of ASCII codes:
ascii = range(48,59)+ range(65,91) + range(97,123)
chars = [chr(j) for j in ascii]

We can use the itertools module to generate all possible 
combinations of a given length here. This saves on some 
potentially irksome code. The itertools.product class returns 
a generator object, so rather than squashing us (or rather 
our Pis and Brambles) with a huge list, it spits out one 
combination per iteration. The repeat parameter is the 
length of the outputted strings. So we repeatedly check to 
see if its output hashes to our target hash.
for j in itertools.product(chars,repeat=length):
    guess = ".join(j)
    m = hashlib.md5(guess)
    hash = m.hexdigest()
    if hash == target_hash_md5:
        print "Great victory!"
        break
return(guess)

The functions md5cracker() and shacracker() can be 
called with the length argument described above and it is 
straightforward enough to modify it to brute-force a range of 
password lengths. On a single-core powered 2.1GHz Athlon 
laptop, attempting all three-character passwords using our 
set of characters took about 0.7 seconds; four characters 
took 40 seconds; and five figures took about 40 minutes. As 
we are dealing with 62 characters, the latter figure suggests 
we are churning through about 380 kilohashes per second, 
so we could expect to crack a six-character password in 
about two days and an eight-character one in about 18 
years. For SHA-1, the same machine managed about 
314kH/s, which is sinisterly close to 100,000 times pi. Less 
decrepit hardware will fare much better, but a lone Pi does 
much worse, managing a pitiful 6kH/s for MD5 and a not 
much better 8kH/s for SHA-1. All this with no X server or 
other daemons running. Clearly something does not work so 
well on the ARM architecture – further investigation is 
beyond the scope of this article, since anything we can do 
John the Ripper can do better (more on that later). 
Incidentally, the Python file also contains the following 
codeblock at the end:
if __name__ == '__main__':
    import timeit
    print(timeit.timeit(stmt = "shacracker(4)", setup="from __
main__ import shacracker", number=1))

This means that if the file is executed from the command 
prompt, then it will be automagically benchmarked by the 
timeit module. One could attempt to speed up this code 

using Cython to generate C code, but gains here may be 
limited. The hashlib and itertools functions are all 
implemented in C, so it is unlikely that you would be able to 
speed up these at all. Besides, even if you could, string 
manipulations have their own drawbacks in C, so unless you 
are pretty deft with malloc() and free() it would be hard to 
speed these up. You are welcome to try, though.

Adding more brains
Brute-forcing hashes is an example of an “embarrasingly 
parallel” computation: it is so simple to divide up the work 
that it would be embarrassing not to. As such, you can pretty 
much expect to multiply your hash rate by the number of Pis 
you are using, since the work can be easily distributed by 
some judicious tampering with the generator function. More 
precisely, by assigning each unit a fixed range to consider for 
the first character. For example, with two Pis we would let 
one of them deal with passwords beginning with the first 31 
characters of our range (0-u), and the second with the range 
(v-Z). In this way there is no further data that requires to be 
shared among the Pis – they are left to get on with their 
assigned duties without wasting time chatting.

We will use the dispy module to handle all the parallelism, 
which requires that all nodes run the dispynode program. 
They can then be very easily called to action as required. We 
divide the whole keyspace into 62 chunks so that workers 
can request chunks as they are needed. This means that 
faster (or slower) machines can be added to the cluster with 
no fuss, since otherwise the workload would have to be 
distributed manually to avoid concurrency issues.

We make an own outer loop for the first character, with 
the itertools loop inside it for the remainder.
def md5cracker(chunk_start,chunk_end,chars,length,thash):
    for j in range(chunk_start,chunk_end):
        for k in itertools.product(chars,repeat = length - 1):
            guess = chars[j] + ".join(k)
            ghash = hashlib.md5.new(guess).hexdigest()
            if ghash == target_hash_md5:
                return guess
    return False

While you could manually run from one Pi to another to 
call this function with appropriate chunk parameters, the 
work distribution can be made less tedious by using the 
dispy module, which you can find on the disc. Install it with:
$ tar -xvzf dispy-3.15.tar.gz
$ sudo pip install -e dispy-3.15 

We’ve given our two Pis the addresses 10.0.1.1 and 
10.0.1.2, which can be easily achieved by fiddling with 

Distributed Dzargon
Computing architecture can be roughly split into 
four classes: Single Instruction Single Data 
(SISD), Single Instruction Multiple Data (SIMD), 
Multiple Instruction Single Data (MISD) and 
Multiple Instruction Multiple Data (MIMD). This 
categorisation originated in the 1960s and is 
known as Flynn’s Taxonomy, after its inventor 
Michael J Flynn. Multiprocessor systems as we 
know them did not exist at the time, but 
machines were nonetheless capable of 
performing parallel operations, in much the 
same way as Intel’s SSE (Streaming SIMD 
Extensions) that first appeared in Pentium III 

processors. Certain applications today straddle 
the boundaries of the Flynn classes, but they 
still provide a reasonably accurate overview of 
the present day situation. The pre-image 
discovery that is the subject of this tutorial falls 
nicely into the SIMD category; we perform the 
same instruction on multiple data sets – 
discrete sets of passwords of a given length. The 
most common category in use nowadays, 
however, is MIMD.

At one end of the distributed computing 
spectrum we have a distributed memory model 
in which the processing unit has its own 

individual memory store. If data needs to be 
shared between processors, then a messaging 
interface needs to be invoked. At the other end 
we have parallel computing, in which there is a 
shared memory that can be accessed by all 
processors. This may be bus-based, if all the 
processors are connected to the same board, or 
software-based, where consistency is 
maintained by creating a virtual memory store. 
Either way, bus contention and access time 
penalties mean that care must be taken with 
memory-based operations when working in the 
parallel computing model.
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network config files or with a simple:
$ ifconfig eth0 10.0.1.1/24

This might involve a hefty bout of display and keyboard 
cable swapping if you have many Pis. The actual addresses 
aren’t so important here, as long as everyone is on the same 
subnet then dispy will be able to discover all of the slaves.

A simple job cluster for our md5cracker() function is 
created using dispy like this:
cluster = dispy.JobCluster(md5cracker,callback=callback)

The callback parameter tells our cluster to call a function 
called callback() whenever one of the nodes finds the 
password or runs out of work. A callback function can also 
be used to collate intermediate or approximate results for 
more complex scenarios, but we shan’t worry about this. Our 
callback function need only check the result and if it’s not 
False then it can shut down all the other jobs:
def callback(job):
    if job.result:
        print "Great Victory!", job.result
        for j in jobs:
            if j.status in [dispy.DispyJob.Created, dispy.DispyJob.
Running]:
                cluster.cancel(j)

Since the md5cracker() function needs the itertools and 
hashlib modules, these have to be imported from inside the 
function. For reasons of synchronisation, dispy won’t let you 
share any in-scope variables with the workers, so the 
md5cracker() function accepts the following additional 
parameters: chars (list of characters), length (password 
length) and thash (the target hash).

Finally we will use the following bit of boiler-plate to kick 
the system into action when multipi.py is executed and 
display some stats when ‘tis done:

if __name__ == '__main__':
    cluster = dispy.JobCluster(md5cracker,callback=callback)
    jobs = []
    start = 0
    for j in range(nchunks):
        end = start + chunk_size
        job = cluster.submit(start,end,chars,length,target_hash_
md5)
        job.id = j
        start = end
        jobs.append(job)
    cluster.wait()
    cluster.stats()

Don’t fear the Ripper
There are many alternatives to the dispy module (https://
wiki.python.org/moin/ParallelProcessing), but it was 
chosen because it is well suited to simple parallelism such 
as our distributed hashing. If you want to investigate parallel 
processing using just a multicore machine, you should check 
out Python’s native multiprocessing library. This allows 
things such as shared variables to be set up much more 
easily and consistently than when your processes are non-
local. If you want to go even deeper into the parallelism 
rabbit hole, you should get to grips with the Message Parsing 
Interface (MPI).

John the Ripper is a popular open source password 
cracker. There is also a community-enhanced edition, which 
features support for GPU-based cracking, as well as some 
additional hash and cipher types. The source for this version 
(codenamed Jumbo) is available at the project’s website, 
www.openwall.com/john. We can compile this from source 
on the Pi. Raspbian includes gcc by default, but we 

Other Bramble projects
Office document cracking (10 Raspberry Pis)
www.softwareontheside.info/2013/01/my-raspberry-pi-cluster.html

Shane’s project uses  a patched version of JtR to crack password 
protected MS Office, LibreOffice and PDF documents. MS Office 
2007 introduced AES encryption with a 128-bit key, ouch!

Tower of Pi (10 Raspberry Pis)
http://terminus.attitude.net/raspberry-pi

This used 9 RPi slaves and 1 Cubie board as a master controller for 
MPI processing. It had a neat 16x2 RGB display for status information. 
Now it has been repurposed as the 32-node Cubical Monolith Project.

Tutorial XxxxPython

https://wiki.python.org/moin/ParallelProcessing
https://wiki.python.org/moin/ParallelProcessing
www.openwall.com/john
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additionally require the libssl and libcrypto headers. The 
following commands will install these on Raspbian, 
assuming that you have a working internet connection:
$ apt-get update
$ apt-get install libssl-dev

Download the source from the website, and then unzip it 
and begin the lengthy compilation process like so:
$ tar -xvzf john-$VER-jumbo-$REL.tar.gz
$ cd john/src
$ make generic

This takes about half an hour on a standard-clocked Pi. 
Once it has finished building, we can use the following 
command to test out our install:
$ cd ../run
$ ./john --test

Our freshly-squeezed binary will benchmark all of its 
available algorithms. RawMD5 scored about 330kH/s on our 
device, outperforming by a factor of about 50 our Python 
implementation. For SHA-1 (--mode=raw-sha1), John 
managed a respectable 190kH/s. Now make a text file 
target.md5 consisting of a single line with our target MD5 
hash from before, beginning 392b2. We can implement our 
letters and numbers-only character set by using Incremental 
mode with the Alnum character set.
$ ./john --incremental=alnum --length=6 --format=raw-md5 
target.md5

This would probably take about two days to complete on 
your average Raspberry Pi, and it still would not find the 
required pre-image. This remains as a challenge for you, dear 
reader. However, your challenge is eased by JtR’s extremely 
helpful --node option, which enables you to achieve some 
primitive parallelism. For example, if we were to saturate our 
switch with five Pis, we could add the option --node n/5 to 

the previous code, replacing n with the number of the 
Raspberry Pi on which it is being run. This will cause John to 
work on only the relevant fifth of the possible inputs, so that 
we could realistically expect to get through all six-character 
alphanumeric passwords in about 10 hours.

You can generate MD5 hashes with the md5sum 
command. For example:
$ echo -n "test"|md5sum 
098f6bcd4621d373cade4e832627b4f6  -

Paste this result, without the space and dash at the end 
(md5sum is most often used to hash files and the filename 
would usually go after these characters – add |cut -d- f1 if it 
bothers you) into a file test.md5. Now run the following to 
convince yourself that John is actually capable of processing 
these hashes correctly.
$ ./john --incremental=alnum –length=4 --format=raw-md5 
test.md5

Words work
It would be remiss not to mention the more intelligent 
wordlist mode of JtR. Numerous wordlists are available from 
the website, and one can also define mangling rules for 
combining them. It is even possible to use a hybrid mode 
with some incremental characters, to maximise your 
chances of success prior to the universe ending. At the time 
of writing, the most impressive MD5 benchmark is close to 
2GH/s (this is with the aid of 16 Radeon 7550s). With such 
power, an eight-character password (using only the 62 
characters we’ve been working with) could be recovered in 
about a week. Faster technology is always just around the 
corner, and so the old adage that eight-character passwords 
are secure no longer holds up. In sum: get thyself a password 
manager and be safe, kids. LXF

David Guill’s 40-Pi cluster
http://likemagicappears.com/projects/raspberry-pi-cluster/

David’s goal was to make a model supercomputer which behaves 
exactly like the real thing. This beastie has 12 1TB drives and 6 external 
Ethernet ports. A CNC laser cutter was used to make the stylish case.

Southampton University Iridis-Pi Lego Supercomputer (64 Pis)
http://www.southampton.ac.uk/~sjc/raspberrypi/

The whole thing cost a mere £2,500 to build and achieves 
1.14Gflops/s running the HPL matrix inversion benchmark across 
all 12 nodes. It uses the older 256MB model, so memory is scarce.
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Python: Code  
a Gimp plugin
Jonni Bidwell uses Python to add some extra features to the favourite open 
source image-manipulation app, without even a word about Gimp masks.

 You can customise lines and splodges to your heart’s content, though frankly 
doing this is unlikely to produce anything particularly useful.

Multitude of innuendoes aside, Gimp enables you to 
extend its functionality by writing your own plugins. 
If you wanted to be hardcore, then you would write 

the plugins in C using the libgimp libraries, but that can be 
pretty off-putting or rage-inducing. Mercifully, there exist 
softcore APIs to libgimp so you can instead code the plugin 
of your dreams in Gimp’s own Script-Fu language (based on 
Scheme), Tcl, Perl or Python. This tutorial will deal with the 
last in this list, which is probably most accessible of all these 
languages, so even if you have no prior coding experience you 
should still get something out of it.

Get started
On Linux, most packages will ensure that all the required 
Python gubbins get installed alongside Gimp; your Windows 
and Mac friends will have these included as standard since 
version 2.8. You can check everything is ready by starting up 
Gimp and checking for the Python-Fu entry in the Filters 
menu. If it’s not there, you’ll need to check your installation. If 
it is there, then go ahead and click on it. If all goes to plan this 
should open up an expectant-looking console window, with a 
prompt (>>>) hungry for your input. Everything that Gimp 
can do is registered in something called the Procedure 

Database (PDB). The Browse button in the console window 
will let you see all of these procedures, what they operate on 
and what they spit out. We can access every single one of 
them in Python through the pdb object.

As a gentle introduction, let’s see how to make a simple 
blank image with the currently selected background colour. 
This involves setting up an image, adding a layer to it, and 
then displaying the image. 
image = pdb.gimp_image_new(320,200,RGB)
layer = pdb.gimp_layer_new(image,320,200,RGB,'Layer0',100
,RGB_IMAGE)
pdb.gimp_image_insert_layer(image,layer,None,0)
pdb.gimp_display_new(image)

So we have used four procedures: gimp_image_new(), which 
requires parameters specifying width, height and image type 
(RGB, GRAY or INDEXED); gimp_layer_new(), which works 
on a previously defined image and requires width, height and 
type data, as well as a name, opacity and combine mode; 
gimp_image_insert_layer() to actually add the layer to the 
image, and gimp_display_new(), which will display an image. 
You need to add layers to your image before you can do 
anything of note, since an image without layers is a pretty 
ineffable object. You can look up more information about 
these procedures in the Procedure Browser – try typing 
gimp-layer-new into the search box, and you will see all the 
different combine modes available. Note that in Python, the 
hyphens in procedure names are replaced by underscores, 
since hyphens are reserved for subtraction. The search box 
will still understand you if you use underscores there, though.

Draw the line
All well and good, but how do we actually draw something? 
Let’s start with a simple line. First select a brush and a 
foreground colour that will look nice on your background. 
Then throw the following at the console:
pdb.gimp_pencil(layer,4,[80,100,240,100])

Great, a nicely centred line, just like you could draw with 
the pencil tool. The first parameter, gimp_pencil(), takes just 
the layer you want to draw on. The syntax specifying the 
points is a little strange: first we specify the number of 
coordinates, which is twice the number of points because 
each point has an x and a y component; then we provide a list 
of the form [x1, y1, …, xn, yn]. Hence our example draws a line 
from (80,100) to (240,100). The procedures for selecting and 
adjusting colours, brushes and so forth are in the PDB too:
pdb.gimp_context_set_brush('Cell 01')
pdb.gimp_context_set_foreground('#00a000')

Jonni Bidwell
finds his world is 
usually a little soft 
around the edges, 
but the floating 
discs don’t worry 
him much now.

Our 
expert



 xxxxxx Tutorial

www.tuxradar.com September 2014 LXF188     89

 xxxxxx TutorialPython

In issue LXF189 We’ll be exploring the new PHP language of Hack

the aperture – depending on design, one may also see 
polygonal and doughnut-shaped bokeh effects. For this 
exercise, we’ll stick with just circular ones.

Our plugin will have the user pinpoint light sources using 
a path on their image, which we will assume to be single-
layered. They will specify disc diameter, blur radius, and hue 
and saturation adjustments. The result will be two new layers: 
a transparent top layer containing the ‘bokeh discs’, and a 

layer with a blurred copy of the original image. The original 
layer remains untouched beneath these two. By adjusting the 
opacities of these two new layers, a more pleasing result may 
be achieved. For more realistic bokeh effects, a part of the 
image should remain in focus and be free of discs, so it may 
be fruitful to erase parts of the blurred layer. Provided the 
user doesn’t rename layers, then further applications of our 

pdb.gimp_context_set_brush_size(128)
pdb.gimp_paintbrush_default(layer,2,[160,100])

If you have the brush called ‘Cell 01’ available, then the 
above code will draw a green splodge in the middle of your 
canvas. If you don’t, then you’ll get an error message. You can 
get a list of all the brushes available to you by calling pdb.
gimp_brushes_get_list(‘’). The paintbrush tool is more 
suited to these fancy brushes than the hard-edged pencil, 
and if you look in the procedure browser at the function 
gimp_paintbrush, you will see that you can configure 
gradients and fades too. For simplicity, we have just used the 
defaults/current settings here. On the disc you will find a file 
linesplodge.py which will register this a fully-fledged Gimp 
plugin, replete with a few tweaks.

For the rest of the tutorial we will describe a slightly more 
advanced plugin for creating bokeh effects in your own 
pictures. ‘Bokeh’ derives from a Japanese word meaning blur 
or haze, and in photography refers to the out-of-focus effects 
caused by light sources outside of the depth of field. It often 
results in uniformly coloured, blurred, disc-shaped artefacts 
in the highlights of the image, reminiscent of lens flare. The 
effect you get in each case is a characteristic of the lens and 

“Our plugin creates a layer with 
‘bokeh discs’ and another with 
a blurred copy of the image”

 Applying our 
bokeh plugin 
has created 
a pleasing 
bokeh effect in 
the highlights.
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 Here are our 
discs. If you’re 
feeling crazy you 
could add blends 
or gradients, but 
uniform colour 
works just fine.

plugin will not burden them with further layers. This means 
that one can apply the function many times with different 
parameters and still have all the flare-effect discs on the same 
layer. It is recommended to turn the blur parameter to zero 
after the first iteration, since otherwise the user would just be 
blurring the already blurred layer.

After initialising a few de rigueur variables, we set about 
making our two new layers. For our blur layer, we copy our 
original image and add a transparency channel. The bokeh 
layer is created much as in the previous example.
    blur_layer = pdb.gimp_layer_copy(timg.layers[0],1)
    pdb.gimp_image_insert_layer(timg, blur_layer, None, 0)
    bokeh_layer = pdb.gimp_layer_new(timg, width, height, 
RGBA_IMAGE, "bokeh", 100, NORMAL_MODE)
    pdb.gimp_image_insert_layer(timg, bokeh_layer, None, 0)

Our script’s next task of note is to extract a list of points 
from the user’s chosen path. This is slightly non-trivial since a 
general path could be quite a complicated object, with curves 
and changes of direction and allsorts. Details are in the box 
below, but don’t worry – all you need to understand is that 
the main for loop will proceed along the path in the order 

drawn, extracting the coordinates of each component point 
as two variables x and y.

Having extracted the point information, our next challenge 
is to get the local colour of the image there. The PDB function 
for doing just that is called gimp_image_pick_color(). It has 
a number of options, mirroring the dialog for the Colour 
Picker tool. Our particular call has the program sample within 
a 10-pixel radius of the point x,y and select the average colour. 
This is preferable to just selecting the colour at that single 
pixel, since it may not be indicative of its surroundings.

Bring a bucket
To draw our appropriately-coloured disc on the bokeh layer, 
we start – somewhat counter-intuitively – by drawing a black 
disc. Rather than use the paintbrush tool, which would rely on 
all possible users having consistent brush sets, we will make 
our circle by bucket filling a circular selection. The selection is 
achieved like so:
    pdb.gimp_image_select_ellipse(timg, CHANNEL_OP_
REPLACE, x - radius, y - radius, diameter, diameter)

There are a few constants that refer to various Gimp-specific 

Paths, vectors, strokes, points, images and drawables
Paths are stored in an object called vectors. 
More specifically, the object contains a series of 
strokes, each describing a section of the path. 
We’ll assume a simple path without any curves, 
so there is only a single stroke from which to 
wrest our coveted points. In the code we refer to 
this stroke as gpoints, which is really a tuple 
that has a list of points as its third entry. Since 
Python lists start at 0, the list of points is 
accessed as gpoints[2]. This list takes the form 
[x0,y0,x0,y0,x1,y1,x1,y1,...]. Each point is counted 

twice, because in other settings the list needs to 
hold curvature information. To avoid repetition, 
we use the range() function’s step parameter to 
increment by 4 on each iteration, so that we get 
the xs in positions 0, 4, 8 and the ys in positions 
1, 5, 9. The length of the list of points is 
bequeathed to us in the second entry of gpoints
for j in range(0,gpoints[1],4):

You will see a number of references to 
variables timg and tdraw. These represent the 
active image and layer (more correctly image 

and drawable) at the time our function was 
called. As you can imagine, they are quite handy 
things to have around because so many tools 
require at least an image and a layer to work on. 
So handy, in fact, that when we come to register 
our script in Gimp, we don’t need to mention 
them – it is assumed that you want to pass 
them to your function. Layers and channels 
make up the class called drawables – the 
abstraction is warranted here since there is 
much that can be applied equally well to both.

For many, many 
more home-brewed 
plugins, check out 
the Gimp Plugin 
Registry at http://
registry.gimp.org

Quick
tip
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modes and other arcana. They are easily identified by their 
shouty case. Here the second argument stands for the 
number 2, but also to the fact that the current selection 
should be replaced by the specified elliptical one.

The dimensions are specified by giving the top left corner 
of the box that encloses the ellipse and the said box’s width. 
We feather this selection by two pixels, just to take the edge 
off, and then set the foreground colour to black. Then we 
bucket fill this new selection in Behind mode so as not to 
interfere with any other discs on the layer:
    pdb.gimp_selection_feather(timg, 2)
    pdb.gimp_context_set_foreground('#000000')
    pdb.gimp_edit_bucket_fill_full(bokeh_layer, 0,BEHIND_
MODE,100,0,False,True,0,0,0)

And now the reason for using black: we are going to draw 
the discs in additive colour mode. This means that regions of 
overlapping discs will get brighter, in a manner which vaguely 
resembles what goes on in photography. The trouble is, 
additive colour doesn’t really do anything on transparency, 
so we black it up first, and then all the black is undone by our 
new additive disc.
    pdb.gimp_context_set_foreground(color)
    pdb.gimp_edit_bucket_fill_full(bokeh_layer, 0,ADDITION_
MODE,100,0,False,True,0,0,0)

Once we’ve drawn all our discs in this way, we do a 
Gaussian blur – if requested – on our copied layer. We said 
that part of the image should stay in focus; you may want to 
work on this layer later so that it is less opaque at regions of 
interest. We deselect everything before we do the fill, since 
otherwise we would just blur our most-recently drawn disc.
    if blur > 0:
        pdb.plug_in_gauss_iir2(timg, blur_layer, blur, blur)

Softly, softly
Finally we apply our hue and lightness adjustments, and set 
the bokeh layer to Soft-Light mode, so that lower layers are 
illuminated beneath the discs. And just in case any black 
survived the bucket fill, we use the Color-To-Alpha plugin to 
squash it out.
    pdb.gimp_hue_saturation(bokeh_layer, 0, 0, lightness, 
saturation)
    pdb.gimp_layer_set_mode(bokeh_layer, SOFTLIGHT_
MODE)
    pdb.plug_in_colortoalpha(timg, bokeh_layer, '#000000')

And that just about summarises the guts of our script. You 
will see from the code on the disc that there is a little bit of 
housekeeping to take care of, namely grouping the whole 

series of operations into a single undoable one, and restoring 
any tool settings that are changed by the script. It is always 
good to tidy up after yourself and leave things as you found 
them. In the register() function, we set its menupath to 
‘<Image>/Filters/My Filters/PyBokeh...’ so that if it registers 
correctly you will have a My Filters menu in the Filters menu. 
You could add any further scripts you come up with to this 
menu to save yourself from cluttering up the already crowded 
Filters menu. The example images show the results of a 
couple of PyBokeh applications.

Critics may proffer otiose jibes about the usefulness of 
this script, and indeed it would be entirely possible to do 
everything it does by hand, possibly even in a better way. 
That is, on some level at least, true for any Gimp script. But 
this manual operation would be extremely laborious and 
error-prone – you’d have to keep a note of the coordinates 
and colour of the centre of each disc, and you’d have to be 
incredibly deft with your circle superpositioning if you wanted 
to preserve the colour addition. LXF

Registering your plugin
In order to have your plugin appear in the Gimp 
menus, it is necessary to define it as a Python 
function and then use the register() function. 
The tidiest way to do this is to save all the code 
in an appropriately laid out Python script. The 
general form of such a thing is:
#! /usr/bin/env python
from gimpfu import *
def myplugin(params):
    # code goes here
register(
    proc_name, # e.g. “python_fu_linesplodge”
    blurb, #.“Draws a line and a splodge”
    help, author, copyright, date,
    menupath, imagetypes,

    params, results, 
    function) # “myplugin”
main()

The proc_name parameter specifies what 
your plugin will be called in the PDB; ‘python_fu’ 
is actually automatically prepended so that all 
Python plugins have their own branch in the 
taxonomy. The menupath parameter specifies 
what kind of plugin you’re registering, and where 
your plugin will appear in the Gimp menu: in our 
case “<Image>/Filters/Artistic/LineSplodge...” 
would suffice. imagetypes specifies what kind 
of images the plugin works on, such as “RGB*, 
GRAY*”, or simply “” if it doesn’t operate on any 
image, such as in our example. The list params 

specifies the inputs to your plugin: you can use 
special Python-Fu types here such as PF_
COLOR and PF_SPINNER to get nice interfaces 
in which to input them. The results list describes 
what your plugin outputs, if anything. In our case  
(PF_IMAGE, image, “LSImage”) would suffice. 
Finally, function is just the Python name of our 
function as it appears in the code.

To ensure that Gimp finds and registers your 
plugin next time it’s loaded, save this file as (say) 
myplugin.py in the plugins folder: ~/.gimp-2.8/
plug-ins for Linux (ensure it is executable with 
chmod +x myplugin.py) or %USERPROFILE 
%\.gimp-2.8\plug-ins\ for Windows users, 
replacing the version number as appropriate.

 After we apply 
the filter, things 
get a bit blurry. 
Changing the 
opacity of the 
layer will bring 
back some detail.

“To finish, group the operations 
into a single undoable one, and 
reset any changed tool settings”
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1  Installing yED 
on Wheezy
2  Grub and  
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3  Chrome not 
playing

4  DVDs not 
playing
5  Xubuntu 
wireless issues 
★ Unbootable 
DVDs

1  Java and path confusion
 I am trying to install the 32-bit 

version of yEd on my Debian Wheezy 
system and keep running into the 

following error:
"$ ./yEd-3.12.2_32-bit_setup.sh
Unpacking JRE ...
Preparing JRE ...
bin/unpack200: error while loading shared 
libraries: libgcc_s.so.1: cannot open shared 
object file: No such file or directory
Error unpacking jar files. The architecture or 
bitness (32/64) of the bundled JVM might not 
match your machine."

After much research I have found several 
references to the problem of trying to install 
a 32-bit JVM on a 64-bit machine. They all 
recommended installing the ia32-libs 
package, but I ran into problems when trying 
to install ia32-libs on my Debian system. 
An alternative was to try a manual install as 

described at http://yed.yworks.com/
support/qa/17 which says by “typing
java -jar /path/to/yed.jar

in a terminal (with /path/to/ replaced with 
the actual path) will start yEd. With a simple 
shell script like
#!/bin/sh
java -jar /path/to/yed.jar "$@"

in a directory referenced in the $PATH 
environment variable, yEd can be started 
conveniently by typing the script’s name.”

I am confused over where I’m supposed 
to place the program files and the Bash 
script, exactly?
Jeremy Reynolds
 The installer is attempting to install its 

own copy of the Sun JRE. This is a 
very Windows way of doing things and 

can cause problems when it conflicts with 
other software on your system, or has unmet 
dependencies. You already have a perfectly 
good JRE installed on your computer – 
packaged and managed by Debian – that’s 
known to play nicely with the rest of your 
system, so the ‘manual’ installation procedure 
is the preferred approach anyway. There are 
various directories, usually ending in bin, that 
are used to store programs. It is possible to see 
them by typing the following into a terminal: 
echo $PATH

Steer clear of the ones in / and /usr because 
these are for system-managed programs. The 
two choices are /usr/local/bin for global use, 
or ~/bin for use by a single user. If you are the 
only user of the computer, then the choice is 

Enter our competition

Linux Format is proud 
to produce the biggest 
and best magazine 
about Linux and free 

software that we can. A word count of 
LXF173 showed it had 67,659 words. About 
as much as Heart of Darkness and Animal 
Farm combined, but with way more Linux, 
coding and free software!

That’s more than most of our competitors, 
and that’s how we know that we’re big. As for 
the best, well… that’s a subjective claim, but it’s 
one we’re happy to stand by.
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    get $books

Because we’re nice chaps as well as 
Linux gurus, and because our offices have 
very little storage space, we’re giving one 
lucky reader each issue the chance to  
win some of the books that get sent to  
us for review. They’re mostly reference  
books that will give your shelves an air  
of computational gravitas. For a chance  
to win, email your question to  
lxf.answers@futurenet.com, or post it to  
www.linuxformat.com/forums to seek 
help from our lively community of readers.  
 See page 94 for our star question.
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 This month we   
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 Installers with bundled system tools are annoying, use what you already have when installing yEd.
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M
ost distros have software 
repositories containing many pre-
built packages, but you may 

sometimes need to build a package from 
source. You should use your distro’s package 
manager whenever possible, but if you do 
need to build from source, the process is easy.

Unpack the source code tarball with:
tar xvf foo-1.2.3.tar.gz

Tar detects how the tarball is compressed. 
The source is usually unpacked into a directory 

with a similar name to the tarball, enter this 
with cd foo-1.2.3. Look for files named 
Readme or Install and read them. The 
standard procedure is to key in the command 

./configure, then type in make before 
finishing with su make install or sudo 
make install

The first command checks your system, 
ensuring you have necessary dependencies 
for the program. Run ./configure --help, to 
see what options are available.

The second compiles the software, placing 
files it creates in the current directory. It’s not 
necessary to be root to configure or compile, 
but the third stage needs root permissions. 
We use su to run this one command as root. 
Ubuntu users should replace this with:
sudo make install

Unless you instructed ./configure 
otherwise, the compiled program is generally 
installed to /usr/local/bin. If you run an RPM 
system and configure says a library is not 
there when you know it is, install the 
corresponding -devel package, eg libbar-devel.

values in the boot config file. But when 
re-booting I still have to set prefix and root 
to the correct (hd0,X) values. All the 
examples of Grub building show, for 
example, (hd0,msdosX).

Since I no longer have an MS partition 
and boot is in the Linux root directory, 
should I change all the (hd0,msdosX) points 
in the config file to (hd0,X)? It seems the 
obvious solution but I hesitate in case Grub 
is somehow tied up with MS-DOS.
Ken
 Grub refers to partitions in a different 

way to Linux, and Grub 2 has changed 
it further because it supports more 

partition types. Bear in mind that Grub loads 
your operating system so, by definition, there’s 
no OS present when it runs, neither Linux nor 
anything using MS-DOS, nor does it care what 
you intend to run. The reference to MS-DOS 
isn’t to the operating system but to the 
partition table layout on your disk. For the last 
30 years, the standard way of defining 
partitions on a hard disk has been through a 
partition table in the disk’s master boot record 
(MBR). This was popularised with MS-DOS and 
is known as an MS-DOS partition table. So 
when Grub refers to (hd0,msdos1) it means 
the first partition in the DOS partition table of 
hd0. You can also write this as (hd0,1) but the 
other way is preferred as it leaves no room for 
confusion (by Grub, not by you). If your drive 
was set up using the more recent GUID 
Partition Table (GPT) then the first partition 
would be (hd0,gpt1).

The fstab has nothing to do with this: it’s 
used by the Linux kernel to mount filesystems 
for its use, and the kernel is not loaded when 
Grub runs. Since you can still boot by editing 
the menu entries from the Grub console, you 
can fix this easily enough. Once booted, you 
could edit grub.cfg by hand to insert the 
correct values, but Grub 2 is capable of 
working things out for itself, by running:
sudo grub2-mkconfig -o /boot/grub2/grub.cfg

You may have to tweak the paths for this to 

work. Certain distros put the Grub boot files in 
/boot/grub, others put them in /boot/grub2 
– use the wrong one and the command will 
have no effect. Similarly, some install the 
command as grub-mkconfig. Historically, 
many distros used grub2 in command and 
path names to allow Grub 2 to co-exist with 
legacy Grub, making for a simpler transition. If 
you want to see what will be written to the file 
before you change it, send the output to a 
pager instead of grub.cfg.
sudo grub2-mkconfig | less

Finally, Grub has no associations with MS-DOS, 
it is a GNU program.

3  Chromium is not flashy
 I’ve upgraded from Ubuntu 13.10 to 

14.04. Flash content on websites 
used to play in 13.10 when I used 

Chrome/Chromium as a browser. I’m 
particularly interested in playing content on 
4OD or BBC iPlayer. Now these sites don’t 
work in 14.04. 4OD just spins its wheel at 
me, while iPlayer simply displays a black box 
where the programme image should be. If I 
use Firefox I can play content from those 
sites, but I’d like to solve the Chrome issue.
Ashley Heath
 Which browser are you using, Chrome 

or Chromium? They are not the same. 
Chromium is the base project, and is 

open source. This is what the Chromium 
browser is built from. Chrome is also based on 
the Chromium source but with some changes, 
which significantly include the addition of Flash 
playing code. If you are using Chrome, you 
should not have to do anything else to play 
Flash video. If you use Chromium, however, you 
do need to install a player. 

The procedure has changed recently 
because of internal changes in Chromium – it 
has nothing to do with the distro, only the 
version of Chromium. The old adobe-flash 
package does not work with Chromium any 
more; instead, you need to install 
pepperflashplugin-nonfree. This extracts the 

moot. /usr/local/bin should already be in 
$PATH, whereas ~/bin is probably not. If you 
want to use ~/bin, create the directory and 
add it to your path by adding this line to your 
~/.bash_profile:
export PATH="$PATH:~/bin"

Now put the script in there and make it 
executable. If you put it in /usr/local/bin you 
will have to do this as root, or with sudo. As for 
saving the jar file, if the script is local, in ~/bin, 
saving the jar in ~/yED would be as good a 
place as any. For global availability, the 
standard location for pre-built binaries and 
Java files is /opt, so create /opt/yed, put yed.
jar in there and modify the script to match.

Once you have the script working, add a 
desktop launcher icon or menu item using your 
desktop’s configuration tool to save you from 
opening up a terminal every time that you want 
to launch it.

2  Grubby MS?
 I recently re-organised the partitions 

of my hard disk and ended up at the 
Grub rescue prompt on rebooting. I 

have changed the fstab to accord with 
Gparted reports on the partitions and 
changed the /dev/sdaX and (hd0,msdosX) 

A quick reference to...

Terminals and 
superusers

We often give a solution as commands to type in  
a terminal. While it is usually possible to do the same 
with a distro’s graphical tools, the differences between 
these mean that such solutions are very specific. 
The terminal commands are more flexible and, most 
importantly, can be used with all distributions.

System configuration commands often have to be 
run as the superuser, frequently called root. There are 
two main ways of doing this, depending on your distro. 
Many, especially Ubuntu and its derivatives, prefix the 
command with sudo, which asks for the user password 
and sets up root privileges for the duration of the 
command only. Other distros use su, which requires the 
root password and gives full root access until you type 
logout. If your distro uses su, run this once and then run 
any given commands without the preceding sudo.

Compiling software
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Star
Question

libdvdcss usually needed for DVD playback. 
This only appears to affect certain DVDs, 
specifically GoodFellas, but it’s difficult to 
ascertain if other films are coded only to the 
first level.
Luke Brownbridge
 You seem to be confusing dual-layer 

and dual-sided discs. A dual-sided disc 
is effectively two discs stuck back to 

back, and is not seen very often these days. 
These do need to be flipped over at the halfway 
point, bringing back memories of playing LPs 
for those of us old enough to remember them. 
A dual-layer DVD has both layers on the same 
side of the disc, at slightly different depths. The 

laser therefore has to refocus when changing 
between layers, often resulting in a slight pause 
in playback. The DVD specification also 
provides for double-sided dual-layer discs, but 
these are rarely seen in the wild.

If the discs you have are dual layer, your 
player software may be tripping over the layer 
change, treating the interruption in data from 
the drive as an error. You do not say which 
software you are using to play the DVDs; 
libdvdcss only deals with the DVD encryption, 
but I would try a different player to rule out a 
software problem. You appear to have already 
ruled out hardware by using two different 
drives. The most versatile player is probably 

★ Unbootable DVDs
 I have a Dell Latitude E4300 and am 

trying to put Mint onto it, but it will 
not boot the DVD from the DVD 

drive. It half-heartedly tries to spin, but after 
a while it gives up and boots from the hard 
disk into Windows 7. I have tried several discs 
and distros, including GParted Live, to no 
avail. However, it will boot immediately from 
a Windows 8 disc. The only way I managed to 
do the install was from a USB memory stick 
which booted without problem. My boot 
sequence is USB, DVD drive and hard drive 
last. Since then, I have managed to boot 
from the CD/DVD drive by pressing F12 on 
start and selecting the DVD drive manually. 
The only way I can get it to boot by doing 
that is to continually tap the F12 key after 
pressing Enter. Is this normal for a Dell 
laptop or is a problem with the CD/DVD 
drive developing?
Joshua
From the forums 

This month’s winner is Joshua. Get in touch with us to claim your glittering prize!Winner!

 The E4300 laptop is a good few years 
old and it sounds like the problem 
might be a dying optical drive, in 

particular the laser. Recordable discs have a 
lower reflectivity than pressed discs, and 
rewritable discs are even worse. This means 
that a drive will still be able to read pressed 
discs, like our cover discs (or even a Windows 
disc if you are that desperate), when home 
burned discs start failing. 

The first to fail will be rewritable discs, 
particularly those that have been used before. 
Anything that reduces the reflectivity of the 
disc makes the situation worse, so a clean 
unscratched disc has a much better chance. 
Repeatedly pressing F12 just gives the drive 
more opportunities to load the boot sector 
from the disc before the BIOS gives up on it 
and moves onto the next device in the boot 
sequence, which is your hard disk. 

While the issue may be due to a failing laser,  
it could also be down to dirt on its lens, or a 
combination of the two factors. Using a 

cleaning disc on the drive, if suitable, may 
help matters in the short-term but the long-
term prognosis for the drive is not good. On 
a desktop machine, it is quite simple – and 
cheap – to swap out the drive, but this is not 
always the case on a laptop.

As you have discovered, copying the ISO 
on to a USB stick allows you work around the 
problem, as long as you have access to 
another computer with a reliable DVD drive 
to use for the copying. (As an aside, all LXF 
DVDs can have their ISOs copied on to a 
USB.) With downloaded ISOs, if they are not 
marked as hybrid ISOs (those are the ones 
suitable for writing to a USB stick) you can 
convert them with the isohybrid program 
included with the SysLinux package. Once 
you have ensured that SysLinux  is 
successfully installed, you can convert and 
copy the ISO with this command:
isohybrid /path/to/iso
dd bs=4k if=/path/to/iso of=/dev/
[USBDRIVE]

 Chrome plays Flash out of the box. Chromium needs a separate plugin to be installed.

Flash player from Chrome and installs it for use 
by Chromium (the package name varies 
between distros, some use chrome-binary-
plugins or similar).

This will get BBC iPlayer working, but 4OD 
is more problematic. It refuses to work in either 
Chromium or Firefox for most people, so it is 
unusual that you can get it to work in Firefox. 
The issue is caused by the DRM used by 4OD 
and can be fixed by installing HAL, but that 
package is no longer available in the Ubuntu 
repositories. Fortunately, it has been preserved 
in a PPA for just this problem (4OD is not the 
only site affected like this), so install it with:
sudo add-apt-repository ppa:mjblenner/ppa-
hal
sudo apt-get update
sudo apt-get install hal

Make sure no copies of Firefox or 
Chromium are running and delete the 
~/.adobe directory. Some people have found 
that they need to reinstall the Flash plugin after 
doing this. You also need to disable any ad 
blocker extensions for www.channel4.com, as 
they won’t let you watch programmes unless 
you look at the channel’s advertising.

4  Unplayable DVDs
 I’m having difficulties playing DVDs 

with Ubuntu 12.04, 13.04 and 13.10. 
Currently, my DVD players will only 

play one layer of the DVD. (I have tried two: a 
Samsung and an iHAS122.) When it gets to 
the end of the layer, the film finishes early or 
crashes. Flipping the disc over will enable me 
to play the other side. I have installed the 

Answers
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Help us to help you

 I take it this has nothing to do 
with protecting the computer 
against electrical faults?
Correct, Fuse stands for 
Filesystem in USErspace. It is a 
kernel module that allows 
filesystems to run in userspace 
instead of inside the kernel.

 Oh, I see. I think. What’s the 
point of that?
Traditional filesystems, such as 
ext4, XFS or ISO9660, are part of 
the Linux kernel – they are either 
built into the kernel itself or as 
modules that are inserted into the 
kernel when loaded. This is fine for 
these filesystems, but it means the 
code has to either be included into 
the main kernel tree, as is the case 
with these three, or you need to 
compile the code against the 

kernel you are using. Change 
kernels and all your external 
modules stop working until they 
are rebuilt, as anyone with an 
Nvidia graphics card will know.

 How is Fuse different?
Fuse itself is a kernel module that 
has been part of the official Linux 
kernel since 2.6.14. This provides a 
bridge from userspace, where the 
Fuse filesystems run, to the kernel 
itself, therefore allowing you to use 
filesystems that aren’t part of the 
Linux kernel.

 That’s all very clever, but what 
use is it to me?
On its own, not a lot, unless you 
want to code a filesystem yourself. 
But it does allow others to do it, so 
there are plenty of Fuse 
filesystems available that we 
wouldn’t otherwise have.

 We already have ext2/3/4, 
BTRFS, XFS and ReiserFS, do we 
really need that many more 
filesystems?
Good question. When we look at it 
that way the answer is probably 
no. But Fuse is most often used to 
create virtual filesystems.

 Real filesystems are confusing 
enough, what the heck is a 
virtual one?
Virtual filesystems do not exist on 
disk but present information 
through a file-like interface, such 
as /proc. Fuse provides plenty of 
these: sshfs lets you mount 
directories on a remote computer 
using only SSH, the remote 
machine does not need to have 
Samba or NFS available. EncFS 
provides an encrypted filesystem 
so that individual directories may 
be encrypted and mounted via 

EncFS for access. NTFS-3G 
provides full read/write access to 
Windows NTFS partitions – this is 
one of the few Fuse filesystems 
that is a disk filesystem in the 
traditional sense.

 What else can it do?
There are filesystems to mount 
various online services as if they 
were local directories. You can 
mount online storage systems, like 
Amazon’s S3, or photo repositories 
like Flickr. If your digital camera 
does not mount as a USB storage 
device and you need gPhoto2 to 
get at the pictures, there is a Fuse 
filesystem to mount it.

 How can I find out more, and 
what other filesystems are there 
for Fuse.
The Fuse home page is available at 
http://fuse.sourceforge.net.

network controller: Broadcom Corp BCM4313 
802.11bgn wireless network adapter (rev 01)

Robert Solomon
 You should not need to tell the BIOS to 

look for a network boot first. If using a 
more normal boot order still causes 

problems, it would be worth checking the Acer 
website for a BIOS update. If nothing else, this 
will slow down your boot process while a 
network boot host is checked for.

There are many different authentication 
and encryption methods used by Wi-Fi 
networks, particularly some commercial and 
educational networks. Network managers are 
not always able to pick up the correct type to 
use, although the Windows one clearly did. 
That is not surprising – I cannot imagine many 
hotels would want a wireless network that 
customers could not use with Windows. As you 
say, the hardware works, so either Network 
Manager is not picking up the correct protocol 
or the BCM4313 Linux driver cannot handle it.

VLC Media Player as it can play just about 
anything you throw at it. If it cannot play your 
discs in either drive and the issue is restricted 
to a couple of DVDs, you may be suffering from 
nothing more sinister than damaged discs.

5  Wireless oddities
 I have an Acer Aspire One 722 that 

came with Windows 7. I loaded 
Xubuntu 14.04 in a dual boot 

configuration. From earlier experience with 
this netbook and Ubuntu 12.04, I set the 
BIOS to look for network boot first, 
otherwise it would lock up and then require a 
hard reset. At home I have no trouble with 
this netbook using either wireless or wired 
Ethernet networking. I use WPA2 Wi-Fi with 
an ActionTec router provided to me by 
Verizon. I just came back from a trip where 
my hotel had free Wi-Fi access. My netbook 
could see this, but would not get an IP 
address when I clicked on the network 
manager icon. It would always time out. 
However, I could connect easily to this 
hotspot when I booted into Windows 7.

What would enable me to use wireless 
networking while at home, but would not 
work in a hotel while booted with Xubuntu 
14.04, and works fine when booted into 
Windows 7? I believe that a hardware issue is 
ruled out because Windows 7 works 
perfectly at both locations, so I think this is 
either a configuration or driver issue I’m 
experiencing – but I’m baffled! Running the 
lspci command shows:
ethernet controller: Qualcomm Atheros 
AR8152 v2.0 fast ethernet (rev c1)

We receive several questions each month that we are 
unable to answer because they give insufficient detail 
about the problem. In order to give the best answers to 
your questions, we need to know as much as possible.

If you get an error message, please tell us the 
exact message and precisely what you did to invoke it. 
If you have a hardware problem, let us know about the 
hardware. If Linux is already running, you can use the 
Hardinfo program (http://hardinfo.berlios.de) that 
gives a full report on your hardware and system as an 
HTML file you can send us.

Alternatively, the output from lshw is just as useful 
(http://ezix.org/project/wiki/HardwareLiSter). 
One or both of these should be in your distro’s 
repositories. If you are unwilling, or unable, to install 
these, run the following commands in a root terminal 
and attach the system.txt file to your email. This will  
still be a great help in diagnosing your problem.

uname -a >system.txt
lspci >>system.txt
lspci -vv >>system.txt

Frequently asked questions…

Your best option, aside from staying at a 
different hotel, is to connect with Windows, go 
into the device properties and make a note of 
the network settings. Take a screenshot of 
each of the tabs in the network and wireless 
properties to make sure you have everything. 
Boot back into Xubuntu and replicate those 
settings in Network Manager. It’s inconvenient, 
but you only have to do it the once for this 
hotel and there is a good chance that other 
hotels exhibiting this problem are using a 
similar system so this could be a one-size-fits-
all fix. It is unfortunate that there are so many 
methods for connecting to and authenticating 
wireless networks, and not everyone uses the 
obvious and popular choices. LXF

Fuse

 Video can be tricky, mainly thanks to the 
gazillion codec permutations out there, but 
VLC Media Player always seems to manage it.

Answers
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Distros, apps, games, podcasts, miscellany and more…

On the disc

CentOS 7.0O ne of our 
distros we 
have on 

the disc this month is a 
demonstration of the symbiotic 
relationship between open source 
and big business. Red Hat is both 
the largest Linux company and the 
most prolific contributor of code to 
the Linux kernel, a kernel that's 
used by all its competitors too. 
Conventional wisdom would 
suggest that doing work for its 
competitors would harm Red Hat’s 
business, but that does not appear 
to be the case. Yes, it is responsible 
for something like 12% of the code 
that’s in the kernel, but in return for 
giving that it gets to use the other 
88% for free – that's the bargain of 
open source.

Red Hat doen't have to give away 
all its code, but it does. Not only 
does Red Hat enable distros like 
CentOS and Scientific Linux to 
produce what is effectively an 
unbranded but otherwise identical 
version of RHEL, it actively 
encourages it and partly finances 
CentOS by employing some of 
the developers. It's not only kernel 
code, Red Hat employs the 
developers of software like 
PulseAudio and Systemd, software 
that's increasing being adopted by 
other distros. Are they 
trying to take over 
the world? Maybe, 
but if so they are 
being very nice 
about it.

The best of the internet, crammed into a massive 4GB of quality DVD.

Linux distribution

Linux distribution

There's a distro that's the subject of relatively little 
discussion yet it’s used on a lot of Linux computers 
worldwide. The distro is Red Hat Enterprise Linux 
(RHEL) – a distro that is both fully commercial and 
open source. RHEL cannot be freely distributed like 
many other distros but its source code can, which 

means that other distros can be created from it. 
CentOS is one of those, and it's effectively RHEL 
with the Red Hat branding removed. If you want to 
try a solid, stable distro like RHEL without paying 
out for a Red Hat contract, CentOS 7.0 is more than 
worth a try.

There's a tendency for the traditional desktops, 
such as Gnome and KDE, to gather features and 
increase their demands on your computing 
hardware. Desktops are not alone in this, of course, 
there's also a continuing trend away from local 

Defective discs
In the unlikely event of your Linux Format 
coverdisc being in any way defective, 
please visit our support site at 
www.linuxformat.com/dvdsupport for 
further assistance. If you would prefer to 
talk to a member of our reader support 
team, email us at support@futurenet.com 
or telephone +44 (0) 1225 822743.

Important
NOtIce!

Nice hat

computing to doing more in the cloud. Peppermint 
is a Linux distro that addresses both of these 
trends. It’s set up for cloud computing, but not to 
the extent of something like Chrome OS that has 
its limitations when no Internet connection is 
available. The tools are all there, but there's also a 
traditional desktop; a lightweight one based on 
Lubuntu but with a different window manager and 
its own set of tools. Like its name then, we think 
Peppermint is a refreshing change.

Rescue CDs are useful tools to have around, 
but they often require a certain amount of 
knowledge to use; knowledge that you cannot 
access if your Internet connection is down. 
Rescatux is a rescue CD with a friendly interface 
for performing common system recovery tasks, 
like fixing the Grub bootloader. Keep it handy for 
that day when everything goes pear-shaped.

Peppermint Five
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New to Linux?
Start here

Are you reading 
this on a tablet?
Download your DVD from 
www.linuxformat.com

Speed Up Linux
 Add some va-va-voom to your computer.

Tutorials
Grab the code samples to work through our tutorials.

Round Up
Control your PC with voice commands.

From the magazine

 What is Linux? How do I install it?
 Is there an equivalent of MS Office? 
 What’s this command line all about?
 How do I install software?

Open Index.html on the disc to find out

CodeWorld
Try the browser-based teaching 
environment that uses Haskell to 
make games and animations.

KangasSoundQi
Create sounds and lots of 
instruments from scratch with this 
sound suite.

LFTP
An FTP client that supports many 
transports protocols, including 
BitTorrent and seeding.

Mailpile
Use PGP encryption to gain a 
more private web-based email.

n2048
An accomplished tile puzzle 
game from the maker of DHEX 
Hex editor.

Perl 5.20
Now with much improved 64-bit 
performance and the ability to 
compile on Android. 

Rescatux
Recover your PC with this live 
distro with handy tools for 
things like restoring Grub. 

Seafile
Set up your own Dropbox-like 
storage in the cloud. 

TeXStudio
A helping hand for new LaTeX 
uses in the form of a syntax 
highlighting editor.

The Music Suite
Create, process and analyse 
music using Haskell for LXF 
readers seeking a challenge.

And more!
System tools
Essentials
Checkinstall Install tarballs with your 
package manager.

GNU Core Utils The basic utilities that 
should exist on every operating system.

Hardinfo A system benchmarking tool.

Kernel Source code for the latest stable 
kernel release.

Memtest86+ Check for faulty memory.

Plop A simple boot manager to start 
operating systems.

RaWrite Create boot floppy disks in 
Windows.

SBM An OS-independent boot manager 
with an easy-to-use interface.

WvDial Connect with a dial-up modem.

Reading matter
Bookshelf
As before Eric S Raymond’s classic text 
explaining the advantages of open 
development.

Linux Kernel in a Nutshell An 
introduction to the kernel written by 
master-hacker Greg Kroah-Hartman.

Debian Administrators’ Handbook  
An essential guide for sysadmins.

Linux Dictionary The A-Z of everything 
to do with Linux.

Dive Into Python A masterclass in this 
popular language.

Bourne Shell Scripting Guide  
Get started with shell scripting.

Advanced Bash Scripting Guide  
Go further with shell scripting.

Intro to Linux Pointers 
for new Linux users.

System Administrators 
Guide Get your system 
to do what you want.

Tools Summary An 
overview of GNU tools.

Podcasts
Season 6 episode 2
Still Episode 2. Sorry about that, but we’ve been busy 
working on making the best magazine we possibly can 
for you rather than chatting about stuff you can read on 
any decent RSS feed.
News Red Hat (still) joining forces with CentOS, Ye Olde 
SteamOS is (still) brilliant, Steam Machines are (still)  
less brilliant so far, why Steam VR is (still) becoming 
scarily good, hacked fridges (still send you spam and  
End of Life dates for Ubuntu releases (still short).
Discoveries of the week Distros for the visually 
impaired, NHS data sharing – is it good or bad thing? 
BlackBlaze hard drive study, which has surprising results.

TuxRadar



98     LXF188 September 2014 www.linuxformat.com

LXF189 will be on sale Friday 5 Sept 2014

#1 for Free Software

Enough is enough! It’s the ultimate guide to solving 
all your Linux woes. Discover how to diagnose and 
eliminate all the most common Linux problems.

Contents of future issues subject to change – we might have problems installing our printer drivers.

Chromebook roundup 
We take the best models for a test run.

Post-quantum encryption 
We go all Nature and try out next-gen crypto.

Linux on Android 
Stuff it, let’s just run Linux on Android devices. We are committed to only using magazine paper which is 
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