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RobZwetsloot studiedaerospaceengineering,
usingPythontomodelcomplex
simulations.Recently,hecame
dangerouslyclosetoenjoying
aniPadand,aspenance, isnow
orchestratingahiveofLinuxVMs
(p.24)whileupgradingourPCs(p.36)
andwritingavisualnovel inPython
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JonMasters is a Linux kernel hacker who has
been working on Linux for some
19 years, since he first attended
university at the age of 13. Jon lives
in Cambridge, Massachusetts,
and works for a large enterprise
Linux vendor. You can find his
brilliant Kernel Column on pages
12-13 this month.

LiamFraser is the creator of the
RaspberryPiTutorials YouTube
series and volunteers as a Linux
server administrator for the
Raspberry Pi Foundation. Turn
to page 50 to read his feature on
automating your home with a
Raspberry Pi, including a video
doorbell, lights, RC plugs and more.

Mihalis Tsoukalos is a UNIX system
administrator with expertise in
programming, databases and
maths. He has been using Linux
since 1993. Mihalis takes a look at
C pointers and palindromes in this
month’s Coding Column (p.11), and
finishes off his two-part guide to
programming a shell from page 44.

DanAldred is a Raspberry Pi Certified Educator
and a Lead School teacher for CAS.
He is passionate about creating and
hacking projects, and uses projects
like this to engage the students
that he teaches. Starting on page
66, Dan shows us how to code the
software modules for the Pi Glove
we started building last month.

Gareth Halfacree is our resident news
reporter and brings us the latest
developments from all over the
open source world, starting over
on page 6. Gareth also tests out
Lemaker’s latest Raspberry Pi clone
this month – the Banana Pro – to
see how this second iteration of the
Banana SBC fares against the Pi 2.
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Welcome
toissue155ofLinuxUser&Developer

Welcome to the latest issue of Linux User &
Developer, the UK and America’s favourite Linux
and open source magazine.

Containers are very much in the public eye right
now, particularly with recent developments like the
launch of the Open Container Project, but virtual
machines aren’t going anywhere just yet – pairing

the two technologies in a hybrid setup can be more beneficial
than using either alone. This month we’re getting you up and
running with VirtualBox, QEMU and KVM; three tools that
will enable you to create powerful headless servers, emulate
different processor architectures and also create testing
environments with your distros of choice, or even preserve an
EOL operating system. Read all about them from page 14.

We’re also tackling home automation this month, using
the Raspberry Pi, a Node.js project called Heimcontrol and
a whole bunch of sensors, motors and cameras to give you
control over your house from a simple web interface (page
50). Plus, there are some great guides to NGINX and Apache
servers, debugging software and more, while Mihalis and
Dan finish off the Linux shell and Pi wearable tutorials that
they began last month. And to see what we think of the latest
Ubuntu Phone, the Meizu MX4, head to page 80 for Rob’s
review – let us know your thoughts at @linuxusermag.

Gavin Thomas,Editor
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Core Infrastructure Initiative
funds new security projects

Linux Foundation digs deep for nearly 
$500,000 in funding for security projects

06 News & Opinion  | 90 Q&A  | 94 Your Letters

SECURITY

The Linux Foundation has announced
that its Core Infrastructure Initiative
has released nearly $500,000 in funding
for three security-related projects: the
Debian Reproducible Builds project,
Hanno Böck’s Fuzzing Project and
Pascal Cuoq’s TIS Interpreter, while also
providing for the hiring of Emily Ratliff as

senior director of infrastructure security
for the Core Infrastructure Initiative itself.

One of the fi rst two people to work on base
systems security at IBM’s Linux Technology

Centre, Ratliff is known for her contribution to
the fi rst Common Criteria Evaluation of Linux

and has worked with the Trusted Computing
Group, GlobalPlatform, and holds Certified
Systems Security Professional status.

“I’m excited to join the Linux Foundation and
work on the Core Infrastructure Initiative because
improving the security of critical open source
infrastructure is a bigger problem than any
one company can tackle on their own,” claimed

Ratliff of her appointment to the directorship.
“I’m looking forward to working with CII

members to more aggressively
support underfunded

6

Left  Jim Zemlin, 
executive director 

of the Linux 
Foundation 

sees each 
project as 
“critical”

projects and work to change the way the industry 
protects and fortifi es open source software.”

As well as funding Ratliff’s appointment, grand 
funding is being split between three projects: 
$200,000 to Debian’s Reproducible Builds project, 
$60,000 to Hanno Böck’s Fuzzing Project and 
$192,000 to Pascal Cuoq TIS Interpreter.

The former, led by Debian developers Holger 
Levsen and Jérémy Bobbio, aims to steer 
a large-scale effort to eliminate unneeded 
variations from the build process of thousands 
of free software projects in order to improve their 
security and verifi ability.

The Fuzzing Project, meanwhile, has already 
identifi ed numerous security issues in packages 
including GnuPG and OpenSSL, with the $60,000 
grant to be used by Böck to continue his work.

Finally, Cuoq’s funding is to be used to support 
the development of new methodologies to detect 
bugs without false positives, which will be used in 
an open-source tool dubbed TIS Interpreter, due 
for release by Cuoq’s TrustInSoft in early 2016.

“While each project we’re announcing funding 
for today is quite different, each is critical 
to our global computing infrastructure and 
cybersecurity. These new grants, combined with 
the stellar addition of Emily, mean CII is well-
positioned to address critical infrastructure 
vulnerabilities in the months and years ahead,” 
claimed Jim Zemlin, executive director of 
the Linux Foundation, at the announcement. 
“Emily’s extensive Linux security experience and 
standards involvement will be a major asset to 
CII’s work as we move beyond point-fi xes toward 
more holistic solutions for open source security.”

The Core Infrastructure Initiative was set 
up by the Linux Foundation in the wake of the 
Heartbleed vulnerability in 2014 as a means 
to provide support and funding to improve the 
security of technologies considered critical to 
Linux and its users.



Canonical launches
‘Fan’ network system
To ease the pressure of full-to-bursting IPv4 networks
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TOP FIVE

1  Power effi ciency gains
The release of the latest long-term support kernel 
brings the promise of boosted battery life on laptops 
and lower power draw on embedded systems, 
with particular benefi ts to be found for Intel Cherry 
Trail and Bay Trail devices – including the new Intel 
Compute Stick.

2  Cryptography
The EXT4 fi le system now includes optional on-the-
fl y fi lesystem-level cryptography, thanks to patches 
provided by advertising giant Google intended 
for its upcoming Linux-based Android ‘M’ mobile
platfo is exists independently of existing Linux
encry lity such as dm-crypt.

of games played with such accessories.

4  Wacom improvements
Artists who use Wacom or Wacom-compatible 
graphics tablets will be pleased to hear that the 
4.1 LTS kernel includes improved battery reporting 
for wireless tablets and enhanced support for the 
Wacom Bamboo Pad, among other tweaks.

5  Better laptop support
Laptop users can cheer to fi nd support for a wider 
range of the latest Realtek wireless modules in 
the 4.1 LTS kernel, along with USB support for the 
Lenovo OneLink Pro Dock, USB sleep charging 
functionality, along with backlight tweaks for 
Toshiba devices.

Features in 
Linux 4.1 LTS

Canonical has launched a new networking
system designed to vastly increase the number
of IP addresses available to containers without
adding complexity, dubbed the Fan.

“It’s called that because you can picture it as
a fan behind each of your existing IP addresses,
with another 250 IP addresses available,”
explained Canonical founder Mark Shuttleworth
of the project. “Anywhere you have an IP you can
make a fan, and every fan gives you 250-times
the IP addresses. More than that, you can run
multiple fans, so each IP address could stand in
front of thousands of container IP addresses.”

The Fan system was conceived by Mark
Shuttleworth and John Meinel, and implemented
by Jay Vosburgh and Andy Whitcroft, in order
to provide additional addresses for any host
system in a local network, as a means of allowing
systems to host dense containerised virtual
systems. Unlike a software-defined network
(SDN), it does not provide arbitrary address
virtualisation or where live migration of an
interface from one host to another is required.
Instead, it is built with the use of containers such
as LXC/D or Docker in mind.

CONTAINERS

“Because we’re mapping addresses 
algorithmically, we avoid any need for a 
database of overlay addresses per host,” adds 
Shuttleworth. “We can calculate instantly the 
host address for any given container address. 
More importantly, we can route to these 
addresses much more simply, with a single route 
to the ‘fan’ network on each host, instead of the 
maze of twisty network tunnels you might have 
seen with other overlays.”

The Fan launched on Ubuntu images for 
Amazon’s Web Services (AWS) cloud platform, 
and was quickly ported to the Google Compute 
Engine (GCE), with support for more platforms 
promised “soon.” Shuttleworth has also 
confi rmed that Canonical intends to submit a 
Request For Comments (RFC) to the Internet 
Engineering Task Force (IETF) to turn Fan into a 
cross-vendor standard for container networking.

Use of Fan requires a modifi ed Linux kernel, 
a modifi ed iproute2 package, the new fanctl 
package and, to follow the published tutorials, 
a working Docker installation. Canonical has 
documentation describing the Fan on the offi cial 
wiki at  wiki.ubuntu.com/FanNetworking.

FUZE Technologies has released the third
version of its FUZE BASIC programming
language, a modern continuation of the classic
BASIC language that’s designed for the FUZE
programming and electronics workstation.

Available for free on the Raspberry Pi and
other Linux systems, FUZE BASIC V3 adds
advanced graphical handling commands such
as sprite rotation and scaling, alpha channels,

FUZE BASIC V3 gets
graphics upgrade

EDUCATION

and media handling for 
music and effects, making 
graphical games easier to code. The 
new editor is much more standardised, 
too – the ability to save and load windows has 
been introduced, so there is less reliance on 
folder navigation by inputting commands. A 
comprehensive reference to all of the commands 
has also been added to FUZE BASIC V3.

Sprite functionality added
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The Do It Yourself age
Marshall McLuhan predicted that “the age of automation is going to 

be the age of ‘do it yourself.’” Such is the spirit of Linux

OPINION FREE SOFTWARE

 Half a century ago, Marshall McLuhan 
wrote: “The medium is the message. 
This is merely to say that the personal and 

social consequences of any medium – that is, of any 
extension of ourselves – result from the new scale 
that is introduced into our affairs by each extension of 
ourselves, or by any new technology.” 

Fifty years before the fact, he could have been 
describing the World Wide Web. The Web is radically 
changing the ways we perceive and react to the social 
forces that shape and are shaped by the world in which 
we live. Before the invention of the printing press and the 
upheavals of the industrial revolution, society depended 
almost exclusively on oral communication. Books were 
the preserve of elites, monks and scribes, who were 
invested with a shamanistic power over the knowledge 
and power contained in the written word. 

The Renaissance and the invention of the printing 
press transformed the possibilities. Books became 
available to a wider audience, and led to a blossoming 
of the arts and sciences which were no longer restricted 
to the interests of religious minorities. Copyright grew 
out of this revolution, not to protect the work of writers, 
but to censor publishers. In 1557, The Worshipful 
Company of Stationers and Newspaper Makers was 
given a monopoly of publishing and copyright (and duty 
of censorship) across the publishing industry. Authors 
had no rights to ownership of their own work, which 
was owned by the publishers who were members of the 
Stationers’ Company. 

This power wasn’t rescinded until the Statute of Anne 
in 1710, which established a formal copyright term of 
14 years. The Statute of Anne was the first recognition 
in law of the rights of the author to the ownership of 
work, but also established the rights of the publisher 
to exclusive reproduction and distribution, which made 
sense given the relative costs. Before this, authors had 
to rely on patronage or other private means of income. 

Similarly, the invention of the phonograph 
transformed the music industry. It is easy to forget how 
recent and transformative such technologies were. One 
hundred and twenty years ago our forefathers didn’t 
have access to the technologies we take for granted. 
Photography was a new and rare technology, and the 

facilities we see as necessities – central heating, hot 
and cold running water, flushing toilets, fridges, cars, 
radio and TV – had yet to be invented, or were out of the 
reach of the average citizen. 

As McLuhan observed, the technologies we use 
transform every facet of our lives, yet everything 
remains the same. “The telephone: speech without 
walls”, he wrote. “The phonograph: music hall without 
walls. The photograph: museum without walls. The 
electric light: space without walls. The movie, radio 
and TV: classroom without walls.” But in this new 
environment: “man the food-gatherer reappears 
incongruously as information-gatherer. 

“In this role, electronic man is no less a nomad than 
his Palaeolithic ancestors,” he wrote. The technologies 
of the Web are redefining the possibilities for information 
exchange and the dissemination of ideas and how we 
respond to them, but the laws that govern our rights as 
artists or writers or consumers are out of step with the 
realities. Too many industries are structured so that the 
‘intellectual property rights’ are owned and sold on by 
the distributor, or middle man, rather than by the original 
creator. Look at the music industry; in most cases the 
record companies own the rights to the recorded work, 
and the publishers own the rights to the song. 

Copyright law followed the invention of the printing 
press. The music industry followed the invention of 
the phonograph and the shellac record. As long as the 
publishers of printed works, and of music, control the 
outlets and the distribution, the artist has very little 
power. The power is in the ownership of the distribution 
media. It is no accident that most record labels are in 
control of a handful of companies, and that those same 
companies manufacture the majority of the music 
players and recording machines on the market, but such 
is the current pace of technological change that there 
is no guarantee of the continuity of either ownership of 
the music, or of the means to record and play the music. 
Change is inevitable.

Ever prescient, McLuhan predicted that “as 
technology advances, it reverses the characteristics 
of every situation again and again. The age of 
automation is going to be the age of ‘do it yourself.’” 
Such is the spirit of Linux and free software.  

Richard Hillesley
writes about art, music, digital 

rights, Linux and free software for 
a variety of publications
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A wide spectrum of technology companies have
announced a partnership in order to create
an open container format and runtime, using
technology that has been donated by container
specialist Docker.

A group of companies including Amazon,
Cisco, CoreOS, Fujitsu, Google, IBM, Intel, Red
Hat, VMware and even Microsoft have agreed
to work together under a vendor-neutral, open-
source, open-governance model to form the Open
Container Project, which is to be housed under
the Linux Foundation. The primary aim will be
to produce an open standard, based on Docker
technology, for container format and runtime.

Industry giants partner
Open Container Project

Linux Foundation 
2015 scholarships

Housed under the Linux Foundation’s auspice

CONTAINERS

“With the Open Container Project, Docker
is ensuring that fragmentation won’t destroy
the promise of containers,” explained the Linux 
Foundation’s executive director Jim Zemlin 
of the project. “Vendors and technologists of 
all kinds will now be able to collaborate and 
innovate with the assurance that neutral open 
governance provides. We applaud Docker and 
the other founding members for having the will 
and foresight to get this done.”

“We believe the timing is right to create 
a common standard that would ensure 
compatibility and encourage innovation 
throughout the ecosystem,” added Docker’s 

Solomon Hykes of the move. “It is for this
that we are donating our container format and
runtime to the standard. We believe that after 
two years, the Docker container runtime code 
and technology have matured to the point 
that they would benefi t from independent 
governance outside the Docker project.”

Announced at DockerCon, the project has 
already begun releasing source fi les for the 
runC runtime and container format through its 
offi cial GitHub repository at http://github.com/
opencontainers, while you can uncover more 
information on the project by heading to http://
opencontainers.org.

TRAINING

The Linux Foundation has begun accepting submissions for its 2015 
Linux Training Scholarship Programme, which includes two new 
categories aimed at younger users and beginners.

“Our training and certifying of Linux professionals is among the most 
important work we do. These individuals will manage and advance 
the Linux systems of tomorrow,” claimed the Foundation’s Amanda 
McPherson of the project. “This annual scholarship program is a key 
piece of that work and allows us to reach people we might not otherwise, 
increasing access to our learning materials and, this year, the Linux 
Foundation Certifi cations.”

As well as the existing categories, the 2015 programme includes two 
new entries: Linux Newbies, aimed at those who have completed the 
Intro to Linux edX courses but have no other experience; and Teens-
in-Training, marking the fi rst time the programme has been open to 
applicants under the age of 18.

Successful applicants will receive one of 14 scholarships along with 
either a Linux Foundation Certifi ed System Administrator or Certifi ed 
Engineer qualifi cation upon the passing of an included exam.

The 2014 Scholarship Programme awarded fi ve scholarships to 
those chosen from over 1,000 applicants, the Foundation announced. 
Each scholarship covers the registration fees for one course and one 
certifi cation exam through the Foundation’s own training programme.

Information on those selected for the scholarships will be released 
publicly following the selection period in August this year.

ACHIEVE STABILITY
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DISTRO FEED

1. Linux Mint 3,069

2. Debian 1,626

3. Ubuntu 1,416

4. Fedora 1,400

5. Mageia 1,239

6. openSUSE 1,053

7. Manjaro 906

8. CentOS 888

9. Arch Linux 710

10. LXLE 664

 Top 10
(Average hits per day, 4 June – 5 July)

Highlights
Mageia 5
Originally a fork of Mandriva, the release 
of Mageia 5 couldn’t have come at a better 

time as the company behind its parent distribution 
folds. Its latest release includes UEFI support, an 
upgradetoLinux3.19,KDE4.14andGNOME3.14.

Linux Mint 17.2 RC
A release candidate for the next version of 
the chart-topping distribution, Mint 17.2 

includes performance enhancements, improved 
support for multiple sound back-ends, and tweaks to 
thebashterminal.

Finnix 111
The Debian-based Finnix developed by 
Ryan Finnie now includes experimental 

support for ARM processors with hard-float 
hardware, primarily the Versatile Express A9 platform.

Latest distros 
available:
fi lesilo.co.uk

CrossOver to 
support DirectX 11
No word about Windows 10’s DirectX 12, however

Arduino LLC has announced the launch of
a new web-based integrated development
environment (IDE) for its programmable
microcontroller development boards.

Based around Adobe’s Brackets Editor, the
alpha release of the open source Arduino Studio
supports Linux and other platforms as well as
being available as a Brackets Extension to run
within a browser on any device.

Arduino Studio is described by the company as
“a work in progress,” designed to be suitable for

Arduino Studio IDE launched
ARDUINO

use as a stand-alone, cloud-based or on-board 
embedded IDE.

As well as a new user interface, Arduino Studio 
includes code completion and an in-line quick 
language reference system, both designed to 
speed up coding for experienced Arduino users 
and make the platform as accessible as possible.

While Arduino Studio can be expected to 
replace Arduino IDE in the future, no time scale 
has been provided for its full release.

Full details are available at labs.arduino.org.

Open source IDE builds on Adobe’s Brackets Editor

CodeWeavers, the company behind commercial 
Windows compatibility wrapper CrossOver, 
has announced that support for the current-
generation DirectX 11 application programming 
interface (API) is due in the near future.

Allowing Linux users to run software, typically 
games, designed for Windows, CrossOver and 
the open source Wine compatibility wrappers 
are useful tools but are limited to older versions 
of Microsoft’s DirectX API – at least, for now.

“In the coming months, CodeWeavers will 
have support for DirectX 11; better controller 
support; and further improvements to overall 
GPU performance,” announced CodeWeaver’s 
James Ramey in a blog post detailing the game 
launches at this year’s Electronic Entertainment 

Expo (E3). “While these incremental 
improvements for game support may seem 
small at fi rst, the cumulative improvements for 
game support will allow for many of these games 
to ‘just run’ when released. And when more 
games ‘just run’ in CrossOver, it won’t matter if 
you’re battling against Thor or Apollo using a PC, 
a Mac or a Linux computer.”

With increasing numbers of games being 
launched with DirectX 11-exclusive rendering 
engines, the support is welcomed but comes as 
Microsoft launches its replacement, DirectX 12, 
with its latest Windows 10 operating system.

A fi rm release schedule for the DirectX 11 
compatible version of CrossOver had not been 
released by CodeWeavers at the time of writing.

GAMING

 This month
Stable releases (16)

In development (7)

The shock closure of 
Mandriva SA last month 

has been a boon for 
its spiritual successor 

Mageia, which has leapt 
up the chart this month



Finding palindromes
Investigating the power and the difficulty of C pointers while 

trying to locate palindromes

OPINION CODING 

 This column will focus on finding out if 
a word is a palindrome. A palindrome is 
a word, phrase or sequence that reads 

the same backwards as forwards. We will deal 
with words but it is easy to extend the code to also 
support phrases or sequences. 

The first implementation (palindromeRev.pl) will use 
an unorthodox method: it will compute the reverse of 
the given word and compare the original to the reversed 
one. It is easy to understand why it is not very efficient: 
the reverse() function does not stop until it has reversed 
the whole word; the longer the word, the bigger the delay.

A more rational approach would be to compare 
the first and last letters of the word, then the second 
and second-to-last letters and so on, until there is a 
mismatch or no more letters to test. The following code 
presents the plain pointer version (palindromePoint.c) 
of the palindromeCheck function that implements an 
algorithm based on the previous technique:

  const char *t = s + strlen(s);
  while (s<t && *s==*--t)
  s++;
  return s>=t;

Although this is the shortest version, it is the most 
challenging to read and understand.

An alternative approach would be to use array 
arithmetic (palindromeArray.c) to implement the 
palindromeCheck function:

  size_t i=0, j = strlen(s);
  while (i<j && s[i]==s[--j])
      i++;
  return i>=j;

This is far more elegant than the plain pointer version. 
There is a strong chance that the C compiler will 
optimise your code and use C pointers to make it run 
faster even if you coded it using array arithmetic. 
Nevertheless, if you want your code to be quicker, you 
should write code that runs faster in the first place!

The main advantage of the two aforementioned 
approaches is that the process stops as soon as it 
discovers there is a ‘problem’ in the word that does not 

make it a palindrome (the second condition inside the 
two while() loops).

An alternative approach would be to use a scripting 
language. The Perl version (palindrome.pl) uses the 
reverse() built-in Perl function instead of implementing 
an equivalent function. Therefore, the equivalent Perl 
statement for checking whether a word is a palindrome 
is just if ($word eq reverse($word)), which is both simple 
and easy to read.

The following results show the efficiency of each 
approach using the /usr/share/dict/american-english 
dictionary file as input. All C versions as well as the Perl 
version were modified in order to read a text file with the 
words line by line. The results are the following:

  palindromeArrayTXT.c: real 0m0.015s user
0m0.010s sys 0m0.003s

  palindromePointTXT.c: real 0m0.015s user 
0m0.013s sys 0m0.000s

  palindromeRevTXT.c:   real 0m0.017s user 
0m0.013s sys 0m0.000s

  palindromeTXT.pl:     real 0m0.061s user 
0m0.060s sys 0m0.000s

As you can see, the differences between the three C 
implementations are insignificant – the Perl version 
is slower, but its execution time is still small given that 
it processed a text file with 99,171 lines! The results 
mean that the C compiler does its job decently and that 
scripting languages are pretty fast.

The only downside of this benchmarking method 
is that it also includes the time it took the program 
to read a text file line by line. However, it gives you a 
good indication of the execution time of the program 
and it is up to you to decide how fast you want your 
implementation to be.

The moral should be that pointers enable you to 
write less code but require you to be more responsible 
with what you write because you may generate bugs, 
especially when pointer arithmetic with operators such 
as -- and ++ is used. As Martin Flower said, “Any fool 
can write code that a computer can understand. Good 
programmers write code that humans can understand”.

Find the source code for this article at bit.ly/1T0mcpj 
and at FileSilo.co.uk.  

Mihalis Tsoukalos
is a UNIX administrator, a 
programmer, a DBA and a 

mathematician. He has used Linux 
since 1993
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Jon Masters summarises the events of the Linux kernel community, as 
Linux 4.1 is released and the merge window closes for Linux 4.2 features

OPINION

 Linus Torvalds released the final 4.1 Linux 
kernel, saying that it had been “a very quiet 
week after the [unusual] 4.1-rc8 release”. 

As we noted last issue, Linus had decided to add another 
week (Release Candidate 8) to the schedule for Linux 
4.1 due to the timing of his annual vacation coinciding 
with the original release target, and because there were 
a few small issues (for example, potentially nasty data 
corrupting problems found in the “md” RAID drivers as 
noted in the -RC8 announcement) that still needed a little 
time to shake out. Overall, Linus was happy with 4.1, which 
he thought was a good thing “considering that 4.1 will also 
be a LTS release”. LTS (Long Term Stable) means that Greg 
Kroah-Hartman (Greg-KH), and potentially other kernel 
maintainers subsequent to him, will undertake to support 
Linux 4.1 beyond the normal couple-month lifetime of a 
release – in this case for 1-2 years or more.

Linux 4.1 brings with it several new features, including 
mainline support for ACPI on 64-bit ARM server systems 
(disclosure: this author has been leading some of the 
efforts to standardise upon ACPI for 64-bit ARM server 
systems), and a new kernel block driver for non-volatile 
memory (also referred to as “persistent memory”). With 
the release of Linux 4.1 came the traditional opening of the 
“merge window” for Linux 4.2 development – the period of 
time during which Linus will accept disruptive changes. 
Each of these changes will have been tested over many 
weeks in the linux-next kernel source tree during the 
course of Linux 4.1 development and is expected to be 
mostly polished before the final “pull request” to merge 
that feature is ever sent on to Linus. That is the theory of 
the process, anyway. At least one maintainer was yelled 
at very publicly for deviating from this expected norm by 
posting patches with external dependencies, however.

The 4.2 merge window remained open for the usual 
two-week period, during which time a near-record 
number of changesets (collections of patches) were taken 
into the kernel – over 12,000 non-merge changesets. 
Depending upon how you measure changes (to include 
“merge commits” from subsystem maintainers or not), 
Linux 3.15 may have had more or less commits than 4.2, 
but either way, it was a very busy period. Linux Weekly 
News had a detailed breakdown of the various ways 
to calculate merge vs. non-merge changesets in their 

coverage of the Linux 4.2 merge window. When all was 
said and done, Linus released Linux 4.2-rc1 noting that 
the sheer size of this release came from the “anomaly” 
of a large number of new AMD GPU register description 
headers (which represent 41% of the entire lines of code 
changed in -rc1). Beyond that, the typical bulk of the 
release came from ARM while x86 had “quite a bit of low-
level… changes: both source code re-organization… and 
lots of FPU [Floating Point Unit] handling cleanups”.

Persistent memory
Non-Volatile Memory (NVM) or Persistent Memory 
(PMEM) is a newer kind of RAM technology that retains 
its contents even after system power is lost. This is a 
significant departure for system design, impacting 
both hardware and software. In the hardware sense, 
persistent memory alters established system design and 
will lead (over time) toward very large systems capable of 
instant “power on”, while creating headaches for those 
who must handle component failure in a world where 
memory may be in use for years at a time. In a software 
sense, persistent memory challenges assumptions 
surrounding system topology and leads to awkward 
decisions as to the best means to manage large amounts 
of non-volatile content that may be retained for years.

In a traditional setting, computer systems contain 
short term high-speed memories known as RAM 
(Random Access Memory), and longer term storage 
based upon rotating (“rust”) disks, or (contemporarily) 
solid state flash. Traditional RAM is based upon the same 
stored charge (capacitor) approach first proposed in 
the early 20th Century (at the time using rotating drums 
containing single bits of stored charge, not the silicon-
based memory devices that we have today – but the 
principle is identical). As a stored charge-based device, 
RAM loses its contents after a few tens of microseconds 
and requires continual “refresh”. This is what the memory 
circuits in your computer spend most of their time doing 
while powered on – sitting in the background reading 
every memory location and rewriting it to ensure that 
the content is not lost. Thus, conventional RAM devices 
are active and must be continually powered. Persistent 
memory technologies do not lose their content when 
power is removed from the system. Yet unlike disks and 

Jon Masters
is a Linux kernel hacker
who has been working on Linux 
for some 19 years, since he first 
attended university at the age 
of 13. Jon lives in Cambridge, 
Massachusetts, and works for 
a large enterprise Linux vendor, 
where he is driving the creation 
of standards for energy efficient 
ARM-powered servers
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flash technologies, they are directly addressable (you can 
execute code directly from a non-volatile memory device).

Over the coming years, systems with many tera/
petabytes of non-volatile memory are likely to come into 
existence, causing headaches for software that must 
manage them. On the one hand, those devices could be 
treated just like conventional RAM (albeit currently with 
slower write time performance characteristics in the early 
generations), but that requires that systems actively track 
(using struct page kernel structures) potentially trillions 
of pages of data that must be mapped into the physical 
address space of the system. Instead of this (yet), the 
current software approach is to treat such memories more 
like very fast block devices (disks) upon which data can 
be stored indefinitely. The added benefit of treating such 
memories like large disks is that of indexing, tracking and 
built-in filesystem error correction. 

Linux 4.1 is the first step toward supporting NV-DIMMS 
(Non-Volatile memory RAM Dual In-line Memory Modules) 
through the “pmem” driver. At this stage, pmem is a simple 
driver, supporting only the bare minimum of functionality 
to be used as an underlying block device upon which such 
things as filesystems could be created. There remains a 
raging debate as to how to treat these devices (as backing 
store for filesystems, more like true RAM, or something 
else). If you are lucky enough to own such a memory device, 
you can load the “pmem” driver and try it out.

Ongoing development
A new addition to the venerable “kconfig” scripts allows 
for kernel config options to be turned on and off using a 
simple command line option. This will (if merged into a 
future kernel release) allow developers to avoid having to 
run through the various configuration menus simply to find 
a new option that they would like to try turning on (the new 
tool handles dependency resolution). 

Finally, Peter Zijlstra reminds us all that there is a “lkml.
kernel.org” service that retains a public archive of the Linux 
Kernel Mailing List. He encourages everyone to link to LKML 
posts via that service: “[S]ince we control kernel.org we 
have redirect[ed] that URL to a[n] archive of our choosing. 
This keeps the links working even if spinics.net or marc.
info were to go belly up”. We will switch to using such links in 
future editions of this column. 

Credential faking
Developers at the US National Security Agency (NSA) have been 
publicly and actively involved in development of Linux (as well 
as features such as the Security Enhanced “SE” Linux that they 
originally sponsored) for many years. It is always interesting when 
they surface with concerns (and, in this case, apparently our best 
interests for enhanced security at heart). 

Such was the case when Stephen Smalley raised concerns 
over the “credential faking” support that has been added to the 
controversial “kdbus” in-kernel D-BUS implementation, still facing 
an uphill battle in its quest to merge into Linux. Many see kdbus 
as overkill, moving code into the kernel that rightfully belongs in 
userspace, rather than optimising what is already in userspace 
today. The latest concern relates to retaining compatibility with 
existing userspace D-BUS implementations, but it may increase 
the risk of a later vulnerability, which means that the NSA would 
minimally like to see credential faking as a controllable option in 
system security policies to reduce the attack risk.
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Learn to run multiple guest
operating systems on top of 

your main Linux distro
Virtualising Linux machines is an important skill and tool for any modern 
Linux user, coder or sysadmin. Virtual environments with isolated Linux 
distros are excellent for testing all manner of things that may be either 
dangerous or damaging to your distro, or just might react differently in 
various versions of Linux.

Creating virtual machines (VMs) can be simple if you go for some of the 
more basic methods, but there’s a lot more that you can do with them than 
just install an alternative distro. You can use these techniques to create a 
virtual version of an old operating system so that you can keep using some 
specifi c software, or for a more private online environment.

In this feature we’re going to explore three of the best ways to achieve 
this on Linux. The ever-popular VirtualBox, the very powerful QEMU and the 
newer KVM virtualisation software built into the Linux kernel.
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Optimal
RAM
Giving RAM to a
system depends a
lot on what the host
is going to be used
for. Even though it’s
a virtual machine,
it’s using your host
computer’s actual
RAM while on. If it’s
a dedicated server
for hosting virtual
machines, a lot
more of your RAM
resources can be
given to the virtual
machine. Having
the host machine
grind to a halt will
negatively affect the 
performance of the
VM, so you need to
take into account the 
kind of loads the host 
will face. Usually,
about half of your
RAM is considered
a good minimum,
especially if your host 
is simply a normal
desktop system.

KVM
USEFUL FOR  Emulation and virtualisation on 
servers for more dedicated VMs

KVM is the set of virtualisation modules that are built into the 
Linux kernel – not a keyboard and mouse switch. The benefi t 
of having KVM built into Linux itself is that it makes it easier 
to turn it into a dedicated hypervisor, maybe the kind you’d 
use on a server, without requiring extra layers of packages 
and other software on top of it. It’s quite quick to set up, 
especially via a graphical method, and has some good basic 
functionality between host and guest. It can be used on the 
command line very easily if you plan to have a headless server.

QEMU
USEFUL FOR  Testing and developing operating 
systems that run on different architectures

QEMU isn’t so much virtualisation software as it is an 
emulator to run images off of. You can still use ISOs and run 
Linux distros or Windows like any of the other VM solutions 
in this feature, however unlike those systems you can also 
run distros that require ARM (such as Raspberry Pi distros), 
MIPS, or any other kind of processor you can think of. This is 
excellent for testing out software on different architectures if 
you don’t have a relevant device handy. It can be a little tricky 
to use though as it relies more on a command line interface.

VirtualBox
USEFUL FOR  Testing software, development 
or any kind of activity where you’d like to use a 
particular environment on your desktop

VirtualBox is very popular among home users. It’s also very 
simple to use, which is probably why it’s so popular. We use 
it all the time for testing, and it’s great for creating a separate 
distro or versions of a distro for installing software in that’s in 
development to see how it works under different conditions. 
It doesn’t quite have the effi ciency of KVM as it runs slightly 
different within the operating system, but it’s much easier 
to use from the host system as you work on multiple things 
inside and outside the guest. Get it now from bit.ly/1nlDA5d.

TOOLS FOR 
VIRTUALISATION
Which hypervisor best suits your needs for 
virtualising operating systems?
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START WITH VIRTUALBOX
Learn how to make quick and very useful virtual machines
with the easy-to-use VirtualBox
To create your first VirtualBox VM, open the program and
click New. Set the Type and Version as close to your guest
distro as possible – for example, use a Debian base for a
Parsix installation. Next, you assign RAM to your VM; this will
vary depending on how many simultaneous guests you plan
to run, but as a general rule assign half your RAM to a guest if 
you plan to run just the one. Finally, you need to create a virtual 
hard drive. Unless you need to work with other software, like 
VMWare, stick with the default VDI format. Create your hard 
drive at a Fixed Size, rather than Dynamically Allocated, if you 
can; the former is slower to set up but can be faster in use. Set 
the size of the hard drive to a reasonable amount – plenty for 
the OS with spare space left over for the programs and files 
you’ll need. About 50 GB should be more than enough.

With the hard drive set up, your VM is almost ready. Click 
Settings and go to the System page. As well as adjust your 
RAM setting, you can change the default boot order on the
first tab. Click the Processor tab and you can set how many of
your processor’s cores to assign to the virtual machine – give
half to your guest if it will be the only VM running at a time.
Now head to the Display page and give yourself as much Video
Memory as you are recommended (ie the green area of the
slider). Once you’ve installed the Guest Additions (see below),
enable the 3D Acceleration and 2D Video Acceleration options
here for better performance. Next, head to Storage and make
sure your optical drive, real or virtual (eg via Virtual CloneDrive),
is connected to the guest by adding it as the IDE Secondary
Master, then clicking the disc icon and selecting your drive.
Sometimes, you may find that your Internet connection doesn’t
work properly to start with. If that’s the case, head to the
Network settings and change your adapter (which defaults to
NAT) to Bridged instead. With everything set up, click Start to
boot the machine and begin installing your distro of choice.

Once you’re done and inside your virtualised OS, you’ll
probably want to install the Guest Additions. This enables you
to go full-screen with your VM at a proper resolution, and it will
also enable mouse pointer integration, better video support,
seamless windows and shared folders between guest and
host, a shared clipboard and a few more features besides.
To install them, go to the main Devices menu and choose
‘Insert Guest Additions CD Image’. Mount the disc, if it isn’t
mounted automatically, then cd into the folder. From there, run
./VBoxLinux Additions.run as root. If the installation doesn’t
work correctly (eg you still can’t display at full-screen), ensure
your distro is fully up to date and then install both the dkms and
virtualbox-guest-dkms packages before retrying. Finally, if you
want to use USB devices inside your guest then first ensure
you have the Guest Additions installed. Next, head to your VM’s
Settings, click USB and enable the controllers, then click the
Add Filter button to the right and add your device to the list of
filters. To finish, open your distro’s Users & Groups settings,
scroll down to vboxusers and then add your user to that group.

  VirtualBox 
extensions
There’s a proprietary 
extensions pack 
(bit.ly/1nlDA5d) that 
includes VirtualBox 
Remote Desktop 
support, enabling you 
to run a VM off one 
host machine while 
controlling the guest 
system from another, 
for when you want one 
powerful headless 
server for multiple 
guest systems. 
The pack can also 
enable the USB 2.0 
(EHCI) controller, 
remote booting via 
the emulation of the 
Intel PXE boot ROM, 
the use of the host 
system’s webcam, 
and more.

Above  RAM 
allocations will be 
recommended to 
you during setup, 
but you can always 
go back later and 
adjust this in the 
Settings

Above  Your disk drives and any ISOs mounted on virtual 
drives can be selected using this drop-down menu

Above  Adding your USB device to the Filters disconnects 
it from the host when you run the guest, freeing it for use

Why
not try theVBoxManageCLI utility?bit.ly/1HUjufW

How to virtualise Linux



www.linuxuser.co.uk 17

VIRTUALISE WITH QEMU

01 Get QEMU
First we need to install QEMU on your system – it’s

supported by most Linux distros in their repositories, so in
Ubuntu you would install it with something like:

$ sudo apt-get install qemu

For Fedora it would be yum/dnf install, etc. If you’re a
sysadmin, though, you probably want to build it from source
to make sure it works best on your system – the source is
available from the QEMU website (wiki.qemu.org/Download).

03 Emulate x86
We can emulate our first operating system on x86. 

Make sure you have an ISO downloaded, then put it inside 
the qemu working directory to make launching easier. Once 
that’s done, go back to the terminal and use:

$ sudo qemu-system-i386 -hda vhd.img -cdrom
[ISO].iso -m 2048 -boot d

… with ISO being the name of the ISO you’re using. It might 
be a little slower than the other virtualisation solutions 
because it’s actually emulating the system, but it will work.

05 Emulate ARM
This can be used to emulate the Raspberry Pi for

Raspbian, among other things, and is a good way to test out
software that will run on ARM versions of other distros if
you don’t have quick access to a device. This requires a little
change of the initial run command to something like:

$ sudo qemu-system-arm

… with the relevant image and RAM details (the -m option) to
suit the system.02 Create a virtual hard drive

You can create some virtual space to use while
emulating the different operating systems and distros, which
is useful for storing and saving data, and you can even install
to it if you wish. In the terminal you can do this by using:

  $ sudo qemu-img create vhd.img 20G

This creates a 20 GB virtual hard drive, although you 
can make it as large or as small as you want. You should 
probably also keep it in a working directory.

04 Install on virtual hard drive
Go through the normal installation procedure for 

your distro (make sure you made a big enough virtual hard 
drive for it – the 20 GB we created should be plenty). Again, it 
will take a little longer than usual. Once it’s installed and you 
do a proper shutdown, you can turn it back on again using:

$ sudo qemu-system-i386 -hda vhd.img -m 2048 
-boot d

This will then boot straight from the hard drive, without 
needing the CD.

06 Emulate MIPS
Similar to emulating ARM, this allows you to  

test things out on MIPS hardware. It’s supported on QEMU 
along with many other forms of CPU architecture, and 
for this you simply need to use the qemu-system-mips 
command to run an image or operating system. There’s also 
support for MIPSEL and MIPS64 if you so need; just change 
the command to qemu-system-mipsel and qemu-system-
mips64, respectively.

  Graphical 
clients

While we’ve 
concentrated on 
how to use QEMU 
in the command 
line, there are some 
solutions that allow 
you to use QEMU 
with a graphical 
interface. Two of the 
more popular ones 
are GNOME Boxes 
and Red Hat’s Virtual 
Machine Manager – 
we’re using the latter 
in the KVM tutorial. 
Both of these can 
hook into standard 
virtual machines 
and allow you to 
find out much more 
information about 
them, as well as do a 
little management on 
the side.

Get to grips with this more manual virtualisation software that  
has a lot more controllable elements and a little more power

QEMU is not so much a virtual machine software as it is an 
emulator, allowing you to run operating systems and Linux 
distros on it by emulating a processor. It doesn’t just emulate 
your normal processor, though; it allows you to run on x86/x64 
systems while giving you access to an emulated ARM, MIPS 
and other processor styles. This is excellent for development 
and testing, but it’s also a bit trickier than other forms of 
virtualisation and doesn’t allow you to quite install like you can 
with VirtualBox or KVM. However, you can more easily run an 
image of a hard drive with it.
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VIRTUALISE WITH KVM
A virtualisation tool built right into the Linux kernel, Kernel-based 
Virtual Machines are powerful and fairly easy to use

Also known as Kernel-based Virtual Machine, this allows
for a Linux distro itself to be the hypervisor for its own
virtual machines. This requires hardware virtualisation
support in Intel and AMD processors (Intel VT-x and AMD-V,
respectively), but it supports a lot of different Linux distros and
other operating systems. It can be managed graphically so it’s
about as easy to use as VirtualBox while also being a little more
efficient in some cases.

KVM is good for both desktops and servers used for creating
virtual machines, but does require a little more setup than
VirtualBox, while also being slightly easier than QEMU.

01 Test compatibility
It’s important to first find out whether your system 

can or cannot actually run virtual machines using  KVM, as it 
requires the hardware virtualisation support to be activated. 
To do this, open a terminal and use the following:

  $ egrep -c ‘(svm|vmx)’ /proc/cpuinfo

If it returns a number of ‘1’ or higher, this means your CPU 
supports KVM, although you may need to activate it in the 
BIOS if the result of this tutorial doesn’t work.

Use the virtual machine inside a powerful guest 
interface that enables some excellent host-to-
guest controls

Create and manage multiple virtual machines that 
run on KVM using the VMM interface that also 

works with QEMU

Run virtual machines with better efficiency than 
some other methods, thanks to it being tied 
directly into the kernel

How to virtualise Linux
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03 Set up permissions
Normal users can’t use VMs in KVM, so you need to

elevate any non-root users you’d like to have access these
VMs by adding them to groups with the correct permissions.
The group in question is libvirtd, and you can add your own
username to it with:

$ sudo adduser [username] libvirtd

Log out and back in again, and check to make sure it worked
by using:

$ virsh -c qemu:///system list

It will then list all of the working VMs, which at the moment
will be none.

05 Install on the virtual machine
Click Finish and you’ll open the VM once it’s all ready

to go. Depending on your selected distro, you’ll go through a
different installation process – major distros will be easily
able to recognise where and how to install with little trouble.

Unlike VirtualBox, you don’t quite have the right-hand
Control button to use as a ‘host key’, so you’ll have to
manually fullscreen and un-fullscreen it.

02 Install KVM
Once you’re satisfied about whether your VMs  

will work or not, it’s time to actually install KVM – although 
it is part of the kernel, it’s not automatically activated all 
the time. To do this easily, simply open up the terminal again 
and then use:

  $ sudo apt-get install qemu-kvm bridge-utils

This is purely the command line version, so if you want to 
add the graphical tools (which we’re covering), you can then 
install them with:

  $ sudo apt-get install libvirt-bin virt-manager

04 Create a virtual machine
In the menus of your distro you should be able  

to find the Virtual Machine Manager. Open it up and you 
will be greeted with the graphical interface for the system. 
From here you can make a bit of a shortcut to creating your 
virtual machines by first clicking on the ‘Create a new virtual 
machine icon’.

We’re going to be working from an ISO, so choose that, 
and then select the ISO that you plan to use. Give the VM a 
set amount of RAM (we like to go with half of what you have, 
but refer to our boxout on CPU usage for specifics on the 
matter), and an amount of storage memory.

06 Manage virtual machines
Virtual machines can be paused, forced off, forced 

to reset and have standard reboot and shutdown signals 
sent to them. You can use the ‘Send key’ option in the 
interface while it’s running to send some of the standard 
Ctrl+Alt shortcuts to the machine, including ones using the 
F keys to go between different instances.

You can’t modify the virtual machines, but you can 
certainly create more to different specifications, or just 
delete them and start over. You can also ‘Redirect USB 
device’ from the ‘Virtual Machine’ menu on the top bar, 
allowing you to access external storage.

  CPU usage
On all of these virtual 
machines we’re 
creating, we’re having 
to set a number 
of CPU cores to 
use from the host 
machine. Much like 
RAM usage from 
your host system, 
you can feasibly 
use about half the 
available cores 
without causing too 
much problem for 
the host system. If 
you plan to use the 
host while virtualising 
(i.e. if you’re a normal 
user), it may be 
better to keep it to 
only one core to save 
some resources for 
yourself, although 
this will mean the 
virtual machine’s 
performance will go 
down. Play about with 
multiple cores and 
figure out what suits 
you best.
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CHOOSE A DISTRO

SOFTWARE 
DEVELOPMENT

EXPAND YOUR 
OPERATING SYSTEM

Get your creative juices fl owing with these ideas for Linux 
distributions to virtualise that can increase your productivity

FEDORA getfedora.org
The benefi t of using Fedora for development is that you always have 
access to the latest software to work on, and due to its use of only 
free and open source software it makes for a much cleaner working 
environment. A lot of build environments have versions available and 
optimised for Fedora, so you can either work in there if you really want to, 
or just run software in there to see how it reacts. As there’s a fair amount 
of time between each different Fedora, you’ll be able to use the virtual 
machine for a while without having to worry about doing a full update 
every six months or less. There’s also very good virtualisation support in 
the distro to make sure that it works well in conjunction with some of the 
virtualisation protocols.

TAILS tails.boum.org
Tails is the distro that allows you to have maximum privacy online. 
However, while it’s generally getting more user-friendly while still 
remaining very private, it’s not the best distro to use on a daily basis. 
Which is fi ne – it’s not designed that way – however, the privacy features 
can be very benefi cial every now and then. Virtualising Tails isn’t perfect, 
and some aspects of its privacy won’t work as well as it would by running 
it natively on your hardware, but for sending the odd encrypted email 
and quickly connecting to Tor, it still works very well. Tails does have 
installation abilities, but it has very little benefi t over live booting from the 
ISO as you would normally do anyway. All the other software works just 
fi ne virtualised, so even though it’s not really meant for use inside a VM, it 
has packages in place to allow it.

ARCH LINUX archlinux.org
This rolling Linux distro can be almost anything you want it to be. This 
makes it perfect for creating a testing environment requiring specifi c 
software, or a development environment that is effi cient and separate 
from your normal system. The main difference when using Arch on a 
virtual machine is that you install a different graphics driver that makes 
better use of virtualisation (there’s a specifi c one for VirtualBox, for 
example). With the rolling updates, you can always test the latest versions 
of software, while it’s also easier to roll back and test with older bits and 
pieces for specifi c setups. You can also fairly easily create an ISO based 
on a particular setup, allowing you to create multiple VMs in a cloud 
environment with the very same setup, and very quickly as well. There are 
plenty of other handy features for virtualising, which you can read up on 
using the Arch wiki.

KODIBUNTU kodi.tv
If you want to turn your system into a media centre for brief periods 
of time, virtualising media centre software is an easy and quick way 
to switch into it without disturbing any of your currently running work. 
Probably the best media centre software available is Kodi, and the best 
version for virtualisation on normal systems is Kodibuntu. As the name 
suggests, it’s a spin of Ubuntu that only has the Kodi environment, making 
it an excellent virtualisation base to then use Kodi properly as well. Kodi 
is very easy to use in general, with logically laid-out menus and great 
support for connecting to shares over the network or on the host. Using 
USB passthrough, you can even allow for remotes and other IR receivers 
to control Kodi. It won’t be as good as a proper installation, but it will be a 
lot better than your normal distro.



BACKUP AND RESTORE
Make sure to keep your virtual operating systems backed up  
and safe with these handy software tips

One of the benefits of using virtual machines is that they’re 
easier to create backups or snapshots of specific states so 
that you can revert back to them in the future, or launch from 
the previous one while preserving the latest version. This is a 
good way to test software and code on different versions of the 
same distro without requiring several installs at once.

Backing up and snapshots are quite different in the 
software, so it’s best to think about what you want to do. Do you 
want to restore an older version if something goes wrong with 
the VM, or if something goes wrong with the host device?

Back up and restore
As the virtual systems all exist on a virtual hard drive, it makes 
it a lot easier to back them up. In most cases, you can just copy 
the file and move it somewhere safe or secure. In something like 
VirtualBox, these virtual appliances also contain some of the 
information on how to boot the VM, which makes it easy to then 
restore it later without having to tweak the settings too much.

VirtualBox also has the ability to export virtual appliances 
into a file better suited for restoring later, which also then has 
all the system details of the VM. This creates an OVF (open
virtualisation file) which is usable by other hypervisors and
virtual machine software.

Restoring with just a virtual hard drive device is nice and
easy. In VirtualBox, you can just create a new virtual machine
and use an existing virtual hard drive from anywhere on your
filesystem. You’ll have to double-check the settings in order to
make sure everything is right so that everything works as well
as it should.

Snapshots
An excellent feature of VirtualBox is the ability to create a
snapshot of the virtual machine at its current state. These can
then be used as reference points to start working from again
using older software, cloned to create a different package and
upgrade path, etc.

To create a snapshot, first select your virtual machine from
the manager. At the top-right of the VirtualBox interface is the
Snapshots tab – from here you can press the camera button
to create a snapshot of the current system. You can then select
which version to start up each time, but be warned that it does
eat up extra storage space.

Above  Create and 
manage snapshots 
and clones using 
VirtualBox RESOURCES

Each of the different virtualisation methods will have 
their own little quirks and solutions for any issues you 
may come across. For each of these, it’s best to check 
out the documentation or wikis of any of the described 
methods. VirtualBox documentation can be found 
on its website (virtualbox.org/wiki/Documentation). 
QEMU has a man page that’s very useful, but it also has 
a website on which you can read other documentation 
(wiki.qemu.org/Manual). While KVM is a part of the Linux 
kernel, it does specifically have its own site dedicated to 
its usage, which also has some documentation (linux-
kvm.org/page/Documents).

If you’re still stuck after reading through the 
documentation, you can also check out the forums. 
VirtualBox has its own dedicated forum, however QEMU 
and KVM do not; the best place to ask about them is 
linuxquestions.org, an excellent forum filled with smart 
people who can help you fix the issues you’re likely to 
encounter. Also, for more news on virtualisation on a 
more developer and sysadmin level, you can also check 
out virtualization.info, which reports any of the important 
updates in the VM community, and even our website for a 
few virtualisation tutorials.

 VirtualBox also has the ability to export 
virtual appliances into a file better suited for 
restoring later, which also then has all the 
system details of the VM 
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Create a Twitter stream for Django-powered
websites using the API and a bit of code

Use the Twitter
streaming API in Django

Resources
Twitter API key

dev.twitter.com

Django Twitter
Streamer

bit.ly/1f3ETbJ

Right  The Twitter 
API enables you to 

display live-updating 
tweet streams

Twitter API

guarantee full access to Twitter, though; there is a limit to 
the amount of requests that it can make and there are no 
push notifications available for anything but the homegrown 
Twitter applications. Still, you can carry out a lot more 
different functions with it than those you might see in more 
official efforts.

To get the API, you need to first head to the Twitter 
Developer site while logged in (http://dev.twitter.com). The 
layout has changed a bit recently, but to find your list of apps 
to manage and/or add a new one, scroll down to the bottom to 
find the ‘Manage Your Apps’ option. From there, go to ‘Create 
New App’ and fill out all the necessary details for whatever it 
is that you want to create, filling in any blanks in your profile 
that Twitter wants in the process.

Get the library set up
We’re going to be using the excellent Django Twitter Stream 
library by user michaelbrooks (https://github.com/
michaelbrooks) to create our own Twitter streams. It runs on 
tweepy, one of the better Python modules for using Twitter, 

Twitter’s API has been ported to many programming 
languages over the years, and one of these is, of course, 
the very popular Python. In the past, we’ve done tutorials on 
using Twitter via Python to create little apps and streaming 
programs. The various libraries make good use of the API and, 
with a little bit of tweaking, you can carry out a lot of Twitter-
powered functions.

Twitter is a web tool, though, but luckily there is a version 
of Python for the web: Django. Some of the tools have been 
further ported to Django and allow you to integrate it into 
websites fairly easily. This can be used for something like a 
sidebar that has a running stream of tweets from the website 
owner or from a list of relevant information, or for sniffing out 
a certain hashtag. Using these in web development requires 
you to have your own API key from Twitter, but those are fairly 
easy to get when you look in the right place, and we’ll show 
you where that place is shortly.

Getting a Twitter API key enables you to start accessing 
Twitter via a whole number of ways, not just for a bit of 
Django in this tutorial. Bear in mind that it still doesn’t 

Rob Zwetsloot
models complex 

systems and is a web 
developer proficient in 

Python, Django and PHP. 
He loves to experiment 

with computing
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and makes use of a database to store data. We first need to
install it using:

  $ pip install -e git+https://github.com/michaelbrooks/
django-twitter-stream.git#egg=django-twitter-stream

Once installed, you should now add it to the INSTALLED_
APPS in the Django settings file:

  INSTALLED_APPS = (
      # other apps
      “twitter_stream”,
  )

If you’re using MySQL, you’ll need to make an entry that
enables it to save the tweets the correct way; MySQL is set to
only read standard utf8 characters sets, whereas tweets use
4-byte characters that aren’t supported by that. You can add
an entry to your database settings to fix that, though:

  DATABASES = {
      ‘default’: {
          'ENGINE': ‘django.db.backends.mysql’,
          # username, password, etc...
          ‘OPTIONS’: {
              ‘charset’: ‘utf8mb4’,
          },
      }
  }

Finally, you need to update your database for the installation
to complete. Do this with:

  $ python manage.py syncdb

Connect to Twitter
Now the Twitter stream module is installed, you’ll find a new 
section on the Django admin page for ApiKey. Here you can 
add your Twitter keys – get them from the settings of the 
application we created earlier, filling in all the requested 
fields from the ApiKey.

We can now add filtering terms to the Twitter stream. Bear 
in mind that when we say ‘filter’, we’re referring to a specific 
term in the Twitter API. It’s basically the same as the standard 
Twitter search function, but you can give it more precise 
parameters that will return very specific tweets, such as all 
posts from a certain user, hashtag, list or whatever you’d like 
the website to display. You can add whatever filters you want 
to use to the database using the Django Admin interface 
again. There are exact details on all available filters inside the 
documentation (bit.ly/1LfN2Gh).

Most of it is the way that it reacts to certain phrases. Words 
with no punctuation will lead it to look for any instance of 
that word on its own. This includes Twitter account names, 
hashtags, instances where the word has punctuation 
attached to it and even links with the term in.

Adding a space between words allows you to search 
for multiple words in one tweet, and they don’t have to be 
together or in a specific order. You can also add a comma 
between terms as an AND/OR statement, returning results 
that contain either or both set of words.

  Custom 
API
If you’re feeling really 
adventurous and 
want to do something 
different with the API, 
you should check out 
the full abilities of 
tweepy. With it, you 
can create a custom 
application for 
Django only with the 
functions you want 
to have, which will 
save on space and 
resource usage.

 With a bit of tweaking, you  
can easily carry out a lot of Twitter-
powered functions 

Left  The Twitter 
Developers site 
offers a lot of 
other tools and 
some useful 
documentation
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The GET user parameter can be used to returns results
from specific users, either from just their feed or only certain
results from that feed, based on the keywords. There are
more ways to narrow it down, such as by location or via lists,
and with a bit of ingenuity you can create a complicated string
that handles all your needs.

Start streaming tweets
To begin building the database that you can start drawing
from, you need to start the streaming API using the following:

  $ python manage.py stream

This will fill up by polling the stream every ten seconds. You
can limit this rate by instructing when the stream should poll,
but you cannot get it to create multiple streams. You can try
if you want, but you may get your own API banned, so it’s not
worth it. Anyway, to change this rate you can instead use:

  $ python manage.py stream MyAPIKeys --poll-interval 30

You can also get the stream to save to a .json file. You can do
this if you want to read the file rather than the database, or if
you want to shut down the database. To redirect it, use:

  $ python manage.py stream --to-file [file].json

Tweet page
You can create a stream page to initially check the stream
before you start adding elements from it into a website. To do
this, you’ll first need to add a new URL line to the url conf like so:

  url(r‘̂ stream/’, include(‘twitter_stream.urls’,
namespace=“twitter_stream”)),

You’ll also need to add it as an app in the INSTALLED_APPS 
file, with a section like so:

  INSTALLED_APPS = (
      # other apps
      ‘django.contrib.humanize’,
      ‘bootstrap3’,
      ‘jsonview’,
  )

Create a settings file
If you want to start customising the Twitter streamer, you need 
to add specific settings to the Django settings file. You can’t just 
change one setting and ignore the rest, though, so you’ll need 
to add all the default settings before making any modifications. 
Here’s what you should start with in your settings file:

  TWITTER_STREAM_SETTINGS = {

  # Set to True to save embedded retweeted_status tweets
  # Normally these are discarded.
      ‘CAPTURE_EMBEDDED’: False,

  # Change the default term track & tweet insert interval
      ‘POLL_INTERVAL’: 10,

  # The name of the default keys to use for streaming. 
  # If not set, we'll just grab one.
      ‘DEFAULT_KEYS_NAME’: None,

  # Put the stream in a loop so random termination 
  # will be prevented.
      ‘PREVENT_EXIT’: False,
  }

Twitter API

  Multiple 
API keys
You can add multiple 
keys to the streamer 
if you want to select 
between them. It 
can be useful to have 
keys across different 
accounts as they 
will ‘see’ different 
tweets from different 
users depending on 
who you’re following 
– much like normal 
Twitter. It can also 
help to alleviate 
strain on the main 
API key if you want to 
recreate the app on 
another website or 
another system.

Right  Be savvy  
with your filters and 

you can get some 
precisely curated 

sets of tweets
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With this, you can start making permanent changes to the
way the stream works, as well which API keys to use at any
given time if you’ve decided to use multiple APIs in the app.

Implement into your site
The API allows you to create a database or a file to keep the
necessary tweets in. As with any database or list file in
Django, you can start using data from it to fill up a page or
part of a page. Tweets contain time data, among other things,
so you can easily organise them into chronological order to
create a more natural stream.

If you are looking at retweets, though, be aware that if
you’re writing information to a file, new entries will overwrite
other data, so you need to use a database for that.

With these tools you can start updating your website to be
much more in line with modern social media practices, and
help direct people to other avenues of information than the
main website.

Test settings
Try the following settings file to get things working at first, and
build upon it to make the code better and more efficient.

  from os.path import abspath, dirname, join, normpath

  # Absolute filesystem path to the 
  # Django project directory:
  DJANGO_ROOT = dirname(dirname(abspath(__file__)))

  SECRET_KEY = ‘secret’

  DATABASES = {
      ‘default’: {
          ‘ENGINE’: ‘django.db.backends.sqlite3’,

          ‘NAME’: ‘test_database.db’,
      }
  }

  STATICFILES_FINDERS = (
      ‘django.contrib.staticfiles.finders.
FileSystemFinder’,

      ‘django.contrib.staticfiles.finders.
AppDirectoriesFinder’,

  )

  TEMPLATE_LOADERS = (
      ‘django.template.loaders.filesystem.Loader’,
      ‘django.template.loaders.app_directories.Loader’,
  )

  TEMPLATE_DIRS = (
      normpath(join(DJANGO_ROOT, ‘templates’)),
  )

  INSTALLED_APPS = (
      ‘django.contrib.humanize’,
      ‘django.contrib.staticfiles’,
      ‘bootstrap3’,
      ‘twitter_stream’,
      ‘south’,
  )  

 With these tools you can update  
your website to be more in line with 
modern social media practices 

Left  Django Suit is 
an excellent, highly 
configurable theme 
for your admin page
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Some of the most-visited websites in the top 
1,000 run on NGINX, and yours can too

Supercharge your 
website with NGINX on AWS

Web visitors don’t appreciate having to wait for a page to 
load each time they tap or click. If you want that bounce rate 
to drop, give the public what it craves for in a website: speed, 
speed, then some more speed. Nothing works miracles the way 
a high-performance web server does.

In benchmarks, NGINX can crush its competition. It can 
serve roughly double the number of requests of its fastest 
competitor (Lighttpd) and eight times that of the overall market 
leader (Apache). It has none of the problems of the other web 
servers (Lighttpd suffers from memory leaks and Apache 
sports an overall level of code ‘seniority’ that qualifi es it for 
retirement). NGINX was designed from the ground up for the 
cloud era of elastic scalability, ad-hoc configuration tweaks 
and with robust security in mind. Its small memory footprint 
lets it run on an AWS EC2 instance of Linux on a shoestring 
budget. The Plus edition of NGINX can give you a sticker shock 
($1,500 USD and up), but NGINX Open Source is free of charge 
and, for most purposes, it is (almost) just as good.

01 Sign in to the AWS Management Console
The owner of an AWS account can sign in to it as AWS 

root, who is the superuser for all infrastructure services (not 
individual server instances). If it were up to us, you would 
only sign in to your AWS root account once, create an IAM 
user with privileges limited to the services you anticipate 
using, then associate with it an MFA token generator 
for multi-factor authentication (such as an app on your 
smartphone), which prevents anyone else signing in with 
stolen credentials. 

When signing in to your AWS root account, navigate in your 
web browser to:

http://aws.amazon.com/

… and use your email address. When signing in as an IAM 
user, head over to your account-specifi c sign-in page and 
enter your IAM username and password. 

Resources
AWS root account

Right  AWS offers a 
variety of services 

to choose from 
when setting up and 

running a website

NGINX on AWS

Filipe Martins & 
Anna Kobylinska

teamed up two decades 
ago on an innocent Linux 

book and ended up in 
enterprise IT, designing 

cloud topologies, 
optimising Linux AMIs 

and managing AWS 
deployments 
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03 Assign an EIP address
to your NGINX instance

An auto-assigned IP address gives you no ability to retain your
DNS confi guration should you decide to terminate or even only
shut down (temporarily stop) your instance. For this reason,
NGINX needs an ‘Elastic’ IP (‘EIP’ for short). In order to obtain it,
navigate to the section Elastic IPs in the left-hand navigation
pane of the EC2 console and click on the Allocate New Address
button. In the following dialog, select the option VPC and
confi rm. This will reserve an IP address for your AWS account.
In order to assign it to your NGINX instance, click on Associate
Address, select your instance (or one of its network interfaces)
from the appropriate search box, and confi rm.

02Launch an EC2 instance
Unless you are familiar with the quirks of spot 

instances, such as unannounced shutdowns routinely 
performed by Amazon, your best bet is an on-demand 
request that ensures your volumes will survive termination 
(a downside of spot instances) and that Amazon will quit 
charging you for the reservation of compute resources (a 
downside of some types of reserved instances). 

In the AWS Management Console, navigate to the section 
EC2>Instances and click on Launch Instance. Select an AMI 
with a Linux distribution of your choice (we will be using ami-
1ecae776, running Amazon Linux from the RHEL/Fedora/
CentOS family) and choose an instance type from the General
Purpose category. Selecting an instance type is fairly tricky:
you need to fi nd a balance between cost and performance
characteristics that fi ts your usage scenario. Amazon’s EC2
pricing page, located at:

http://aws.amazon.com/ec2/pricing/#reserved-instances

… can give you a general idea of your hourly expenses on
computing resources, but please remember: you also pay for
the volumes you keep around and the IPs you reserved but do
not use – almost everything else will hardly make a dent in
your spending, but these things can add up quickly.

Some of the older AWS accounts still support the EC2
Classic environment; if you see this option, stay away from it.
You should always run your web server in a VPC, and it is best
to create one with the Wizard from the VPC Dashboard. 

For additional hints on how to confi gure instance details
and storage, please refer to the tutorial ‘Run Linux in the AWS
cloud’ in issue 151 of Linux User and Developer, pages 58-61.

In addition to TCP port 22 (SSH), you have to open TCP
ports  80 (HTTP) and 449 (HTTPS) for incoming requests from
source IP 0.0.0.0/0 in the Security Group of your EC2 instance
so that NGINX can do its job properly. Set up your key pair and
launch the instance.

  No more 
Apache?
A long time ago, in a 
galaxy far, far away… 
You get the idea. 
Over the last few 
years, virtualisation, 
containerisation 
and cloudifi cation 
have changed the 
demands on a web 
server while the 
Internet veteran 
Apache has turned 
into yet another 
bloatware. In the 
meantime, one small 
group of indomitable 
programmers 
(read: Igor Sysoev, 
originally all by 
himself) invented 
an open source 
alternative to Apache 
that keeps breaking 
performance records: 
NGINX (pronounced 
‘Engine X’).

 You can run diagnostics on your 
domain in your web browser using the 
service www.intodns.com

The URL looks somewhat like this:

https://AWS-account-ID.signin.aws.amazon.com/console

In the example URL above, replace AWS-account-ID with 
your actual account number on AWS. Alternatively, you can 
retrieve this URL and even create a catchy alias in the IAM 
Dashboard of the AWS Management Console.

04 Register a domain name
Ordinarily, a web server receives requests that 

address its domain name, not an IP address. In order to set it 
up correctly, you will need to reserve a fully qualifi ed domain 
name. Unless you are after an exotic top level extension 
(such as .mobi) or a very prestigious name, you can expect 
a registration fee to the tune of a mere few pounds per year. 
You can use any registrar of your choice, including Amazon’s 
own Route 53 service (Services>Networking>Route 53). 

Head over to the registrar of your choice (in the Route 53 
section, Domains>Registered Domains), choose a domain 
name, fi ll out the forms, complete the payment and the 
domain name is yours. 

The next thing you will need are DNS servers that will 
take responsibility for routing Internet traffi c to your Linux 
instance. One of the best deals you can get on this service 
is the Hosted Zones part of Amazon’s Route 53 offering 
(section Domains>Hosted Zones).

05 Configure DNS 
Navigate to the section Domains>Hosted Zones (in 

the AWS Management Console for Route 53) and create a 
new hosted zone for your new domain. Amazon will set up 
standard records automatically. For NGINX, you need to 
create an A type record that points to the EIP address of your 
Linux instance and the CNAME record that points to the A 
record. In each case select the option Not an Alias, set the 
routing policy to Simple and leave the TTL value unchanged. 
All of this may sound complicated, but is actually quite trivial 
once you know how to do it. 

The result could look something like this: 

mydomainname.co.uk    A    56.78.123.123    300
www.mydomainname.co.uk   CNAME   mydomainname.
co.uk   300

(56.78.123.123 is your EIP from Step 3.)
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10Edit /etc/nginx/nginx.conf
NGINX saves its configuration files in /etc/nginx/.

Open the main config file in a text editor of your choice:

nano /etc/nginx/nginx.conf

… and set the parameter worker_processes either to the
number of the vCPU cores of your instance type or to auto:

worker_processes auto;
Start NGINX:
service nginx start

Now when you navigate to the IP address of your server or to
its domain name you should see the generic test page that
comes with every installation in /usr/share/nginx/html.

08Acquire root privileges
Next, use the command:

sudo su

… in order to acquire root privileges.

09Install NGINX from binaries
Now install NGINX using this command:

yum install nginx

Since Apache is not installed on your Amazon Linux, you
don’t need to remove it.

06 Set up your nameservers in your registrar’s
config of your domain

In order to complete the NS server config for your domain with
the registrar of your choice, enter each of the host names of
your domain’s NS servers in the appropriate form for your
domain name with the registrar of your choice. If you are using
Route 53 as your DNS service, the NS servers are listed in the
Hosted Zones section of Route 53 for your domain. They look
something like this:

ns-1234.awsdns-12.co.uk.
ns-4321.awsdns-56.com.
ns-1321.awsdns-34.org.
ns-891.awsdns-99.net.

You need to save these NS servers in the configuration of your
domain that is being maintained by your registrar.

To verify that the setup is working, you can run diagnostics
on your domain using the free service IntoDNS:

http://intodns.com/

Unless you also intend to run a mail exchanger for your
domain, you can happily ignore any complaints about a
missing MX entry.

07Connect to your Linux instance
At this point, your instance should have passed both

health checks and reported its state as ‘running’. Navigate
to the Instances section of the Console, select your Linux
instance from the list and click on the Connect button to
view instructions on connecting to it. Start an SSH client
and enter something like this:

ssh -i /path/to/yourPrivateKey.pem ec2-user@
XX.XX.XXX.XX

The username is usually either ec2user or root, but
technically, the creator of the AMI can set it to whatever they
want. If your initial username is anything other than root, you
can assume superuser privileges using the command:

sudo su

  NGINX on 
GNU/Linux
NGINX running in 
the AWS cloud on 
GNU/Linux gets you 
a world-class web 
hosting package: 
an open source 
web server on an 
enterprise-class 
infrastructure that 
you can set up and 
run on a shoestring 
budget. You can 
even build your own 
custom edition of 
NGINX from freely 
available sources, if 
ready-to-use binaries 
aren’t exactly right up 
your alley.

11 Set up virtual hosts
The default configuration of virtual hosts in NGINX is 

stored in configuration files located in /etc/nginx/conf.d/, 
but there is a far more elegant way to manage these settings 
using sites-enabled and sites-available. Have a go creating 
these two directories:

If you attached any additional volumes to your instance 
at launch time (besides the volumes that came with the 
AMI), now is the time to format them, mount them, and 
add them to /etc/fstab. On AWS, you can create additional 
volumes and attach them to an already running instance 
in the section Elastic Block Store of the AWS Management 
Console for EC2 .

NGINX on AWS
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  mkdir /etc/nginx/sites-enabled
  mkdir /etc/nginx/sites-available

Open the config file /etc/nginx/nginx.conf and prefix the line:
 
  include /etc/nginx/conf.d/*.conf;

… with a hash so NGINX will ignore it:

  # include /etc/nginx/conf.d/*.conf;

On the next line, tell NGINX to read the contents of the
directory /etc/nginx/sites-enabled:

  include sites-enabled/*; 

For each website you want to host, create a config file in the
sites-available directory:

  touch /etc/nginx/sites-available/www.mydomain.co.uk

In order to enable a site, create a symlink to its configuration
file in the sites-enabled directory: 

  ln -s /etc/nginx/sites-available/www.mydomain.co.uk
/etc/nginx/sites-enabled/

So far, your site’s config file is an empty placeholder. 15Create the document directory for your 
website and test a static web page 

Create the root directory of your website in the path that is 
specified in the location / {} block of your site’s config file 
(Step 12): 

mkdir /usr/share/nginx/www.mywebsite.co.uk

Place a file named index.html in the root directory of the 
site, for example:

nano /usr/share/nginx/www.mywebsite.co.uk/index.html

Make sure it contains some identifiable information, like:

<!doctype html>
<html>
<body>
Welcome to mywebsite.co.uk. 
</body>
</html>

Adjust user privileges on the entire document directory tree:

chown -Rf nginx:nginx /usr/share/nginx/
www.mywebsite.co.uk/*

Open a web browser and navigate to the website address 
using its fully-qualified domain name, for example: 

http://www.mywebsite.co.uk

If your setup is correct, you should see the contents of the 
file that you previously uploaded.  

13Supported database
In the setup described in this tutorial, NGINX can 

serve static pages. In order to use server-side scripting (for 
example as the engine of your CMS system), you will typically 
want to install a supported database such as MySQL/
MariaDB and configure NGINX for the scripting language of 
your choice (for example, PHP). All required services will have 
to start automatically during boot time. For NGINX, this is 
accomplished (at the prompt) using:

chkconfig --levels 2345 nginx on

14 Start NGINX 
At the prompt, enter this command: 

  service nginx start

… in order to manually start NGINX. 

12 Edit your site’s configuration file
Open up your site’s config file in your favourite text 

editor program:

  /etc/nginx/sites-available/www.mydomain.co.uk

To tell NGINX what to do about requests for the site, you 
need to define it at the beginning of the server{} section:  

  server {
  listen 80;
  server_name www.mywebsite.co.uk mywebsite.co.uk;
  # everything else follows here
  }

Each server{} section of an NGINX config file includes 
several location{} sections that apply settings specific to a 
directory of the site. This is how you can define the location 
for the web documents directory and the order of priorities 
for various document types:

  location / {
  root     /usr/share/nginx/www.mywebsite.co.uk;
  index    index.php index.html index.htm;
  }

If you intend to install a CMS system to manage and display 
the content of your website, you will have to follow the 
directions set by its developers. An example of this would be 
in order to block access to the upload directory or set up a 
permanent redirection. 

 By default, the web server NGINX 
stores its configuration files on Linux in 
the directory /etc/nginx/conf.d
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Discover more about server status and logging in a 
web server, in addition to managing log files

Log and monitor 
web servers

Resources
ServerWatch

bit.ly/1HdZhOW

Loggly
bit.ly/1CqZZLO

Slicehost
bit.ly/1RlYmG3

Tecmint
bit.ly/1SaDWLn

bitnami
bit.ly/1KWPHoi

Server logs

 SetHandler server-status
 </Location>

Apache comes with a Perl script called log_server_status 
– you can find this script in the support directory. This script 
can be used to periodically store server status information. 
It is good to run this script as a cron job to grab the server 
information on a desired time frequency. Before using the 
script, you need to edit the script to modify the value of the 
following four parameters:

 $wherelog
 $port
 $server
 $request

Knowing the status and configuration information of your 
server is helpful in managing a server. But knowing who 
or what is accessing your web site is also important. By 
default, the standard Apache distribution includes a module 
called mod_log_config and this module is responsible for 
basic logging. The Common Log Format (CLF) file contains a 
separate line for each request. A line is composed of several 
tokens separated by spaces.

 host ident authuser date request status bytes

If a token does not have a value then it is represented by a 
hyphen. There are four directives available in the mod_log_
config module, so let us take a look at these directives to 
understand more about them.
•  TransferLog directive – this sets the name of the log file 

or program where the log information is to be sent. This 
directive takes either a log file path or a pipe to an external 
program as the argument. Please note that the log filename 
is always relative to the ServerRoot. For example, if the 
ServerRoot is set to /etc/httpd, the following tells Apache to 
send log information to /etc/httpd/logs/access.log file:

 TransferLog logs/access.log

•  LogFormat directive – this sets the format of the default 
log file named by the TransferLog directive. 

•  CustomLog directive – like the TransferLog directive, this 
directive enables you to send logging information to a log 
file or an external program. Unlike the TransferLog directive, 

Web servers are considered to be the easier targets for 
hackers. Since a web server is usually exposed to the entire 
universe, it’s pretty important to secure it. This is the reason 
why the sensitive information (such as credit card numbers) 
stored on a web server are always encrypted. Apache, despite 
competition like NGINX, is still the most popular web server. 
Apache is an open source web server and developers across 
the world keep on working constantly in order to improve its 
performance and level of security. 

Apache enables you to monitor two types of information 
– server configuration information and server status. As 
expected, server status information is dynamic. By using 
Apache server’s status monitoring capabilities, it is possible 
to monitor some critical information such as a server’s 
uptime, total number of requests served, total data transfer, 
system resources usage, etc. As expected, monitoring this 
information will help a great deal in the debugging process.

The module mod_status enables Apache administrators 
to monitor the server. An HTML page is created with server 
statistics. You can normally see the following information:

•  Current time on the server system
•  Time when the server was last restarted
•  Total number of accesses served so far
•  Total bytes transferred so far
•  The current hosts and requests being processed
•  Information about the child processes

Please note that mod_status is not compiled by default in 
the standard Apache distribution. Thus, we need to add it 
to the configuration file and then run make utility to create 
a new Apache executable. Once you have the mod_status 
module compiled and built into your Apache server, you 
need to define a URL location – Apache will use this location 
to display the information. This is a way of telling Apache 
server which URL will bring up the server statistics on the 
web browser. For now, let’s assume that we want to use the 
following URL:

http://www.mydomain.com/apache-status

Using the <Location …> container, you can tell the server that 
you want to handle this URL using the server status handler 
found in the mod_status module. The following will do this:

  <Location /apache-status>
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it enables you to use a custom log format that can be 
specified as an argument.

•  CookieLog directive – This sets the filename for the logging
of cookies. The filename is relative to the ServerRoot.

Sometimes, it is necessary to create multiple log files. You
can create multiple log files easily by using the TransferLog
and/or the CustomLog directive of the mod_log_config
module. You just need to repeat these directives to create
more than one log file. For example, if you want to create a
standard access log and a custom log of all referring URLs,
then you can use something like the following:

  TransferLog logs/access_log
  CustomLog  logs/referrer_log   “%{Referrer}”

One important logging feature that you must enable on your
web site is error logs. Without logging errors, you will not be
able to determine what’s wrong and where the error occurs.
Error logging is supported in the core Apache; the ErrorLog
directive enables you to log all types of errors that Apache
encounters. If we replace the existing ErrorLog directive in the
configuration file with:

  ErrorLog syslog

… and restart Apache, then Apache will write all error
messages to syslog.

Using the LogLevel directive, it is possible to specify what
type of messages Apache should send to syslog. For example,

  ErrorLog syslog
  LogLevel debug

Here, Apache is instructed to send only debug messages to
syslog. It is a normal practice to store all debug messages
in a different file via syslog. For this you need to modify /etc/
syslog.conf file by adding the following line:

  *.debug  /var/log/debug

After we restart syslogd, Apache will enable you to store all
Apache debug messages to the /var/log/debug file.

Analysing the web server log files helps a lot in the
debugging process. Logs will help you detect problems,
identify your site’s problems, find out about your site’s best 
features and other interesting information.

If you want to list out all the hosts, you can use the 
following command:

  cat /my_path/httpd/access_log | awk ‘print {$1}’

Here, the cat utility lists the access log file and the resulting 
output is piped to the awk interpreter. This prints out only the 
first field in each line using the print command.

If you need to exclude the hosts on your network, this 
slightly modified command can be used:

  cat /my_path/httpd/access_log | awk ‘print {$1}’ |
egrep -v ‘(̂ 206.171.50)’

Note that 206.171.50 will need to be replaced with your 
network address.

If you want to see the total number of unique hosts that 
have accessed your web site, the following command can be 
brought into play:

  cat /my_path/httpd/access_log | awk ‘print {$1}’ |
uniq | egrep -v ‘(̂ 206.171.50)’ | wc -l

As expected, by enabling logging you will be able to save a lot 
of work, but the logs themselves do add some extra work for 
you – they need to be maintained. On Apache sites with high 
hit rates, the log files can become huge in a very short time. 
This could easily cause a disk crisis. When log files become 
very large, the usual mechanism is to rotate them. 

There is a powerful utility called logrotate and it is very 
handy in many situations. It will help the easy administration 
of systems that usually generate a large number of log files – 
a typical use is in the case of a web server. Using this tool, we 
can rotate the log files, compress the log files, remove the log 
files, mail the log files, etc. Rotating a log file means taking a 
copy to a backup file and creating a new log file. We can then 
remove the backup logs when they are out of date. It is usually 
installed to run nightly as a cron job. For each service we 
install, we need to have a configuration file and that files tells 
logrotate how to rotate the log files for that specific program. 
In simple words, logrotate involves the regular (typically 
nightly or weekly) moving of an existing log file to some other 
file name and then starting fresh with an empty log file. A part 
of a typical logrotate configuration file is given below: 

  # see “man logrotate” for details
  # rotate log files weekly
   weekly

  # keep 4 weeks worth of backlogs
  rotate 4

  # create new (empty) log files after rotating old ones
  create

  # uncomment this if you want your log files compressed
  # compress

  Log files  
in Apache
By default, Apache 
provides two log files, 
located in the logs 
directory under the 
installation directory 
– they are access 
logs and error logs. 
The access log file 
contains the details 
of the requests that 
have been served 
by the server, while 
the error log file has 
information related to 
the error conditions. 

Above  The detailed information available in 
Apache server status
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Right  Logging 
settings give you 
detailed control

The beauty of logrotate lies in the fact that it allows us to
handle each log file daily, weekly, monthly or whenever it
grows too large. So using logrotate, it is possible to keep logs
longer with less disk space.

The practice is to run logrotate as a daily cron job. Thus it is
not needed to modify a log file several times in any day. If we
have a program that keeps a log file and if that log files grows
with each passing day, then logrotate can help up in cleaning it
up for you. When called, logrotate reads the following files:

•  The logrotate configuration file: /etc/logrotate.conf.
•  The files in the logrotate configuration directory: /etc/

logrotate.d. Note that most of the services (Apache web 
server, MySQL, etc) installed on your system create a 
configuration file in /etc/logrotate.d. 

Logrotate comes with many command line options and some
of these are pretty useful. The following are some of the
popular options with logrotate:
 
•  v – turn the verbose mode on
•  d – enable debug mode
•  f – forcibly rotate the log files, even if it is not necessary
•  usage – this option prints a short message, giving 

information on its usage

As mentioned earlier, logrotate comes with a default
configuration file – logrorate.conf, located at /etc. It is a
normal practice to place the service-specific configuration
files in the /etc/logrototate.d directory. Let us see how we can
use logrotate for rotating the log files.

Logrotate reads everything about the log files it should be
handling from a series of configuration files. The configuration
files are normally kept in ~/cfg and the log files in ~/logs. First,
we need to create a configuration file for logrotate; let us have
this configuration file in /home/swayam/cfg/logrotate.conf.
The contents of this configuration file look like this:

  daily
  rotate 1
  create
  compress
  include /home/swayam/cfg/logrotate.d

The daily tells logrotate to rotate log files every day. Rotate 
1 tells the logrotate to rotate the log files once before 
removing the old copies. Create tells the logrotate to create 
a new log file as soon as it rotates the old copy. Compress 
tells the logrotate to compress old logs when they are 
rotated. Finally, include /home/swayam/cfg/logrotate.d 
instructs the logrotate to look for more instructions in ~cfg/
logrotate.d. Let us consider another example here:

  /var/log/error_messages {
        rotate 5
        weekly
        postrotate
                     /sbin/killall -HUP syslogd
        endscript
      }

Here we are setting the rules to handle the error messages 
available at /var/log location. These files will go through five 
weekly rotations before they are removed. After the log file 
has been rotated, the command /sbin/killall –HUP syslogd 
will be executed. 

Logrotate finds extensive use in rotating the log files (error 
logs and access logs) generated by a web server. Consider the 
following piece:

  /var/log/httpd/access.log /var/log/httpd/error.log {
        rotate 5
        mail myname@myhost.com
        size=100k
        postrotate
                     /sbin/killall -HUP httpd
        endscript
      }

Here, the two specified log files (access.log and error.log) are 
rotated whenever their size grows over 100k and the old files 
are mailed after going through five rotations. Thus in this 
case, note that old files are not removed from the system. Any 
errors that occur during the processing of log files are mailed 
to root@myhost.com.

Now let us consider one service-specific configuration file. 
As mentioned earlier, such configuration files are available in 
the /etc/logrotate.d directory.

  $ cat /etc/logrotate.d/httpd

The output of the above command is given below:

  /var/log/httpd/*.log {
    weekly
    rotate 52
    compress
    missingok
  notifempty
    postrotate
      /bin/kill -HUP ‘cat /var/run/httpd.pid 2>/
dev/null’

  }

Server logs

   Using 
mod_status
As we have 
seen earlier, the 
mod_status module 
gives information 
on server activity 
and performance. 
With the help of 
this information, a 
server administrator 
can find out how 
well the server is 
performing. If you 
need to get additional 
information such as 
number of requests 
or the current 
request that is being 
processed, then you 
need to enable the 
ExtendedStatus  
On directive.
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Above  This 
represents the 
contents of a typical 
access log

 Logrotate is considered 
to be a very powerful 
tool available for the 
developers, so ensure that 
it is set up as a cron job to 
avoid manual work

The wild card character (*) used in this example instructs the 
logrotate to rotate all files ending with .log inside a specific 
directory (/var/log/httpd). The various log files are rotated 
52 times before being removed from the system. The old 
versions of log files are compressed using gzip in order to 
save the disk space. We can note from this example that we 
have used missingok in the configuration files – it says that 
if the log file is missing, go onto the next one without issuing 
an error message. Notifempty specifies that we do not rotate 
the log file if it is empty.

For a specific program called webapp, let’s create a file –  
/home/swayam/cfg/logrotate.d/webapp – and have this file 
instruct the logrotate on how to rotate webapp’s log files. 
Inside this file, we will have a section for each log file. Let’s 
take a look at one of the log files – say, gen.log:

  /home/swayam/logs/webapp/gen.log {
   weekly
   rotate 5
   copytruncate
   compress
   notifempty
   missingok
  }
 
It can be seen that this specific section consists of the 
location of the log file to be rotated and instructions on how to 
do the rotation, which are inside the curly braces. Weekly tells 
logrotate to rotate the logs weekly. Rotate 5 tells logrotate 
to rotate the logs five times before removing the old logs. 
Copytruncate tells logrotate to copy and truncate the original
log file in place, instead of renaming it and creating a new log
file. Notifempty tells logrotate not to rotate a log file if it is
already empty. Finally, missingok tells logrotate not to issue
an error if the log file is missing.

In all the above examples, we have used various directives
such as rotate, compress, size, daily, weekly, monthly, etc
in logrotate configuration files. There are three commands
that specify how often rotation should take place and they
are daily, weekly and monthly. When we use compress, the
old log files are compressed with gzip by default. Another
directive, ifempty, instructs the logrotate to rotate the file
even if it is empty. By typing man logrotate at the command
prompt, you can get detailed information about the various
directives that can be used in the configuration files.

It is very natural to see rotate n in logrotate configuration
file (where n is any positive integer). This command is slightly
inaccurate – n weeks’ worth of log files will be kept if we do
the rotation weekly; if rotation is done on a daily basis, then
we are keeping four day’s worth of log files.

The final step is to create a cron job that will run logrotate
about once a day. We can do this by running crontab -e at the
command prompt. If we want to run logrotate at 6:30, then the
cron job looks like  this:

  30 6 * * * /usr/sbin/logrotate -s /home/swayam/cfg/
logrotate.status /home/swayam/cfg/logrotate.conf 

The first part of this cron job – 30 6 * * * – tells cron to run
the job at 6:30 every morning. The second part – /usr/sbin/

logrotate -s /home/swayam/cfg/logrotate.status /home/
swayam/cfg/logrotate.conf – tells cron what command to 
run. Please note that logrotate is in /usr/sbin on our machine, 
but may be different on your machine. The -s option for 
logrotate tells it to keep the status information in /home/
swayam/cfg/logrotate.status. This is very much needed 
because otherwise logrotate will keep this status information 
in a file we don’t have permission to access. Since we can’t 
access the file, it will then die of a permission error. The 
last argument – /home/swayam/cfg/logrotate.conf tells 
logrotate which configuration file to use.

Once the cron job is set up, everything should be 
functioning as expected. It is always better to add the –f 
option, too – /usr/sbin/logrotate -f -s /home/swayam/cfg/
logrotate.status /home/swayam/cfg/logrotate.conf – 
because with this option included, the cron job will remain 
running in the foreground and won’t be interrupted.

Apache also comes with a support tool called rotatelog. 
You can use this program as follows:

  TransferLog “ | /my_path/rotatelogs <log_file> 
<rotation time in second> ”

For example, if you want to rotate the access log every 86,400 
seconds (that is, 24 hours), one can use the following line…

  TransferLog “ | /my_path/rotatelogs  /var/logs/
httpd 86400 ”  
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Make a ‘best of both worlds’ scenario with a 
hybrid storage environment

Speed up your system by 
combining SSD and HDD

It’s been a while now since SSD drives have been a thing in 
modern computing. The price for reasonably-sized drives 
is now affordable, especially compared to the hundreds you 
would have spent on 64 GB a few years ago. Large amounts 
of storage space on SSD can still be a bit pricey, though, with 
standard hard disk drives giving you far more bang (or in this 
case, gigabytes) for your buck. There’s also the problem of 
SSDs having a limited number of times they can be written to, 
at least compared to HDDs.

A combination of both, then, seems like a pretty good 
idea. In fact, it’s one of the best ways to set up your system 
– using one drive for all the system files and another for all 
your documents and media files. The latter can invariably 
take up more space, so giving them the cheaper storage 
alternative makes more sense, especially as it doesn’t quite 
require the speed of the SSD to work as well. Read on to find 
out what you need to be looking out for to create your perfect 
hybrid system.

Right  The SSD will 
hold the swap and 
ext4 partitions for 

the distro install

01 Choose an SSD
Your choice of SSD drive should take into account 

a few factors, but one of the most important is the required 
space. As we’re treating the SSD as the install hard drive, 
it needs to be able to contain the entire operating system/
Linux distro along with plenty of room for any software and 
packages you plan to install. As discussed, the size of SSD 
drives are much larger now, but the price increases quite 
sharply the larger you go.

Luckily, Linux distros usually require a lot less space than 
the offerings from the Church of Gates and the Cult of Jobs. 
20 GB is usually ample space to install the distro, along with 
some resource-heavy desktops (bear in mind that the images 
take up a lot of space), so something like a 64 GB hard drive 
would technically be enough space. Still, 120 GB drives are 
fairly common and reasonably priced now as well, so we’d 
recommend going for one of those to make sure it has some 
degree of future-proofing.

Rob Zwetsloot
models complex

systems and is a web
developer proficient in

Python, Django and PHP.
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with computing

Resources
SSD hard drive 

(minimum of 64 GB)

HDD hard drive
LuckyBackup

bit.ly/1L6bifD

SSD & HDD
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03  Format the drives
Before doing any installation, it’s a good idea to

format your new hard drive setup. Not every distro has full
formatting tools built into the installation process so it can be
handy to start it now.

The SSD we’ll format as you would any other Linux hard
drive. Using something like GParted, select the SSD drive
and create a new partition. Put it at the end of the hard drive,
make it a swap partition and give it the same amount of space
as your system RAM. Fill up the rest of the space with an ext4
partition, which is where Linux will be installed to.

The HDD storage can be set up however you wish, but
we suggest making it NTFS so it’s a little bit more universal
across systems. You can fill up the entire hard drive with
a single partition as the swap and install are taken care of
on the SSD. Set up the RAID at this point if you’re doing that
as well.

02 Choose an HDD
This is the big hard drive in the equation, where all the

files are going to be kept. How large you want it, we’ll leave up
to you, but we like to have at least 500 GB to 1 TB, preferably
more, in our machines – you can go as small or as large as you
want, though. If you have the space, you can even get multiple
HDDs and make a RAID array, as they’ll work just fine in
conjunction with an SSD for the installation.

One thing we would suggest you look into, though, is
a lower RPM hard drive. The standard 7200 RPM drives
actually help increase read and write speed, which is useful
for launching software and even boot-up itself. As we have
those now on the SSD, which will have significantly improved
speeds over 7200 RPM drives anyway, 5400 RPM drives are
a good thing to consider. They take a small hit on read/write
speeds for files, but they draw less power in the process and
so produce less heat.

Left  Setting the 
HDD to NTFS means 
Windows machines 
on your network can 
access the files

03 Format 
the drives

04 Install the distro
Now we can go ahead and install Linux. Boot into 

the live environment or installation prompt from your install 
medium, and begin the install process. When it gets to the 
part about setting up the file structure on the present hard 
drives and partitions, you’ll need to do the following.

You need to set the SSD drive, which you’ll be able to 
recognise as the one with the two partitions in both ext4 and 
swap, as the root location. Select the ext4 partition in the way 
your system allows and give it the option ‘/’ for mounting. The 
installation will go here. The remaining drive and partition 
should be the larger HDD. Again, select it, and instead of the 
root (‘/’) mount point, we want to set it as the mount for home. 
This requires you to put the mount point as ‘/home’.

Allow the installation to continue as normal, and 
everything will be set up within the system when you go to 
boot it afterwards.

05 Use the setup
Actually using the setup we’ve created should be a 

nice and simple affair. The SSD is where all the boot, kernel 
and system files reside, so it should load a bit faster than 
previous, similar setups that didn’t have an SSD. Installing 
and updating will be slightly faster, but limited by the 
download and CPU speeds. Any profile data, document, 
screenshot, video, etc will be either automatically saved into 
your home folder or put there manually by you.

An issue you might find is that if you set the storage drive to 
be NTFS, it may not quite be mounting properly on Linux. This 
can be easily fixed – installing the package ntfs-3g will allow 
you to work it. If it then needs to be mounted at start up, you’ll 
need to add a line to the /etc/fstab file in the terminal. It would 
read something like:

  /dev/sdb1 /home ntfs defaults 0 2

  Hybrid 
drives
As well as our hybrid 
system, you can also 
specifically get hybrid 
hard drives. They have 
a small amount of 
solid state storage, 
backed up with much 
more disk storage. 
The idea is that it 
automatically puts 
files used more often 
on the solid state 
portion, to create  
the most optimal 
storage solution.
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Above  Got a folder
full of music you play
regularly? Stick that

on the SSD too

06Keep files
on the SSD

  Create 
an image
To back up your hard 
drive by cloning it, we 
like to use Clonezilla. 
It allows you to create 
an image of the hard 
drive that can then 
be reapplied by 
Clonezilla, and it only 
takes up as much 
space as the files do 
on the drive itself. 
For example, if you 
have 20 GB of files, 
the image will not be 
much larger.

07Check file activity
For the above, you may want to see how often a file is

accessed and/or changed to assess whether or not you’d want
to move it to the SSD folder. Linux is able to log this, but it’s not
set up by default (as depending on the number of users it can
create a minor performance hit), but we can turn it on now to
keep an eye out in the future.

We’ll use auditd for this, which you can install with the auditd
package from the repos for all major distros. Once installed,
the service will start, and you can then add a directory or a
specific file to track using:

08 Move files automatically
If any of the previous two steps are interesting to you, 

then maybe you’d like to think about moving a file between 
storage and the SSD drive automatically at certain times of 
the day, or specific days of a month, etc. We can set up a cron 
job so that the file is accessible when you need it most. First 
we need a bash script, like this:

  #!/bin/bash

  mv “/home/user/file” “/ssdhome/file”
  done

SSD & HDD

06 Keep files on the SSD
If there are files you access regularly that could do

with the improved speed of the SSD drive, you can always
keep those on that drive as well. As you’ve got all this extra
space, you might as well use it if you want to.

What we’d suggest is creating a separate folder on the hard
drive to keep them on. In the terminal, create a new directory
from root using:

  $ sudo mkdir /ssdhome

… or whatever else you want to call it. On its own, the directory 
will work to keep files in, but you’ll need admin permissions to 
do so each time, so we can tweak those permissions. From 
the terminal, use:

  $ sudo chmod 755 /ssdhome

This enables people to read and write files into it on any 
access level, much like the normal home folder.

  $ auditctl -a exit,always -w [path to file or 
directory]

You can then check the logs to see when each file was 
accessed so you can make a decision based on that, and the 
logs are here: /var/log/audit/audit.log .
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10Replace drives
When it comes to a drive failure, replacing the hard

drives is fairly simple in terms of getting the same dynamic
set up again. If you have a RAID failure, you’ll need to sort that
out separately to the way the rest of the system works.

In terms of an SSD failure and replacement, all you’ll need
to do is reinstall the system to the SSD, or write the image
back to it that we talked about cloning. If you have to do a
fresh re-install, you’ll need to follow along to Step 5 on how to
make it mount at startup to the home folder.

In terms of replacing the HDD, it’s much easier. You just
need to format it, transfer any files back to it and make it
mount on the home directory. You may have to update fstab
as well with a new UUID.

Above Development
for luckyBackup has
stalled but it is still
very good software

When it comes to a drive failure,
replacing the hard drives is fairly simple
in terms of getting the same dynamic
set up again

09 Backups 
& clones

09Backups and clones
With a smaller hard drive as the actual installation 

partition, it’s easier to back up the installation itself, while 
it’s also easier to back up and important files you may want 
to keep from the documents folder.

With all the extra space on the other hard drive, any 
images you create of the install drive can be kept on there 
– that way, if the SSD dies, you can always replace it if need 
be. Assuming the amount of files on your storage drive are 
larger than the SSD, we don’t recommend trying it the other 
way around.

In such a situation, local backups aren’t very safe, 
though, as it’s more likely to be the entire system that will 

Save it as filemove.sh and put it wherever you like. Elevate its 
permissions so it’s executable by using chmod +x.

Now we can create a cron job that runs it whenever you 
want. In the terminal, enter crontab with:

  $ crontab -e

Add a new line to run the script:

  1 2 3 4 5 /home/user/filemove.sh

The numbers represent the minute, hour, day of the month, 
month and day of the week, and you can replace any one you 
don’t want with an asterisk, which is the wild card.

have a problem. The SSD clone should be sufficiently small 
enough to keep in online storage, and you can always keep 
the most important files synced on the cloud. We like to use 
luckyBackup to back up files locally or across a network.
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GNU/Linux software-related issues can be solved or 
circumvented by using a debugger’s perspective

Debug your own Linux 
software like a pro

Resources
GDB Manual

bit.ly/1GbYIDi

Glibc Heap
Consitency-

Checking
bit.ly/1Hi5gSC

Why Programs Fail 
bit.ly/1KS8j99

The Art Of 
Debugging 
bit.ly/1Bd1jBP

Right  Setting 
up an advanced 

breakpoint in GDB to 
bypass LibreOffice’s 

segmentation fault

Debug GNU/Linux

Bypassing a segmentation fault
Our first case illustrates that, even when we do have the 
sources but we still do not have a good understanding of the 
code, it may be feasible to bypass – to an extent – the code 
implementation’s flaws that would otherwise lead us to a 
crash. For this first real case example, you will face a bug 
affecting LibreOffice 3.5.4.2: the software crashes with a 
segmentation fault error message when opening a certain 
Microsoft Excel XML spreadsheet. You can get a bit more of 
information about the crash by running dmesg:

  # dmesg|grep soffice
   [936028.103160] soffice.bin[3495]: segfault at 
  200030000 ip 0000000200030000 sp 00007fffff42baa8
  error 14 in libunoxmllo.so[7f4e6bfb9000+a2000]

… but that’s about it. You need to understand what is going 
on behind the scenes, and the only effective way to do so is 
by using a debugger’s approach. A memory dump tells you 

From time to time, a certain piece of software fails. Whether 
it’s due to a defect that lies in its code or within a buggy external 
library the software depends on, the result is somehow the 
same: the program usually crashes. In this scenario, an ICT 
expert is meant to solve the issue or to find a way to circumvent 
it. However, more often than not, the ICT expert will not have 
any previous knowledge of the software, so a comprehensive 
and thorough analysis without the right tools and techniques 
will prove an insurmountable task. To make matters worse, 
sometimes the ICT expert will be dealing with proprietary 
software for which sources will not even be available (bear in 
mind that there are non-open source programs running on GNU/
Linux boxes, too).  So a debugger’s point of view can save the day. 
How? This tutorial will examine two real cases where you, playing 
the role of the ICT expert, will dissect, analyse and eventually 
fix or bypass the problem by means of thinking like a debugger, 
making use of the GNU Debugger (GDB) along with the objump 
utility. The process can work even in those cases where you are 
not acquainted with the defective software at all.

Toni Castillo 
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holds a bachelor’s degree 
in Software Engineering 

and works as an ICT 
research support expert 

in a public university sited 
in Catalonia, Spain. He 
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something, but the debug symbols can tell you much more.
Because this issue happens to a Debian GNU/Linux box, you
can install the LibreOffice debug symbols this way:

  # apt-get install libreoffice-dbg

Once you have the debug symbols, you run the program
inside a gdb session in order to figure out where exactly the
segmentation fault happens. This is much easier than dealing
with assembly code or memory addresses:

  ~ gdb /usr/lib/libreoffice/program/soffice.bin
  (gdb) set args -o file_that_segfaults_libreoffice.
xlsx

  (gdb) r
  Program received signal SIGSEGV, Segmentation fault.
  0x0000000200030000 in ?? ()
  (gdb) bt
  #0 0x0000000200030000 in ?? ()
  #1 0x00007fffd6014225 in ScFormulaCell::Compile
(this=0x7fffe000a770, rFormula=…, bNoListening=false,
eGrammar=formula::FormulaGrammar::GRAM_NATIVE)

  at /home/rene/Debian/Pakete/LibreOffice/libreoffice-
3.5.4+dfsg2/sc/source/core/data/cell.cxx:1076

As shown in the previous listing, you need to set up the program’s
parameters first (in this case, the document to be opened), and
then execute it. Soon after, the program crashes and you get
the segmentation fault error message inside your gdb session.
You quickly realise that the address where the segmentation
fault is triggered is not valid:  0x0000000200030000. So some
sort of memory corruption issue must be in order. Therefore,
you need to retrace your steps and have a proper look at
the program’s back-trace to find out which function is in the
previous frame. Using the bt command, you find out that it is
the ScFormulaCell::Compile() method. You also know that the
last executed statement is located exactly at line 1076 in the sc/
source/core/data/cell.cxx C++ source file. Since this is an open
source project, its sources are publicly available and so you can
install them easily:

   # apt-get source libreoffice

Now that you have the sources, you can see the whole
ScFormula::Compile() method’s implementation and look
closely at its lines 1075 and 1076: 

  if(pCodeOld) 
  delete pCodeOld;
 
Apparently, the segmentation fault happens at some point in
the program flow, after freeing the memory address pointed to
by pCodeOld (a pointer to a structure of type ScTokenArray). It is
common practice to inspect the program’s data after a crash, so
in order to achieve that you use the frame command to inspect
the pCodeOld pointer at ScFormula::Compile() right after the
crash, like so:

  (gdb) frame 1 
  (gdb) p *pCodeOld

  $38 = {<formula::FormulaTokenArray> = {_vptr.
FormulaTokenArray = 0x7fffc40d63c0, pCode =
0x22b7960,pRPN = 0x22b86d0, nLen = 30032, nRPN =
50189, nIndex = 32767, nError = 0, nRefs = 30048, 

  nMode = 13 ‘\r’, bHyperLink = 196}, <No data
fields>}

After setting a breakpoint at line 1075, you find that the 
program doesn’t crash every time it executes the delete 
statement. So you inspect the structure’s values right after the 
program is interrupted at line 1075 in order to compare them 
with the ones firing the segmentation fault. Now, these values 
are 0. So, your reasoning should be something along these 
lines: ‘what if I can trace how many times this segmentation 
fault should happen in order to avoid it?’ Of course, you are not 
acquainted at all with the code in charge of parsing a Microsoft 
Excel XML spreadsheet, so you are just trying to find a way to 
circumvent this bug.

Gdb enables you to alter the program’s data and pack a bunch 
of gdb commands to be executed as soon as a breakpoint is 
hit. Aided by these facilities, you will make use of the previous 
breakpoint to alter the program flow only whenever some values 
held by the ScTokenArray structure are greater than zero. After 
giving the problem some thought, you come out with this:

  (gdb) set args -o file-that-fires-the-segfault.xls
  (gdb) set pagination off
  (gdb) b cell.cxx:1075
  (gdb) set $hits = 0
  (gdb) commands 1
  > set $check = pCodeOld->nRPN
  > printf “Check is: %d\n”, $check
  > if $check>0
  > printf “Patching pCodeOld to avoid the crash …”
  > set $hits++
  > set var pCodeOld=0x0
  > end
  > c
  > end

As shown above, you set a gdb local variable called hits storing 
how many times the segmentation fault should happen. You 
add some commands to be executed by gdb itself as soon as 
the breakpoint at line 1075 is hit (commands 1). You choose the 
nRPN field as a checkpoint to infer whether the segmentation 
fault should happen (check>0), updating the value held by the 
hits variable accordingly and altering the pCodeOld program’s 
pointer to be null (set var pCodeOld = 0x0). Now, recall that at 
line 1075 in the cell.cxx C++ source file, a check of this sort is 
made: if(pCodeOld). So, it comes as no surprise that by setting 

  More than 
debuggers
A debugger is 
impressively 
powerful. By using 
it, we can exploit the 
software, even when 
it is proprietary. We 
can take advantage 
of a routine 
implemented in a 
program by setting 
up its environment 
(ie, stack and the 
like) and then calling 
it from a debugging 
session. Although it is 
a difficult technique, 
it is widely used in 
reverse-engineering 
malware or when 
analysing anti-
copy protection 
technologies.

 Even when you don’t 
have access to the 
sources, a program can 
still be patched
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the value pointed to by pCodeOld to 0x0, the previous branch
will not be taken and no delete statement executed. In case the
nRPN field’s value is less or equal to 0, the program flow will just
continue normally.

So, you run the program from the beginning with this
breakpoint set in place, this time being able to open the
document. The hits variable reports two hits. Right after
having the document opened, you save it using the native ODS
format, closing LibreOffice Calc afterwards. Finally, you try to
open the ODS file in a new LibreOfice Calc instance, this time
with no problems at all. You, and you alone, have successfully
circumvented this issue!

Fixing a double-free error
It is time to move on; your next assignment concerns a
proprietary piece of software: the ATI graphics card software
installer. While installing the graphic card drivers on a GNU/Linux
box, and right before the installer ends its execution, a double-
free or memory heap corruption error is triggered and the
process killed, which unfortunately prevents the installer from
actually setting up the drivers.

The GNU library libc6 implements some basic protections to
avoid memory corruption of the heap. In this particular case, the
corruption happens because of a double-free pointer condition.
You know that using the open source ATI driver is out of the
question, because it is brand-new hardware and the only drivers
capable of detecting the device properly are those of ATI itself.
Therefore, you are meant to find a way to fix it.

The defective software is an ELF-64 binary included with the 
ATI installer package: setup.data/bin/x86_64/setup. The exact 
double-free memory corruption error is reported by the glibc6 
itself at 0x013cebf0. Apart from giving you the exact address 
that is being double-freed, you also have the entire back-trace of 
the installer’s execution. This way, it is feasible to determine the 
buggy instruction offset inside the ELF-64 binary:

  *** glibc detected *** …/setup.data/bin/x86_64/setup
  double free or corruption (fasstop): 0x013cebf0.
  === Backtrace: ===
  lib/libc.so.6(cfree+0x76)[…]
  setup.data/bin/x86_64/setup[40a6b0]
    
According to the previous back-trace, a call triggering the 
double-free corruption error is placed at offset 0x40a6b0 
in the setup binary file (last line). This time, though, the 
software is not open source, therefore you do not have its 
source code. But you are a bit aware of disassemblers and 
mnemonics, so you resolve to disassemble the binary using 
the objdump utility and look for the offset 0x40a6b0:

  ~ objdump -d setup.data/bin/x86_64/setup > setup.S
  ~ cat setup.S|grep 40a6b0
  8575 40a6b0: e8 53 90 ff ff callq 403708 <free@plt>

As clearly shown above, there is a call to the free() function at
offset 0x40a6b0 (last line). And, as the previous back-trace 

Debug GNU/Linux

  Double-
free error

Although it could 
seem harmless, a 
double-free memory 
error can sometimes 
lead to a well-known 
vulnerability where 
the heap structure 
is altered in such a 
way that arbitrary 
code could be 
executed. The glibc 
heap protections 
that deter this 
vulnerability can be 
disabled by running: 
export MALLOC_
CHECK_=0. This 
would have solved 
your first case, saving 
you some pain, but it 
is not recommended 
to disable these 
protections at all.

Right  Replacing 
the instruction 

0xe85390ffff with 
0x9090909090 in 

the ATI installer 
(highlighted bytes)
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has shown you, the instruction located in this offset is the one 
triggering the double-free or memory corruption error message. 
It seems pretty obvious to you that this instruction is freeing the 
already-freed address 0x013cebf0, and that is a bug leading to 
a well-known software vulnerability (see the boxout, opposite).

As a good ICT expert, you want to corroborate this assumption 
by executing the program inside a gdb session. Because this 
program is based on the ncurses library, you have to redirect its 
output to another terminal, otherwise it would prove difficult to 
debug it properly:

  ~gdb
  (gdb) tty /dev/pts/12
  (gdb) file setup.data/bin/x86_64/setup
  (gdb) b *0x40a6b0
  Breakpoint 1 at 0x40a6b0
  (gdb) r
  #1 0x40a6b0 in ...
  (gdb) stepi
  0x0000000000403708 in free@plt ()
  (gdb) x/8w $rsp
  0x7fff1787bb00: 0x00000000 0x00000000 0x7c0ba9e0
  0x00007f3b
  0x7fff1787bb10: 0x013cebf0 0x00000000 0x01318140
  0x00000000

After redirecting the program’s output to /dev/pts/12, you 
set a breakpoint at the offset address 0x40a6b0 (lines 2-4), 
where the buggy instruction free() is located. Then you run 
the program (line 6). Once the program flow reaches the 
buggy instruction, it stops.  At that point, you execute just 
one machine instruction with the stepi command, analysing 
the stack before actually calling the free() function that 
irremediably leads to a double-free corruption error message 

(lines 10-12). Bear in mind that the stack holds the free 
function’s parameters, so by running the stepi command you 
are allowing the stack to be set up properly before the program 
actually calls the external function. As you have previously 
seen, the free() function is freeing the address 0x13cebf0. 
According to the previous listing there is, inside the stack, 
this very same address indeed (last line). So far so good – 
your statement has been corroborated and now an obvious 
conclusion is at hand: there is a double-free memory issue 
because the call to free at offset 0x40a6b0 is trying to free a 
previously freed pointer that was pointing, at some point, at 
address 0x13cebf0. Now, an obvious question manifests itself: 
how can you fix it?

Well, you do not have the ATI installer’s source code, but even 
when you don't have access to the sources, a program can still 
be patched. You know that the buggy instruction is located 
inside the ELF-64 binary, so you guess that all you need to do is  
replace the op-code instruction e8 53 90 ff ff with another one. 
Our reasoning is like this: if we did not want the free() function 
to be called at that offset, what other machine instruction do 
we have to use? The first one that comes to mind, of course, is 
the NOP (0x90) instruction. Since the free call is five bytes in 
length, you have to replace it with five NOP instructions. Aided 
by a hexadecimal editor, you replace those five bytes with 0x90. 
Right after that, you try once again and run the program. This 
time, as expected, the installer does not crash and the drivers 
can be installed, at last!

Conclusions
It is commonly believed that a debugger is of no use to an ICT 
expert. Of course, not every ICT expert shares this opinion. We 
truly believe that most software-related issues can be fixed or 
bypassed by means of debugging them, and hope this article 
has been engaging enough to sweep away the sceptics.  

Left  Our gdb session 
shows the total hits 
after applying the 
patch (top-left), 
while dmesg shows 
the segmentation 
fault messages 
(bottom-left)
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This concluding article will show you how to 
improve the C code that you developed last time

Program your own 
Linux shell – part 2

This is the second and final part of an article dedicated to 
revealing how it’s possible to develop your own Linux shell. 
The name of the shell is lud and its source code fi le is now 
named ludv2.c; the initial version of ludv2.c is a copy of the lud.c 
file developed back in the first part. In this concluding article, 
we will be adding some new features in addition to advancing a 
few existing ones in order to improve the shell. If, at any point, 
you feel that you do not quite understand what is going on, it is 
always a good idea to go back and read the fi rst article again. If 
you missed out on the issue, head to www.imagineshop.co.uk 
to order yourself a copy.

When you are designing and implementing a new shell, it is 
also extremely important that you implement whatever it is 
that matters to you most, but without forgetting the requests 
from the various users.

UNIX systems programming is a difficult task. This article 
is just the beginning; forthcoming articles will talk more 
about other aspects of Linux systems programming including 
processes, interprocess communication, pipes, threads, 
advanced I/O and network programming.

01 Creating the man page
As it happens with every UNIX program that 

respects itself, the shell you are going to create will have a 
man page. Generating a man page for the fi rst time is not an 
easy task – the best thing you can do is get an existing man 
page and replace the information with yours. Man pages are 
written in the troff language, which supports a plethora of 
macro packages for various document styles.

02 More information about groff
Groff is the free replacement for both troff and nroff 

that was created for the GNU project. You can fi nd more 
information about it at www.gnu.org/software/groff. You 
can view the lud man page that is saved in the lud.1 fi le by 
executing man ./lud.1.

03 Running external programs
Unless you are booting the UNIX kernel itself, the 

only way programs get executed on UNIX is by using an exec 
system call. The single most important advantage of the 

Resources
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Right  This is a small 
part of the raw code 

for the lud man 
page. Man pages 

are written in troff, 
which is a document 

processing system
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Left  Groff was 
created for the 
GNU project

  Assign 
variables
The most diffi cult 
part when defi ning 
new variables is the 
parsing of the input; 
the rest is actually 
trivial. The presented 
technique is not 
advanced but it is 
easy to implement; 
an advantage when 
you’re developing 
your own prototypes.

02More information 
about groff

exec family of system calls is security, as it is impossible to
overfl ow an exec system call.

Showing you how to use an exec system call is beyond the
scope of this article but it is crucial to know that your fi nal
implementation should not use the system() C function
for executing external commands. The forthcoming UNIX
systems programming series of articles will talk about the
exec family of system calls in more detail.

04 Implement UNIX environment variables
It is a common practice to use a keyword before 

defi ning or altering an environment variable. The lud shell 
will use the set keyword. The setenv() C function used in 
the implementation of setEnvironmentVariable() is fairly 
clever as it copies the variable name and value you give and 
allocates the required space for them. If its third argument 
(overwrite) has a value other than 0, it overrides the existing 
value of the variable name – if there is an existing value – 
otherwise it adds the new variable to the environment.

05 Get the value of a variable
This part is about getting an existing environment 

variable, the well-known PATH variable that defi nes the 
search path for commands. The PATH variable is usually a 
colon-separated list of directories in which the shell looks 
for commands. The C code of the getEnvironmentVariable() 
function shows you how to get the value of an existing 
environment variable with the help of the get command.

06 Change the prompt
Up until now, it is impossible to change the text 

prompt. After this step you will learn how to defi ne static 
prompts using the prompt command. You can only use 
static text as a prompt right now, but later on you will see 
how to implement a dynamic prompt. The C code is pretty 
easy to follow: when the prompt command is detected, 
the word “prompt” is removed and the rest of the line is 
assigned to the prompt variable. A single space is appended 
at the end of the prompt C variable to make it look better.

 As you can understand by now, 
environment variables play a key role in 
shell programming 
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  Print 
variables
Running the 
set and the get 
commands without 
any additional 
parameters prints 
all environment 
variables. So, when 
the user enters 
the set or the get 
command, lud shows 
all environment 
variables. This is 
happening with 
the help of the 
environ variable 
that is defi ned by 
Linux. Look at the 
implementation 
of the 
printAllEnvironment() 
function to get some 
more information.

Linux shell

07 Understanding the echo command
It is now time for you to learn about the 

implementation of the echo command. The algorithm is 
pretty simple: if the program detects the echo command, 
it removes the “echo” word and the additional space 
character, then prints the rest of the line without any 
additional processing. A simple output is the following:

  LUD shell -> echo 123
  123

08 Print the version number
This part will show you how to add a command line 

parameter to the lud shell. The –V command line option will 
just print the version number of the shell without executing 
the shell itself, as if the shell was a regular command line 
utility. Therefore, if you execute lud –V, you are going to get 
the following output:

  LUD shell version 1.0

The main reason for using a separate function (version()) is 
consistency. The second reason is that if you ever decide 
to change the functionality of the –V parameter, it will be 
easier for you to make the changes.

09 Some theory
The code for implementing the previous step uses 

two global C variables, which are  named argc and argv. 
The fi rst one holds the total number of elements that exist 
in the argv array of strings. Argv is able to hold all command 
line arguments, including the name of the executable that is 
always assigned to argv[0]. Therefore, argc is always defi ned 
and its value is at least 1.

The method that we have presented here is good for 
processing single command line options; however, you 
should be aware that more advanced techniques for when 
you want to process more complicated command line 
arguments does exist.

10 Implement message of the day
In the previous article, there was a quick and dirty 

implementation of the ‘message of the day’ functionality. 
This time, a more professional and robust implementation 
will be given: instead of using an unsafe system() call, 
proper commands that open a fi le, read it and show its 
contents are used in a separate C function named motd(). 
As you can understand, it is not that bad to begin with 
implementing a quick and dirty solution before going with 
the right one – as long as you aren’t writing production code!

11 Organise built-in commands differently
In this step you are going to learn a different way 

of organising built-in commands. The key idea behind the 
technique is based on having all command names stored in 
an array. After getting user input, you isolate the fi rst word 
– words are separated using the space character – and 
try to fi nd it inside the array. If you locate the given word, 
you return the index number of it. The index number is 
used in a switch block in order to execute the C code that is 
associated with the given command. If you fi nd the method 
diffi cult to understand, just look at the C code to see the 
actual implementation.

12 The returnIndex function
The returnIndex function does a very important 

job: it informs the program if the given command is a built-
in command or not. If yes, it returns the index of the given 
command inside the commands array. If no, then the 
returnIndex function returns a value of -1; returning a value 
that cannot be a valid array index enables the program to 
understand that the command was not found in the array 
and should be executed as an external command. The 
switch block does the rest of the job.

13 Use a different C function for each command
This part is all about implementing each of the built-

in shell commands using a separate C function. This is done 
by simply grouping the C commands of each case into a 
separate function.

So, each branch of the switch statement will contain just 
one function name; this makes your program easier to read. 
The key point here is that you should not forget to pass the 
input line to the function you are going to call when needed.
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Left  Understand the 
difference between 
char** and char*

 If you want to further investigate 
the way the lud shell works, you can 
use a software-profi ling tool such as 
perf_events, SystemTap or DTrace 

16 Char ** versus 
char *[]

14 A dynamic prompt
Changing the user prompt is useful but making 

it dynamic is even more useful. This step will present a 
technique that allows you to use dynamic text as your 
prompt. The technique will print the total number of given 
commands so far as the prompt and will be implemented 
inside the main() function. The changePrompt() function is 
only called when you want to put static text as your prompt.

15 Use fork(2) for command execution
This time you are going to see how to use the fork(2)

system call to improve the overall operation of the lud shell;
fork(2) is the UNIX way of creating new processes. Look at the
code of the executeCommand() function for more info but
have in mind that using fork(2) is an advanced task.

17 Using strace(1) to examine 
the System Calls of the lud shell

The following command allows you to inspect the execution 
of the lud shell using strace:

$ strace ./ludv2

If you want to further investigate the way the lud shell works, 
you can use a software-profi ling tool such as perf_events, 
SystemTap or DTrace.

18 What to do next?
If you want to implement a really useful but diffi cult 

feature, you can try adding a scripting language to your 
shell. Other things that you can implement include multiple 
dynamic prompts, pipes, etc. As you can understand, 
developing a shell is one of those tasks that never ends. You 
can start by developing a minimalistic shell and end up with 
a full-featured shell if you keep adding new features. Having 
many users using your shell is a great advantage because 
they can make you work harder and add features that they 
actually care about!  

16 Char ** versus char *[]
This is a subtle C topic that needs to be explained as 

it appears in the implementation of the returnIndex function 
and has to do with the declaration of the commands array.

Although the two commands sound equivalent, the 
meaning of char **commands is ambiguous: the compiler 
cannot be sure if it is a list of char pointers or a list of strings; 
therefore it avoids doing anything ‘clever’ such as accepting 
the given list as initialisation and generates a warning. The char 
*commands[] is the correct way of declaring the list of strings.

Also, the following C trick fi nds the number of elements 
inside the commands arrays dynamically using the sizeof 
unary operator:

  int numberOfCommands = (sizeof (commands) / 
sizeof (char *));
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50 “Instead of handling idle 
computing tasks around the 

house, what if we had the Raspberry 
Pi control the house?”
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Home automation

Remote control sockets
Energy saving and green houses are a big thing right now, and 
you can buy power strips that will shut down every socket 
based on the draw from a single socket. This isn’t always 
accurate, though, and being able to manually control the 
socket is not always easy if it’s hidden away or part of a power 
strip. With the use of remote control sockets, you can control 
the power of anything from the Pi and a web interface, 
enabling better control and less use of device standby modes.

Lights
A classic home automation function is controlling the lights 
in the house depending on the time of day or how dark it is. 
There are many ways you can do this: the popular method 
right now is Wi-Fi enabled bulbs, allowing for direct control, 
but you can also use the remote control sockets or use strips 
of LEDs that can easily light a room and are much easier to 
manually interface with. With all of these methods separate 
from the automated control, you can also remotely control 
the lights to switch on and off as you please. It’s not a good 
idea to try and spook house guests, though.

Thermostat
Technologies like Nest are becoming extremely popular, 
but connected thermostats have been around for a long 
time – longer for those with a soldering iron. While we’re not 
going to be quite creating a thermostat that ‘learns’, using 
it for external control and monitoring is easy enough when 
you have the right equipment. We’ll be concentrating on the 
monitoring part in this tutorial, using a thermistor and a bit of 
calibration to fi gure out the temperature.

Security doorbell
It’s surprisingly easy to get one of these home security 
systems set up. Using technology created for security 
cameras and streaming, you can create a live feed using the 
Raspberry Pi that can be displayed wherever you want. This 
can be done quite simply on the Pi using a webcam or even 
the Pi camera itself, and you can even try and hook it into the 
doorbell if you want a really cool party trick.

Your smart 
home setup

Augment your home by adding 
your own smart infrastructure to 
control it, all custom-coded and 
controlled by your Raspberry Pi

We regularly talk about how the Raspberry Pi is the 
perfect little computer to have around the house doing 
work that requires just enough computing power to keep 

it running. It’s not the purpose of the device, but it is just 
really good at it. File servers, media centres, etc – its size and 

flexibility make it an often surprisingly powerful tool.
And we can always go a step further. Instead of handling idle 

computing tasks around the house, what if we had it control the 
house? Through modern home automation and a bit of fancy 
coding, you can easily make the Raspberry Pi do a little bit more 
and control many aspects of your home. In this feature, we’re 
going to run you through not only setting up the controllable 
lights and thermostats and such, but also how to go about 
controlling them. Snarky voice interface not required.
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Discover how to remotely switch sockets, your garage
door, control a strip of LED lights and more

Buildyourown
automatedsystem

Remote control sockets
We are going to use a 433MHz receiver and transmitter
module (these can be found for a couple of pounds on eBay
– simply search for ‘433MHz’ and you’ll find what you’re
looking for) connected to an Arduino to switch a pack of
remote control sockets. We used a pack of four remote control
sockets from Energenie (£17 on Amazon). Remote control
sockets are ideal for items such as floor-standing lamps, and
anything else without an on/off switch. In our expert’s case,
he has an audio mixer that doesn’t have an on/off switch.

Once you have the sockets set up to work with the remote,
you can use the 433MHz receiver and a simple piece of
Arduino software to capture the message sent by the remote
so it can be sent later using the transmitter module. The
modules have very simple wiring: 5V, Ground and Data. The
receiver has two pins for the data line but you only need to
connect the Arduino to one of them. The beauty of sniffing
remote control codes is that it can be used for anything you
like that works at 433MHz – remote control garage doors or
light switches are likely to use 433MHz.

LED light strips
LED light strips are great. They are very easy to find on
Amazon and cost about £15 for a length of five metres with a
12V power supply and remote. They have adhesive on the back
so they can be stuck to a surface. Alternatively, you can just
leave it on the reel as that will still give off a lot of light.

Each LED on the strip has an individual red, green and blue
colour component. These colours can be set to any brightness
level between 0 and 100% using pulse width modulation. This
is where the signal for each colour is a square wave that is on
a certain amount of the time. For example: if the Red signal
had a 50% duty cycle then it would be on for 50% of the time,
resulting in reduced brightness. The strip has four connectors
on it: +12, Red, Green and Blue. The colour connectors are
the ground pins for each colour. When the pin for a colour is
connected to ground, the circuit is completed, allowing 12V
to flow through the strip and to ground. We will use a high
current transistor for each colour to control the connection.
Note that the ground from the Arudino and power supply
should be connected together on the breadboard. The 12V

Below The three 
separate colours 
used for the RGB 
sequence are wired 
manually to the LEDs

Feature
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supply for the LEDs should not connect to the Arduino – only
to the LED strip – or the Arduino will get damaged.

We used a TIP120 NPN transistor, which is capable of
switching 5 amps – this is plenty for our application (the
power supply that comes with the strip only supplies 2.5
amps, and we can switch 15 amps because there is a 5 amp
transistor for each colour). This transistor would also be good
for controlling the speed of a fan or other kinds of motors.

The pins of the TIP120 are Base, Collector and Emitter,
from left to right. The base is connected to the PWM signal
from the Arduino via a 220-ohm resistor. The collector is
connected to one of the colour pins of the LED strip, and the
emitter is connected to ground. Note that when passing high
amounts of current, these chips get hot. Also, it is wise to use
solid core wire from the emitter-to-ground and collector-to-
LED strip wires because they can safely handle more current
than breadboard jumper wires. You need to ensure that none
of the wires connected to the strip can short, otherwise
you could damage the LEDs in the strip. Our setup here is
only temporary – it could be worth moving the circuit onto
veroboard so that it is more stable once you have tested that it
works on a breadboard.

Temperature sensor
The TMP36 is a very simple IC. It has three pins: 5V supply,
ground and a voltage out from 0-2V to represent temperature.
This variable voltage can be read with the analogue in pins of
an Arduino. The formula is: Temp in °C = [(Vout in mV) – 500] /
10, so a voltage of 0.7V would be 20°C.

Camera
You can either use a USB webcam or Raspberry Pi camera
for the video stream. The Raspberry Pi camera should
be connected with the blue plastic facing the Ethernet
connector, and the exposed traces of the ribbon cable facing
towards the HDMI connector.

TopThe Raspberry Pi camera plugs directly into the
Raspbery Pi itself, not requiring extra wiring

AboveHere’s a better look at the colour controllers hooked
up to the LED lights

BelowThe temperature sensor is very simply wired up,
connected to positive and ground rails along with a data pin

Home automation

A more involved 
option for home 
automation could 
be remote control 
curtains or remote 
control blinds. These 
are an excellent 
option because 
you can use them 
on a timer to wake 
yourself up, and also 
have them close 
whenever the sun 
goes down. These 
devices are likely 
to use the same 
433MHz frequency 
that the remote 
control sockets use, 
so you could add 
them to the software 
we’re going to use 
without much effort. 
If you wanted to put 
them on a timer you 
could roll your own 
Python script that 
sends the open and 
close commands to 
the Arduino (we’ll 
discuss how this 
works later on) at 
the right times. This 
could be combined 
with Wi-Fi light bulbs 
so that the lights 
can come on as the 
curtains close.

More
hardware
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Confi gure your Raspberry Pi and Arduino to work in 
harmony for an automated home

Control your 
automated system

We are going to use heimcontrol.js as the control software
for our automated system. This is a home automation web
interface written in Node.js that runs on the Raspberry Pi, and
sends low level serial commands to an Arduino connected via
USB to control various hardware connected to it. Although
some of the things the Arduino does can be done with the
Raspberry Pi in theory, the Raspberry Pi does not have
the ability to read analogue voltages, so temperature and
light sensors would not be possible in this case. Also, the
Raspberry Pi only has one hardware pulse width modulation
output and three are needed for the LED strip.

Raspberry Pi prep
Use the latest Raspbian image as a starting point for this
project. Log into the Pi using the default username of “pi” and
default password “raspberry”. The fi rst thing you’ll need to do
is use sudo raspi-confi g to enable the camera and resize the
root fi lesystem so the image uses all of the available space on
the SD card. Once this is done, we can update our packages to
the latest version and then install some extra packages that
will be required later on:

  sudo apt-get update
  sudo apt-get upgrade
  sudo apt-get install libboost-dev arduino streamer

Next, we need to download a precompiled Node.js package 
and a MongoDB package (both are required by heimcontrol.
js. Packages can be found at http://liamfraser.co.uk/lud/
homeautomation, in case they go missing.

  wget https://node-arm.herokuapp.com/node_0.10.36_armhf.deb
  sudo dpkg -i node_0.10.36_armhf.deb

Check it has installed correctly:

  pi@raspberrypi ~ $ node -v
  v0.10.36

Time to install MongoDB…

  wget https://github.com/tjanson/mongodb-armhf-deb/
releases/download/v2.1.1-1/mongodb_2.1.1_armhf.deb

Below The radio 
receiver needs 
power for it to 
work and then a 
connection to the 
data pin
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We have used some 
existing software in 
this article because 
writing an entire 
web interface and 
associated control 
software is quite 
involved. Also, 
there is no point 
in reinventing the 
wheel. However, 
you can easily write 
some of your own 
software in Python 
that talks to the 
Arduino to add 
functionality. The 
duino software has a 
very simple interface 
over serial:

!0113001.

! starts the 
message, 01 means 
digitalWrite, 13 is 
write to pin 13, and 
001 is the value 
to write to the pin 
(ie set it to high). 
The protocol is 
documented at 
https://github.
com/liamfraser/
duino. You can also 
add some of your 
own plugins to 
heimcontrol.js. If 
you look at one of the 
existing plugins and 
copy how that works, 
it shouldn’t be too 
diffi cult. It’s also a 
good excuse to learn 
some JavaScript in 
the form of Node.js.

Control 
software

sudo dpkg -i mongodb_2.1.1_armhf.deb
# Start service:
sudo /etc/init.d/mongodb start
# Automatically start service at system startup:
sudo update-rc.d mongodb defaults

Now it’s time to install heimcontrol.js, which our expert had to
fork on GitHub to fix a couple of issues.

npm config set python python2.7
git clone https://github.com/liamfraser/
heimcontrol.js.git
cd heimcontrol.js
npm install

The install process will take a while as there’s quite a lot of
stuff to compile. Before you can access heimcontrol.js, you
will need to know the IP address of your Raspberry Pi. You can
find this out using the ip addr command. Our address was
172.17.173.41. Run heimcontrol.js by typing:

node heimcontrol.js

Note that you have to be in the directory where you cloned
the repository for this to work. This is probably /home/pi/
heimcontrol.js. Heimcontrol runs on port 8080, so type the IP
address of your Pi into your web browser followed by :8080 –
in our case the correct URL was: http://172.17.173.41:8080.
We have applied a patch that disables authentication by
default, because it gets annoying if you have to log in every
time you want to use the web interface. You can re-enable
authentication by editing config/development.js inside the
heimcontrol.js directory.

Now that we know heimcontrol is working, Ctrl+C out of it
because we have more work to do before we can start using it.
We need to load the video for the Linux camera driver for the
Raspberry Pi camera so that it can be used with the streamer
software we installed earlier. To do this, you need to edit
/etc/modules using sudo and your favourite text editor (use
nano if in doubt, so sudo nano /etc/modules). Add the line
“bcm2835-v4l2” to the end of the file so the driver is loaded at
boot. To load it instantly, run sudo modprobe bcm2835-v4l2.

Arduino prep and remote control scanning
We need to write some software to the Arduino called duino,
which allows the ports to be controlled over serial from
heimcontrol.js. This way of working is elegant because it
allows more sensors to be added to the Arduino without any
need to reprogram anything. We have already installed the
Arduino software, so now we need to copy some libraries
required by duino to the Arduino installation directory so that
the software can be compiled:

  cd /usr/share/arduino/libraries
  sudo cp -r /home/pi/heimcontrol.js/node_modules/
duino/src/libs/* .

  cd ~

Before we write the duino software to the Arduino, we want to 
use the Arduino to sniff the messages sent by the remote for 
the remote control sockets. To do this, connect the 433MHz 
receiver module (the wider module of the two modules with 
four pins instead of three – see diagram to left) to the Arduino. 
Connect the data pin (either of the middle pins) to pin 2 of the 
Arduino, VCC to 5V, and GND to GND. Download the receiver 
software using:

  wget https://raw.githubusercontent.com/sui77/
rc-switch/master/examples/ReceiveDemo_Simple/
ReceiveDemo_Simple.pde

… which is again mirrored over at http://liamfraser.co.uk/lud/
homeautomation/ReceiveDemo_Simple.pde.

Now we have to start the Arduino software. If you are 
connecting to the Pi via SSH then you can enable X11 
forwarding to your local machine by logging in with:

  ssh -X pi@172.17.173.41

Alternatively, you can type startx to start an x session if you 
have a screen and keyboard connected to the Pi. Once you 
have logged in with your desired method, type arduino into a 
terminal to start the Arduino programming software.

Open the ReceiveDemo_Simple.pde fi le that you just 
downloaded and upload it to the Arduino. Then open the serial 
monitor (Tools>Serial Monitor) and press the reset button on 
the Arduino. By pressing each button on your remote, you can 
see the code to switch each socket on and off. Make a note 
of the codes for each button because you will need to enter 
them later. Our output can be seen in the top-right image.

Once this is done, we can fi nally write the duino software to 
the Arduino. This process is the same as what you’ve just done 
except the fi le is located at /home/pi heimcontrol.js/node_
modules/duino/src/duino/duino.ino.

The software might take a minute to compile. Once it has 
been uploaded, you can exit the Arduino software and press 
the reset button on the Arduino. Now we can put everything 
together and start adding our sensors to heimcontrol.js.

This way of working
is elegant because it 
allows more sensors to be 
added without needing to 
reprogram anything

Left Here are the 
codes that we 
sniffed from our 
remote control 
socket controller

Home automation
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control.js interface works really well on mobile devices

N i h ur sensors and 

Set up your 
control interface

art heimcontrol.js on boot
ore we start adding devices, it makes sense to start heimcontrol.js on boot. 
e can add a line to /etc/rc.local which is a script that gets ran at boot by the 
e file needs to be edited with sudo and your favourite editor, for example:

o /etc/rc.local

wing line before the line “exit 0”:

“node /home/pi/heimcontrol.js/heimcontrol.js” &

l.js will be started automatically at boot from now on, but for now you can 
node /home/pi/heimcontrol.js/heimcontrol.js.

d the camera feed
to Settings and select Webcam. Set the method to Streamer and the 
dev/video0. Pick an interval; we picked two seconds but you can pick 
you like. Shorter intervals are more feasible on a Raspberry Pi 2, as it 
more responsive. Click Save and then go back to the home page.

epare remote control socket codes
s is where you need the codes that you sniffed from the remote 
he heimcontrol.js web interface takes the code as a binary string of 

However, the code we sniffed is in a different format so you’ll need 
t to binary using Python. Type python2 into the terminal to open a 
rpreter. Format the integer you captured as a binary string like so:

b}”.format(16738063)
10110011100001111’
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AboveThe pulse
width modulation
signals from the
Arduino. One wave
is on 20% of the
time, the other 80%.
This controls the
brightness of each
colour to create any
colour from the three
primary colours

If you want to
remotely access
your home
automation web
interface then you
can use a dynamic
DNS provider such
as No-IP. This
allows you to create
a domain name
that always points
at your home IP
address. Then if
you port forward
SSH on your router
to your Raspberry
Pi, you will be
able to SSH into
it from anywhere
(obviously you’ll
want to change the
default password
if you go this route).
From there you
can port forward
the heimcontrol
web interface to
your local machine.
We have covered
this in a previous
Raspberry Pi File
Server tutorial,
which can be viewed
here: bit.ly/1LacazG
(instead of using
port 9091, you need
to use port 8080).

Remote 
access

04 Add the remote control socket
Go to the Settings menu and go to the Arduino section. 

Click the Add button and set the method to RC Switch. Set the 
code type to binary. Give the switch a name, enter the pin that 
the RF transmitter is connected to (in our case, pin 2) and enter 
the two codes that you just worked out for the on/off buttons. 
Go back to the home page and test that the switch works. If it 
doesn’t, you might need to add an antenna to the transmitter by 
making a loop of wire. Check everything is connected correctly.

05 Add the temperature sensor
The temperature sensor can be tricky because it needs 

calibrating. A multimeter is a good idea so you can accurately 
read the analogue voltage. Go to the Arduino settings page and 
add a sensor. The formula for the TMP36 is: [(Vout in mV) - 500] 
/ 10. We read 718mV with a multimeter, which would put the 
temperature at 21.8°C. Experiment with the formula by seeing 
what the raw value of x is from your sensor, but ours ended up 
as: (((x+45) * (5000/1023.0)) - 500) / 10. (5000/1023 is because 
the Arduino has a 10-bit analogue-to-digital converter, ie 
0-1023 to read a voltage up to 5V.) Note that you have to ensure 
you have perfectly matched brackets, otherwise the software 
will crash because it simply tries to eval the string you put in.

06 Add the LED strip
Finally, it’s time to add the LED strip. Make sure the 

signal wires are connected to PWM-capable pins on the Arduino 
marked with a ~. We used pins 3, 5 and 6. Go to Settings>RGB 
Lights. Ensure you have the signal wires connected to the 
correct colours. We used 6 for red, 5 for green and 3 for blue. 
Click Save and turn on the 12V supply. Select a colour from 
the colour picker. Your strip should light up! Pick Red, Blue and 
Green to ensure everything is wired up correctly.  

Set up multiple systems
Now that you have heimcontrol.js set up in one room, you 
could extend the system by setting up multiple Raspberry Pis 
and have one in each room of the house – potentially a good 
way of using all of the older models that are gathering dust in 
your drawers. You could either have a master Raspberry Pi 
that reverse proxies multiple instances of the web interface 
depending on the link you give it: /livingroom, /kitchen and so 
on, or just simply have a bookmark for each room. If you were 
eager to have as few cables as possible, you could always 
look at getting a power-over-Ethernet injector/splitter that 
could send 5V power over an Ethernet cable along with the 
network connection.

Set up an audio system
A nice addition to home automation would be some kind of 
multi-room audio system. If there’s already a Raspberry Pi 
in each room, you only need a cheap class-T audio amplifi er 
(£20), a USB sound card for better audio quality and some 
bookshelf speakers to get this going. A pair of powered PC 
speakers would also do the trick. If you want just one set of 
speakers then mopidy (a music player daemon with Spotify 
support and a web interface) would be fi ne. Alternatively, you 
could look into setting up Squeezebox, which is multi-room 
audio software that was originally developed by Logitech but 
is now open source.

Expand into 
the future

Home automation
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Bhavana Srinivas and Geremy Cohen from PubNub
show us how you can connect together Internet of 
Things devices as easily as blocks of LEGO

So tell us about PubNub and your 
LEGO Smart Home.
PubNub is a global data stream

network. What this means is that, using
the PubNub software, you can talk
between devices in real-time. And, going
beyond that, we provide an infrastructure
as well, so you can scale and build real-
time applications. The simplest case
is when you have two mobile phones
talking to each other – using any kind
of instant messaging or a commercial
app that requires stocks to be updated
in real-time, for example, or any kind of
home automation – that kind of real-time
messaging is brought to you PubNub.
Since we have 14 data centres all over the
world, your data gets replicated and we’re
able to communicate between devices in
less than a quarter of a second.

Geremy 
Cohen is 
director of client-
side engineering 
at PubNub, where 
he manages a 
team of brilliant 
engineers. His first 
hardware project 
involved repurposing 
a Wico joystick into a 
shoebox-based flight 
yoke to play Sublogic 
Flight Simulator on 
C64 with more gusto.

Lights PubNub’sLEGOSmartHome
uses lots of LEDs tosimulatethelights
that you would havearoundyourhome,
like this porch light

Sensors Thetemperature,
humidityandpressuresensorsused in 
thismodelalloutputtheirdatainreal-
timetotheautomationdashboard

Doors There’satinysteppermotor
behindthisdoorthatcanopenand
closeitatthetouchofabuttonon
thedashboard

The Internet of Things was picking up 
at PubNub last year, so we decided to 
have some cool demos to show how you 
can integrate PubNub as a software for 
any kind of home automation that you 
build out. We were building two projects 
at the same time – one with the Arduino 
Uno (bit.ly/11SybiR) and the other with 
the Raspberry Pi, both to show home 
automation itself. So with this project, 
the Raspberry Pi Model B+ would be the 
brain behind the whole project, powering 
the different embedded sensors, the 
stepper motor to control the door, and we 
used PubNub as a glue to talk between 
these different devices.

I didn’t build this myself – it was 
actually another engineer here called 
Geremy who built it over Christmas. 
We were going to have the software 

component, which is PubNub, and then 
on a mobile phone you could control all 
the devices in your house; the devices 
being the seven embedded LEDs – used 
to simulate things like a stove, a fi replace, 
a barbecue station and lights within the 
house – and then we had a stepper motor 
to open and close the door, and a couple 
of sensors like temperature, humidity, etc, 
to measure those different values within 
the house.

So what you can do with this demo 
is open this dashboard on your phone, 
typically an app, and the moment you 
instruct it to switch on the light or open 
the door, it will refl ect immediately on the 
house. You can get the state of the house 
continuously, in terms of the voltage or 
the temperature, the pressure, so that’s a 
typical home automation system.

LEGO Smart Home
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How does messaging between different 
PubNub-connected devices work?
So PubNub provides real-time 
communication between any two 
devices. What happens is that one device 
is publishing on a particular channel 
and then another device is subscribing 
to that same channel, and that’s how 
the message is transmitted from the 
fi rst device to the second. All you need 
with PubNub is the publisher key, the 
subscriber key and then the channel 
name, and when two devices are using 
the same set of parameters – the same 
pub and sub keys – and when one 
publisher is on that channel, the other 
receives it on the same channel. On a very 
basic level, that’s how PubNub works.

How much of the software setup was 
specific to this project – was there a lot 
of work involved to get PubNub talking 
to the Pi?
So how it works with PubNub is that 
we have 70+ SDKs, which means we 
support that many platforms or devices 
– so if you’re using an iOS device then 
you can use our iOS SDK, or there’s our 
Python and Java SDKs, and so on. For 
the Raspberry Pi we chose to use our 
Python SDK. PubNub provides very 
easy-to-use APIs, so if you wanted to 
send out a message then it would be 

as simple as pubnub.publish and to
receive a message it would be pubnub.
subscribe, so the SDKs are already
built out, but there was a little bit of
tweaking for it to fi t this particular home
automation model.

Geremy had to build out two parts: the
phone or browser app, which is the
dashboard that you see, and then the
Python scripts running on the Raspberry
Pi itself. So for the dashboard he typically
used JavaScript and then Android or iOS,
depending on the phone application,
and then for the Raspberry Pi itself he
used Python – Jeremy just had to write
a couple of scripts that basically said,
‘When I receive a JSON message from
my phone saying to switch on LED 1, do
so at source’. So the logic for the home
automation had to be written in Python,
but the software and the documentation
already exists.

How easy would it be for people to 
recreate your LEGO Smart Home model 
for themselves?
It’s super easy. We are actually creating
tutorials as well – we’re done with the
temperature sensor, the humidity
sensor, etc, and we just have a little bit of
tweaking to do for the lights – so they’re
going to be smaller follow-ups to the
same video and blog that we’ve posted

Componentslist
 Raspberry Pi B+
 LEDs
 DHT11 temperature/
humidity sensor
 Stepper motor
 I2C bus

Above In principle, 
this is basically the 
setup you’d need for 
an automation setup 
for your own house

Left If you’re feeling 
creative, why not 
re-create the smart 
home model using 
your own LEGO sets 
–PubNub-powered 
Death Star, anyone?

Right The Smart 
Home model’s 
dashboard enables 
you to control the 
LEDs’ brightness 
using sliders

already. So it’s super easy to create and
is meant for the hacker community, like
a weekend or holiday project where you
can just sit and build this whole thing
in a couple of days. There’s a free tier in
PubNub where we provide a sandbox
account you can use for this, wherein
you’re given publish and subscribe keys
and you can go crazy. There’s a limit on
the number of messages you can send
but that’s way more than what you would
need for a free tier. Everything’s open, so
you can see it on our website, and it’s free
up to 20 devices.

And how straightforward would it be 
to scale up this project and use it for 
real home automation, with things like 
Philips Hues and Sonos speakers?
We have an intern who recently built out
the Hue light bulbs with the Raspberry Pi
in about half an hour; it wasn’t a big deal
at all. PubNub is just plug-and-play – you
build out all this software, put it on your
hardware, and you don’t have to worry
about which network you’re on, you don’t 
have to confi gure the routers or fi rewalls, 
any of that stuff. It’s very easy to scale 
with PubNub itself because we’re global 
– even if you get up to millions of users, 
irrespective of where you are in the world 
you still receive the message in less than 
a quarter of a second.  

Like it?
If you’re interested 
in seeing what 
else you can do 
using PubNub and 
your Raspberry Pi, 
check out the other 
tutorials on their 
website (including 
a great 101 to get 
you kick-started): 
pubnub.com/blog/
tag/raspberry-pi

Further 
reading
PubNub recently 
released an open 
source JavaScript 
framework for 
displaying real-time 
data in charts, maps 
and dashboards, 
which produces 
gorgeous results 
and can easily hook 
into your home 
automation setup: 
pubnub.com/
developers/eon
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Conduct experiments, monitor pollutants and more 
with this clever little module for your Raspberry Pi

Environmental science 
with the Sensly HAT

The Sensly is a smart module attached to the Raspberry Pi. 
It has its own microprocessor that can handle analog data 
and handle sampling from various sensors without the need 
to waste your Raspberry Pi’s processing power. There are 
three different gas sensors attached to the board, allowing 
you to sense a multitude of gases, as well as humidity and 
temperature sensors. Plus, this Raspberry Pi HAT can be easily 
extended with its array of analog ports and an I2C interface.

In keeping with the Raspberry Pi way of doing things, the
module also provides a Python API that does all of the hard
work for you. All of the maths, calibration and error correction
is handled by the API itself, allowing you to play around with
meaningful data immediately.

02 Testing the Sensly
The fi rst step is ensure the Raspberry Pi can 

communicate with the Sensly HAT and make sure it is 
functioning correctly. Type the following command and it will 
respond with “ok”, and give a report if everything is working:

 # Run test sequence on the Sensly
 sensly-test

Whatyou’llneed
 Sensly HAT
sensly.uk 

Tutorial

Frazer 
Barnes 
is an embedded 
engineer and has 
worked on applying 
the Raspberry Pi to 
the robotics fi eld, 
developed a number 
of HAT modules and 
has contributed 
software to 
numerous projects.

01 Setting up your Sensly HAT
This tutorial assumes you have set up your Raspberry 

Pi and it is connected to the Internet. So, the fi rst step is to plug 
your Sensly HAT into the Raspberry Pi header. Once you have 
done this, power on the Raspberry Pi and type the following 
commands into the terminal:

  # Install git so we can download the API
  sudo apt-get install git
  git clone https://github.com/Altitude-Tech/SenslyPi.git
  cd SenslyPi
  # Install the python API
  sudo python setup.py install



www.linuxuser.co.uk 61

05 Getting pollution data
Now that we know how to get the gas sensors ready to

read data, it’s time to start taking some measurements. Add the
following code to the previous program:

  While(True):
   # Print the general level of pollution 
   print(“General pollution level (PPM)”)
   print( str( atmosphere.pollution()) )

   # Print the level of industrial pollution
   # (e.g. benzene, nitrogen oxides)
   print(“Industrial Pollution (PPM)”)
   print( str( atmosphere.pollution.industrial()) )

   # Print the Humidity 
   print(“Humidity”)
   print( str( atmosphere.humidity()) )

   time.sleep(20)

06 Adding custom sensors
The Sensly provides fi ve ports for additional sensors,

which can easily be controlled with a simple Python script.
They are particularly useful because the Raspberry Pi does not
provide any native analog ports. This allows you to add extra
sensors to suit your projects, such as an LDR to measure light
pollution. Using the following script you can easily read analog
and digital data from the expansion ports:

 import sensly
 from sensly import Port

 sensor1 = Port(Sensly.port1)

print( str( sensor1.analog_read()) )

03 Using the API
We are now going to use a terminal-based text editor to 

write some code – we’re going to use Nano but you can use any 
editor you like. The following command will create a fi le called 
sensly.py and open it for editing. 

  nano sensly.py

You can type the following program to get basic data from the 
Sensly.

  import os
  from sensly import Gases

  atmosphere = Gases()

  while True:
   print(“Humidity Level:”)
   print( str(atmosphere.humidity()) )
   print(“Temperature:”)
   print( str(atmosphere.temp()) )

time.sleep(5)

04 Getting started with gas sensors
To start using the sensors, it gets a little bit more 

complicated as we need to preheat the sensors to ensure the 
readings from the Sensly are stable. To do this we use a loop 
in the code which waits until the preheating sequence has 
fi nished. This takes two to three minutes if you have only just 
powered up the Sensly.

  import os
  from sensly import Sensly

  sensly = Sensly()

  # Wait until preheating has finished 
  # so we can get stable readings
  While (sensly.preheated() == False):
   print(“Preheating . . . . .”)
   time.sleep(1)

  print(“Sensly is ready to read pollution levels!”)

Above Pygal is 
a dynamic SVG 
charting library that 
offers Python/CSS 
styling by means of 
preset themes

The brain of this 
add-on board is its 
ARM cortex, which 
handles all of the 
analogue signals, 
data sampling and 
communications 
to the Pi. This is a 
powerful little chip 
with many features 
and its fi rmware 
is open source. As 
a result, you can 
fl ash reprogram 
the HAT from your 
Raspberry Pi, giving 
you the fl exibility of a 
microcontroller like 
the Arduino but with 
all the advantages 
of a full operating 
system – making this 
a very fun little HAT 
to tinker about with.

Unlocking 
the ARM 
cortex

07 Visualising your data
For this we are going to use a great open source project 

called pygal, which makes it easy to generate cool vector graphs 
from your data. First of all we need to install pygal, and then we 
can write some code to generate some information on pollution 
levels. Run the following commands to set up pygal:

  sudo apt-get install python-setuptools
  sudo easy_install pygal

The following code will sample the air for ten hours and generate 
a vector graph, although you can edit the timings to suit 
your needs:

  import pygal
  import os
  from sensly import Gases

  atmosphere = Gases()
  graph = pygal.Bar()

  samples = []
  for i in range(10):
   samples.append(atmosphere.pollution.industrial())

  graph.add(‘pollution’, samples)
  graph.render_to_file(‘pollution.svg’) # Generate graph 

Sensly HAT
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Whatyou’llneed
Python 2 python.org

Pygame
pygame.org/download.shtml

IDLE Python IDE
Game assets

Bridge the gap between books and videogames by 
creating an interactive novel or choose-your-own-
adventure with Python and pygame

Make a visual 
novel with Python

Videogames have come a significant way since their early 
days, and in recent years it’s become even easier to tell a 
gripping and compelling story through the medium. A great 
way to tell a pure story is through the genre of visual novels. 
These interactive novels are extremely popular in Japan, though 
they’re gaining traction in the rest of the world, and usually have 
the player click through a story and make decisions as they go to 
experience different plot points and endings.

In Python, this is a relatively easy project to create, but with the 
addition of the pygame module we can make it easier still and 
more expandable for the future. Pygame adds better support 
for positioning images and text, creating display windows, using 
mouse and keyboard inputs, and simplifying the coding process. 
We’ll be coding this in Python 2, so make sure to run it in IDLE 2 
and not IDLE 3 while writing and testing and coding.

Above Change 
scenes to add more 
depth to the story, 
and allow the game 
to have decisions 
and routes

Full code
FileSilo.co.uk

Rob 
Zwetsloot 
models complex 
systems and is 
a web developer 
profi cient in Python, 
Django and PHP. He 
loves to experiment 
with computing

Tutorial
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01 Get pygame dependencies
The best way to install pygame for your system is

to compile it. To do this you need to first install the right
dependencies. Open up the terminal and install the following
packages, which in Ubuntu looks like:

$ sudo apt-get install mercurial python-dev
python-numpy libav-tools libsdl-image1.2-dev
libsdl-mixer1.2-dev libsdl-ttf2.0-dev libsmpeg-
dev libsdl1.2-dev libportmidi-dev libswscale-dev
libavformat-dev libavcodec-dev

Above Create an 
interactive menu to 
start a game or many 
games

Visual novels

02 Get the pygame code
Next we need to download the code for pygame direct

from the source. Still in the terminal, you can do this by typing in:

$ hg clone https://bitbucket.org/pygame/pygame

… which will download it to the folder pygame. Move to it using
cd pygame in the terminal so we can continue building it.

03 Build the pygame module
To install it, we need to do it in two steps. First we

need to prepare the code to install using the terminal with:

  $ python setup.py build

One that’s finished, you can then actually install it with:

  $ sudo python setup.py install

This won’t take too long.

04 Install in other ways
If the above steps don’t work for you (or if it seems 

a little bit daunting) you can check the pygame website for 
binary and executable files that will work on other operating 
systems and Linux distros. Head to http://pygame.org/
download.shtml to get the files you need for your specific 
system, including Windows and OS X. The rest of the tutorial 
will work in any OS.

These interactive novels are extremely popular in Japan, 
though they’re gaining traction in the rest of the world

You can add 
whatever game 
assets you wish 
– whether it’s 
something you’ve 
drawn or other 
images you’ve 
managed to get 
online (that you 
have permission 
to use, of course). 
We like the website 
opengameart.org, 
which has a mixture 
of different assets 
you can use in 
various situations. 
You’ll have to add 
more variables 
to the tuple that 
corresponds strings 
to variables and 
make sure you keep 
the names correct 
as you do it.

Get more 
assets
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08 Starting the main game
We don’t need many modules for the current state of

our visual novel. Here we’ve imported the new pygame module,
our script as a module and the time module for aesthetic
reasons – we’re going to have the code pause in bits rather than
just instantly change scenes to the next line. We also initialise
pygame with a simple pygame.init().

09 Add variables and assets
We can now add the mixture of info that we need to run 

the novel. We define the size of the display screen to use (1000
pixels wide and 563 high), along with some RGB colours for the
code to use. We’re also telling pygame which font to use, and how
large for certain sections, and also loading images for the game.

10 Start the game
Create a display for the game. Pygame works by

constantly updating the display with new information. To
show how this works, the menu function adds elements to
the display (which we’ve titled screen), such as filling it with
colour, adding shapes and using blit to add images, or in this
case text. Once you’ve created a buffer of changes to the
screen, you update it with the flip() function.

11 See the mouse
As we’ve created the button as a rectangle and now an

image on the menu, we need to know that the mouse is hovering
over it to know when it’s clicked the button. First we have to use
event.get() to see the mouse in general, then we look for the
position with get_pos(). After that, we wait for it to click, see 
where it clicked (using the co-ordinates of the rectangle) and 
then make a decision after that.

12 Start the story
Our start_game function is called when the mouse 

clicks the right position and we prepare the game, getting the 
characters, locations and progression through the game script. 
The rest of this function uses this info to pull in data from the 
script to make the game flow properly.

Pygame does have a
function for music,
but depending on
the libraries and
codecs on your
system you’ll have
different results
with how it works.
Either way, you
can add music to
punctuate scenes,
make them happy,
sad or foreboding.
You can even add
sound effects as
well if you want
to – we recommend
expanding the
elements of each
line in the script
file to add the
information. You can
also find royalty-free
music and sound
effects online if
you don’t have
permission to use
any others.

Addmusic

07 How the script relates
In our game, the code pulls in elements from the script 

file as it goes. We’ll explain how that works later, but this also 
allows us to implement decisions later on to change where the 
game might take you in a later part of the game.

06 Understand the script file
For the moment the script file is small and literally 

just holds the script for the game. It’s made up of events for the 
visual novel to move between, line by line, by splitting it up into 
scenes. This includes the location of each line, the character, the 
actual line itself and information on how the game flows. These 
are all matrices that store the relevant information, and are 
completely customisable.

05 Get the visual novel files
We’ve uploaded the code to FileSilo, and here we’re 

going to walk you through what we’ve done to make it work. 
Download the files for the visual novel and unzip them. The two 
files we care about for the moment are the visualnovel.py and 
script.py python files – this is where all the important code is.

Right Use the mouse 
to move between 

lines and scenes to 
follow a story
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13 First screen
The first screen is handled differently to the rest, and 

acts to get every element up on the interface before we start 
continuing – it makes the code take up a little less time to 
process as we begin. The getattr allows us to use the string/
integer associated with our place in the story and call upon the 
relevant scene function from the script file. We then use an if 
statement with an iterative function to successively add screen 
elements, to give the illusion that it’s building up the first screen. 
We finish it by advancing the progression value.

14 Go to the next line
Similar to how our original startup code works, our next 

if statement and iteration checks to see what is different on 
the next line, and if it moves to a different scene function, and 
changes anything that is different without filling up the buffer 
any more than is needed. We’ve made it so no change is labelled 
with a 0 in the scripts.

15 The starting function
We finish our code bit with a simple function that starts

off the entire game. This is just to encapsulate the entire code
and allows us to add different ways of turning it off in the future.
When running the file, IDLE will load everything up and then run
the game() function at the end – this is similar to how you can
add a __main__ function at the end that will start the code in the
command line.

16 Expand your code
The code we’ve written is very expandable, enabling you

to add decisions that are logged to take you to different scenes
– or ‘routes’, in visual novel terminology – and make your game
feel more interactive. This doesn’t require much more code
to the if statements, and is also a good way to look into adding
graphical buttons to click in order to use the collide function.

17 Move the assets
Currently, the code has the script-specific assets in 

the main visualnovel file. These can be moved to the script, 
allowing you to make the visualnovel file much more modular so 
that can you have multiple scripts with different assets to load 
at startup.  

Finished your game 
and want to send it 
as an actual game 
for people to play? 
Py2exe is a program 
that lets you do this, 
and you can grab it 
from here: py2exe.
org. This enables 
people to play 
the game without 
needing to install 
Python or modules 
to their system.

Compile 
the game

The code we’ve written is very 
expandable, allowing you to add 
decisions that are logged to take 
you to different scenes – or ‘routes’, 
in visual novel terminology

Above Creating believable dialogue for your game should be one of your primary creative concerns 

Visual novels



66

Develop a program code to add functionality and features to 
your Pi Glove, bringing interactivity to your fi ngertips

Build a Pi Glove – part 2, 
creating software

In part one (issue 154), we covered the creation and the
hardware setup of a wearable tech glove formally known
as Project New York. This tutorial shows you how to create
a program and write the software to add interaction to
the glove’s buttons. Once you have created the basic code
structure, you can develop new interactions by coding
and adding your own functions. The program is coded in
Python 2.7 to ensure all the libraries are compatible with the
Raspberry Pi hardware and the Raspbian operating system.
On completion, the glove will give you spoken instructions, tell
you the current time, take a picture with the Pi camera module
and play a random selection of music, all from your fingertips.

01 A quick test and recap
Ensure that your glove hardware consists of at least

fi ve wires connected to a Pi which is mounted to the glove. A
Pi camera is also embedded or attached to the glove. Boot up
your Raspberry Pi; this could be a separate Pi. Initially, it is worth
running the test program below, to ensure that all the hardware
and wires are connected correctly and working properly. 

 import RPi.GPIO as GPIO
 ######Set up the GPIO Pins ######
 GPIO.setmode(GPIO.BCM)
 ###sets the pin to high ###
 GPIO.cleanup()
 GPIO.setup(17, GPIO.IN, GPIO.PUD_UP)  
 ##11 on the BOARD 
 GPIO.setup(18, GPIO.IN, GPIO.PUD_UP)  
 ##12 on the BOARD 
 GPIO.setup(9, GPIO.IN, GPIO.PUD_UP) 
 ##21 on the BOARD 
 GPIO.setup(4, GPIO.IN, GPIO.PUD_UP) 
 ##7 on the BOARD 
 GPIO.setwarnings(False)  ##switch off other ports

 while True:
     if GPIO.input(4) == 0:
         print “You pressed button one”
                       
     if GPIO.input(17) == 0:
         print “You pressed button two”
       
     if GPIO.input(9) == 0:
         print “You pressed button three”

     if GPIO.input(18) == 0:
         print “You pressed button four”

02 Install the Python libraries
Assuming all went well with the test, you are set up and 

ready to build the new program. The good news is that most of 
the modules that you will use in the program are already pre-
installed on the Raspbian operating system. To add the ‘spoken 
instructions’ feature you will install a module called eSpeak. In 
the LX Terminal, type:

  sudo apt-get install espeak python-espeak

To play the MP3s, syou will use a program called mpg321. To 
install this, type:

  sudo apt-get install mpg321

Once installed, restart the Pi.

03 Test eSpeak
eSpeak is a simple, compact, open source software 

speech synthesiser that uses English and other languages. It 
works by taking a text string and then converting it into audio. But 
that’s not all – you can also edit the voice, pitch, volume and other 
parameters of the speech. Test that it is working by creating a 
new Python fi le and using the code espeak.synth (“This is a 
Test”). Now, when you run the program it will read out the phrase 
“This is a test”.

  from espeak import espeak

espeak.synth (“This is a test”)

04 Import modules 
The Glove program uses a number of modules for its 

various functions. These are Python fi les that contain a number 
of defi nitions, variables, functions and classes. Import the 
modules below into your Python program – these will give your 
program access to the MP3 player, the Pi camera module, the 
GPIO pins and eSpeak. 

  import time
  import random
  import os
  import sys
  import subprocess
  import picamera
  import RPi.GPIO as GPIO
  from sys import exit
  from espeak import espeak

Dan Aldred
is a Raspberry Pi
Certified Educator
and a Lead School
teacher for CAS. He
is passionate about
creating and hacking
projects, and uses
projects like this to
engage the students
that he teaches

Tutorial

The original Project 
New York Glove 
featured the ability 
to tweet the picture 
that was taken 
with the Pi camera. 
If this is a feature 
you are interested 
in, you can read 
more here about 
how to set up a 
Twitter API (tecoed.
co.uk/twitter-feed.
html). Button 4 also 
retrieved the train 
times between two 
stations then stored 
and read these 
out through the 
headphones; further 
details can be found 
over here: tecoed.
co.uk/scraping-
trains.html.

Twitter
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05 GPIO pull-ups
To register that you have triggered the fi nger button, 

we make use of GPIO pull-ups to detect that the two contacts
have touched together. The pull-up resistor sets the current to
0 volts. When the two wires connect, the voltage changes and
this change in state is recognised, triggering the function which
you will assign to each of the buttons. If you have no pull-up or
pull-down then the GPIO pin can change state, for instance if
there is external interference, and this means that it can trigger
your button even if you did not touch it. To set these up, add the
following code to your program: 

  GPIO.setmode(GPIO.BCM)

  ###sets the pin to high ###
  GPIO.cleanup()
  GPIO.setup(17, GPIO.IN, GPIO.PUD_UP)  
  ##11 on the BOARD SPARE 
  GPIO.setup(18, GPIO.IN, GPIO.PUD_UP)  
  ##12 on the BOARD MUSIC PLAYER 
  GPIO.setup(9, GPIO.IN, GPIO.PUD_UP) 
  ##21 on the BOARD TAKE A PICTURE
  GPIO.setup(4, GPIO.IN, GPIO.PUD_UP) 
  ##7 on the BOARD TIME
GPIO.setwarnings(False)##switch off other ports

Whatyou’llneed
 Pi Glove or a similar 
hardware setup

Build a Pi Glove

Full code
FileSilo.co.uk

import time
import random
import os
import sys
import subprocess
import picamera
import RPi.GPIO as GPIO
from sys import exit
from espeak import espeak

global File_Number ###number if photo
global file_name ###name of photo
File_Number = 1

######Set up the GPIO Pins ######
GPIO.setmode(GPIO.BCM)

###sets the pin to high ###
GPIO.cleanup()
GPIO.setup(17, GPIO.IN, GPIO.PUD_UP)  
##11 on the BOARD SPARE
GPIO.setup(18, GPIO.IN, GPIO.PUD_UP)  
##12 on the BOARD MUSIC PLAYER 
GPIO.setup(9, GPIO.IN, GPIO.PUD_UP) 
##21 on the BOARD TAKE A PICTURE
GPIO.setup(4, GPIO.IN, GPIO.PUD_UP) 
##7 on the BOARD TIME
GPIO.setwarnings(False)  ##switch off other ports

###Introduction###
###welcome messages###

espeak.synth (“Welcome to the PI GLOVE”)
time.sleep(2)
espeak.synth (“Please make a selection”)
time.sleep(2)
espeak.synth (“Button 1 - tell you the time”)
time.sleep(2)
espeak.synth (“Button 2 - take a picture”)
time.sleep(2)
espeak.synth (“Button 3 - play some tunes”)

Full
code listing

06 Add the spoken instructions
Since there is no visual display, you will not know that 

the program is running or that it is ready. Therefore, at the start 
of the program it reads out the button number and the function 
of each. This uses the same code from Step 3, calling eSpeak 
to convert the text to an audio wave and play it back through 
a speaker or a pair of headphones. You can customise the 
introduction and what instructions are given. Use time.sleep(2) 
to add a slight break between the sentences and make the 
speech more natural.

  espeak.synth (“Welcome to the PI GLOVE”)
  time.sleep(2)
  espeak.synth (“Please make a selection”)
  time.sleep(2)
  espeak.synth (“Button 1 - tell you the time”)
  time.sleep(2)
  espeak.synth (“Button 2 - take a picture”)
  time.sleep(2)
  espeak.synth (“Button 3 - play some tunes”)
  time.sleep(3)
  espeak.synth (“Please select your button”)
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08 Set up the camera
The picamera module is pre-installed on the

Raspberry Pi, so you are ready to create a function which will
trigger the camera and save the picture as a new file called
newpic.jpg (line 5). The third line is useful to test that the
camera is taking a picture and also to familiarise yourself
with where you are pointing the camera. When triggered it will
display a preview of what the camera sees on a connected
monitor or television.

def take_a_pic():
with picamera.PiCamera() as camera:

camera.start_preview()
time.sleep(2)
camera.capture(“newpic.jpg”)

09 Take a selfie
It is possible to perform a test in order to ensure that

the camera is working by calling upon the take_a_pic() function.
Do this by opening up a new Python window and then add the
previous code from Step 8. Save and run the code, and you
should see a two-second preview of what the camera sees and
then the camera will capture this image, which is then stored in
the Pi/Home folder.

10 Save as a new file name
Currently, each time a new picture is taken, it overwrites

the previous file. Annoyingly, this means that you will lose
the last picture you took. To stop this, create a global variable
called File_Number, line 1. This variable is incremented each
time a new picture is taken. Create a second variable, called
file_name (line 2) – this variable is combined with File_Number
to create a new unique file name each time the picture is saved
(line 4), preserving your previous pictures. Line 5 ensures that
the File_Number value is incremented by one each time a
photo is saved.

global File_Number ###number if photo
global file_name ###name of photo
File_Number = 1

file_name = “Picture” + str(File_Number) + “.jpg”
File_Number = File_Number + 1

11 Final camera code
The complete camera code uses a function that 

combines the features from Steps 8 and 10 to trigger the 
camera and save the image as a new file with a unique file
name each time the two ‘poppers’ connect. Add the code below
to a new line underneath your time function.

def take_a_pice(): ###Takes a picture ###
global File_Number
global file_name
with picamera.PiCamera() as camera:

time.sleep(0.5)
file_name = “Picture” + str(File_Number) + “.jpg”

File_Number = File_Number + 1

12 Save the music
There are two small steps to take before you can

enable the music player. First, download a number of MP3s
and save the file names as numbers – for example, 1.mp3,
2.mp3, 3.mp3 and so on. For the second step, create a
variable at the beginning of your program to store the file
names, such as:

songs_list = [“1”, “2”, “3”, “4”, “5”]

This variable is used to select the song.

###Code for MP3 random play list###
songs_list = [“1”, “2”, “3”, “4”, “5”]

13 The music player
Instead of creating another function for the music

playback, the MP3 player is called directly from the GPIO pin 17
pull-up. It makes use of the variable song_list, which holds the
file names stored as a list of numbers: 0,1,2,3,4,5. In the Home
folder, you’ll have your six music tracks named 0.mp3, 1.mp3,
2.mp3, etc. In order to make this a shuffle-based player, we can
use the following line of code:

os.system(‘mpg321 ’+ (random.choice(songs_list)) + ‘.mp3 &’)
##change

… which calls the operating system to load the mpg321 software
and select a random number from the play list, and it then loads
and plays the corresponding mp3 file.

14 Stop the music
The code in Step 13 will keep the music playing 

continuously. To stop the music, use the code:

  os.system(‘sudo killall mpg321’)   

Map this code to the button on the glove and, by holding down 
the button for a little longer, you can cycle through a variable 
called song_play (line 3), which changes from ‘yes’ to ‘no’. When 
the variable is ‘no’ (line 9), a conditional is used on line 4 to check 
the state and then use the following code:

  os.system(‘sudo killall mpg321’)

… in order to stop the music playing (line 8). Listen to the spoken 
instructions, and you can then time it right to properly end the 
music. Now we’ve explained what’s going on, add the following 
code into your program:

The Python OS 
module enables you 
to interface with an 
operating system, 
which provides a 
way to use Python to
interact with a Linux,
Windows or Mac 
computer. Python 
code can then be 
used to control OS 
system commands 
such as changing 
file names, creating 
folders and files, as 
well as changing file 
paths. You can also 
find out information 
about your location 
or about the process.

OS in 
Python 07 Set up the time

At this point you are now ready to set up the function 
for the first button, which will tell you the time in a similar 
fashion to the old ‘speaking clock’. This feature means you 
don’t have to take out and unlock your phone – simply press the 
button and the current time is read back to you. Line 2 of the 
code creates and stores the current time as a variable

  current_time = (time.strftime(“%H:%M:%S”)) 

A second variable, line 3, is used to store the ‘time message’ 
which is then used by eSpeak to read out the time to you, line 4. 
Add the code to your program:

  def what_is_the_time():
      #global time
      current_time = (time.strftime(“%H:%M:%S”))
      the_time = “The current time is %s” % current_time
      espeak.synth(the_time)
      time.sleep(2)
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15 Create the button structure
Now you have created three features for your glove, you

can start assigning them to the finger buttons, which will trigger
each function when they are connected with the thumb button.
This is achieved with a simple set of conditionals, like: if GPIO.
input(17) == 0:. This checks if a GPIO pull-up is present, and then
if so, it runs the assigned function. Add the four conditionals
below into your program. Remember to move the music player
code from Step 14 so it’s beneath the GPIO pin 17 code.

while True:
if GPIO.input(4) == 0:
if GPIO.input(9) == 0:
if GPIO.input(17) == 0:
if GPIO.input(18) == 0:

17 Other functionality
Save and run the program as the root user, then debug

the code and test the contacts. Common errors may be
incorrect wiring on the GPIO pins, loose wires not in contact
with the metal poppers, or the thumb and finger not in contact.
Once working, you can now create your own interactions for
your glove – for example, turn lights on and off, send an SMS to
a mobile phone, control your TV or read text in a text file.  

16 Call the functions
Once you have created your conditionals to test for

the button pull-up, the final part of your program is to add the
function for each GPIO. For example, add the time function to
GPIO pin 4 with:

  if GPIO.input(4) == 0:
          what_is_the_time()

This will run the time function you created in Step 7 each time
the pin 4 button is connected to the thumb button. You will also
want to add some instructions under each button to inform
the user what is happening. For example, when triggering the
camera it is useful to know when the picture is going to be taken
– have a look at the code example below.

  time.sleep(1)
  espeak.synth(“Preparing the camera”)
  time.sleep(2)
  espeak.synth(“Camera ready, smile”)
  time.sleep(1)
  take_a_pic() 
  ###enables the camera def and takes a picture 
  espeak.synth(“Picture taken and saved”)
  time.sleep(3)
  espeak.synth(“Press button two to tweet your 
picture”)

You can now create your own 
interactions for your glove – for 
example, turn lights on and off or send 
an SMS to a mobile phone

time.sleep(3)
espeak.synth (“Please select your button”)

###Code for MP3 random play list###
songs_list = [“1”, “2”, “3”, “4”, “5”]

def what_is_the_time():
    #global time
    current_time = (time.strftime(“%H:%M:%S”))
    the_time = “The current time is %s” % current_time
    espeak.synth(the_time)
    time.sleep(2)

###Code for the Camera to take a picture###
def take_a_pice(): ###Takes a picture ###
    global File_Number
    global file_name
    with picamera.PiCamera() as camera:
        time.sleep(0.5)
        file_name = “Picture” + str(File_Number) + “.jpg”
        File_Number = File_Number + 1

while True:
    if GPIO.input(4) == 0:
        what_is_the_time()      
        
    if GPIO.input(9) == 0:
        os.system(‘sudo killall mpg321’)
        time.sleep(1)
        espeak.synth(“Preparing the camera”)
        time.sleep(2)
        espeak.synth(“Camera ready, smile”)
        time.sleep(1)
        take_a_pic() ###enables the camera def and takes a picture 
        espeak.synth(“Picture taken and saved”)
        time.sleep(3)
        espeak.synth(“Press button two to tweet your picture”)        
        
    if GPIO.input(17) == 0:
        os.system(‘sudo killall mpg321’)
        espeak.synth (“Music Player ”)
        print“”
        song_play = “yes”
        if song_play == “yes”:
            os.system(‘mpg321 ’+ (random.choice(songs_list)) +    
     ‘.mp3 &’) ##change the song!
            if GPIO.input(17) == 0: #turns off song longer hold
                os.system(‘sudo killall mpg321’)
                song_play = “no”
                espeak.synth (“MP3 player stopped”)
        
    if GPIO.input(18) == 0:
        print “Add your own button”

Full code listing (cont.)

  os.system(‘sudo killall mpg321’)
          espeak.synth (“Music Player ”)
          song_play = “yes”
          if song_play == “yes”:
              os.system(‘mpg321 ’+ (random.
  choice(songs_list)) + ‘.mp3 &’)
              if GPIO.input(17) == 0: 
               #turns off song longer hold
                  os.system(‘sudo killall mpg321’)
                  song_play = “no”
                  espeak.synth (“MP3 player stopped”)

Build a Pi Glove
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Optimise by going outside
This last article on Python optimisation looks at how to use
external compiled code to speed your program up

The previous two articles
of this series looked at
profiling code, to see where

to apply your skills, and then optimise
the existing Python code. In those
cases, you have the option of outsourcing
troublesome parts to an external
language and compiling that code to
machine language. The most common
technique to do this is to use Cython
(www.cython.org) to take C code, compile
it to machine code, and then use it within
your Python code. The first item you need
is a C compiler that Cython can use. On
Linux systems, the default compiler is
GCC. To be sure that you have all of the
tools, you can use the command:

sudo apt-get install build-
essential

The second item you need is the Cython
package for Python. If you want the latest
version available in Pypi, you can use:

sudo pip install cython

… to install the Cython package into the
system Python library location.

Before we dive into how to use Cython,
we will confirm everything is working
correctly. Your Cython code needs to be in
its own file, with a .pyx file name ending. A
Hello World function (in the file hello.pyx)
would look like the following:

def hello_world(name):
print(“Hello World to %s” %

name)

You then need a setup.py file to define the
compilation step:

from distutils.core import setup
from Cython.Build import cythonize
setup(name=‘Hello world app’, ext_
modules=cythonize(“hello.pyx”),)

With these two files, you can build the
external code with the command “python
setup.py build_ext --inplace”. This
creates a C source code file and compiles
it into a shared binary file with a .so file

name ending. You can then use this new
external code with the Python command:

from hello import hello_world

… and use it as any other Python function.
While the above will let you take your
Python code and move it out to compiled
machine code, the real power comes
when you use Cython to use C libraries
within your Python code. The functions
within the standard C library are already
defined within Cython. You can import
these functions with the cimport
statement. If you wanted to use the
function atoi() to convert a string to an
integer, you could use:

from libc.stdlib cimport atoi
cdef parse_char_to_int(char* s):

assert s is not NULL, “String
is NULL”

return atoi(s)

Cython also includes declarations for
the C math library. You can import these
from the libc.math package. While these
two libraries are handy, the majority of
the code you need will reside in other
libraries. In these cases, you have to
provide declarations of them yourself. As
an example, we can look at using the sine
function from the math library and do the
importation manually. The first step is to
provide a declaration:

cdef extern from math.h:
double sin(double x)

This declaration code resides in a file with
the ending .pxd. This file needs to have a
different name than any .pyx files. As an
example, you might place the above code
in a file named csine.pxd. You can the
import it within a file named sine.pyx:

cimport csine

… and use it within your Cython code.
If you use an object, you can use the
function __cinit__ to handle memory
management issues. When you are done
using an instance of this object, use the

Joey Bernard
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writing Android apps
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language of the
Raspberry Pi.
Read the docs at
python.org/doc

Why 
Python?

Python column

__dealloc__ function to clean up steps 
and memory frees. Also tell Cython which 
external libraries need to be linked in. You 
can do this with the extra option:

libraries=[“libname”]

… added to the Extension entry in the 
setup.py file. 

Within Python, you can create new 
objects without worrying about where 
they will be stored, and you can discard 
with equal impunity. But sometimes, 
when you are including C code, you need 
control over memory management. 
Cython includes declarations for the 
functions malloc, realloc and free from 
the C standard library. For example, 
let’s say you want space for an array of 
doubles. You can do this with:

cdef double *my_array = <double 
*>malloc(number * sizeof(double))

When you are done with this array, you 
can clean up with:

free(my_array)

The problem is that this memory is 
outside of the regular Python heap and so 
is unaccounted for. A preferred method is 
to use the C-API functions provided in the 
package cpython.mem. The equivalent 
functions are PyMem_Malloc, PyMem_
Realloc and PyMem_Free. These have 
the same usage and interface as the 
lower level C functions from the standard 
C library. Of course, once you start down 
this road, you are responsible for freeing 
memory and avoiding memory leaks.

Now you’ve seen how to start adding C 
code to your Python code, you can start 
some major optimisation. This is actually 
how packages like numpy and scipy get 
their impressive speeds. And now you 
can apply these same techniques to your 
own code. However, as always, you need 
to balance the amount of work it takes to 
write the code with the amount of work 
it takes to maintain the code and the 
amount of speedup you get. Try to avoid 
the temptation of over-optimisation.
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One major issue with using Cython is that you are 
dragged back into the development cycle of compiled 
languages. In order to test new code, you need to write, 
compile, then run these changes in order to see how they 
behave. If the code you are writing isn’t too complicated, 
then a different option you can choose is to use 
pyximport. Pyximport is provided through the Cython 
package, and enables you to have your code compiled 
on the fl y when you need to use it. In order to use it, you 
need to import it and run the install function:

  import pyximport; pyximport.install().

Then, when you import your pyx fi le, it gets silently 
compiled. However, one issue is that you don’t have 
much control over how this compilation is handled. 
In most cases, though, the defaults are usually fi ne. 
Pyximport behaves like make, in that it only does 
a recompile when a source fi le is newer than the 
associated source fi le. In simple cases, you usually just 
have a single PYX fi le. If you have multiple dependencies, 
you can delineate them within a fi le with the ending 
.pyxdep. Each dependency should be on a separate line 
within this fi le.

Coding with Cython
If you’re interested in learning more about Cython, it’s 
worth picking up a copy of issue 153 – you can order 
one from bit.ly/1M2fWKG. In this issue, Liam Fraser 
explains how to write a simple polyphonic synthesiser 
using Python and Cython in tandem, taking advantage 
of Cython’s improved performance in order to effectively 
play multiple notes at the same time. The code is listed in 
its entirety for you to examine and type up yourself, and 
is also available as a FileSilo.co.uk download, so it’s a 
great way to see the power of this compiler in action.

Cython and 
Pyximport

ON SALE NOW

FOR MORE ON PYTHON, CHECK OUT

AVAILABLE FROM ALL GOOD NEWSAGENTS & SUPERMARKETS, 
OR ONLINE AT WWW.IMAGINESHOP.CO.UK

# The contents here should be divided into several
# separate files in order to use the examples

# hello.pyx
# Basic Cython hello world
def hello_world(name):
   print(“Hello World to %s” % name)

# setup1.py
# This is the setup Python script to compile the
# Hello World Cython example
from distutils.core import setup
from Cython.Build import cythonize
   setup(name=‘Hello world app’, ext_modules=cythonize(“hello.pyx”),)

# c_atoi.pyx
# You can import standard Library functions directly
from libc.stdlib cimport atoi
cdef parse_char_to_int(char* s):
   assert s is not NULL, “String is NULL”
   return atoi(s)

# csine.pxd
# You need to declare external C library functions
# to use them within Python
cdef extern from “math.h”:
   double sin(double x)

# sine.pyx
# You can then import and use the C function
cimport csine
csine.sin(45.6)

# setup3.py
# You need to add in which external libraries to link to
from distutils.core import setup
from distutils.extension import Extension
from Cython.Build import cythonize
ext_modules=[Extension(“sine”, sources=[“sine.pyx”], 
libraries=[“m”])]
setup(name = “Sine”, ext_modules = cythonize(ext_modules))

Full code listing

You can create new objects 
without worrying about where 
they will be stored



Code is being written in schools and sent 
up to the International Space Station – but 
what’s it running on?
Why do I keep on hearing about Astro Pi 
– is it some sort of space-age Raspberry 
Pi model?
Not quite, but you’re actually not far 
off. Astro Pi is the name of both a 
competition being run jointly by the 
Raspberry Pi Foundation and some 
leading companies from UKspace (which 
has now closed and is entering its fi nal 
stages) and the name of the gadget 
that the competition is focused on, also 
known as the Sense HAT. This acronym 
stands  for Hardware Attached on Top.

So what’s the competition all about?
Aimed at primary and secondary school 
children, the idea was that teachers 
would lead their classes in coding 
projects to create something awesome 
using the Astro Pi/Sense HAT, whether 
an application, an experiment or even a 
game to entertain the astronauts. The 
primary school entrants sent in their 
ideas – the winning entries of which 
will be programmed by the Foundation 
team – while the secondary school 
entrants needed to write and test their 
own code. The winners from the primary 
and secondary school competitions will 
then have their code sent up to the ISS 
along with a Raspberry Pi, a Sense HAT 
and British astronaut Tim Peake, who 
will run the code in near-Earth orbit and 
send the results back down to ground.

Awesome! When is blast-off?
November 2015. The primary school 
competition has closed and the 
winners have been announced: Hannah 
Belshaw, from Cumnor House Girl’s 
School in Croydon, had an ingenious 
idea to visualise data gathered on the 
spaceborne Astro Pi as terrain inside 
Minecraft, and the Cranmere Code 
Club from Esher proposed an excellent 
experiment to determine whether or not 
you could detect astronauts aboard the 
ISS by using humidity and temperature 

sensors along with the cameras, making 
good use of the Sense HAT’s capabilities. 
The secondary school competition will 
be closed by the time you read this and 
those winners will be announced soon. 
After that, Tim Peake is launching into 
space with all of the projects in order to 
start testing.

The Astro Pi/Sense HAT itself sounds 
like it can do quite a lot, then? What is 
it actually capable of?
So the Astro Pi, or Sense HAT, sits right 
on top of the Raspberry Pi, connected 
to the GPIO pins, and adds loads of 
cool sensors to it along with an 8x8, 
colour-changing LED matrix, providing 
a nicely versatile display. There are 
temperature, pressure and humidity 
sensors, a gyroscope, accelerometer 
and magnetometer, regular and infrared 
cameras, a real-time clock, fi ve-button 
joystick and some extra push buttons. 
It’s an immensely capable little thing.

I defi nitely need this in my life. Where 
can I get one?
Unfortunately, you’ll have to wait a little 
to get your hands on one of these. The 
Raspberry Pi Foundation will announce 
its general release date on their blog 
as soon as the Astro Pi is ready for 
commercial production. At the moment, 
it’s just a case of the folks producing it 
working out how many units to make 
in the fi rst run. Once it’s ready, though, 
you’ll be able to get it through the usual 
channels: the Foundation’s Swag Shop, 
element14, RS Components, etc.

If you want to fi nd out more, check 
out the Foundation’s blog – Liz has 
rounded up all of her Astro Pi posts 
in one handy list: raspberrypi.org/
competitions/astro-pi. Then there’s the 
offi cial Astro Pi competition website at 
astro-pi.org. And fi nally (just because 
it’s cool), here’s a virtual Sense HAT in 
Minecraft talking to a real Sense HAT: 
youtube.com/watch?v=i4sAfVcE_9s.

Gavin 
Thomas
is the Editor of LU&D 
and RasPi. He is an 
experienced tech 
journalist with a 
passion for home-
grown projects.

If you 
like this…
The Foundation 
has an excellent 
guide to getting up 
and running with 
the Sense HAT, 
taking you from the 
initial hardware 
and software 
setup through to 
displaying text and 
images, using the 
sensors and more: 
raspberrypi.org/
learning/astro-pi-
guide

Further 
reading 
There are more great 
Astro Pi resources 
out there in the wild 
– Dan Aldred rounds 
up cheat sheets 
from his school and 
resources like those 
on the National 
STEM Centre site 
(tecoed.co.uk/
astropi.html), and 
Ben Nuttall’s GitHub 
page has some 
starter projects to 
play with (github.
com/bennuttall/
astro-pi-examples).

FAQ

What is Astro Pi?

Left  We hope to see more competitions like 
this that get kids involved with computing
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PuTTY

SecPanel

ClusterSSH

Secure Shell

We put four graphical SSH clients under the microscope to see which one 
came out on top with regards to the best service and most useful features

Graphical SSH Clients

PuTTY
A well-known solution for accessing 
SSH-compatible systems via 
a graphical interface, PuTTY is 
regularly used by Windows users 
as Microsoft’s operating system 
unfortunately does not natively 
support the protocol. It also runs 
well on Linux, and we’re going to test 
it against the other contenders.

Download: bit.ly/1jsQjnt

ClusterSSH
An easier solution than PuTTY, 
ClusterSSH enables you to manage 
multiple SSH windows at a time 
and send commands to all of them 
at once, allowing for faster and 
better maintenance of multiple 
servers and systems. Is it a little 
too simple, though, compared to 
the rest? We fi nd out.

Download: bit.ly/1RnUTXt

SecPanel
SecPanel has a strong emphasis 
on the secure side of SSH, not only 
enabling users to take control of 
the management of multiple SSH 
windows and clients at once, but it 
also has a focus on SCP. This secure 
copy protocol is based on SSH and 
allows for file transfer between host 
and client.

Download: bit.ly/1O3hIK3

Secure Shell
Also known as HotSSH (as Secure 
Shell is just the full term for SSH), 
Secure Shell is the interface for 
SSH in the GNOME family of apps. 
As is the case with a lot of GNOME 
software, it’s got a very simple 
interface, but only in comparison to 
the other apps in this test. We see 
how it performs.

Download: bit.ly/1eYTiFS

75 Group test  |  80 Meizu MX4  |  82 Banana Pro  |  84 Mageia 5

GROUP TEST
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Review Graphical SSH Clients

Connectionoptions
The options offered to you for connecting to an SSH client are extremely
basic, only allowing you to put in an IP or hostname, along with a port. You’ll
need to manually add a user once you hit Connect, although at least it won’t
assume you’re trying to use your current Linux username. The details can
alsobesavedforanothertime.

Connectionoptions
Once you’ve hunted down where exactly it is you need to add a connection,
you can use it to connect to a remote client. However, it won’t remember
which ones you’ve connected to and requires you to make sure you add a
username while you are connecting. Annoyingly, there’s no history function
orwaytocreatecustomconnections.

PuTTY

  A blank connection window appears as PuTTY turns itself 
off, even if you still need it

The SSH client everyone knows, but is it 
worthy of its notoriety?

Multiple connections
You can perform multiple connections at once, but it doesn’t have the 
best way of handling it. As the entire SSH connection side closes once 
you launch an SSH window, you need to start up PuTTY again to launch 
a new connection, which it will happily do at least. There’s no way to do 
multiple commands through it, though.

Multiple connections
As ClusterSSH’s main feature is the ability to handle multiple 
connections, it does so quite well. You can add multiple connections 
one at a time, perform individual commands in each or send 
commands to all of them. It keeps track of how many connections are 
open and closes them all when you close the main window.

Other features
PuTTY looks like it has a host of features you can use to make the 
SSH experience better – however, it’s mostly to do with logging 
and appearance and how the windows should behave when you’re 
using them. The logging is a nice feature at least, and you can save 
connections, but you can’t have it send commands on connection.

Other features
Cluster has some interesting abilities to find out host and client 
names, do a test, and some other quite random commands. There’s 
also supposedly an ability to create your own macros, but we frankly 
could not figure out where to do this. Otherwise, it’s very light on useful 
features outside the basics.

Ease of use
PuTTY is really designed as a quick and easy way for Windows users to 
connect to something via SSH; while it may not be immediately apparent 
how to do this, once you figure it out it’s very simple to just type in or 
launch an address to connect to the remote client.

Ease of use
Finding the place to launch a connection on a first go is a little tricky. For 
reference, it’s under Hosts and add Hosts/Clusters, or you can access it 
by hitting Control, Shift and ‘+’. Knowing the shortcut will at least make it 
quicker and easier, but otherwise the interface is not well labelled.

ClusterSSH

 ClusterSSH makes it possible to send commands to all the windows 
at once, including some presets

Create a cluster of SSH connections to 
manage all at the same time

Overall
ClusterSSH serves a very utilitarian purpose – it lets you 
connect to multiple clients and run commands on them at 
the same time. It offers very little in aesthetics or ease of 
use outside of this. 4

Overall
PuTTY is very functional and does the very basics to 
get you connected, however it doesn’t handle multiple 
connections well and is more suited to a Windows system 
than a Linux one. 6
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Connection options
You can create custom connection profiles for different and numerous 
clients, give them custom names, have custom usernames for them all and 
even pass a command when launched, along with other options. Launching 
this goes straight to a new, external terminal window as well, so you can use 
all your normal shortcuts on there.

Connection options
Secure Shell simply enables you to connect to an SSH client using a few 
steps to establish the IP, the username and password. It’s the only one in this 
test that will remember the password, and it does store it fairly securely in 
your system. It opens up a terminal-like window and will auto-connect from 
the remembered searches.

Multiple connections
Interestingly enough, SecPanel enables you to connect to multiple 
connections at once by opening them in ClusterSSH. This lets you to 
create several profi les to connect at once through SecPanel, and then 
use the great functions of ClusterSSH to control them. This makes it a 
lot better than ClusterSSH on its own.

Multiple connections
Secure Shell is not natively supported because the interface opens up 
and stays in the terminal, so you’ll have to run another instance of the 
GUI to open up another connection, like you have to do in PuTTY. Only 
with this, it’s no different from having multiple terminal windows open 
that you could access yourself.

Other features
Instead of SCP, SecPanel has now upgraded to using SFTP via FileZilla. 
Again, it lets you use the profi les you’ve set up, and as long as FileZilla 
is installed it will connect via that. You can also manage any hostkeys, 
choose protocols and external programs to use and much more.

Other features
Aside from saving the password and keeping a list of connections to 
use, Secure Shell is a basic piece of software. Sure, you might just need 
a handy list of connections, but when you have all the extra features 
from SecPanel and even PuTTY, it seems very sparse in comparison.

Ease of use
SecPanel is quite straightforward and usually lets you know why 
something isn’t working if it’s obvious (like actually needing to create 
a connection fi rst or installing FileZilla to get the fi le transfers working). 
The interface is clean and well laid out, with more advanced options fi led 
away for when you need them.

Ease of use
It’s generally good, as it’s a piece of GNOME software, but it’s extremely 
buggy and won’t always work. Installing it from source and using the pure 
GNOME desktop is a better way of ensuring that it runs smoothly, but on 
other desktops and using repo binaries it will likely leave you stranded 
without a working app.

SecPanel
Enables SSH and copying of files 
between client and host

Secure Shell
Is the GNOME-standard SSH graphical 
interface as simple as its apps?

 Connections are actually sent through to the terminal; SecPanel 
just manages them

There’s no getting away from the fact that this is a barebones interface 
for connecting to a client
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SecPanel
It cannot be denied; SSH’s usefulness 
never truly goes away. In a world that’s full of 
increased bandwidth and easier ways to share 
or broadcast screens, there is always going to 
be plenty of demand for remote connections 
that don’t require anything more from its users 
than simple command line usage. Admitedly, 
the general state of these SSH clients isn’t the 
greatest as the kind of people that need to use 
SSH are doing so in the command line anyway, 
however SecPanel offers an excellent solution 
for admins who work in a desktop environment 
to work on SSH.

The real beauty of SecPanel is that 
it provides many excellent features for 
people who have to deal with a lot of remote 
computers, from simple multi-connections to 
being able to transfer fi les as well. It may act 
more as a manager rather than a full interface, 
but it works a lot better for it, offering more 
familiar interfaces to use these features. This 
helped it claim its winning status.

PuTTY was quite a disappointment when 
you look at the whole package. It’s very much 
made so that Windows users can actually 

AND THE WINNER IS…

In brief:Compare and contrast our verdicts

 The extra features helped SecPanel clinch the title in this test

access SSH clients (something the OS will soon
allow natively), but this fact means that it is left
slightly behind compared to SecPanel and the
full powers of SSH.

The same can be said for SecureShell and
ClusterSSH – although at least Cluster tries to
do something different, however it’s generally

www.linuxuser.co.uk

GROUPTEST
WINNER

better to use a terminal or anything else if you 
want to do achieve anything other than multi-
client control.

It seems then, that the best SSH graphical 
interface only manages SSH for other 
interfaces, however it does so extremely well.

 Rob Zwetsloot

PuTTY ClusterSSH SecPanel Secure Shell

Connection 
options

Offers users good 
basic options for 
setting up all of 
their connections 

6
Disappointingly 
obscure and it doesn’t 
remember any of 
the connections

3
Many options and 
customisations 
available for each 
connection you make

8
Can create and save all 
of your connections, 
along with passwords, 
which is helpful

7

Multiple 
connections

Although it supports 
this function, it does 
require restarting the 
core app

5
This is defi nitely the 
main selling point of 
Cluster, and it works 
very well

8
This is good; it runs 
through Cluster in a 
way that makes it much 
more useful

9
Avoid multiple 
connections – you have 
to reboot the app and 
it’s a pain 

3

Other features

Anything extra is 
mostly based around 
appearance and 
window behaviour 

3
ClusterSSH enables its 
users to send a 
few random 
commands through

3
Another high score; fi le 
transfers and the way it 
handles external apps 
are great

8
Nothing much else to 
sing about here, other 
than the ability to save 
the passwords 

3

Ease of use

It becomes quite 
simple to use once 
you get your head 
around it

8
The incredibly 
barebones interface 
is not actually simple 
to use

5
Uses the normal terminal 
and Filezilla for familiar 
interfaces, making it 
simple to pick up

8
You do have to tackle 
a lot of bugs, but when 
you fi nally get it to work, 
it’s fi ne

5

Overall

Good, but clearly 
designed more for 
Windows where SSH 
is not supported 6

It’s good at the one 
thing it’s supposed 
to do, but certainly 
makes you work for it 4

A very good SSH 
manager, allowing you 
to connect things with 
no hassle 8

Not really ready for 
release and far too 
simplistic compared to 
the rest 

5

Graphical SSH Clients
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Meizu MX4

The second round of Ubuntu 
Phones drastically needs to 

improve on the initial offering 
of the BQ Aquaris 4.5. Does the 

MX4 have what it takes? 

Finally, after months of waiting, the second Ubuntu 
Phone is upon us. The original – the BQ Aquaris 4.5 – was 
a serviceable phone but the poor specs and extremely 
early version of Ubuntu that accompanied it made it seem 
a lot more like an early development phone than something 
you’d use on a day-to-day basis. The low specs and shaky 
interface made it undesirable enough that our review for it 
was somewhat less than positive. Put simply, the hardware 
needed to be better, and the operating system itself 
needed much more love from the community and social 
media companies.

Now we have the Meizu MX4 as your second choice for 
an Ubuntu Phone. A popular brand in the Chinese market, 
Meizu usually makes Android devices so it’s also familiar 
with smartphone design and manufacturing. In fact, much 
like the Aquaris, the MX4 Ubuntu Edition is a repurposed 
Android phone, which was released at the end of the last year 
into the Chinese market but never saw a Western release. It’s 
had a bit of a swap-around, though, with the CPU going from 
a quad-core chip to an octa-core as the software also gets a 
change to Ubuntu 15.04.

The rest of the device has stayed the same: a decent 
amount of RAM and internal storage along with a beefy 
battery to keep it going for a signifi cant period of time. The 
design of the actual phone itself is very nice: a shiny, white 
plastic that doesn’t feel cheap at all with a nice edge and bezel, 
so that you don’t accidentally hit the all-important screen 
edges. It’s reminiscent of the iPhone and Galaxy S series in 
its design, which is probably deliberate to capitalise on each 
phone’s popularity with the masses. Uniquely for modern 
Android phones, instead of relying on the standard soft keys 
for home, back and other apps, it also has a capacitive home 
button where an iPhone’s main button would be. Although 
the button isn’t normally part of the Ubuntu Phone’s UX, it 
actually works really well with the operating system.

Meizu MX4 Ubuntu
Edition

PHONE
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CPU
Octa-core, 2 GHz 
(MediaTek MT6595)

RAM
2 GB

Operating system
Ubuntu 15.04

Display
5.36-inch IPS screen, 
1920 x 1152 pixels (418 ppi)

Camera
20.7 megapixel rear camera, 
2 megapixel selfi e camera

Storage
16 GB

Price
€299 / £212

on web apps for some of the more useful, day-to-day 
functions like checking various social media sites or 
accessing your Gmail account. While the community 
has stepped up a lot to fi ll in the gaps, the companies 
behind these big important apps really need to get 
some official apps out for Ubuntu Touch, especially 
as the lack of push notifi cations, along with other 
notifications that don’t always show up, really makes 
it drag behind Android and iOS.

So, yes, overall the MX4 is a big improvement over the 
Aquaris in every way, although some parts are better 
than others. It still has the early teething issues of 
Android and iOS, only unfortunately they’ve had a good 
few years to fix these issues while Ubuntu may never 
properly catch up to them in the same way. Still, if you 
do fancy a change – a new, unique and quite fun user 
experience and workfl ow – you could do worse than an 
Ubuntu Phone.

You could get a Windows Phone.
 Rob Zwetsloot

The screen is absolutely lovely as well – a far cry from 
the aged qHD screen of the Aquaris. With a 5.4” IPS LCD 
at around 440 ppi, it’s bright and clear and good quality. 
Some of the apps aren’t quite optimised for it, though, 
with thumbnail pictures on some scopes coming up a 
little pixelated on the much higher resolution screen.

While the actual hardware itself is a marked 
improvement – and stands up against other current 
smartphones – the Ubuntu Phone OS has not had the 
same leap in quality as the hardware. That’s not to say 
it’s the same as when the E4.5 came out; it’s defi nitely 
improved since then, with more apps and a less quirky 
interface. The UX still feels quite nice, although the 
responsiveness of the OS is a touch sluggish, even with 
extra months of optimisation and a lot more power 
under the bonnet of the MX4.

The selection of apps has not entirely improved 
either. There are a lot more scopes than there were 
at launch, making the unique aspect of the Ubuntu 
Phone experience better, but there’s still a reliance 

Summary
The MX4 feels like a proper, 
modern smartphone in 
your hands, and it’s got a 
great design (even if it’s 
not wholly an original one) 
with decent materials 
and components used in 
manufacturing. While it’s 
unfair to say that the MX4 
is hampered by the Ubuntu 
that’s installed on it, it still 
doesn’t make up for the 
limitations of the young 
Ubuntu Touch OS.

Pros
A much nicer chassis than the 
Aquaris, and a far better screen 
that actually holds up against other 
modern smartphones

Cons
Ubuntu is still lacking in apps 
and scopes, and relying on mobile 
web clients for all the big social 
media apps

 A popular brand in the Chinese market, Meizu 
usually makes Android devices so it’s also familiar with 
smartphone design and manufacturing



82

Review Banana Pro

With a new manufacturing partner, can Lemaker’s
upgraded Pi-alike dethrone its inspiration?

Lemaker’s original Banana Pi drew considerable
criticism for its derivative nature and me-too name,
but the Chinese company undeniably filled a gap in
the market: where the Raspberry Pi that had inspired
the company had an outdated ARMv6 single-core
processor and no high-speed storage expansion, the
Banana Pi boasted a dual-core 1 GHz ARMv7 chip and
SATA connectivity along with a wider range of available
operating systems.

The market has obviously moved on since we
reviewed the Banana Pi back in issue 143, and Lemaker
has responded with the Banana Pro. Glancing at the
specifications, however, the device appears to be more
of a redesign than an upgrade: the same AllWinner
A20 processor is present at the same speed as its
predecessor, along with its embedded Mali-400 MP2
graphics and connected 1 GB DDR3 memory.

CPU
Dual-core ARMv7 1 GHz

GPU
ARM Mali-400 MP2 with CedarX

RAM
1 GB DDR3

Storage
Micro-SD, SATA 2.0

Networking
Ethernet, 802.11b/g/n wireless

Additional ports
USB OTG, 2x USB 2.0, HDMI 1.4

GPIO
28 user-accessible GPIOs

Size
92 x 60 mm

Available from
RobotShop.com

Price
£38.44 / $47.95

That’s bad news for Lemaker, unfortunately. When the 
Banana Pi launched, it offered signifi cantly improved 
performance over the Raspberry Pi family; while the 
Banana Pro can still run rings around original-generation 
Pis, the quad-core processor in the Raspberry Pi 2 Model 
B obliterates the dual-core A20 – and on a device which 
costs less, too.

The retention of the A20, then, is a disappointment, 
but Lemaker has at least improved things elsewhere. 
A bright yellow 40-pin GPIO header matches the pinout 
of the Raspberry Pi Model A+/B+ and Raspberry 
Pi 2, and mechanical compatibility with piggyback 
boards is improved by the removal – just like the Pi 2 – 
of a dedicated composite video output in favour of a 
combined 3.5 mm AV jack.

The biggest change is in the inclusion of 802.11b/g/n 
wireless networking as standard, which sits alongside 

Banana Pro
MINI PC
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Scratch. Each is installed onto a Micro-SD card, not
provided, by copying the direct filesystem image; there’s
no equivalent of the Raspberry Pi Foundation’s excellent 
NOOBS quick-installation system here, sadly.

As with many Chinese single-board computers, 
however, the wide array of operating systems hides 
their age: Lemaker hasn’t released an updated 
system image for the Banana Pro since January 2015, 
although distributions can be updated through its own 
mechanisms once installed.

The biggest negative to be said about the Banana Pro, 
though, is the price: for around the same cost as a more 
powerfulRaspberryPi2and offi cial Wi-Fi dongle, you get 
the advantage of SATA connectivity but no guarantees 
that software written and hardware developed for the 
RaspberryPiwillworkcorrectly on the Banana Pro. Were 
Lemaker and its resellers able to convincingly undercut 
theRaspberryPi2Model B, the board would be far easier 
for us to recommend.

 Gareth Halfacree

gigabit Ethernet – limited to around 233Mb/s real-world
throughput, as with its predecessor – to offer higher-
performance connectivity than its inspiration. A bundled 
dipole antenna, connecting to a compact u.FL port on the 
board itself, gets you started but has nowhere to mount; 
a u.FL to RP-SMA adapter can be purchased separately 
to allow the use of any standard Wi-Fi antenna. An 
APX209 power management unit (PMU) is also new to 
the Pro, while the full-size SD card slot has been replaced 
with a Micro-SD equivalent.

Most features of the Banana Pi have been carried 
across to the Pro intact: there’s a parallel camera port 
for connecting an optional CMOS camera module; the 
two USB 2.0 and single USB OTG ports; and the on-board 
microphone and infra-red receiver are intact.

Compatibility, too, is equal to its predecessor: 
everything from a direct copy of Raspbian through to 
Android 4.4 – though without Wi-Fi support, strangely 
– Ubuntu and Debian variants are available, as well 
as a build for educational use which boots straight to 

Summary
There’s no denying that 
the Banana Pro is an 
improvement on the 
Banana Pi, but Lemaker 
does appear to have 
missed the boat with 
its latest release. The 
two full-size USB ports 
compare poorly to the 
four of the Raspberry Pi 2 
Model B, while the Pi 2’s 
quad-core processor blows 
the Banana Pro out of the 
water while costing less.

Pros
Great networking and high-speed 
storage connectivity coupled with 
a wide array of operating systems 
make the Banana Pro fl exible

Cons
If you don’t need integrated 
wireless or SATA, the Raspberry Pi 
2 Model B offers more USB ports 
and better performance

 The biggest change is in the inclusion of 802.11b/g/n 
wireless networking as standard, which sits alongside 
gigabit Ethernet 

Above The Banana Pi fi lled a real gap in the 
market, but unfortunately the Banana Pro 

doesn’t stack up against the Pi 2
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Review Mageia 5

The company itself may be confined to history, but Mandriva
Linux lives on through its true successor, Mageia

Mageia 5 has been over a year in the making and,
coming hot on the heels of the Mandriva liquidation,
it definitely feels as though it is a timely release. The
distro still bears the mark of its heritage in features
like the Mageia (formerly Mandrake/Mandriva)
Control Centre and the DrakX installer, with the former
in particular being cutting-edge for its day. For this
release, which developer Rémi Verschelde says may
be its best one so far, both the Control Centre and
DrakX have received significant updates, including
both new features and fixes for bugs that date back to
the old Mandrake/Mandriva days.

It’s clear to see that an impressive amount of work
has been performed on the installer, with a key new
feature being UEFI support for modern machines.
This little gem means that you won’t need to use the

workaround that you used for Mageia 4 if you faced
this issue last year. This is an important update for
Mageia as it makes the distro far more accessible to
those with computers bought in the last three years,
and it was mainly the efforts towards UEFI support
that revealed most of the bugs in Mageia that have
been fixed for this release.

There’s now RAID support built right inside
the installer, an updated partition manager (now
defaulting to GPT rather than LVM for large disks), and
Btrfs support. Grub 2 works better too, enabling you
to detect other operating systems and add them to
the boot menu, as well as being better integrated with
features like an install script and fail-safe entry now
being provided. Users can take advantage of all this
in addition to the usual DrakX options – where if you

Mageia 5
DISTRO

Above Plasma 5 is available but not fully supported, so Mageia 5 defaults to version 4 of the desktop environment

CPU
x86

RAM
512 MB minimum,

2 GB recommended
Storage

5 GB minimum
20 GB recommended
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manager, this Applications section provides new 
users with quick links to audio and video codecs, plus 
popular software like Skype, Firefox, Flash, Smplayer 
and the like. With all these essentials covered right off 
the bat, you instantly feel at home in Mageia. 

Some of the desktop environments are better 
implemented than others – we had a little trouble with 
Cinnamon while testing – but the ability to start off 
with a mix of KDE, GNOME, LXDE, LXQt, Xfce, MATE, 
Openbox, Cinnamon and Enlightenment installed, and 
easily switch between them at the user login screen, is 
excellent for quickly customising your experience. It’s 
hard to fault the distro, really – the only thing we felt 
was missing was slightly more up-to-date software 
(GNOME is on 3.14 and without the new notifications 
system, for example, Firefox is the 31.7 ESR rather 
than version 38, and we have KDE 4.14.3 rather than 
the newer Plasma 5). But as Rémi said, it had to stop at 
some point in order to get the distro stable enough for 
release – and it has done an excellent job.

 Gavin Thomas

opt for the DVD ISO then you get full control during the
installation and can choose to add multiple desktop 
environments, set your network boot options, change 
your shell or bootloader, customise the services 
that are activated by default, enable proxies and 
firewalls, set up your repos and very finely control 
which packages are installed by default. The hugely 
comprehensive DrakX installer is one of the real 
draws of Mageia, though you can always opt for the 
more straightforward Live CD or instead the dual-
architecture ISO for even faster, more expert setups 
(the latter is aimed more at sysadmins).

Once you’re actually inside Mageia, we’re pleased 
to report that it’s really simple to get started. The 
welcome splash is a great orientation for new users, 
explaining how to add the non-free repos in case you 
didn’t sort those out via your installation medium 
of choice, identifying and linking to the RPMdrake 
GUI and URPMI CLI tools for package management, 
and also providing a handy Applications section. 
Essentially a shortlist from the main package 

Summary
Mageia is an excellent 
distro and this release 
enhances its core system 
with under-the-hood 
improvements and fixes. 
Weak dependencies 
have been introduced to 
package management, 
while UEFI support makes 
the distro more accessible.

Pros
Crucially, UEFI is now supported, 
and the Mageia Control Centre and 
customisable DrakX installer have 
received significant upgrades

Cons
Huge range of package updates, 
but Mageia’s longer freeze time has 
meant that this release is lagging in 
terms of version numbers

 An impressive amount of work has been done 
on the installer, with a key new feature being UEFI 
support for modern machines 

Above Packages can be installed using Mageia’s custom RPMdrake GUI or its urpmi command line utility
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Dedicated server listings

O = Option

Bravo14(http://bravo14.co.uk) StarterLinux N/A £20 N/A N/A 2,000MB N/A

Bravo14 (http://bravo14.co.uk) Starter Windows N/A £20 N/A N/A 2,000MB N/A

Bravo14 (http://bravo14.co.uk) Business Linux N/A £45 N/A N/A 4,000MB N/A

Bravo14 (http://bravo14.co.uk) Business Windows N/A £45 N/A N/A 4,000MB N/A

Bravo14 (http://bravo14.co.uk) Ultimate Linux N/A £60 N/A N/A Unlimited N/A

Bravo14(http://bravo14.co.uk) UltimateWindows N/A £60 N/A N/A Unlimited N/A

HeartInternet(www.heartinternet.
co.uk/dedicated-servers) LinuxDualCore 08456447750 £79.99 12months DualCoreXeon

2.33GHz 160GB 99.99% 24/7Ticket
support

Heart Internet (www.heartinternet.
co.uk/dedicated-servers) Windows Dual Core 0845 644 7750 £89.99 12 months Dual Core Xeon 

2.33GHz 160GB  99.99% 24/7 Ticket 
support

Heart Internet (www.heartinternet.
co.uk/dedicated-servers) Linux Quad Core 0845 644 7750 £129.99 12 months Quad Core Xeon 

2.5GHz 250GB  99.99% 24/7 Ticket 
support

Netcetera 
www.netcetera.co.uk/linux

2200DC 0800 8085450 £25 1 month
DualCore

2.2GHz
160GB N/A Raid 1

3000DC 0800 8085450 £40 1 month
Dual Core

3GHz 
2 x 250GB N/A Raid 1

2660QC 0800 8085450 £65 1 month
Intel 2.66GHz 

Quad Core Xeon 
Processor

2 x 500GB N/A Raid 1

Developer 0800 8085450 £2.99 1 month N/A 1GB N/A

One 0800 8085450 £9.99 1 month N/A 5GB N/A

Reseller 0800 8085450 £24.99 1 month N/A Unlimited N/A

PoundHost 
www.poundhost.com

DS 2.2 0333 247 0222 £19.00 1 month Intel Atom 2 cores / 
1.8GHz 1x 250GB Optional N/A 1 hour 99.9%

10GB 
Free

TBA

BudgetBox 4 0333 247 0222 £29.00 1 month Intel Xeon 2 cores / 
2.3GHz

From 2x 
250GB

Optional 1 hour 99.9%
10GB 
Free

TBA

DS 3.1 0333 247 0222 £39.00 1 month Intel Xeon 2 cores / 
2.2GHz

From 2x 
500GB

Optional 1 hour 99.9%
10GB 
Free

TBA

DS 4.3 0333 247 0222 £59.00 1 month Intel Xeon 4 cores / 
3.2GHz

From 2x 
500GB

Optional 1 hour 99.9%
10GB 
Free

TBA

DS 4.5.1 0333 247 0222 £79.00 1 month Intel Xeon 4 cores / 
3.2GHz

From 2x 
500GB

Optional 1 hour 99.9%
10GB 
Free

TBA

DS 4.6.2 0333 247 0222 £115.00 1 month Intel Xeon 4 cores / 
3.4Ghz

From 2x 
1TB

Optional 1 hour 99.9%
10GB 
Free

TBA

DS 6.5.1 0333 247 0222 £249.00 1 month Dual Intel Xeon 12 
cores / 2.2GHz

From 4x 
1TB

Optional 1 hour 99.9%
10GB 
Free

TBA

DS 6.6 0333 247 0222 £349.00 1 month Dual Intel Xeon 16 
cores / 2.4GHz

From 8x 
1TB

Optional 1 hour 99.9%
10GB 
Free

TBA

Sponsorship opportunity
Bring attention to your brand by sponsoring this section. 
Contact Luke Biddiscombe on +44(0)1202 586431

catalyst2 (www.catalyst2.com) Bronze Managed 
Dedicated Server 0800 107 79 79 £199 1 month 1x 2.4GHz vCPU 50GB 99.90%

catalyst2 (www.catalyst2.com) Silver Managed 
Dedicated Server 0800 107 79 79 £299 1 month 1x 2.4GHz vCPU 80GB 99.90%

catalyst2 (www.catalyst2.com) Gold Managed 
Dedicated Server 0800 107 79 79 £399 1 month 2x 2.4GHz vCPU 150GB 99.90%



www.linuxuser.co.uk 89

SH
O

PP
IN

G
CA

RT

NAME AND URL PA
CK

AG
E

D
AT

A
B

AS
E

SU
PP

O
R

T

PH
O

N
E

N
U

M
B

ER

CO
ST

W
EB

SP
AC

E

M
O

N
TH

LY
B

AN
D

W
ID

TH

PO
P3

AC
CO

U
N

TS

VI
R

U
S

FI
LT

ER

FI
R

EW
A

LL

PH
O

N
E

SU
PP

O
RT

EM
AI

L
SU

PP
O

RT

W
EB

CO
N

TR
O

L
PA

N
EL

SE
R

VI
CE

LE
VE

L
AG

R
EE

M
EN

T

eHosting (www.ehosting.com) Starter 0844 999 4100 £23.88 1GB 25GB 10

eHosting (www.ehosting.com) Personal 0844 999 4100 £59.88 2.5GB Unlimited 50

eHosting (www.ehosting.com) Expert 0844 999 4100 £95.88 5GB Unlimited 250

eHosting (www.ehosting.com) Virtual 0844 999 4100 £227.88 50GB Unlimited Unlimited

Equiphase (www.equiphase.net) Bronze 0121 314 4865 £30 200MB 2GB 10

Equiphase (www.equiphase.net) Silver 0121 314 4865 £42 400MB 5GB 20

Equiphase (www.equiphase.net) Gold 0121 314 4865 £72 800MB 10GB 100

Equiphase (www.equiphase.net) Platinum 0121 314 4865 £114 1,200MB 40GB 200

Eurofasthost.com (www.eurofasthost.com) Email Only 02380 249 823 £40 1GB 2GB 10

Eurofasthost.com (www.eurofasthost.com) Essential 02380 249 823 £75 2GB 5GB 10

Eurofasthost.com (www.eurofasthost.com) Superior 02380 249 823 £140 5GB 10GB 25

Eurofasthost.com (www.eurofasthost.com) Premium 02380 249 823 £250 10GB 25GB 100

Evohosting (www.evohosting.co.uk) Starter N/A £29.99 500MB 1GB 3

Evohosting (www.evohosting.co.uk) Home N/A £54.99 2.5GB 30GB 50

Evohosting (www.evohosting.co.uk) Business N/A £79.99 6.5GB Unlimited Unlimited

Evohosting (www.evohosting.co.uk) eCommerce N/A £159.99 30GB Unlimited Unlimited

Giacom (www.giacom.com) Business Pro 0800 542 7500 £199 100MB 2GB 100

Heart Internet (www.heartinternet.co.uk) Starter Professional 0845 644 7750 £29.80 2.5GB 10GB 1,000

Heart Internet (www.heartinternet.co.uk) Home Professional 0845 644 7750 £89.99 10GB 50GB 10,000

Heart Internet (www.heartinternet.co.uk) Business Professional 0845 644 7750 £129.99 Unlimited Unlimited Unlimited

Heart Internet (www.heartinternet.co.uk) Reseller Professional 0845 644 7750 £299.99 Unlimited Unlimited Unlimited

Hostway (www.hostway.co.uk) Silver 0808 180 1880 £79.50 150MB 3GB 5 O

O = Option

Dedicated and Shared server listings

NameHog (www.namehog.net) Email Only 0845 612 0330 £11.75 25MB 1GB 5

NameHog (www.namehog.net) Standard Package 0845 612 0330 £35.25 100MB 4.5GB 10

NameHog (www.namehog.net) Professional Package 0845 612 0330 £58.75 250MB 8GB 25

NameHog (www.namehog.net) Expert Package 0845 612 0330 £105.75 500MB 15GB 75

Skymarket (www.skymarket.co.uk) Standard 1 0800 321 7788 £49 10MB 2GB 1

Skymarket (www.skymarket.co.uk) Standard 2 0800 321 7788 £69 20MB 2GB 1

Skymarket (www.skymarket.co.uk) Premium 1 0800 321 7788 £99 25MB 2GB 1

luke.biddiscombe@imagine-publishing.co.uk
+44(0)1202 586431

GET YOUR LISTING HIGHLIGHTED! CONTACT LUKE

WebFusion (www.webfusion.co.uk) Fusion Professional 0845 130 1602 £107.40 5GB 50GB 1,000

WebFusion (www.webfusion.co.uk) Fusion Business 0845 130 1602 £179.40 10GB 150GB 1,500

WebFusion (www.webfusion.co.uk) Fusion Developer 0845 130 1602 £227.40 20GB 300GB 5,000

WebFusion (www.webfusion.co.uk) Fusion Reseller 0845 130 1602 £329.99 Unlimited Unlimited Unlimited

Blacknight (www.blacknight.com) Minimus +44 (0)845 5280242 €49.95 10GB 150GB 1,500

Blacknight (www.blacknight.com) Medius +44 (0)845 5280242 €89.95 20GB 300GB 5,000

Blacknight (www.blacknight.com) Maximus +44 (0)845 5280242 €149.95 30GB 600GB Unlimited

Digital Gibbon Ltd (www.digitalgibbon.com) Cheeky Chimp N/A Free 500MB Unlimited 5

Digital Gibbon Ltd (www.digitalgibbon.com) Digital Gibbon N/A £12 5GB Unlimited 10

Digital Gibbon Ltd (www.digitalgibbon.com) Silverback N/A £24 Unlimited Unlimited Unlimited

Digital Gibbon Ltd (www.digitalgibbon.com) WordPress hosting N/A £12 5GB Unlimited 10

ServWise (https://www.servwise.com) Personal 0800 520 0716 £25.20 1GB 10GB Unlimited

ServWise (https://www.servwise.com) Business 0800 520 0716 £50.40 2GB 20GB Unlimited

ServWise (https://www.servwise.com) Reseller 0800 520 0716 £126 4GB 40GB Unlimited
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Updating a 
distribution
Q: So how do I update my distro? Will it 
happen automatically?
A: Some distributions include a rather 
useful version updater, such as Ubuntu. 
They will usually prompt you if an 
update has become available, where 
it will update and add any necessary 
packages while keeping your files 
and settings. Others do not have this 
process, so you’ll need to back up your 
files and install the updated version of 
the distro. It’s a good idea to keep an eye 
out for any updates that might affect 
your specific system.

Q: I’m on an LTS (Long-Term 
Support) Ubuntu, and the upgrade 
prompt is not showing up. What’s 
the problem?
A: Open the Update Manager and click 
Settings. Go to the Updates tab and look 
for the menu with ‘Notify me of a new 
Ubuntu version’ and change it to ‘For 
any new version’.

Q: Can I downgrade back to a previous 
version if I don’t like it?
A: Not really, no. It would be dangerous 
and tricky to downgrade all the 
packages back to a prior state; the best 
solution is to perform a full backup in 
case you wish to revert.

Analyse this
I’m running Xubuntu 15.04. I installed Disk
Usage Analyzer from the Ubuntu Software
Center. It installed normally but I couldn’t find
it anywhere. Not in the Accessories menu, in
the application finder or even in the terminal.
And usually there’s something in the Ubuntu
Software Center that shows the location, but
there’s nothing there. I restarted the computer.
Nothing. Then I uninstalled the Disk Usage
Analyzer and re-installed it. Nothing. Any ideas
what might be going on?
Steven Gregson

This sounds like an odd problem you’re having! 

On the systems we’ve checked it just comes up 

in the menus, specifically in the Administration 

section. Did you make sure you installed the 

right package? It’s called baobab as an actual 

package and it’s named the  ‘GNOME disk 

usage analyzer’ in the software centre.

You can always try to install it via the 

command line. Open up a terminal and use:

  $ sudo apt-get install baobab

You can use it both in the terminal with just 

baobab or have another look in your menus.
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Fix your graphs
I have installed Nagiosgraph on my CentOS 7
with NGINX + PHP-FPM, manually, with the
help of a couple of guides online.

All seems to work – but it doesn’t really show
any real graphs. It displays what should be the
space for a graph, but the image just won’t load
for some reason. I have data in the rrd directory:

  # rrdtool dump /var/nagios/rrd/www.dev.
domain.com/Current%20Load___load1.rrd

  <?xml version=“1.0” encoding=“utf-8”?>
  <!DOCTYPE rrd SYSTEM “http://oss.oetiker.ch/
rrdtool/rrdtool.dtd”>

  <!-- Round Robin Database Dump -->
  <rrd>
          <version>0003</version>
          <step>300</step> <!-- Seconds -->
          <lastupdate>1435935645</
lastupdate> <!-- 2015-07-03 15:00:45 UTC -->

          <ds>
                  <name> data </name>
                  <type> GAUGE </type>
                  <minimal_heartbeat>600</
minimal_heartbeat>

                  <min>NaN</min>
                  <max>NaN</max>
  ...

No errors in the logs. In nagios.cfg:

  ...
  process_performance_data=1
  service_perfdata_file=/var/log/nagios/
perfdata.log

  service_perfdata_file_template=$LASTSERVIC
ECHECK$||$HOSTNAME$||$SERVICEDESC$||$SERVICE
OUTPUT$||$SERVICEPERFDATA$

  service_perfdata_file_mode=a
  service_perfdata_file_processing_
interval=30

  service_perfdata_file_processing_
command=process-service-graph

  ...

In templates.cfg:

  define service {
         name graphed-service
         action_url show.cgi?host
=$HOSTNAME$&service=$SERVICEDE
SC$‘ onMouseOver=’showGraphPopup(t
his)‘ onMouseOut=’hideGraphPopup()‘ 

I am somewhat desperate. I’ve been looking 
for a solution for days and have not found 
anything (and simply cannot believe that I’m 
the only one in need of this).

Okay, this is what I am looking for: How 
can I make my smartphone (Android) dial a 
phone number that I see on the screen of my 
computer (running Ubuntu). Let’s say some 
number from the signature of an email in 
Thunderbird, or a number I googled in, say, 
Firefox or the like. There are apps/software 
to do exactly that for Windows. But Linux? 
I type numbers I see on the screen into my 
smartphone a few times a day. This is such a 
waste of concentration and could be done so 
much faster with the right app!

Anyone have an idea? Any app around? Or a 
quick and simple DIY solution?

Thanks for any solutions!
Rose

To be honest there should be a better method, 

really – there are so many ways to connect 

to Android over the network that it seems 

strange there isn’t just a simple Firefox plugin 

and corresponding app you can use.

There are solutions, though! We like to 

use Airdroid on Android to transfer files and 

such at times, but you can also connect to 

messaging services with it, including calls. 

This means you can easily copy and paste 

the number directly into the dialler and it will 

make the call.

Airdroid requires an activish connection, 

though, so something like Pushbullet may 

work better. It allows for a more passive 

connection with pop-ups and such built 

into the browser, and you can also call 

through it as well. Grab it here: https://play.
google.com/store/apps/details?id=com.
pushbullet.android&hl=en_GB.

Hope one of these helps you out!

Remote dial

rel=’showgraph.cgi?host=$HOSTNAME$&serv
ice=$SERVICEDESC$&period=week&rrdopts=-
w+450+-j

         register 0
       }

In commands.cfg:

  define command {
        command_name  process-service-graph
        command_line  /bin/perl /usr/local/
nagios/libexec/insert.pl

       }

And finally – in host config:

  define service{
          use  local-service,graphed-service
          host_name      www.dev.domain.com
          service_description    Tomcat mem
          check_command       check-tomcat-
mem!8080!admin!Iivoh4pe

          notifications_enabled           1
          }

What am I doing wrong here?
Ronald P

If it’s not displaying the graph properly, then 

you might need to look at the way it temporarily 

stores the graphic. Take a look in /opt/

nagiosgraph/etc/nagiosgraph.conf. Here you’ll 

find the nagiosgraphcgiurl option. If the line 

looks like:

  nagiosgraphcgiurl = /usr/local/nagios/sbin/

… then you may need to change it to:

  nagiosgraphcgiurl = /nagios/cgi-bin

That should get the graph to display properly.

ZFS update failed
I’m using Arch Linux. Just upgraded and 
installed zfs-git from the AUR (which is 
apparently the recommended way to install). 
I tried to start the zfs daemon with systemctl 
start zfs.target. That gave this error:

A dependency job for zfs.target failed. 
See ‘journalctl -xe’ for details. 
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So I checked for the details by looking in
journalctl -xe (or journalctl), and it says:

Error was encountered while opening 
journal files: Geen gegevens 
beschikbaar

Which translates as: “No data available”,
basically. Journal files seem to be present and
updated under /var/log/journal. Google has
failed me. Where do I go from here?
Lars S

This is actually not your fault – it sounds like

you’ve installed everything correctly, at least!

The issue you might be having is that systemd

needs to refresh some configuration files and

in this case probably requires a reboot, a rarity

for Linux. If that still hasn’t sorted it, then

completely remove the package and reinstall

by doing something like:

– Remove with pacman -Rn, followed by 

pacman -Syyu.

– Download the tarballs from the AUR and 

extract them.

– Then run makepkg and pacman -U  for spl-
utils-git, spl-git, zfs-utils-git, zfs-
git  in that order.

Exiting the code
I’m writing a bash script at the moment to
keep Ethernet switch counters under control
via SNMP queries. At some point, this script
connects via snmpwalk:

  # Get array port index
  arrIndex=(‘snmpwalk -v 2c -c $community 
$switchIpAddr $etherStatsEntry.1 | awk 
‘{print $4;}’’)

  # Is it possibile to get answers from 
switch?

  # The exit state of the last command is 
evaluated ‘0’ if True or ‘1’ if False and 
is intercepted by ‘$?’

  if [ $? -ne 0 ]; then
   # Something’s wrong
     echo “Wrong IP address or SNMP not 
configured for switch.”

     exit $EXIT_UNKNOWN
  fi

If the switch IP is wrong, or if SNMP on the 
switch is not configured, then this is the output 
that I get:

  Timeout: No Response from 10.68.254.245

How can I handle this exception in the script? 
The code above doesn’t work, because I always 
get a ‘0’ exit code. I noticed that:

  arrIndex=(‘snmpwalk -v 2c -c $community 
$switchIpAddr $etherStatsEntry.1 | awk 
‘{print $4;}’’)

… and…

  snmpwalk -v 2c -c $community 
$switchIpAddr $etherStatsEntry.1 | awk 
‘{print $4;}’

I have a problem with Adobe Flash player 
that apparently can be fixed using Devil’s 
Pie as a workaround, making it auto-start In 
Lubuntu 13.04 with Gnome Shell.

Here’s what I tried to achieve after 
following the instructions I was pointed 
towards. I first made the file /etc/init/
devilspie.conf with the following content:

description run devil’s pie on startup

start on startup
stop on runlevel [016]

respawn

exec su - ben -c “devilspie”

I wanted to test it first by seeing if I could run 
it manually, but I couldn’t understand the 
output. Either way, it seems that Devil’s Pie 
is not running – it’s not listed in the running 
processes of System Monitor. 
Ben Darrington

Since Devil’s Pie is a graphical program, 

you probably don’t need to be putting 

it into upstart. As you’re using GNOME, 

there’s the startup application manager 

called autostart, which allows you to add 

graphical programs that will launch after 

GNOME loads up. Add the path to devilspie 

in the new entry form, reboot, and it should 

then work fine.

Pie solution
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… exit with ‘0’. Only:

  snmpwalk -v 2c -c $community 
$switchIpAddr $etherStatsEntry.1

… exits with ‘1’, in case the IP is wrong.
I would prefer not to do a pre-flight check by

repeating the command snmpwalk, because
that would take extra time.

So the question is: how can I handle the exit
code generated by the command snmpwalk
above, which is then piped and then assigned
to an array?
Robbie Saphir

We’ve got three things that might help you here,

each one likely to work, but all of them together

might help it work better. First of all, instead of

using:

  (‘ .. ’)

… you could try using:

  $( ..)

… which makes it more readable. Second, as

you’ve noticed, if you chain commands together

you get the exit code of the last command run.

Save the result of the first command and test

the exit code and/or check the o/p text. Finally,

you can also add this to the start of the script:

  set -o pipefail

… which should attempt to return the correct

exit status.

Fixing MythTV
I’ve been having issues, since around the last
update, exiting the mythtv frontend. The backend
seems to be operating well, no issues, but the
fc20 frontend will not exit if I do anything with any
video. At first I thought it was something with
fc20, so I put fc21 on and had the same issues.
I do not have the problem with the frontend on

my other PC. I checked the hard drives and the 
RAM and those seem to not have issues. I have 
also reinstalled fc20 and still had the issue, 
so I am pretty sure it is something with the 
program. I have also turned off airplay. I saw 
that was an issue last year but it still persists. 
Any input? It is literally unusable right now. 
Once it freezes I have to hard reset the PC to get 
it off because I cannot kill the process, and it 
even hangs when I just use reboot. I could find 
nothing in the logs. 
Tristan A

If it’s hanging but the entire system is not 

down, it could be one of many things. First of 

all, dial in remotely and see if it’s the whole 

system or just parts of the frontend. After 

that, check the device drivers, especially the 

graphics drivers. Maybe use the official drivers 

if you’ve just been using nouveau so far. If it’s 

trying to record to a dodgy hard drive then it 

may just hang the system while it keeps trying 

and buffering the video. Hope this helps!  
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School Pi
Hi there! I was very interested to read your 
tutorial on using VNC with the Raspberry Pi 
in the last issue – I teach at a school that is 
experimenting with the best ways of managing 
a classroom full of RPis and screen sharing has 
come up a few times in our discussions. Can you 
recommend any VNC software for the Pi with a 
more helpdesk-like approach, and anything else 
that might be useful to look at?
Karen Watts

Hi Karen – glad you found our guide useful! We’re 
not aware of any VNC software for the Raspberry 
Pi that specifically takes a helpdesk approach, 
unfortunately. We assume you mean so that 
students can, for example, click something 

Questions and opinions about the mag, Linux and open source

on the Pi desktop and then have the teacher
step in with remote control? If that’s the case
then you can probably achieve the same sort
of thing by dropping the script to start the VNC
server onto the Raspbian desktop and giving it a
friendlier name and icon, though it’s not exactly
a neat solution. Another option would be to look
into using RealVNC’s new SDK, which enables
you to create custom VNC client and server
applications and can definitely be used to create
a helpdesk setup for the classroom. If you have
an IT department interested in playing around
with it, visit developer.realvnc.com. 

As for other recommendations, have you
heard of PiNet (pinet.org.uk)? It’s a great little
system for centralising user accounts and
storage so that any student can log in on any Pi
on the network, and it also comes with shared

Above PiNet makes it easy for students 
to share Raspberry Pis in the classroom
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folder and automated backup support. Screen 
sharing aside, this is certainly one of the best 
projects we’ve come across for facilitating the 
use of the Raspberry Pi in the classroom.

Kill the mic
Hello. I realise I may sound a little paranoid 
here, but after reading about the Chromium 
scandal I’ve decided that I just want to kill my 
microphone entirely. It’s built into my laptop so 
what’s the best way of doing this?
Hernan

Hello Hernan. Your caution is entirely 
understandable, and if you don’t need to use your 
mic for anything then you might as well disable 
it entirely for peace of mind. For the readers 
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disconnecting your internal mic (and covering 
the lens of your webcam, if you have one).

Chromey OSs
Dear team, I was intrigued by your review of 
Solus last month – it’s great to see another 
new distribution emerge and Budgie is looking 
fantastic. Since you compared it to Chrome OS, 
I’m wondering if you’ve heard of Papyros?
Ben

Hi Ben. We have indeed – there’s been a little 
more buzz about it recently as the project 
approaches its fi rst alpha release, due this 
summer. While the fl at, colourful design we see 
with distros like Solus does have that Chrome 
OS feel to it, the Papyros team have defi nitely 
taken things further by embracing Google’s 
design philosophy. The use of Google’s Material 
Design standards to build a whole desktop from 
scratch is really paying off and we can’t wait to 
see how it runs. It’s also very interesting to note 
that, assuming the developers can successfully 
fund these features, Papyros aims to implement 
Ubuntu Touch-style convergence, plus a 
smarter (live-updating) notifi cations system 
and a presentation mode for easily throwing 
your screen onto an external display. For anyone 
who’s interested, check out the project’s home 
page (papyros.io) and possibly its crowdfunding 
site if you’d like to commit your monthly support 
(salt.bountysource.com/teams/papyros).

who didn’t catch this story, there was a recent 
update from Chromium that slipped a binary 
blob into the code that basically downloaded 
an add-on module (that you didn’t ask it to), 
switched on the user’s microphone and listened 
out for “Okay, Google” voice searches. It was 
defi nitely a bit of a messy issue, and since that 
chunk of code didn’t go through the open source 
auditing process, Chromium was also accused 
of abusing its trusted upstream position. Google 
turned around and said that yes, it had put it in 
there, but no, it’s not the company’s fault that it 
made it into end-user Chromium because that’s 
the responsibility of the vendor, in this case 
Debian. Chromium has since removed the whole 
feature, so at least you need not worry about that 
specifi cally any more.

However, if this sort of thing unnerves you 
anyway, then you can disable your hardware 
at the kernel level. You’ll need to use lsmod to 
see the list of kernel modules running on your 
system and then fi gure out which relates to 
your microphone (and webcam, if you have 
one of those built-in). From there, you’ll need 
to edit /etc/modprobe.d/blacklist.conf to 
add these modules to the list (with blacklist 
[modulename]). The only problem with this is that 
disabling the module for your mic will also disable 
your audio generally, so if you want to keep audio 
playback functionality then you’ll instead have 
to simply mute the mic using alsamixer. If that 
isn’t a secure enough solution for you then you 
might have to consider physically removing or 

Above Ofer Zelig discovered the issue when his mic’s status LEDs started fl ashing
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If you’re looking for a particular type
of content like distros or Python files,
use these filters to refine your search.

Top Downloads are listed here, so you
can get an instant look at the most
popular downloaded content.

Check out the Highest Rated list to
see the resources that other readers
have voted for as the best!

Discover our amazing sister
magazines and the wealth of content
and information that they provide.

The first time you use FileSilo you’ll
need to register. After that, you can
use the email address and password
you provided to log in.

This is the new FileSilo site that
replaces your disc. You’ll find it by
visiting the link on the following page.

A rapidly growing library 
Updated continually with cool resources
Lets you keep your downloads organised
Browse and access your content from anywhere
No more torn disc pages to ruin your magazines

No more broken discs
Print subscribers get all the content
Digital magazine owners get all the content too!
Each issue’s content is free with your magazine
Secure online access to your free resources

DISCOVER YOUR FREE ONLINE ASSETS
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HOW TO USE
EVERYTHING YOU NEED TO KNOW ABOUT 
ACCESSING YOUR NEW DIGITAL REPOSITOR

Finished reading this issue? There’s plenty more free and open source goodness 
waiting for you on the Linux User & Developer website. Features, tutorials, reviews, 
opinion pieces and the best open source news are uploaded on a daily basis, coverin
Linux kernel development, the hottest new distros and FOSS, Raspberry Pi projects
and interviews, programming guides and more. Join our burgeoning community of 
Linux users and developers and discover new Linux tools today.

MORE TUTORIALS 
AND INSPIRATION

Issue 156 of                   is on sale 27 August 2015 from GreatDigitalMags.com                      

ToaccessFileSilo,pleasevisitwww.filesilo.co.uk/linuxuser

01 Follow the 
instructions 

on-screen to create an 
account with our secure 
FileSilo system, then log 
in and unlock the issue 
by answering a simple 
questionabout the 

magazine. 
You can 
access the 
content for 
free with your 
issue. 

02  If you’re a print 
subscriber, you 

can easily unlock all 
the content by 
entering your unique 
Web ID. Your Web ID is 
the eight-digit 
alphanumeric code 
printed above your 
address details on the 
mailing label of your 
subscription copies. It 
can also be found on 
your renewal letters.

03  You can access 
FileSilo on any 

desktop, tablet or 
smartphone device 
using any popular 
browser (such as 
Firefox, Chrome or 
Safari). However, we 
recommend that you 
use a desktop to 
download content, as 
you may not be able to 
download files to your 
phone or tablet.  

04  If you have any 
problems with 

accessing content on 
FileSilo, or with the 
registration process, take a 
look at the FAQs online or 
email filesilohelp@
imagine-publishing.co.uk
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THE POWER
Raspberry Pi 2 Quad Core Starter Kit
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