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In brief...

 This is  a kit 

comprising the 

new Raspberry Pi 

Zero W, some 

laser-cut acrylic 

pieces and the 

Scroll pHAT HD 

board. The kit 

itself is a gentle 

introduction to 

the skills needed 

to build physical 

projects based 

around the 

Raspberry Pi Zero 

W. All you need to 

provide are an SD 

card, power and 

keyboard/mouse. 

Still recovering from another slice of Pi, Les Pounder sett  

spring afternoon to build a cheery robot face. As you do…

Pimoroni Scroll

Laser-cut parts 
 Pimoroni is known for its 

laser cut parts, and the 

Scroll Bot kit is well made 

and easy to assemble. 

Features at a glance

 Scroll pHAT HD 
 Scrolling text and 

animations can effectively 

communicate small 

chunks of information. 

installer to install the Python 

libraries for the Scroll pHAT 

HD board, and then run the 

included examples to see 

what the board can do.

The Scroll pHAT HD 

replaces the earlier Scroll 

pHAT board and offers a 

grid of 17x7 LEDs, a total 

of 119 white LEDs. Much 

improved over the Scroll 

pHAT 11x5, 55 LEDs. 

The Scroll pHAT HD 

can be used to scroll 

text, animations or 

simple images across 

the matrix of LEDs. In 

our review we made 

an RSS feed reader 

that scrolled the top 

five news items 

from various 

websites, but you 

could easily use 

the Scroll pHAT 

HD to show 

server status 

information, 

weather or tweets 

using a particular hashtag. The i  

examples range from simple scr  

text, to impressive plasma effec  

use complex mathematics to s  

the board’s capabilities.

Affordable package
The Scroll Bot kit is a great int  

to the Raspberry Pi. The £35  

may look expensive but the P   
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The Scroll pHAT HD  

Sure it doesn’t have as  

T
 he raspberry Pi Zero W has now 

been with us for just a few 

months, but in this short time 

it’s caused quite a stir. £10 for a 

computer with Wi-Fi and Bluetooth is 

hard to resist, but what if you’re new to 

the scene? Well, fear not because 

retailers such as Pimoroni have brought 

out a range of products to introduce 

you to the world of the Raspberry Pi.

The Scroll Bot kit is a self-assembly 

kit that comes with everything you need 

to build a Raspberry Pi Zero W-powered 

light-up gadget. You get a Pi Zero W, 

and the latest Scroll pHAT HD add-on 

board (more on that later). You also 

receive the adapters to enable your 

Pi Zero W to be used with an HDMI 

screen and USB devices. 

In lieu of a USB power supply the kit 

comes with a USB A to micro USB lead. 

Given the meagre power requirements 

of the Pi Zero W you can easily find a 

power supply in your home. The kit to 

build the robot frame are laser cut using 

the same equipment as used to build 

the famous Pibow cases, and all of the 

fixings are included in the kit.

Assembling the kit of laser-cut parts 

is simple. The Pi Zero W and the Scroll 

pHAT HD require header pins to be 

soldered, or you can use hammer 

headers if you don’t fancy turning up 

the heat. With the kit built, it’s then 

simply a matter of installing Raspbian, 

but you’ll need to source your own SD 

card because one isn’t included. 

Once Raspbian is installed and 

booted, you’ll need to use the software 
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Explorer: Op  LEDs and mLes Pounder shows us how we can safely experiment  
Explorer HAT Pro, a “one for all” board that’s easy and 

T his month we’re going through some 10-minute hacks that you can build using the Explorer HAT Pro. These four projects can be mixed together, and we’ll be using the Analog inputs with potentiometers, digital Input/Outputs with LEDs and buttons, and the H Bridge controller for operating DC motors with the board.Before we power on the Raspberry Pi we need to attach the Explorer HAT Pro to all 40 of the GPIO pins. The board should sit atop the Raspberry Pi and match the outline of the Pi. Now power on your Raspberry Pi and boot to the Pixel desktop. When ready, open a Terminal and enter the following command to install the Explorer HAT Pro libraries:$ curl https://get.pimoroni.com/explorerhat | bashFollow the installation instructions and if prompted to reboot, do so and return the Pixel desktop. Now go to the main menu and navigate to the Programming menu. Click Python 3 to open the editor, then click File>New.

Project 1: toggle the LEDHere, we’ll use the capacitive touch buttons (1-4) on the Explorer HAT Pro to trigger the built-in LEDs. With our blank document open, click File>Save and save the file as Project1-LED-Toggle.py before continuining. Remember to save often.We start the code by importing the Explorer HAT Python3 library, and then renaming it to “eh” so that it is easier to work with. We also import the sleep function from the time library:import explorerhat as eh
from time import sleep

Next, create an infinite loop to hold the code’s main body:while True:

 Potentiometers 
send a voltage to 
the Analog input 
that’s varied by 
turning the dial to 
alter resistance.

Les Pounder 
 is a maker and 
tinkerer who 
travels with the 
Raspberry Pi 
Foundation’s 
Picademy, helping 
educators to 
take their first 
steps with the 
Pi, micro:bit 
and Arduino. 

Our expert

Parts…
  Any 40-pin Pi, 

Raspbian Pixel
 Explorer HAT 

Pro, 1x LED, 1x 220 
Ohm resistor,  1x 
pushbutton 
switch, a DC 
motor, 6x male-to-
male jumper 
wires, 10k 
potentiometer

 Get the code: 
github.com/
lesp/LXF225-
ExplorerHAT/
archive/
master.zip

Rev ews Xxx 
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R   ecently, I attended Picademy, 
the Raspberry Pi Foundation’s 

own training programme for 
educators. Picademy has just 

celebrated its third birthday and has 
taught over 1,000 people in the UK 

and America to take their first steps 
into the world of making.At Picademy you’d expect the 

Raspberry Pi to be pushed as the 
answer to every possible solution. 

Well, it isn’t. Listening to James 
Robinson, the lead for Picademy in 

the UK, we learnt that there are other 

boards on the market, and these 
boards bring something different to 

the table. The micro:bit has seen 
great uptake in schools: it has an 

immediacy that children crave. I can 
write my project in Python, 

JavaScript or PXT and see the results 

quickly. There’s little or no 
configuration: the micro:bit appears 

as a USB flash drive and this means 
that children can get making quickly!

The Raspberry Pi is a great 
platform, but there’s a lot to 

understand. Writing the SD card, 
learning a few terminal commands, 

trying out Python… these are all 
things that some people now take for 

granted. We’ve since moved on to 
further projects and problems, and 

these “trivial” steps are now 
forgotten. But we should remember 

that our community is made up of 
many people with mixed abilities. 

But what’s great about the 
Raspberry Pi Community is how 

everyone helps each other. Forums, 
Social Media and blogs are all hubs 

of information for this popular board.
If you can help the community, 

then do so! Helping others helps to 
build on the knowledge that we share.  

Welcome...

A lready exceeding its Kickstarter goal, the 

PiPlay is a portable gaming system based 

around the Pi Zero. With a 2.4-inch display, 

custom PCB and powered by two AA batteries 

there’s up to three hours of retro gaming fun to be 

had. Find out more: http://bit.ly/LXF225piplay

T he Pi Foundation has announced that the 

nine-weeks sales for the Pi Zero W alone 

have surpassed 250,000. Alongside this,

it’s revealed that 13 new distributors have been 

added. This should ease the difficulties people 

have had sourcing the Pi Zero since its launch.

http://bit.ly/LXF225pizero

Pi user
Turkey Blocks wins censorship award

PiPlay Zero sales
Behold, a portable console! Actually, far from zero…

Giving you your fill of delicious Raspberry Pi news, reviews and tutorials

E verything is great in Turkey, the best, you 

won’t believe how much winning they’re

doing. That’s why an anti-censorship group 

decided to build a country-wide, real-time internet 

monitoring system to detect and warn when the 

government decides to shutdown local internet 

access. In 2016 the system detected 14 mass-

censorship incidents. The system run by Turkey 

Blocks was awarded the Digital Activism 2017 

award by Index on Censorship.
Turkey Blocks is an independent, non-partisan 

digital transparency and technology research 

organisation that seeks to identify and validate 

reports of internet mass-censorship in Turkey. 

Learn more at www.turkeyblocks.org. 
Turkey Blocks is a member of the global 

KeepItOn (www.accessnow.org/keepiton) 

coalition that works to counter internet restrictions.

LES POUNDERis our regular pie expert. He also writes about the Raspberry Pi.

 Build your own censorship monitoring tool to 

keep an eye on friendly government activity.

 Put a console in your hands.

 A new official case arrives, too! 

Internet censorship system built on the Pi wins activism prize.

 Penetration testing with Kali 
 Wi-Fi hacks  Packet sniffing  
 Payload injection  Port scans 
 Train up on Metasploitable

Raise your system shields and  
become a security expert

 8-page Raspberry Pi companion

 Run a custom Minecraft server    
 Motor control and analog input

Plus: Pi User
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Who we are

Neil Mohr Editor 
 neil.mohr@futurenet.com 

What we do
 We support the open source community 

by providing a resource of information, and  
a forum for debate.

 We help all readers get more from Linux with our 
tutorials section – we’ve something for everyone!

 We license all the source code we print in our 
tutorials section under the GNU GPL v3.

 We give you the most accurate, unbiased and  
up-to-date information on all things Linux.

Get into Linux today!

Subscribe & save!
On digital and print, see p28

This issue we asked our experts: We’re scaring 
our readers senseless in this issue, so what’s 
your biggest Linux fear?

Jonni Bidwell
Oddly enough I realised the other day my 
PC wouldn’t wake from sleep. Turn off. Turn 
on. Root filesystem corrupted. Repair 
attempted. Turns out when the btrfs devs 
say don’t use btrfsck --repair, they mean it. 
My Arch install was hosed. So I spent a very 
enjoyable five hours re-installing...

Nick Peers
Ubuntu’s decision to end development of 
Unity highlights one fear: that Linux 
becomes less diverse and more 
homogenised. You might not like Unity, but 
at least it was an alternative to Gnome. Let’s 
hope other niche desktops like Elementary’s 
Pantheon don’t go the same way.

Les Pounder
My biggest fear for Linux? That the skills 
and knowledge that we have aren’t being 
passed on to the next generation of sys 
admin, hackers and makers. Sure, there  
are people around the world doing this,  
but will there be enough for the next 
generation of Linux users?

Shashank Sharma
My fears are multitude and some of them, 
like accidentally dd’ing the wrong partition 
have even come true. These days I’m 
troubled with existential questions such as 
‘what if distros didn’t ship with man pages'? 
Or I couldn’t remember how to work Bash’s 
history expansion feature. Gulp!

Nate Drake
I fear a reversal in Linux adoption. The 
French Parliament switched to Ubuntu  
in 2007 but in 2012 MPs were given the 
choice to go back to Windows. The city  
of Munich also seems to be  seriously 
considering going from LiMux back to 
Windows 10 too.

Shields up!
Companies that market products like to talk about the 
“threatscape”. Long gone are the days when someone 
might be coding a virus for fun, as an experiment or to 

see if they could get it to propagate widely enough to gain some 
notoriety and online kudos in equal measure. 

Yet for the majority of Linux users there’s not even a threat of 
traditional malware, be it spamming toolbars into your browser 
or trying to monitor what you do. Today, the threatscape is 
more directed at online systems, which can be attacked directly 
using any known weakness and then typically hit with 
ransomware. This, alongside social engineering attacks – in 
terms of phishing emails – are the biggest threats that most 
standard users face today.

That’s the guiding light for the 2017 edition of the Linux 
Format Learn to Hack guide. By looking at the methods and 
techniques hackers use to attack systems, we can learn how to 
plug holes and protect those systems. It feels like it’s been at 
least a little while since the last major security hole appeared 
after the torrent filled 2016. Though having just written that, 
both Sod and Murphy’s law will now apply…

Still, on the security front we also look at locking down a 
collection of insecure IoT devices on a corporate network and 
building a website on the Darknet. But it can’t be all fear and 
loathing in Linux, so in this month’s Roundup we have a look at 
the animation tools that are fit for the big screen, getting Linux 
up and running on a Mac system, and we at least relax for a bit 
by running the full-fat version of Minecraft on the Raspberry Pi. 

With a look at the affordable AMD Ryzen 5 processor, 
LucasArts’ classic Full Throttle Remastered, fresh training 
courses to try, coding Android app and Swift 3, there’s a 
plethora of projects no matter what your interest. Enjoy!
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Interview

We talk to Katrina Owen, the creator of exercism.ios p38

The Ruby community has a 
whimsical feeling. They’re 

very fond of their puns…

Roundup:  
Animation tools p22

AMD Ryzen 5 1600X .........15 
For when four cores aren’t enough and eight 
just seems like overkill, the Ryzen 5 has six 
cores and 12 mighty threads that appear to 
kill the competition dead.

Kali 2017 .............................16 
We revisit (what other option is there?–Ed) 
the rolling pen-testing distro that loves the 
limelight and hackers alike with Nate Drake.

Solus 2017.04.18 ............... 17 
With its Budgie desktop, should this easy-to-
use, good-to-look-at distro be your next 
adventure in Linux, asks Shashank Sharma.

NuTyX 9.0 ..........................18 
Shashank Sharma is neither trim nor 
flexible, but that’s exactly the kind of distro 
he likes and this Linux from Scratch seems 
to be ticking all of his inflexible boxes.

Devil Linux 1.8.0 ...............19 
Intrigued by the name as well as the premise, 
Shashank Sharma ventures into the 
strange world of a lightweight router/firewall 
distros and runs out screaming.

Full Throttle ...................... 20 
The classic LucasArt dystopian adventure 
gets a fresh lick of paint and audio fit for the 
dystopia of our 21st century. 

Reviews Learn to 
Hack 2017
Pop on your white-hat hoody, power up 
your spare copy of Kali and prepare to 
discover all the weak points in your 
network. Shields up on page 30.

 Motorbikes, dirt roads and leather… 
that’s how we roll at Linux Format!

 We’re not sure if we’re offending 
Latin or Greek readers with hexa-core.

Contents
“The rich and poor are equally prohibited from sleeping under bridges and stealing bread.” – Anatole France

Sysadmin 
training  
on p86
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simple but secure way to chat.
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Swift 3 .................................... 88
Mihalis Tsoukalos loves an update and there’s 
been major changes in the Apple-backed open 
source language, so it’s time to install, upgrade 
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box and create Android apps with Cordova, 
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to see how the updated full release runs on a Pi.
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through to get Linux installed on your MacBook.
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on p66
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This issUE: intel engine trouble  Canonical floats  sUsE’s number’s up  MP3 freed!

modules that come preinstalled in MEs, 
allow customers to audit ME code to 
check for vulnerabilities, and offer an 
official way to disable the ME, or at least 
provide a minimal, community-
auditable ME firmware image.

Essentially, open up and allow 
customers access to the secondary 
computer that runs on their computers. 
Until that’s done, we advise disabling 
AMT and VPro, or ditching any Intel 
products that do not let them do so.

Thankfully, open source hardware 
provides a secure alternative. Recently 
the SiFive U500 platform was released 
(www.sifive.com/documentation/
freedom-soc/freedom-u500-
platform-brief). This is a range of 
customisable RISC-V system on chips, 
and are now supported by the GNU 
GCC. By providing open-source 
architecture, RISC-V chips, such as 
those in the U500 family offer an 
alternative to proprietary chips 
provided by Intel, AMD and ARM, which 
means users are unlikely to find any 
hidden surprises – and if they do then 
the community can at least fix them.

Hardware

Intel’s vulnerability 
engine plugged
A seven-year-old vulnerability found in Intel’s Management Engine, and millions of Intel 
chips could be affected. Is free and open hardware the answer?

Since 2010 millions of Intel chips 
have been sold with a security 
flaw in their active management 

technology (AMT), standard 
manageability (ISM) and small business 
technology (SBT) firmware, which 
could enable malicious users to gain 
remote control of the AMT features, 
potentially providing a backdoor to 
millions of PCs around the world.

The security vulnerability is part of 
Intel’s VPro features, which works in 
tandem with AMT, and potentially gives 
unauthorised access to users who can 
then gain direct access to a PC’s 
network hardware. Crucially, this 
vulnerability affects the management 
engine, which is essentially a separate 
computer within your computer that’s 
used to verify and supervise the main 
PC. With that compromised, attackers 
could install and launch malware that’s 
very difficult to detect and remove.

While many consumer PCs that run 
Intel hardware won’t usually have AMT 
enabled by default, you should still 
check to see if your system is 
vulnerable. Intel has released a  
guide that can help you find out at  
https://downloadcenter.intel.com/
download/26755. 

An Intel spokesperson told The 
Register that “Consumer PCs are not 
impacted by this vulnerability. We’re not 
aware of any exploitation of this 
vulnerability. We’ve implemented and 
validated a firmware update to address 
the problem, and we’re cooperating 
with manufacturers to make it available 
to end-users as soon as possible.”

As Boing Boing writer Cory Doctorow 
says in a scathing editorial, Intel’s ‘war 
on general purpose computing’ has put 
all of us at risk.

This ‘war’ is due to the management 
engine being able to restrict various 
software and tools being run on PCs, 
creating a walled garden such as the 
one found on Apple’s iOS mobile 
operating system. By putting your PC 
under the protection of a secondary 
computer that’s difficult to access, 
control and update, you have to be sure 
that this secondary computer is totally 
flawless with zero vulnerabilities. 

Of course, many people feared that 
Intel’s ME system was never going to be 
completely safe, and with this newly 
found vulnerability, those fears have 
been realised. Because, once that 
secondary system has been 

compromised, you won’t know what it 
is doing, nor will you be able to stop it 
sending instructions to the main 
system. Annoyingly Intel has made it 
almost impossible to disable the ME. 

So what can be done to prevent this 
happening again? If one part of Intel’s 
management engine has been 
compromised, other parts may be 
vulnerable as well. Doctorow suggests 
Intel rectifies its mistakes by providing 
documentation for the software 

“Intel’s ‘war on general 
purpose computing’ has 
put all of us at risk.”

 intel’s 
insistence on 
a Management 
Engine has 
brought security 
vulnerabilities.
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Newsbytes

Canonical goes public
Mark Shuttleworth sheds light on the reason for the recent 
big changes as it looks to float on the stockmarket.

BuSINeSS

dIStroS

Giving the new version of your operating 
system or software a number is usually a 
straightforward affair. Not so with 

openSUSE, which has got its community in a bit of 
a tizz thanks to some unorthodox versioning. 

Its new hybrid distribution, openSUSE Leap, 
needed to have a new version number. So it started 
at version 42. The ‘logic’ behind that choice is that 
openSUSE Leap was based on openSUSE 13.2 and 
SUSE Linux Enterprise 12, so the team decided they 
would number openSUSE Leap based on SUSE 
Linux Enterprise’s version plus 30. The current 

version is 
openSUSE Leap 
42.2 (with Leap 
42.3 coming out 
this July). So 
the next major 
version will be 
openSUSE Leap 
43, right?

SUSE goes version crazy
How can version numbering become controversial? The 
openSUSE board has managed to find a way…

 Mark shuttleworth has an explanation for 
what’s been happening recently at Canonical.

Are you ready for 2038? While 
that seems a long way off, it’s 

worth noting that in 21 years’ time, 
32-bit time_t values will no longer be 
able to represent times correctly, 
which could cause havoc for 
embedded systems that are designed 
to have very long life cycles. At the 
Linaro Connect 2017 event Arnd 
Bergmann described steps people 
were taking to prepare the Linux 
kernel for 2038 by converting 32-bit 
timestamps to 64-bit. This isn’t quite 
as straightforward as it may seem, 
which could make those 21 years fly 
by. For more details see: 
www.viva64.com/en/b/0505.

Thunderbird’s new home has 
been announced and it’s… 

Mozilla. While the open source email 
client is migrating off Mozilla’s 
infrastructure (many assumed the 
company was dropping Thunderbird), 
Mozilla commissioned a report looking 
into potential new homes for 
Thunderbird. While non-Mozilla 
organisations were mooted, in 
particular the Software Freedom 
Conservancy and The Document 
Foundation, the report found these 
would be a ‘distraction’. Instead, 
sticking with Mozilla with a new deal, 
will provide the least amount of 
disruption for both users, and the 
people working on the project. See: 
blog.mozilla.org/thunderbird

Technocolor and Fraunhofer IIS’ 
MP3-related patents have been 

terminated. It now means that the 
incredibly popular audio file format is 
now patent-free, allowing distros that 
refused to ship with MP3 decoders 
and encoders now able to do so.  
Red Hat has already announced that 
Fedora will include official support for 
MP3 encoding and decoding: Go see: 
www.mp3-history.com

UPDATE: Following our tepid 
reception to the Asus Tinker 

Board in LXF224 an OS update has 
boosted the Gigabit Ethernet speed to 
true 1Gbps, so Les Pounder tells us.

 Thunderbird has a new home… 
and it’s rather familiar.

Last issue we reported on some of the 
significant changes that Canonical, the 
company behind Ubuntu, was going 

through, including the abandonment of Unity 8  
and the company’s mobile ambitions, as well  
as numerous staff layoffs and the departure of 
CEO Jane Siber.

Now, in a recent interview, returning CEO Mark 
Shuttleworth revealed that one of the driving 
reasons behind these changes was to prepare 
Canonical for an IPO (initial public offering).

By making Canonical a public company via an 
IPO, rather than a privately held company as it is 
currently, it can raise money from public investors. 
In addition, by dropping services and features that 
were costing the company money, and 
concentrating on revenue-generating elements 
such as Ubuntu, its cloud services and container-
related technologies, Canonical will hopefully 
become a more appealing IPO prospect.

According to Shuttleworth, Canonical will 
concentrate on “putting the company on the path 
to an IPO. We must figure out what steps we need 
to take moving forward…Ubuntu will never die… 

[but] We need to work out more of our IoT path. At 
the same time, we had to cut out those parts that 
couldn’t meet an investors’ needs. The immediate 
work is get all parts of the company profitable.”

Shuttleworth insisted that there’s no timeline for 
the IPO just yet, because there’s considerable work 
involved in making sure Canonical is profitable, but 
that after a round of investment, the company will 
go public. This, he promises, will happen “sooner 
rather than later”.

Well, that was the plan, but as a statement by 
Richard Brown on behalf of the openSUSE Board 
and Leap Release Management team says, “like all 
good plans, things change.” It’s been announced 
that the follow-up to openSUSE Leap 42.x will in 
fact be openSUSE Leap 15.

So what happened? Rather than following up 
SUSE Linux Enterprise 12 with SUSE Linux 
Enterprise 13, the SUSE management team 
decided to skip the number 13, which is often 
thought of as unlucky, and also skip 14, as it 
contains the letter ‘4’, which is also seen in parts of 
Asia as unlucky. 

The next release will be SUSE Linux Enterprise 
15, which in turn causes complications with the 
already-complicated openSUSE Leap version 
numbering scheme. 

So, the openSUSE Board and Leap Release 
Management team decided to go with 15 to sync 
up with SUSE Linux Enterprise’s version numbers, 
which is what they wanted to do all along.

 We always knew 
chameleons couldn’t count.

NewsdeskNewsdesk
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BLack LaB LINuX 11

SLackeL 7.0

opeNINdIaNa 2017.04

A new version of Black Lab Linux has 
been released. The Ubuntu-based 
commercial distro now features the 
Linux kernel 4.8, Skype, Flatpak 
package support, LibreOffice 5.3  
and a lot more. It comes with both 
GNOME and Xcfe desktop 
environments depending on the 
edition you choose. According to the 
release announcement, which can be 
read at www.blacklablinux.
org/2017/05/black-lab-
enterprise-linux-11-released.html, 
“Black Lab Enterprise Linux 11 
balances cutting-edge performance 
with the most stable GNOME desktop 

OpenIndiana 2017.04 is the latest 
release of the open source OS that 
was created as a continuation of 
OpenSolaris after Oracle took over 
Sun Microsystems and discontinued 
the OS. This new version comes with 
plenty of new features including 
support for USB 3.0, the MATE 1.16 
desktop environment and an 
updated Xorg server (now version 
1.18.4). Many end user applications 
are now 64-bit only, and other 

 Black Lab Linux 11 comes in a 
variety of editions for a range of uses.

 Opensolaris is no more, but 
Openindiana is carrying on its flame.

 slackel 7.0 is out, and comes with plenty of new features.

Slackel 7.0, the new version of the 
Slackware Linux-based distro, is now 
available to download. It includes the 
Linux kernel 4.4.38, as well as all the 
latest updates from the Current 
branch of Slackware. 

The 64-bit ISO supports booting on 
UEFI systems, while the 32-bit version 
supports i686 PAE SMP and i486 

GStreamer 
1.12 update 
Olivier Crête

With the 
beginning of 
May came 
GStreamer 

1.12, the latest major release of the cross-
platform, Open Source multimedia framework.

Noteworthy enhancements include 
waylandsink DMABuf importation, and access 
to the Fraunhofer FDK AAC encoder and 
decoder. However, one of the highlights is the 
integration for Intel’s Media SDK, the cross-
platform API to access Intel’s hardware 
accelerated video encoder and decoder 
functions on Windows and Embedded Linux.

One key new features is videoconvert and 
videoscale using multiple threads for scaling 
and conversion, a big plus for real-time 
software manipulation of 4K and 8K streams. 
The RTP stack can now receive bundled 
streams which make it possible to send  
audio and video over the same port, making 
network traversal easier, a requirement for  
full WebRTC compatibility. 

Python programmers will also rejoice as 
more features are natively accessible. In 
particular, GstCaps describing format can now 
be fully programmatically modified.

On the build side of things, one noticeable 
improvement is the change in plugin filenames 
match their plugin name. This is in preparation 
for a new plugin interface coming in 1.14, which 
will enable developers to build static and 
dynamic plugins simultaneously. Full support 
of Meson, the new build system which aims to 
replace the venerable autotools, has also 
greatly progressed.

Lastly, in terms of contributors, one notable 
highlight is the first ever contribution by GoPro 
developers, which brings compatibility with 
their CineForm format to GStreamer. 

These latest improvements, while not 
groundbreaking, bring features that further 
expand the range of use cases for GStreamer 
and certainly improve the lives of 
its users and developers alike.

comment

Olivier Crête is the multimedia lead at Collabora Ltd.

Distro watch
What’s behind the free software sofa?

experience available. There are four 
versions tailored to the enterprise, 
educational sector and studio 
professional.”

Download the latest version from 
www.blacklablinux.org/p/
downloads-site-links.html.

non-PAE capable systems. If you’re 
running it as a live CD, you don’t need 
to install multimedia codecs to play 
media files, and it also includes 
persistent file encryption once the 
distro is installed. 

To find out more, see the release 
announcement at www.slackel.gr/
forum/viewtopic.php?f=3&t=496.

Gnome 2 applications that don’t  
have MATE analogues have been 
updated to Gnome 3 versions. For  
the full release notes, head to:  
https://wiki.openindiana.org.

Newsdesk
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FereN oS 2017.0

devuaN GNu+LINuX 1.0.0

Lakka 2.0

Feren OS 2017.0 can now be 
downloaded, and it’s based on Linux 
Mint 18.1. Like Mint, it features the 
Cinnamon desktop, and comes with 
WINE preinstalled for running 
Windows applications. A new welcome 
screen is included, as is support for 
automatic updates by default and a 
‘no mode set’ option when booting, 
which can help overcome problems 
with Nvidia graphics drivers. 

There have been a host of bug fixes 
with this release, and a new theme 
manager enables you to customise 
the look of the distro.  
Learn more at http://ferenos.

Lakka is an excellent distro that’s 
based on LibreELEC (while past 
versions were based on OpenELEC), 
and is designed for turning small  
and low-powered computers into 
retro games consoles. 

It comes with the flexible emulator 
RetroArch 1.5.0, and it is now 
supported on a range of new devices, 
including Raspberry Pi Zero, Odroid, 
WeTek Play 2, WeTek Core and  
WeTek Hub. There are bug fixes 
aplenty, and the menu has been 
simplified so you can get to your old 
games quicker. Find out more at:  
www.lakka.tv/articles/2017/04/ 
28/lakka-20-stable-release.

Pay attention, SUSE, this is how you 
number a new release. At the time of 
writing, the second release candidate 
for Devuan GNU+Linux 1.0.0 has 
been made available for downloading 
and testing, and it’s likely to see a 
final release by the time you read this.

Deuvuan is a Debian fork that’s 
designed to run without systemd, 

 feren Os is a great looking distro 
that’s ideal for people switching 
from Windows to Linux.

 Love Debian, but 
hate systemd? The 
new Devuan distro 
could be for you!

 Lakka 2.0 is a great choice of 
distro if you want to build your own 
retro gaming machine.

The Cloud 
Foundry Platform 
Clyde Seepersad

Cloud Foundry 
is one of the 
most mature 
container-

based application platforms. Its key features 
enable users to automate, scale and manage 
cloud apps throughout their lifecycle. 
Applications can be written in just about any 
language, and can be deployed in container 
images on any infrastructure, enabling 
portability across cloud application platforms in 
a multi-vendor, multi-cloud environment. 

The recent rise of open cloud platforms has 
created even more demand for pros with 
expertise in that area. Fifty one per cent of 
hiring managers say that technologies such as 
OpenStack and Cloud Foundry have the 
greatest effect on their hiring decisions. 

Consequently, open source professionals are 
embracing training and certification developed 
by industry experts. Cloud Foundry provides an 
introductory training course on the basics of 
cloud-native software architecture, and people 
can register for the free online course. This 
includes practical building tips and teaches 
‘The Twelve Factor app’ design patterns for 
resiliency and scalability. 

Also offered is a Developer e-learning module 
that delivers the best introduction available to 
the Cloud Foundry platform. This covers 
concepts, principles and best practices, in 
addition to troubleshooting and debugging 
techniques. The course provides the chance to 
use Cloud Foundry to build, deploy and manage 
a cloud-native microservice solution.  

Cloud Foundry also confer Certified 
Developer Certification status. This certification 
exam is designed to verify a candidate’s 
expertise using the Cloud Foundry platform 
and building cloud-native applications. 

Cloud Foundry training offers you the chance 
to improve your knowledge and take advantage 
of the job opportunities that prevail in open 
source cloud technologies.

 Clyde Seepersad is general manager of training 
and certification at The Linux Foundation.

weebly.com/blog/new-features-in-
feren-os-20170-murdock.

the init system that has caused 
controversy amongst the 
community in the past for being 
needlessly complex. 

To find out more about the 
progress of this distro, check out the 
release announcement at https://
lists.dyne.org/lurker/message/20
170505.035047.909149f4.en.html.

comment
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T he other day we hopped on the 
train to Blackburn to take part 
in a new event. The National 

Festival of Making  is an event that’s 
spread across the large town in  
north-west England. 

Walking from the station to the 
cathedral, we saw that the BBC had set 
up a series of stalls and workshops. 
Included in this were workshops with 
the micro:bit micro controller, linked to 
popular television programmes such as 
Doctor Who. Moving further into the 
town we noticed stalls talking about 
arts and crafts, leatherwork, a welding 
simulator and a paper airplane design 
studio. These are part of the whole 
maker culture. It’s not just technology, 
rather it’s the act of “making 
something” that joins 
everyone together.

After visiting the craft 
area we popped into a 
building that had been a 
bank, then a trendy wine bar. 
But now this space is a Fab 
Lab, a commercial maker 
space that goes under the 
name of The Making Rooms. 
On the ground floor there 
was an impressive café area 

National Festival of Making
Blackburn plays host to this inaugural event.

 The first National Festival of Making was a great 
success and it’s hoped that it’ll return in 2018.

Community events news

– coffee is always welcome to makers! 
But just next to the café was a full suite 
of laser cutters, 3D printers (including 
an eight-feet tall printer selling for 
£120,000) and soldering stations all 
ready for use. Speaking to manager Tom 
Macpherson-Pope, formerly of the 
Codebug project, we learnt that this 
space is a project with the council to 
help locals develop their ideas and 
businesses in an incubation space.

This was the first event, and it had a 
lot of promise. The mix of different 
activities spread across the town is a 
great idea, but obviously dependant on 
the British weather! A fun family day out 
to inspire the minds of many to take 
their first steps into maker culture. LXF

Find and join a LUG
  Alpinux, le LUG de Savoie  

Meet on the first and third Thursday of the month at 
the Maison des Associations de Chambéry, France. 
www.alpinux.org

  Bristol Hackspace Studio G11, 37 Philip 
Street, Bedminster, Bristol, BS3 4EA.  
http://bristol.hackspace.org.uk

  SurreyEARS University of Surrey Makerspace, 
18AB04, 7pm Fridays.  
www.surreyears.co.uk

  Leeds Hackspace Every Tuesday 7pm-late, 
Open day second Saturday of the month, 11am-4pm.  
www.leedshackspace.org.uk

  Hull Raspberry Jam Malet Lambert School, 
Hull. Every other month. See its Twitter account.  
www.twitter.com/hullraspjam

  Plymouth LUG (part of DCLUG)  
Hush coffee, 1 Old Town St, Plymouth. Fourth Saturday 
of the month (except December), noon.  
www.dcglug.org.uk/calendar

  Huddersfield Raspberry Jam  
Meet every month at Huddersfield Library, typically the 
fourth Saturday of each month.  
www.huddersfieldraspberryjam.co.uk

  Medway Makers 12 Dunlin Drive, St Mary’s 
Island, Chatham, ME2 3JE.  
www.medwaymakers.com

  Cheltenham Hackspace The Runnings 
trading estate, Cheltenham. Thursdays from 7pm.  
www.cheltenhamhackspace.org

Dutch PHP Conference
PHP forms the backbone of 
many websites, so if you work in 
the web development industry, 
conferences such as Dutch PHP 
Conference are part of your 
continual professional 

development. Taking place in 
Amsterdam from June 29 to  
July 1, this event covers the many 
facets of web development, 
including dev ops, JavaScript and 
of course PHP. There will also be 
a series of tutorials and 
workshops to help sharpen your 
skills. Prices and more details are 
on the website.
www.phpconference.nl

PHP North West 2017
Can’t make it to Amsterdam for 
your dose of PHP? The 

Manchester Conference Centre 
29 September to October 1 plays 
host to PHP North West, now 
celebrating its 10th year 
informing the PHP developers of 
the UK with a mix of talks and 
workshops from leading names 
in the PHP community. There are 
also tutorials from experienced 
PHP developers. More details 
can be found via the website. 
Sign up now and you’ll receive 
information as it’s released.
http://conference.phpnw.org.
uk/phpnw17

Steelcon
July 7 to 9 in the City of 
Sheffield’s Hallam University is 
where you need to be for three 
days of talks, workshops and 
discussions on the various facets 
of cybersecurity. If you need a 
break from the schedule you can 
drop in on the many Arduino/
lock-picking sessions and try 
your hand at the padlocks and 
door locks! We learnt a great deal 
from this event, and you could 
too! More details via the website.
www.steelcon.info

The intrepid Les Pounder brings you the latest community and LUG news.

United Linux!
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Digital XD offers hardware more 
in line with the four-year-old Moto 
G (which sells for £75), Android 
4.4 and a dubious Chinese 
downloaded games emulator.

 Changing times
Shame on you, Linux Format! 
You brought me through the 
trauma of ditching the Redmond 
Albatross (read Coleridge’s ‘The 
Rime of the Ancient Mariner’). 
You guided me through the 
problems and choices of early 
Linux distros and led me to 
become a committed Ubuntu 
user. Now, suddenly, without any 
warning or guidance, you adopt 
a radical change in software DVD 
delivery method!

I have been a subscriber for 
a year or two, and am destined 
to remain so until June 2020, 
because of a two-year extension 
Christmas present. My 
computing experience goes right 

 You’re wrong!
I was reading John Knight’s 
review of the GamePad Digital 
XD in the January 2017 issue. 
The man must be clairvoyant – 
he already knows how much 
the Nintendo Switch will cost 
before Nintendo has even 
announced it themselves.
Les B Labbauf,  
Harrisburg, USA
Neil says: OK, you caught us out! 
This, however, was nothing to do 
with John Knight but myself, 
trying to pin a relative cost to the 
Digital XD. We’re not gaming 
experts here, so we genuinely 
thought the pre-order price of 
£199 used by a few outlets was 
the real one – apparently not. 
However, it’s not a good 
comparison because the £279 
Nintendo Switch is cutting-edge 
hardware with custom wireless 
controllers, a docking base and 
Nintendo software. The GamePad 

has been discontinued  
(last version 0.5.1.). For the  
Maui Linux distribution go to  
www.mauilinux.org. For the 
non-Plasma but Qt-based 
Hawaii-Shell project visit: 
http://hawaiios.org. This 
website is here for historic 
reasons.” However, Hawaii is no 
more: “Hawaii is now Liri OS”, 
and Liri OS is in alpha.

When I could get it to run, it 
looked nice but it didn’t actually 
do a whole lot.

And, for the record: 
“Hardware supported by open 
source drivers should work. 
Here’s the list of supported 
GPUs. Intel: i915 or newer cards. 
AMD/ATI: using the open source 
driver except for cards 
supported by RadeonSI. Nvidia: 
cards supported by the nouveau 
open source driver, VMware, 
QEMU with QXL. VirtualBox does 
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back to the 80s and 
includes BBC Basic and 
DOS. I have therefore 
suffered enough ! A small 
warning in LXF209 would 
have sufficed! My 
machine is an up-to-date 
Dell Inspiron 15. I am 
likely to switch my 
allegiance to one of the 
other fairly excellent 
Linux magazines.
W H Coulson aka 
Grumpy, via email
Jonni says: Sorry we upset you, 
but we’re a little confused. We are 
not aware of any changes in how 
our DVD is mastered, used or 
delivered since LXF219. Please 
could you enlighten us? We are 
glad to have been your guide 
through the trials and tribulations 
of Linux past, though. And we, 
too, like that poem – and that 
whole early romantic period 
actually. Slightly bewildered, but 
willing to help.

 Fedora 25
I’ve got a Dell Latitude E5520, 
i3 8GB, x64 system. Antix16 
works fine in VirtualBox, as 
does BunsenLabs. But when it 
comes to Fedora, I read 
something to the effect of, “Who 
in their right mind runs Fedora 
in VirtualBox? Try running the 
LXDE or XFCE versions unless 
you live for frustration.” 

And Maui is no more: “Maui 
with Plasma Simple Shell (PSS)  We can see what you’re paying for with the Nintendo Switch.

 Honest, we’ve changed nothing.
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Letter of the month

Faster Tux, kill, kill!

not currently support Wayland 
reliably [confirmed by my 
experience], please use other 
virtualization solutions, such 
as Virt-Manager.”

However, Virt-Manager is 
recommended only if you know 
what you’re doing and/or it 

works the first time. Otherwise, 
it’s a lot of updated software 
installs, did you try, don’t forget, 
and be sure to, NOT included in 
the documentation or the initial 
process. By the way, which of 
the Linux OS versions under 
Virt-Manager is Arch Linux? It’s 

testing, wait for the beta, release 
candidate or final version, when 
it will have probably moved 
much further along than just 
the looks really nice (and likely 
crashes quite a bit) phase of 
its development.
Mike Moore,  
Covington, USA
Neil says: Mike, you sound angry. 
You’re not wrong, though – there 
are certainly issues running 
Wayland-based distributions, 
even in the latest release of 
VirtualBox 5.1.20. Fedora 25 and 
26 refuse to boot to a Wayland 
desktop. You could try Gnome-
boxes, which is a front-end for 
QEMU. We had more success 
running Wayland desktop through 
that, though with an up-to-date 
build on Arch. The version on 
Ubuntu 16.04 still had input 
issues, but it did at least start. LXF

straightforward in VirtualBox, 
but a mystery in Virt-Manager. 
Use Virt-Manager if you like 
challenges. Otherwise, just 
burn it to DVD or put it on a 
USB stick. 

Oh, and unless you really 
want to be a part of the alpha 

Write to us
Do you have a burning Linux-
related issue you want to discuss? 
Want to let us know what we’ve 
done wrong now, what you like to 
emulate or just want to suggest 
future tutorial content? Write 
to us at Linux Format, Future 
Publishing, Quay House, The 
Ambury, Bath, BA1 1UA or  
lxf.letters@futurenet.com. 

H
i. I have been buying your 
excellent magazine for some 
time, although much of it goes 
straight over my head (sorry 

Jolyon!). My current computer is just over 
10-years old (Athlon 64 X2 with 2GB RAM 
and Ubuntu 14.10) and it is getting a bit 
long in the tooth. Seeing that LXF219 
promised the ‘Fastest Linux PC’, I felt a 
new build coming on. However, although 
it is a great description of how to build a 
machine from scratch, I was disappointed 
that there is little discussion of the 
hardware or software. I waited until 
LXF220 to see if this was addressed, 
but no, it was not. 

Can you give us some more on this 
subject? What compromises were made 
(processor, RAM, HDD spec and so on) 
and what do you recommend for housing 

the all-important Penguin? Should Linux 
go on the SSD or on the HDD? What about 
the swap partition? 

This machine could be at the centre of 
a Newbie section, and I for one would be 
glad of a series of short articles aimed at 
those of us who, although not ignorant of 
PCs, are relatively new to Linux. 
John, via email
Neil says: As you’ve spotted, the feature in 
LXF220 was to do with just building the 
hardware – the perception I have is that LXF 
readers aren’t as up to date with hardware 
as they are with software, so would prefer 
an insight into putting together a decent 
performance system for a reasonable price.

I think the real question you’re asking is 
about the available options for hard drive 
configurations when it comes to installing 
Linux. That’s a pretty big subject these days, 

as you point 
out – it ranges 
from a single 
spinning hard 

drive to RAID configs with multiple drives 
and all the new SSD/NVMe options, plus 
you could start taking into account modern 
filesystems running on top, which do their 
own software RAID and add another layer 
of complexity.

Something I was wanting to cover was 
the use of a cheap SSD to cache a large 
spinning disk (array). This is easy to set up 
and apparently works well. However, that 
then gets me thinking that perhaps we 
need to look at the whole subject area. We 
are going to look at ZFS again, too, in 
LXF227, which touches upon all this.

Now I have to think about how I can sell a 
filesystem cover feature to management...

 Expect more 
filesystem 
coverage soon!

 Fedora 25 
with Wayland 
fails to run in 
VirtualBox. 
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Specs
 Socket: AM4

 Type: 64-bit

 Clock: 3.6GHz

 Turbo: 4.0GHz

 Cores: 6

 Threads: 12

 Process: 14nm 
FinFET

 Cache: 576KB 
L1, 3MB L2,  
16MB L3

 Mem:  
DDR4-2666

 Channel: 2

 PCIe: 16 + 4

 TDP: 95W

 Virtual: AMD-V, 
AMD-Vi

Where the Ryzen proposition is a 
little less compelling is in the games 
arena. It looks competitive: when it 
comes to average frame rates, the 
1600X delivers on that 4GHz promise. 
The subjective experience, however, 
tells a slightly different story. Total War: 
Attila is a great case study here. 
Running on the Intel processor, it’s 
super-smooth, but with the Ryzen CPU 
at the same settings and using the 
same video card, there’s noticeable 
judder almost everywhere.

As for the reasons why? Well, there 
are numerous candidates. For starters, 
we used an Nvidia GPU, and there are at 
least indications that the Nvidia driver is 
poorly optimised for the Ryzen 
architecture. There are also question 
marks surrounding Ryzen’s basic 
architecture, which comprises a pair  
of quad-core modules. To cut a long 
story short, some latency is involved in 
communicating between the two quad-
core modules, and that can require 
careful management by both OS and 
application to avoid performance 
penalties. Ryzen is brand new, so most 

Try this for a compelling 
proposition. The 1600X packs 
six cores, and supports 12 

software threads, while a similarly 
priced Intel processor, the Core 
i5-7600K, has four cores and just four 
poxy threads. And as a consequence of 
being the top six-core model, it also 
clocks in at 3.6GHz nominal and 
4.0GHz turbo. In other words, it looks 
like a very nicely balanced chip – and all 
for £249. It’s the mid-range CPU that 
we’ve all been waiting for, right? 

For the most part, that’s an 
affirmative. When it comes to outright 
multithreaded performance, it pops a 
cap in the head of the Intel Core i5.  
Take Cinebench: the Core i5-7600K 
manages 663 points. And the Ryzen 
1600X? A massive 1,223 points –  
nearly double the Core i5’s capability.

Admittedly, the Core i5 retains some 
dignity in the single-threaded version of 
Cinebench, with 179 points compared 
to the 1600X’s 159 points. However, the 
AMD chip looks like the better trade-off 
at first glance. Elsewhere, if the results 
aren’t quite so spectacular, then AMD 
still chalks up some decent wins. It 
crunches high-quality video encoding at 
22fps to the i5’s 16fps, and it motors 
through our rendering benchmark in 
just three minutes and 46 seconds. 
That’s a good two minutes faster than 
the 7600K.

Parallel lines
Put simply, if you want a CPU for 
content creation, or really any workload 
that majors on parallelism, this isn’t 
even a race. The Intel competition is 
hideously, hopelessly outclassed. That’s 
true even taking into account the fact 
that the Ryzen CPU is a little more 
power-hungry. An extra 10 watts at the 
wall is surely worth it.

software has yet to be tweaked to take 
account of such issues.

Of course, most software runs fine 
without any modifications. It’s just a pity 
that the main class of application which 
seems to be particularly sensitive to 
Ryzen’s architectural nuances  
happens to be gaming. But with little 
overclocking room, all signs point to the 
standard AMD Ryzen 5 1600 being 
better value than this X model.

AMD Ryzen 5 1600X
 Is hexa-core the new 

quad-core? Only Latin 
speakers will know…

Verdict

Features 9/10
Performance 8/10
Ease of use 9/10
Value  8/10

AMD Ryzen 5 1600X

 Performance is astounding at this 
price, but for many the cheaper, non-X 
model might be a better buy.

Rating 8/10

Developer: AMD
Web: www.amd.com/ryzen
Price: £249

Taking AMD’s new hexa-core hotness for a spin Jeremy Laird is surprised to 
find his socks being blown off…
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In brief...
 Comes with 

300+ pen-testing 
(hacking) tools

 Based on 
Debian with 
GNOME3 Desktop.

 Supports 
numerous 
platforms 
including 
Raspberry Pi, 
CuBox and 
Chromebooks.

 Can be run in 
‘Live’ or ‘Forensic’ 
mode for local 
analysis of 
machines.

 Now offering 
Kali Linux 
Professional 
Certification.

handy, Kali 2017.1 also now supports 
AWS and Azure Images of the OS, 
which support GPU password cracking 
out of the box. 

Although it’s too big to be bundled 
with the ISO, Kali’s repositories now 
include OpenVAS 9, a vulnerability 
scanner suite that automates much of 
the tasks pen testers have to do 
manually on target systems.

Pen-testing friendly
Despite a slew of new drivers, images 
and tools making Kali easier to use, the 
OS continues to provide support for 
newcomers to pen-testing. The Kali 
website has long offered OSCP 
(Offensive Security Certified 
Professional) online training, which 
involves a gruelling 24-hour exam. This 
has now been complimented by the Kali 
Linux Certified Professional Program’ to 
affirm your efficiency specifically with 
Kali itself. The first four-day KLCP 
course will take place at Black Hat USA 
2017, where interested parties can 
become a Kali Linux Ninja!

Aside from the vast number of 
platforms for which Kali Linux 2017.1 is 
available, it’s the documentation that 
tips the balance in Kali’s favour. Other 
pen-testing distributions such as 
BlackArch and Parrot Security OS may 
have more tools pre-installed or be 
easier on the eye, but Kali holds your 
hand from the outset. The sidebar 

Kali Linux, which now follows a 
rolling release model, has now 
been updated to version 2017.1, 

replete with updated tools, kernel and 
better hardware support.

While Kali is by no means the only 
pen-testing distro in the wild, it remains 
the most popular with ethical hackers. 
The OS contains any number of 
programs such as Aircrack-ng, a suite 
of tools for penetration testing of 
wireless networks. To this end, the latest 
Kali offering now supports RTL8812AU 
Wireless chipsets. These don’t form 
part of the standard Linux Kernel, but 
were included in response to a feature 
request. This makes possible much 
more invasive testing of your network, 
enabling you, for instance, to 
deauthenticate devices, then inspect 
the ‘handshake’ as they reconnect, 
exposing the WiFi password.

While on the subject of drivers,  
Kali 2017.1 also includes much more 
streamlined support for Nvidia GPUs 
with CUDA support. CUDA is a software 
platform created by Nvidia to give direct 
access to a GPU’s virtual instruction 
set. In plain English, this makes it 
possible to use GPUs for purposes 
other than playing video games, such 
as mining Bitcoins or in the case of Kali, 
cracking passwords. 

The Kali website details the 
necessary steps to get the CUDA toolkit 
working with Hashcat, (now upgraded 
to version 3.2.0) claiming that you can 
get started in minutes. If you don’t 
happen to have an arsenal of GPUs 

contains shortcuts to common hacking 
tools such as Armitage and the 
Metasploit Framework. The official Kali 
documentation talks you through the 
steps of setting up the OS, general 
usage as well as customising your own 
ISO. Offensive Security are also behind 
the free Metasploit Unleashed ethical 
hacking course, which offers free 
training for the Metasploit Framework.

The release notes for Kali 2017.1 also 
contained an announcement that Kali 
Linux Revealed will be published in July, 
with a free online version being made 
available afterwards. 

Because Kali now follows a rolling 
release model, existing users can 
updated to version 2017.1 by running 
apt dist-upgrade in a Terminal. LXF

Always suspicious of everything, Nate “what’s the catch?” Drake  
explores the latest divine offering from his distro god, Kali Linux.

Kali Linux 2017.1

 The latest version of Kali offers the greatest variety of platforms, tools and 
documentation, and there are plenty of training opportunities, too.

Features 8/10
Performance 8/10
Ease of use 8/10
Documentation 10/10

Kali Linux 2017.1

 With improved packages, drivers  
and now even web server instances, 
Kali outshines the competition.

Rating 9/10

Developer: Offensive Security
Web: www.kali.org
Licence: GPL

GPU Instances in 
Amazon Web Services
Offensive Security has 
registered new CUDA-
enabled Kali images.

Features at a glance

Support for Wireless 
Card Injection
More wireless attacks are 
now available through 
these chipset drivers.
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Verdict

In brief...
 Solus offers 

various custom 
core utilities to 
help ease new 
users into the 
ways of Linux.  
The release 
features the latest 
edition of Budgie, 
an independently 
developed desktop 
environment that 
focuses on 
simplicity and 
elegance to 
provide a unique 
experience. 
Elementary OS 
and Pinguy OS are 
comparable, with 
similar goal of 
appealing to  
new users.

notifications in one, while the Applets 
tab houses the calendar, volume control 
and the sound devices. Click the gears 
icon to open up Budgie settings. You 
can tweak various settings from the 
General tab, while Panel-specific 
options such as positioning of the clock 
and icons are relegated to the Panels 
tab. The latest edition also features an 
updated and beautified Alt+Tab 
implementation for a faster experience.  

For software management, users 
have the choice of the eopkg tool on the 
command line and the robust Software 
Center. This is a single window app that 
can be used to manage software, install 
updates, and even browse third-party 
applications that aren’t included 
because of proprietary licenses. 

The Updates are split into three 
categories. Required updates are 
mandatory and are automatically 
selected for installation. Bug fixes and 
new releases for apps are available 
under Other Updates, while Security 
Updates are a separate category. You 
can also browse through the collection 
of software from the Home tab where 
the apps are split into various 
categories and sub-categories.

The eopkg utility provides the same 
functionality as apt-get and similar 
tools. Being a rolling release distro, you 
can also roll back to a previous state 
with a single command. The 2.0 release 
will see eopkg dropped in favour of Sol: 
another home-grown app written in C.

As is the norm with most Linux 
distros, Solus ships multiple 
editions that suit different 

desktop environments. Apart from 
releases featuring Gnome and Mate, the 
flagship spin and the subject of our 
review is the one with the Budgie 
desktop environment.

The hybrid ISO is available only for 
64-bit machines and supports both 
MBR and UEFI machines, but not UEFI 
Secure Boot. Unlike most other Live 
distros, Solus doesn’t give users the 
option to install the distro from the 
bootloader. Instead, you must fire up 
the live environment and then select the 
option to install the OS from the menu. 

You also don’t need a swap partition 
when installing Solus. The installer 
insists on a 10GB or larger partition, but 
the installation itself is speedy. The user 
created during the installation is 
granted administrative privileges. Any 
other users you create can also 
optionally be granted admin rights. 

Quirky’s good
The application menu has a search bar 
at the top and provides a list of apps. 
You have to click each category to view 
the included apps. Another quirk of the 
menu is that it reorganises the apps 
within each category, so that recently 
used ones are at the top. You also can’t 
pin favourite apps on to the panel. 

Another unique feature of Budgie 
desktop is Raven, the all-in-one applet, 
notification and customisation center. 
The two-tabbed interface lists 

We were also pleasantly surprised 
with the Help Center, the 
documentation hub on the project’s 
website. It offers helpful guides on 
varied topics such as Budgie Tips & 
Tricks, Installation, Configuration, Repair 
& Recovery and many more.

Ubuntu has also shipped an edition 
featuring Budgie as part of its 17.04 
releases. However it’s measurably slow 
when compared with Budgie on Solus.

Solus Linux is a rolling release 
distribution that aims to provide an 
elegant desktop experience while also 
focusing on simplicity. For most distros, 
this may seem like a tall ask, but with its 
home-grown Budgie desktop, Solus 
easily meets this goal and delivers a 
distro that’s simple to use, extremely 
robust and fun to work with. LXF

Shashank Sharma explains why Solus Budgie, with its home-grown desktop 
environment and various tools, has him excited like a gardener in spring.

Solus 2017.04.18

 If you prefer your desktop to host icons and folders, you must manually enable 
the feature on Budgie using Raven.

Features 9/10
Performance 10/10
Ease of use 10/10
Documentation 9/10

Solus 2017.04.18 Budgie

 The distro has changed drastically in 
just a few years, but still provides a 
simple and elegant user experience.

Rating 9/10

Developer: Solus Project
Web: www.solus-project.com
Licence: GPLv2 and others

Budgie desktop
The highly customisable, 
high-performing desktop 
is sure to tear away at the 
KDE userbase.

Features at a glance

Custom utilities
Solus has a number of 
tools designed in-house 
including the installer  
and software centre.
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Verdict

In brief...
 Based on Linux 

From Scratch, 
NuTyX ships as a 
minimalist base 
system that users 
flesh out to their 
liking. Although 
designed for 
veteran users, its 
highly intuitive 
nature makes it a 
good choice for 
newbies as well. If 
you’re looking for 
a distro that gives 
you just as much 
control but with a 
more mature 
community, 
consider Arch 
Linux or Gentoo.

software. The command  sudo cards 
install xorg lxde firefox libreoffice  
fetches and installs all the specified 
software and their dependencies. You 
can query a list of installed packages or 
search for packages in the repository 
with  cards search package-name-or-
description . Unfortunately, unlike apt-
get, Cards doesn’t give a list of 
dependencies or total download size. 
Instead, it starts downloading the 
packages straightaway. The distro also 
provides a number of collections 
comprising essential software, such as 
cli, cli-extra, gui-extra, and more. These 
simplify package installation, as you 
don’t have to type in the name of each 
package. However, as each collection is 
host to hundreds of packages, blindly 
installing a collection leaves you with a 
system full of packages you don’t 
require. For a list of packages offered in 
each, run  cards search gui-extra . 

The distro also provides a number 
of aliases defined in the ~/.bashrc file 
to ease software management. For 
instance, instead of  sudo cards install 
package-name , you can run  get 
package-name . 

Should you make a mess of the 
NuTyX installation, playing around with 
Cards or compiling packages not in the 
repositories, you can revert to the base 

The release of Knoppix, a live CD 
distribution, was a watershed 
moment for Linux. It spawned 

an era of derivative distros, but despite 
the overwhelming number of them, 
most of which are now largely Ubuntu 
based, we occasionally come across 
distributions such as NuTyX, an 
independently developed project with a 
homegrown and feature-rich software 
management tool.

Available as a sub-300MB image, 
the ISO provides a bare-bones system 
that users flesh out depending on their 
requirements. In a stark departure 
from other distributions, NuTyX insists 
that it be installed on a single partition; 
users are advised against creating 
separate partitions, such as for / and  
/home. The Curses-powered installer, 
which asks a limited set of questions, 
such as keyboard layout, partitioning 
information and so on, is developed 
in-house, too, and gives users a choice 
of fdisk or cfdisk for partitioning. 

Bare-bones indeed 
The installed system lacks many useful 
and everyday tools. For instance, it 
doesn’t provide a graphical user 
interface (GUI), let alone any GUI tools. 
It doesn’t even provide Lynx, the text-
based web-browser. There’s no mail 
client, word processor, music app and 
so on, but this is what makes NuTyX 
special, as users are free to populate 
the distro only with software they want.

You must use the Cards software 
management tool to install additional 

installation with  cards base -r . The 
website provides guides on a wide 
range of topics, and the forums are a 
good resource, but require registration 
for searching and posting. If you prefer 
video tutorials, the developer posts 
these to a dedicated YouTube channel 
(http://bit.ly/nutyx).

In NuTyX, we have not just an 
incredibly stable and robust system 
that can function as a server as readily 
as a media-streaming station, but a 
distro that can be a great learning tool 
for new Linux users looking to expand 
their skill set beyond the likes of just-
works distros such as Ubuntu. LXF

Shashank Sharma is neither trim nor flexible, but that’s the kind of distro he 
likes. With its homegrown software management tool, NuTyX looks promising.

NuTyX 9.0

 No GUI in the default installation means no wallpaper either, but you can fetch 
some from the project’s website to showcase your love.

Features 9/10
Performance 10/10
Ease of use 10/10
Documentation 9/10

NuTyX 9.0

 NuTyX is poised to do for LFS what 
live-installable Linux spins did for Arch 
and Gentoo, while teaching new skills.

Rating 9/10

Developer: Thierry Nuttens
Web: www.nutyx.org
Licence: Various

Cards software 
management
Nearly as impressive as 
apt-get and provides much 
the same functionality.

Features at a glance

Lean and fast
The speed and size are 
testament to the bloat-free 
design that lets you decide 
which packages to install.



Linux distribution Reviews

July 2017 LXF225    19www.techradar.com/pro

Verdict

In brief...
 Devil Linux is  

an independently 
developed, 
lightweight 
distribution for 
firewall, router 
and server 
deployment.  
The distribution 
can’t be installed 
to disk, which the 
developers claim 
is an additional 
security measure 
because there’s 
no means for 
malicious code or 
software to be 
installed. There’s 
no graphical 
desktop and users 
have to muck 
about in config 
files to set up 
various services 
and servers. See 
also: Slackware, 
and Untangle.

Devil Linux doesn’t ship with a 
graphical interface. Instead, it ships with 
a variety of tools such as Shorewall 
firewall utility, Nagios, SSHD and 
webmin. But you can’t install additional 
software because the distro doesn’t 
even feature a gcc compiler, let alone 
any software management tool.

When running the install-on-usb 
script, if you mistype at any prompt, the 
installation is immediately terminated. 
For instance, when asked if you wish to 
format the partition /dev/sdb2, if you 
mistakenly press t instead of y, the 
installation is terminated, and you have 
to start the entire process from scratch.

No password required
The default root user doesn’t require a 
password. You can run the setup 
command to launch the curses based 
configuration wizard. This enables you 
to define basic settings such as 
hostname and timezone, configure the 
network cards, and select which 
services to start at boot. While you can 
also create firewall rules from the setup 
utility, the program doesn’t provide the 
option to review or change the default 
configuration. You must manually dig up 
each of the config files, be it for the 
networking settings or the firewall to 
make changes. The save-config script 
now also reads the /etc/sysconfig/
save-config.conf file for determining 
which files need to be saved.

The distro also doesn’t ship with the 
ifconfig utility. Rather, it features the ip 

Designed originally for router 
and firewall deployments, Devil 
Linux pitched itself as fit for 

running servers with the 1.0 release way 
back in 2003. Despite the many years 
and releases since then, little has 
changed for the distribution visibly. In 
fact, the biggest change for the latest 
release is the switch to squashfs for the 
main file system in an attempt to 
further reduce the ISO size. 

Devil Linux’s USP is that it can’t be 
installed to a disk. Users can run Devil 
Linux by burning the ISO image onto a 
CD or from a USB drive. Any changes 
you make, such as defining the 
hostname or static IP addresses are 
stored on the USB drive or any other 
connected device. During a subsequent 
reboot, Devil Linux will look for the 
stored config files, and should it find 
one in any of the connected devices, 
load the system configured to your 
defined parameters. Since the 
distribution runs off RAM, all changes 
are lost during reboot and if a saved 
configuration file isn’t available, you’ll be 
dropped to a fresh environment. 

In fact, the compressed tarball ships 
the ISO image as well as the install-on-
usb script. The script will help you 
create two partitions on the USB drive. 
The first partition to hold the ISO image 
and the second can be used to store 
the configuration file. This makes for a 
secure setup because the write-
protected partitions remove the 
possibility of any malicious 
manipulation to harm your deployment.

tool, which users can use to configure 
devices. Unfortunately, the surprisingly 
sparse documentation on the website 
doesn’t mention that ifconfig is 
unavailable or which tool to use in its 
place. Also, the website doesn’t provide 
a changelog for any new release. Users 
must uncompress the tarball and 
navigate to the docs directory to access 
the changes file, which lists the 
changes. The sources.lst file similarly 
provides a list of all included software.

The Linux ecosystem boasts of 
many excellent server distros such as 
Debian and Slackware among others. 
For firewall and router deployments, 
and various other purposes, users have 
the option of experienced and fleshed-
out distros such as Zentyal, ClearOS, 
and Untangle, which are easier to 
configure and manage.  LXF

Intrigued by the name as well as the premise, Shashank Sharma ventures 
into the strange world of a lightweight router/firewall distribution…

Devil Linux 1.8.0

 Administrators with über-skills might feel at home with this lightweight firewall 
and router distribution, because it appears to be designed only for such users.

Features 5/10
Performance 6/10
Ease of use 4/10
Documentation 4/10

Devil Linux 1.8.0

 Devil Linux claims to be a distro 
designed for IT admins by IT admins. 
But only skilled IT admins need apply.

Rating 5/10

Developer: Heiko Zuerker
Web: www.devil-linux.org
Licence: GPLv2

Persistent configuration
Saving the configuration onto 
a USB stick means on reboot, 
the config file is read, giving 
you a ready-to-go machine.

Features at a glance

Versatile
The lightweight distro  
can be used to run File, 
Mail, Proxy, DNS  
and others servers.
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Specs
 CPU: Intel Core 

2 Duo, AMD 
Athlon X2 2.8GHz

 Mem: 4GB RAM

 GPU: Nvidia 
GeForce GTX 260, 
ATI Radeon 4870 
HD, Intel HD 4000 
(OpenGL 3.3 or 
higher)

 HDD: 8GB

special. He underplays the role 
perfectly, and his deadpan delivery 
means the game is full of killer lines. 
And he sounds even better in the 
remaster. Double Fine found the DAT 
tapes from the original voice recording 
sessions, and it’s a strange sensation 
hearing all those famous lines without a 
layer of fuzz over the top.

This was the first LucasArts 
adventure released after Day of the 
Tentacle, and it couldn’t be more 
different. The puzzles are a lot simpler, 
the interface is more streamlined, and 
the presentation is significantly more 
lavish and cinematic. Instead of the old 
verb buffet at the bottom of the screen, 
clicking an object brings up a flaming 
skull with a selection of actions that 
reflect Ben’s character: the gloved fist 
and the leather boot being the most 
frequently utilised.

The downside of this simplified 
design is that the game is arguably too 
short, taking between five and six hours 
to finish depending on how many 
puzzles you get stuck on. Yet it does 
mean it’s more fast-paced, dynamic, 
and exciting than most adventure 
games. And, in hindsight, maybe that’s 
a better fit for a game about a guy like 
Ben. Full Throttle’s strengths are its 
story, characters, atmosphere and art, 
not its puzzles. And, hey, sometimes 
that’s fine. But we can understand 
some people, particularly if they have 

More than one puzzle in Full 
Throttle Remastered is solved 
by kicking something, which 

neatly illustrates what makes it different 
from most point-and-click adventures. 
Protagonist Ben is a tough, gruff biker.  
A slab of meat stuffed into a leather 
jacket with a chin you could polish 
stone on. And this plays into every 
aspect of the game, from the puzzles 
and storyline, to the rock soundtrack.

But the key to the game is that while 
Ben is indeed a hard-ass who can 
handle himself in a fight, he also has a 
heart. Monkey Island was an ode to the 
romantic idea of piracy, and Full Throttle 
does the same for bikers. It’s more 
about freedom, authenticity, and cool 
leather jackets than the sort of thing 
you read about in Hunter S. 
Thompson’s Hell’s Angels or watch in 
Sons of Anarchy.

Ben’s world is small – he mentions 
several times that his bike is his home – 
but it’s still under threat. He’s on the run 
for a crime he didn’t commit and, worst 
of all, the last motorcycle manufacturer 
in the country, Corley Motors, is ceasing 
production of bikes and moving into 
making hovering minivans. Many games 
deal with the end of the world, but Full 
Throttle is about the end of Ben’s world. 

And this makes  
for a uniquely 
personal story.

Ben’s deep 
monotone voice, 
courtesy of the late 
Roy Conrad, is 
what makes the 
character really 

no nostalgia for it, feeling a little short-
changed by proceedings.

As for the remastered visuals, it’s 
clear Double Fine’s artists have put a lot 
of effort into repainting every location 
and cutscene. But, honestly, the original 
pixel art looks nicer to us, and we ended 
up playing with the old graphics and the 
remixed audio, which sounds fantastic.

The Mine Road sequence, in which 
you take part in Road Rash-style bike 
fights, has aged fairly terribly. But 
occasional bad mini-game aside, we 
enjoyed returning to Full Throttle. Its 
stylish, Mad Max-inspired world of 
bikers, truckers and battery-powered 
bunnies is full of charm, and the story, 
although short-lived, is entertaining 
until the bittersweet end.  LXF

A big fan of wearing leather and punching things Andy Kelly wonders  
if this makes him management material?

Full Throttle

 Biker Ben’s gruff narration sounds even better, if that isn’t a contradiction.

 All the art has been given a fresh coat of digital paint.

Gameplay 5/10
Graphics 8/10
Longevity 4/10
Value 8/10

Full Throttle Remastered

 A cinematic, high-octane, but  
short-lived adventure, lovingly 
remastered for a new generation.

Rating 8/10

Developer: Double Fine
Web: http://fullthrottle.doublefine.com
Licence: £10.99
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T
his month, we’re checking 
out five different animation 
programs for Linux. Some 
concepts will also be 

explained to make sure you know the 
usefulness of the features present in 
either some or all of the programs.

The programs under test are both 
2D and 3D, and utilise different 
workflows to achieve the final result. 
How you want to tackle your animation 
project will affect your final choice of 
software. We also investigate the rate of 
development for each package.

When most of us think of animation, 
we think of cartoons, usually featuring 

Every month we compare tons  
of stuff so you don’t have to!

Roundup

anthropomorphic animals in humorous 
situations. This is one way to animate, 
but it’s possible to achieve much higher 
levels of realism: many commercials 
have been made with Blender. In the 
official demo reel, you’d swear the ice-
cream was real. The chocolate sauce 
made our mouth water!

The programs in our Roundup have 
more modest ambitions. Most of them 

are made for cartoon-style animation, 
supporting only 2D and lacking fancy 
lighting options. 

The concept of key-frames is an 
important one since this can help you 
avoid drawing every frame of your 
animation. We’ll see how each program 
handles this, along with what other 
tools are available with the different 
packages tested in this round-up.

Animation tools

“How you want to tackle your 
animation project will affect  
your final choice of software”

Our 
selection
 Synfig 
 Blender 
 Pencil2D
 Tupi
 GIMP

Don’t just leave your doodles languishing in your sketchbook. Mats Tage 
helps you choose the right animation software to help bring your art to life.

How we tested...
We’ve focused on what the 
software’s like to use. Performance 
was a secondary consideration 
because heavy rendering will require 
separate hardware. The key features 
we’re interested in relate to how you 
want to describe movement across 
the screen and via your character. 

We created a scene where a ball 
bounces across the screen. This 
may sound simple, but it enabled 
use to see how the software makes 
the bounce look realistic. We also 
added a figure to see how easy it is 
to animate body parts.

Unless you’re a perfectionist with 
time on your hands, you won’t want 
to draw every single frame, so we 
also tested the effectiveness of 
keyframes, which enable you to 
control the in-between frames of 
your animated work. How successful 
your keyframes are interpolated 
could make or break your animation.
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T he animation workflow has 
changed significantly over the 
years, but some principles are 

still the same. Depending on the 
program, different methods has been 
adapted for computers while mimicking 
traditional manual methods. 

One example is how, in Synfig Studio, 
you can import images (the PNG 
format is preferred), and tie them to a 
control layer that rotates the picture. 
Many other transformations are 
possible and even more if you draw  
a vector graphics file. 

Using the “bones” feature you can 
transform a vector image and allocate 
bones to different parts, building up the 
influence area around the bones and 
essentially marking which part of the 
picture should be affected by the  
bones feature.

Blender uses the same basic 
principle, also calling it “bones”. 
However, in Blender you make “meshes” 
that represent objects in all three 

W hen choosing an animation 
program, your primary 
consideration will be what 

style and level of sophistication you’re 
aiming for. If you’re thinking of 
producing cartoon-style animations 
you’ll no doubt choose a different 
package from when you’re making a 
more serious and realistic-looking reel.

Workflow

Style capabilities

How do you draw on the digital canvas?

What’s your animation style – cheerfully silly or stylishly cool?

dimensions. To an extent, Blender also 
simulates the real world with the 
physics module. The same module also 
includes water, fire and smoke, to 
mention just a few. To make a swinging 
chain for example, access the Torus 
primitive option, select half of it and 
extend. Continue with a copy, rotate  
90 degrees and you’re done.

Pencil2D is the simpler choice, where 
assistance with animation is limited to 
creating a smooth movement of an 
object by drawing a few of the frames 
that appear later in the animation. This 
software is designed for frame-by-frame 
animation, using layers for background, 
different characters and syncing for 
sound to the action on screen. 

In Tupi, there’s still the option of 
drawing each frame yourself using  
the Onion feature. This feature shows 
the last few frames “through” your 
current frame, in a similar fashion to 
traditional animators who used a 
lightbox and tracing paper. 

Synfig is a 2D drawing program 
designed for cartoons with advanced 
features for creating realistic 
environments. Indeed, it’s well suited to 
putting together graphic novels.

Blender is a 3D environment where 
you model your scene rather than draw. 
The style can go from the cartoonish to 
the photorealistic.

There’s also a feature to draw an 
item and then map its path, which is 
handy when, for example, balls are 
thrown across the scene. 

GIMP GAP is an extension to GIMP. 
The M in GIMP means manipulation, but 
it lends itself to drawing in many ways, 
thanks to the many effects you can 
apply. When you use GIMP GAP you 
draw one frame in each layer and the 
animation feature will show them in 
sequence. It’s great for frame-by-frame 
animation of existing artwork or even 
photographs you’ve taken.

Pencil2D has a simple interface and 
has very little in the way of helping you 
animate, although keyframes are used. 
This software is very much a frame-by-
frame animation package, and the 
keyframes functions will help create a 
smooth movement across the screen.

Tupi is 2D and very much aimed at 
drawing cartoons. There are a number 
of pencils and drawing tools, but the 
light effects and other rendering tools 
are lacking. You need to be an 
accomplished artist to get the most 
from this program. The storyboard 
function could make this the perfect 
planning software, though.

GIMP has a lot of advanced graphics 
functions that you can use to make 
beautiful graphics. However, animating 
your characters isn’t the easiest, since 
most of the work will be done frame-by-
frame. GIMP can help with things like 
creating spinning globes and other 
animation effects, and there are a host 
of scripts that create animations from 
existing artwork or graphics.

 The workflow approach varies between software.

 Your style of drawing will influence your choice of software.

Verdict
Synfig
HHHHH
Blender
HHHHH
Pencil2D
HHHHH
Tupi
HHHHH
GIMP
HHHHH

 To make a full 
film, use Blender. 
The others are 
great for short 
cartoons.

Verdict
Synfig
HHHHH
Blender
HHHHH
Pencil2D
HHHHH
Tupi
HHHHH
GIMP
HHHHH

 Blender and 
Synfig rule, but 
Tupi has its uses.
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Ease of usability
Getting started may be easy, but how far can you get before requiring help?

A t first glance, all the software in this 
test look like art programs, but when 
you dig deeper you’ll find many 

features that can bring your creations to life. 
For example, using tools that can smooth out 
the movement between keyframes will be 

invaluable. In Blender, sculpting and rigging 
are the places to start. It’s time consuming, 
but worthwhile when you see the figure move 
across the screen.

Another issue is understanding what 
functions are for. In GIMP, for example, each 

layer is a frame. Using Synfig, every new item 
on the screen is a layer and to fine-tune both 
the appearance and what will happen next to 
it requires a new manipulation layer. In Blender, 
there are no special function layers – they’re 
only used to organise items.

Synfig HHHHH
The initial screen of Synfig looks inviting, but watch out for how layers 
are used, though. The top layer affects all underlying layers, so put them 
in groups to change only specific items. Even backgrounds are created 
using layers. Each layer has parameters that control their own behaviour 
and the next layer.

There are a range of ways you can define what you want to happen to 
your figures in Synfig, depending on the file type you use. SVG files can 
be manipulated in detail while PNG files can only be rotated and resized 
using cut-out animation. To achieve this in Synfig, you need to import 
PNG files – one for each part that moves – and then define the rotating 
points and set how far they should be at specific keyframes. Using SVG 
files and the bones function, the piece can be manipulated in detail.

Blender HHHHH
Blender looks advanced, but give it a few hours and you’ll be picking 
things up. The fastest way to get started with Blender is to start a project 
and keep improving it as you learn more techniques.

The principal of Blender is to add simple shapes called primitives, 
such as planes, spheres and others, and then model them to the  
specific shapes that you’re after by extruding, scaling and connecting 
pieces together. 

To achieve a realistic surface you use a function called materials. 
You’ll need to put in the time to make your surfaces look good. The right 
tool for the job is called the node editor, and the nodes are actually filters 
that can be mixed and matched to create the look of your material. 

Blender is packed with features, such as bones, rigging and materials, 
and you can produce both simple cartoons and photorealistic renders.

W hen making an animation 
you’ll need to create 
characters, backgrounds and 

props. These may be photographs that 
you’ve taken or perhaps you prefer to 
draw in another program first. Often 
you can also use real-world photos to 
change surfaces so they look more 
realistic. Your software will also render 
to a number of formats, depending on 
your requirements. 

Synfig imports PNG, JPG for cut-out 
animation and SVG for moulding 

Import and export options
Drawing may be easier in other programs such as Inkscape…

animation, exports pictures in a range 
of formats and uses ffmpeg to make 
video – but it uses a plug-in system so 
you can also use other video programs. 
There’s also a lip-sync function called 
Papagayo, which needs a WAV file. 

Blender imports most graphics 
formats, including DXF files from your 
CAD drawings, and this is achieved by 
modules that you need to enable. To 
send pictures or clips to other software 
or publish on the web, render the file 
and choose a single frame.

Pencil2D can’t handle vector 
graphics, but it can import sequences. 
You may want to use GIMP-GAP to 
create an initial sequence and then edit 
it in Pencil2D. You can also import WAV 
and MP3 files to your sound layer.

Tupi imports bitmaps, vector 
graphics and Papagayo assets to 
include in your animation. You can also 
use your favourite GIMP Palette.

GIMP imports images but not vector 
graphics. It also only exports images 
and sequences, but can create GIFs.

Verdict
Synfig
HHHHH
Blender
HHHHH
Pencil2D
HHHHH
Tupi
HHHHH
GIMP
HHHHH

 Tupi surprises 
by having 
lipsync functions 
and can import 
Papagayo files.
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Pencil2D HHHHH
It’s easy to get started in Pencil2D, but your progress may be slowed as 
you get into more advanced functions. There are currently no functions 
for “tweening” so you can draw only keyframes and let Pencil2D do the 
in-betweens stages. Having said that, the Onion tool works well and you 
can easily copy a frame and make minor adjustments to produce a 
simple walking animation. You can use a background made in another 
software or use one or more images, so you only have to redraw your 
characters and props. There are several advantages to this: for example, 
you can create fun, cartoon-like effects simply by drawing each frame 
the way you want it. The most interesting function is Opacity that works 
for the whole application. With this function you can use any picture 
viewer, put it behind Pencil2D and trace its main shapes and edges.

GIMP HHHHH
This package is primarily an image manipulation program with an add-
on, but the animation add-on is powerful in its own right. The most 
common use of the tool is to create text effects, but if you draw one 
drawing in each layer, GIMP-GAP can be used for lighting and morphing 
effects, which are ideal when creating an animation. 

GIMP-GAP gives you the freedom to get your graphics absolutely 
right, but animating them will involve a lot of copying and pasting, and 
then adjusting each layer frame by frame. The animation workflow will 
be a little strange, because it’s done via the plug-in so consider writing 
scripts for the many actions that help you create an animation. A bit of 
work done at the front end will save you time when creating movement, 
enabling you to spend more time getting the lighting and colour right.

Tupi HHHHH
Tupi has a simple interface, and you can draw your characters as you 
would with a pencil or pen. There’s support for polylines and primitives 
(ellipse, rectangle and line), which come in handy when drawing simple 
background objects like benches or houses. Tupi’s Tweening function 
enables you to move, rotate, scale, shear, fade and change colours 
through the animation, making it easy to develop smooth movements 
within your work. One neat feature is the storyboard, which is useful for 
planning an animation − even if you animate with other programs.

Tupi has a limited set of features, but they’re easy to use and will help 
you produce an animation quickly thanks to the Tweening function. This 
makes the software look a bit more serious, and considering the version 
is only 0.2, I see great potential for it as a cartoonist’s tool.

To truly learn the tools of the 
trade, start a project of your own, 
and keep it small with just 

enough details to make it interesting. 
A help file and online tutorials will 

speed up your learning; however, most 
programmer hate writing 
documentation! That is why it’s 
important to find out how well 
documented the software is before 
choosing your tools.

Synfig has a good collection of 
tutorials, although some assume a lot 

Quality of documentation
Are you going to be left floundering once you launch the software?

of knowledge about the program from 
the beginning. Having said that, after 
you’ve gone through a few tutorials you 
will know the finer details of the tools.

Blender has a gigantic set of 
features and they’re well 
documented,too. There are also many 
tutorials, both as videos and as text. 

To find documentation about 
Pencil2D you need to dig around a little, 
because at the moment accessing the 
program’s Help option simply takes you 
to a webpage of tutorials. 

Tupi has an entire booklet of 
animation tips included as part of the 
manual. I recommend you read it even 
if you don’t use the application itself. 
This document is available online, and if 
you take the time to follow the lessons 
you can acquire the basic techniques to 
help you master animation.

The GIMP user manual covers all the 
features one by one and is excellent 
when you get stuck on how to use a 
specific tool. It also includes short 
tutorials for getting things done.

Verdict
Synfig
HHHHH
Blender
HHHHH
Pencil2D
HHHHH
Tupi
HHHHH
GIMP
HHHHH

 Tupi is useful 
for learning the 
basics before 
taking on  
grander projects.
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about functions and techniques. There 
are also many tutorials on YouTube, if 
you need more advice.

Blender has both technical 
communities and special artist 
communities, there is even a number of 
people that make a living animating 
with, and teaching, Blender techniques.

Pencil2D has a wiki on its website 
which is moderately active. The 
program has many dedicated followers 
on deviantART. Many users choose to 
use Pencil2D for its simplicity because 
you draw as you would on paper.

Tupi is originally from Columbia so a 
lot of the content is in Spanish. Having 
said that, the program has a few but 
well-defined features and the tutorials 
that are in English are well written.

GIMP has several sites dedicated to 
it and some discuss animating using 
the filters and the GAP extension. 
These are useful for getting more help. 
Remember that GIMP has been around 
for a long time so anyone interested in 
graphics and open source will know this 
software well.

Our communities are the most 
valuable resources for 
cooperating about our 

endeavours and to get help when we 
run into stumbling blocks.

When it comes to communities in 
the creative arts, they’re a great place 
to show the fruits of your labour. The 
largest one is deviantART, where you 

Here we look at the state of 
development on each project. 
Some projects are managed by 

a single person who has an itch to 
scratch, but many of these programs 
have other organisations behind them. 
For example, Tupi has support from a 
school in Columbia.

Blender has its own foundation. This 
has made it possible to employ, more or 
less, full-time staff to fix bugs and 
separate developers for new features. 
The foundation also keeps in touch with 
companies who have their own needs, 
helping to fund the entire project.

When organised this way, any 
project has a greater possibility for a 
stable and growing code base. 
Programs that aren’t being developed 
will soon hamper your progress by 
lacking a specific feature you need to 
create a key effect.

When looking at Synfig’s 
development, activity is still quite high 

Reach out to the community

Design activity

can search for the software you’re 
interested in and see what others have 
created with it. This will help you assess 
if you can achieve your animation goals. 
When starting out though, you need to 
get help for the tools. Let’s see where to 
go for help for the tools themselves… 

Synfig has a great wiki that also 
comes in handy for asking questions 

although it peaked in 2013. This ensures 
that existing faults will be handled, but 
it’s unknown how many new features 
will be developed. Yet with support from 
several user organisations, this project 
looks promising.

Blender is being used by large 
studios, and there’s no doubt that 
developers will continue adding 
features as well as fixing bugs. They 
also have their own repository which is 
showing a lot of activity, and the next 
version is being promoted heavily. 

There are also a lot of add-ons for 
Blender. A search on Github shows 
many of them that are active. If you 
have any special requirements, start by 
looking for a plug-in there.

Pencil2D has ongoing development, 
but only one truly active developer, 
although the project is receiving help 
via Github and two other developers. 
Hopefully, this will boost development 
for this easy-to-use program.

Animation is art, and the community must feel for, love or hate, your art!

Will your project thrive or whither away?

 Face it, you crave attention from your community!

 Development supported by foundations tend to have 
reached maturity, which makes them more stable.

Tupi has not benefitted from a code 
drop in many months, but I’m pleased 
to report that the program has had its 
roadmap updated lately, and with some 
luck new developers will start helping 
out again. This program has some 
pleasing features for automating 
aspects of the animation process, 
which is sadly lacking in the other 
frame-by-frame software available. 

GIMP-GAP seems to have a very low 
development activity, but much of the 
activity is on GIMP itself which hides 
efforts on the animation front. GIMP is 
well established as a graphics package, 
so the plug-in will also have support.

Verdict
Synfig
HHHHH
Blender
HHHHH
Pencil2D
HHHHH
Tupi
HHHHH
GIMP
HHHHH

 The Blender 
community 
shines through 
here, although 
application 
independent 
sites are 
abundant.

Verdict
Synfig
HHHHH
Blender
HHHHH
Pencil2D
HHHHH
Tupi
HHHHH
GIMP
HHHHH

 Blender wins 
because it has  
an established 
organisation 
behind it.
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 Pencil2D is easy to get into, but the results are basic.

drawing on paper, which makes it 
comfortable when making the move 
from paper to the digital canvas. 

Synfig also enables you to sketch in 
bitmap fields, and through the use of 
Bézier curves. Such a workflow can 
actually enhance your current habits 
from paper rather than forcing a 
complete change in drawing technique.

Keyframes make it easy to draw a 
few frames and let the software fill in 
anything that’s in between. However, 
this technique may lead to stale and 
mechanical movement so be prepared 
to fine-tune details − especially in facial 
expressions − before you publish.

When you’re using an “onion” view, 
you can use pre-made drawings and 
trace around it and then create new 
frames by changing 
the existing picture. 
This works 
particularly well in 
Tupi if you start with 
one picture for each 

One package stands out 
because of its wealth of 
features, stability and 

prospects. And that package is Blender, 
which can be used to create simple 
animations right through to advanced 
physics effects.

Within one program are all the tools 
you can imagine. Indeed, you won’t 
even know they’re there until you 
search for them.

The Blender foundation even has a 
yearly conference covering all aspects 
of animation with the program. This 
makes Blender the strongest 
contender; however, when choosing a 
program you may want style over 
features. It’s also important to 
remember that this is a 3D package and 
the characters aren’t drawn, but instead 
created using cubes and spheres that 
are changed into your preferred shape. 

Sometimes a simple interface that 
mimics drawing on paper is preferable. 
Both Synfig and Tupi closely mimick 

object in your scene. You can then 
quickly fill your scene, ultimately 
creating an animation. 

With GIMP you can use simple 
contour drawings and colour them 
using the many features and layer 
techniques to add colour and different 
effects. There are effects for making 
your drawings look like other materials, 
such as wood or metal, too.

Best animation tool

The verdict

Animation is just an extension of drawing or 
other visually creative techniques, so start by 
looking into these disciplines. If you’re already 
good at drawing then you’re well placed to take 
things further.

Great programs for drawing are Inkscape 
and newly open-sourced Krita, which can also 
be used for animation.

Consider using Clara.io, a web-based tool 
that animates directly in your browser. A free 
membership comes with a lot of pre-made 
scenes and you have an hour of rendering 
included. It resembles Blender in many ways.

If you want to learn the basics about 
animation, start with Khan academy’s Pixar in 
a Box course. This shows you both the theory 

and practical aspects of animation that makes 
it a great starting point for learning about the 
discipline. The people teaching the course are 
actual employees of Pixar, of Toy Story fame 
and many other productions. They cover how 
to use mathematics for Bézier curves to 
calculate realistic movement and many other 
subjects. It’s well worth a look! LXF 

Also consider...

How do you animate in one of these programs? Do you use another 
one? Let us know your favourites at lxf.letters@futurenet.com.

Over to you...

1st Blender HHHHH 
Web: www.blender.org Licence: GPL v3 Version: 2.77a 

 Blender can take you to Hollywood, but consider starting on simpler tools.

4th Tupi HHHHH 
Web: www.maefloresta.com/portal/ Licence: GPL v2 Version: 0.2 git7 

 Tupi’s interface appeals, but it is in a very early stage of development.

2nd Synfig HHHHH 
Web: www.synfig.org Licence: GPL v2 Version: 1.0.2 

 Synfig gets second place because it’s only 2D and has less-advanced tools.

5th Pencil2D HHHHH 
Web: www.pencil2d.org Licence: GPL v3 Version: 7 April, Nightly Build 

 Pencil2D lacks features, so it needs the work of some developers today!

3rd GIMP HHHHH 
Web: https://www.gimp.org/ Licence: GPL v3 Version: 2.8.18 

 GIMP is a standard on Linux but animation isn’t its strong point.

“Sometimes a simple interface 
that mimics drawing on paper  
is preferable…”
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Learn to hack

Discover the basics of hacking to 
keep your systems safe. Don’t 
worry, it’s all legit, says Nate 
“trust me” Drake…

F
rom watching TV programmes 
like Mr. Robot, hacking would 
seem to be the province of pallid 
nerds who commit fraud and 

break into other people’s homes to 
support themselves, as they perform 
vigilante acts of digital sabotage.

In reality, hacking in IT circles 
is generally considered to be a 
noble profession. Ethical “white 
hat” hackers are often hired by 
corporations to break into 
protected systems and identify 
any weaknesses. This activity  
is commonly known as “penetration testing” 
or “pen testing”. 

Your first tool in getting started is to get 
hold of a penetration distribution of Linux, 
such as Kali, which you can download from 
www.kali.org. Pen testing distros usually 

can be booted from a CD or a USB stick, 
and contain a vast array of hacking tools, 
which you can use on a target network to 
identify areas of vulnerability.

If you’re new to hacking, you may be 
shocked to learn that there are versions  
of Linux devoted to distributing hacking 

tools. The difference here is that you’ll be 
using them to defensively and lawfully 
protect your own systems. 

The Metasploitable virtual machine 
(http://bit.ly/LXFmetasloit) is designed 
intentionally with vulnerabilities to help 

test and improve your hacking skills safely. 
You can find specific steps to set up 
version 2 of Metasploitable with Kali in 
VirtualBox in the next section.

Each hacker has their own favourite 
tools that they like to use, so you should 
consider this guide as a broad overview of 

the most common hacking 
methods. As you become 
more comfortable with 
hacking methods you’ll most 
likely leave being a “script 
kiddie” behind and code your 
own programs.

Most of the hacking techniques 
outlined here are passive in that they 
won’t affect data on the target system. 
However, if you choose not to use 
Metasploitable, I’d recommend running a 
backup of your data before proceeding. 

“Ethical hackers are often hired 
to break into protected systems 
and identify any weaknesses.”

hack
Learn to
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B
efore you get started on your first steps to 
becoming a hacker, download a copy of the ISO file 
for Kali Linux from www.kali.org. This will contain 

the tools you’ll use to master the basics of hacking. Kali is 
versatile and can boot straight from a DVD or be installed 
to a hard drive or USB stick.

You’ll also need a copy of the Metasploitable2 (v.3 isn’t 
compatible) virtual machine, which you can download from 
https://sourceforge.net/projects/metasploitable/files/
Metasploitable2. The Metasploitable2 files are in ZIP format 
so make sure to extract them before going ahead. In Ubuntu 
right-click the ZIP file and choose “Extract To…”. 

Metasploitable2 is designed to be run as a virtual machine, 
so it can be run inside a window on your computer. They can 
also contain an entirely different operating system and files to 
that on your physical machine. 

In this guide we’ll explore how to set up separate virtual 
machines for both Kali and Metasploitable2, as well as how to 
connect them safely so you can practise your hacking skills 
without affecting the rest of your network. 

Virtual Machines are managed by specialist applications 
such as the program Oracle VM VirtualBox. To get started, 
install VirtualBox using your package’s repositories:
sudo apt-get install virtualbox

Once installed, you can launch VirtualBox any time from 
the Terminal with the command virtualbox. 

Once the VirtualBox opens click the New button at the top 
left to create a Virtual Machine for Kali. VirtualBox will prompt 
you to choose a name for the machine. Type Kali Linux and 
then click Next. VirtualBox will now ask you how much or your 
computer’s RAM should be assigned to this machine. Choose 
at least 1,024MB but don’t move the slider beyond the green 
section. Click Next once again.

The next section is entirely optional. VirtualBox can create 
VDI (virtual disk image) files that act as a virtual hard drive for 
the machine. Kali will quite happily boot from the ISO image, 
but if you want to be able to upgrade and save changes, 
choose to create a Dynamically Allocated virtual disk image 
and use the slider to make sure it’s at least 20GB in size. 
When you’re ready, click Create to set up the Virtual Machine.

Click the New button once again in VirtualBox to create a 
new virtual machine, this time with the name Metasploitable 
Linux. Click Next to continue and then again to accept the 
default amount of RAM assigned. (Metasploitable2 runs in 
text-only mode, it so doesn’t need many resources.)

In the Hard Disk section, choose Use an Existing Virtual 
Hard disk file, then click the folder icon to find the 
MetaSploitable2 disk image (Metasploitable.vmdk). Click 
Create to complete the setup procedure.

At this stage you can create a host-only network for your 
two machines using VirtualBox. This will enable Kali to 
connect to the Metasploitable2 virtual machine to use your 
hacking tools, but crucially the machines themselves won’t 
be able to access the rest of the network or the internet, 
meaning that no real harm can be done. See the guide for 
steps on how to do this (below). 

Once the host-only network has been set up, highlight 
each of the virtual machines and click the Start button to 
power them on. Log in to Metasploitable2 with the username 
msfadmin and use the password msfadmin. If you didn’t 
create a virtual hard disk for Kali, choose Live mode when 
booting its virtual machine. 

 The ideal finished product : Kali Linux and the Metasploitable2 running  
in separate virtual machines, which can only connect to one another.

1  Create your  
host only Interface
In VirtualBox, go to File>Preferences. Click 
Network in the left-hand pane, then select 
the Host Only Networks tab. Click the green 
+ button to add a new host only network. By 
default the name of your new network is 
vboxnet0. Then click OK.

3  Add a second  
network interface
If you want to update Kali or add new 
programs you’ll need internet access. To add 
another network interface, go to Settings> 
Network for Kali’s virtual machine. Click the 
Adapter 2 tab, then Enable Network Adapter. 
In the Attached To menu press NAT>OK.

2  Connect Kali to the  
host only network
Highlight the Kali Linux virtual machine and 
click Settings>Network. In the Attached to 
menu choose Host-only adapter. The name 
of your Host Only network will appear. Click 
OK, then repeat these steps for the 
Metasploitable Linux virtual machine.

Get Kali talking
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the art of war-driving
W

ardriving involves detecting wireless networks 
while moving around on foot or in a vehicle. 
Hackers sometimes do this to look for 

vulnerable networks to exploit.
As an ethical hacker, you’ll be doing this to make sure 

there are no rogue wireless networks in your home or 
network because these can cause interference with legitimate 
access points. You may also want to be sure your own 
wireless network is safely hidden. 

To start out as a wardriver, you’ll need a wireless network 
card or dongle that can be put into ‘monitoring’ mode. This is 
used to detect wireless networks passively, without 
interfering with them. Not all network cards support this 
feature. In Ubuntu Linux you can check if yours does using 
the command sudo ifconfig wlan0 down && sudo iwconfig 
mode monitor where wlan0 is the name of your wireless 
interface. This guide was written using a TP-Link TL-WN823N 
USB Wi-Fi adapter (£7 on Amazon UK). 

You’ll also need a GPS device to pinpoint the location of 
wireless access points more easily. Whichever model you 
choose, check that it’s compatible with Linux before buying. 
During testing, we found that the GlobalSat BU-353-S4 USB 
GPS Receiver worked out of the box with Kali Linux.

If you’re using Kali in a virtual machine, make sure to 
follow the steps (see the previous page) to set up a second 
network interface, as you’ll need access to the internet to 
download the files to get the GPS device working. 

Virtualbox also can’t use USB devices by default. If you’ve 
chosen to install Kali to a virtual disk image, you can 
download the Guest Additions into Virtualbox which will allow 
additional features including support for USB devices. Simply 
fire up the Kali virtual machine and click the Devices menu, 
then Insert Guest Additions CD Image. Once you’ve followed 
the steps, restart the Kali virtual machine and click the 
Devices menu again. Move your mouse over USB. From there 

 Kismet detects wireless networks around you. Interface 
with GPS devices to map the location of access points.

you can choose to connect your USB Wi-Fi adapter and GPS 
device by checking the tick box next to their names.

Once Kali loads, follow the steps in the tutorial (below) to 
get your GPS device working. Next, open Terminal and run 
the command kismet -l. This will start Kismet, the wardriver’s 
tool of choice for monitoring Wi-Fi networks. Navigate using 
the arrow keys and press Enter to make selections.

You’ll be asked if you can see the colours. Press Enter to 
confirm, then again, ignoring the warning about root users. 
Kismet will say that it can’t detect a packet source. Press Enter 
to add the name of your wireless interface. (This’ll most likely 
be wlan0, but run the command ifconfig if you’re unsure.) Use 
Tab to highlight the Add button then press Enter. Do the same 
to close the Console Window to open Kismet’s main window.

As Kismet runs it’ll create a file in your home folder with 
the extension .netxml. You can use this with map software to 
plot the location of Wi-Fi networks around you.  

The handy companion tool to kismet, giskismet, can 
convert the data you gather to a KML data file, which can be 
used by most Earth browsers such as Google Earth.

1  Set up a GPS device
Open Terminal in Kali and run apt-get install 
gpsd gpsd-clients to download the necessary 
files. Then connect your GPS device via USB. 
If you’re running Kali inside VirtualBox, click 
Devices>USB and enable the GPS device. 
Run the command dmesg | tail -n 5 to see 
where it’s mounted, e.g /dev/ttyUSB0.

3  Export GPS Data
Once Kismet launches you should see the 
GPS data. Press Ctrl+C to stop the service, 
then reopen Terminal in Kali. Use the ls 
command to find the name of the .netxml file 
then run giskismet -x <name-of-file>.netxml. 
Next, run giskismet -q ‘select * from wireless’ 
-o giskismet_wardrive.kml. 

2  Start the GPS service
Start the GPS Daemon: gpsd /dev/ttyUSB0. 
Next edit your Kismet configuration with 
nano etc/kismet/kismet.conf. Remove the  
 #  in gpstype=serial and gpsdevice=/dev/
rfcomm0. Also replace  rfcomm0  with the 
GPS location. Press Ctrl+X, then Y, then 
Enter. Run Kismet with kismet -l. 

Let’s get some Kismet action
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Wi-Fi password cracking

H
ere, we’ll focus on using Kali’s tools to test the 
strength of your networks wireless keys by 
attempting to directly crack the password. In 

recent years, this technology has come a long way and 
provided your network is using WPA2-AES encryption, a 
strong password, and has WPS disabled (see the box 
below) it’s extremely difficult to access.

One method of hacking encrypted Wi-Fi passwords is 
“brute forcing” whereby every single combination of 
characters is tried until you hit on the right one. It’s 
theoretically possible, but this can take years in practice, 
especially so if a long password is used. 

Kali includes the aircrack-ng tools suite, which can he used 
by hackers to speed up this process considerably. This is 
usually done through trying passwords from pre-compiled 
word lists containing default and common passwords, as well 
as forcing devices to reauthenticate so you can capture the 
crucial handshake procedure, where the wireless key is 
exchanged with the router.

To get started you need to have a wireless card/dongle 
capable of packet injection. The TP-Link USB dongle we 
mentioned in the previous section does this.

Once you have this, check that Kali can detect the adapter 
by opening Terminal and running the command airmon-ng. 
Disable any processes that might interfere with your packet 
capturing with airmon-ng check kill, and put the adapter in 
monitoring mode with airmon-ng start wlan0. 

Make a note of the interface name, then run airodump-ng 
<interface name> to list networks around you, for example 
airodump-ng wlan0mon.

Find your target network in the list. Note down the 
“BSSID” and “CH” (Channel). Next, run this command:
airodump-ng –w <logfile> –c <channel>  –bssid <bssid> –ivs 
<interface>

For example, this might read: 

Believe in Reaver
Many routers support WPS (Wi-Fi 
protected setup), which in theory  
makes it easier to connect devices to 
your network simply by pressing a 
button on your router. 

The WPS connection is usually 
secured only by an eight-digit pin, which 
is much easier and quicker to crack than 
a fully fledged network password. For 
this reason, ideally you should try to 
disable WPS on any routers that you 
manage. If you want to check the 
networks around you to see if 
connections via WPS are supported, run 
the command wash -l <interface>.   

If the network owner insists on using 
WPS however, then try to change their 

mind by asking permission to use the 
utility reaver. 

First, open the Terminal in Kali and put 
your wireless adapter into monitoring 
mode as outlined above with airmon-ng 
start wlan0.

Next, run the command reaver -i 
<interface> -b <bssid>, for example reaver 
-i wlan0mon -b B0:48:7A:ED:32:5C.

The cracking session will begin and 
provide regular updates about how far it 
is along in the process with a percentage. 
The WPS PIN should take around ten 
hours to crack, depending on your 
processor speed. You can use Ctrl+C to 
pause Reaver then resume from where 
you left off later if you wish. 

Test the strength of your Wi-Fi password with Aircrack-ng and Reaver.

 Once data has been captured, you can use aircrack-ng to try and crack  
the password. This can take a long time!

airodump-ng –w log.txt  –c 11 --bssid B0:48:7A:ED:32:5C 
--ivs wlan0mon

Airodump will now begin capturing data packets and 
saving them to your log file. The more devices that use the 
wireless network, the more data is captured.

You can try and knock all devices off the Wi-Fi network so 
that they’re forced to reconnect. This will enable you to 
capture the vital handshake which contains the password. 
Open a new Terminal and run:
aireplay-ng -0 5 -a <bssid> <interface>

Finally, use Ctrl+C to terminate the process and then run 
ls to display the exact name of your log file. 

Password cracking requires a word list. You can either 
download one or extract the file rockyou.txt.gz that’s located 
in /usr/share/wordlists in Kali. 

Begin password cracking with the command:
aircrack-ng <filename> –w /usr/share/wordlists/rockyou.txt.

 Reaver will run automatically in Kali and save its 
progress so you can resume from where you left off.
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Prep for offline attacks

H
opefully by now you’ll have found that the wireless 
networks you targeted were proof against any 
attempts to crack the password. If so, it’s 

important to consider the next steps a malicious hacker 
might take, which is to gain physical access to your 
machine(s) and compromise them from there.

A simple form of this attack might be for someone to 
break into your office with a DVD of Kali, then boot it from 
your Windows machine so they can examine unencrypted 
files on your hard disk.

More sophisticated attacks are possible through using a 
USB Rubber Ducky. This tool, created by Hak5, resembles a 
USB stick, but is actually a very sophisticated keystroke 
injection platform. It uses a microSD card and a simple 

Grab a Rubber Duck and infiltrate your target network…
scripting language to deliver payloads: automated attacks 
that do things like give you root access to a target machine. 
The Rubber Ducky tricks machines into thinking it’s a 
keyboard to make them accept commands. While you’re 
encouraged to create your own attacks, Hak5 maintain a 
payload wiki of pre-assembled attacks for Windows, Linux 
and MacOS which you can copy to the Rubber Ducky.

If you decide that sneaking into your own home to insert 
the device into a vulnerable machine wouldn’t be much of a 
challenge, you can give the Rubber Ducky (and possibly a 
crowbar) to an IT illiterate friend who can then try to break in 
and try to compromise your machine. 

To get started, invest in a USB Rubber Ducky from Hak5 
(https://hakshop.com/products/usb-rubber-ducky-
deluxe). They currently retail for around $45.

While you’re waiting for it to arrive, fire up Kali and open 
Terminal. Enter the command git clone --recursive git://
github.com/skysploit/simple-ducky.git /usr/share/simple-
ducky to download the program Simple Ducky, which is 
useful for automatically generating payloads.

Next run bash /usr/share/simple-ducky/install.sh to 
execute the installer, then simple-ducky to launch Simple 
Ducky. Before getting started with the payloads, choose 
Option 9 to download any dependencies.  Follow the steps 
(see the box below) to copy a payload onto the USB Rubber 
ducky. If none of the payloads in Simple Ducky fit your needs, 
you can find more at www.usbrubberducky.com. 

Once this is complete, the Rubber Ducky is ready to 
infiltrate your target device. Make life harder for fellow pen-
testers by using Linux with Full Disk Encryption. Shut down 
machines fully when leaving rooms and lock the door. 

1  Choose a payload
Open the Terminal in Kali and run simple-
ducky. The program now will ask you where 
you to begin. Hopefully, you’ll have some idea 
of the kind of system that you’re going to be 
targeting. Choose a numbered option here – 
for instance, attacks against Linux and 
MacOS are found under Option 5. You’ll  
then see a list of available payloads for the 
target system.

3   Transfer the payload
Once all the configuration options have been 
chosen, your payload will be created in the 
folder /usr/share/simple-ducky. You’ll  
need to transfer the file inject.bin to a 
microSD card, which you can then insert  
into the Rubber Ducky. Take a look at  
the file payload.txt to see a breakdown of 
the attack in the Ducky’s own, simple 
scripting language.

2  Configure your payload
Depending on the type of payload chosen, 
you’ll now be asked to answer a few simple 
question. In the example here the chosen 
payload “OS X Reverse Shell” is designed  
to hack into a Mac by making it accessible 
later via the internet. The payload asks for  
a server and port number to transmit to,  
as well as enabling you to a set a delay  
before starting the process. 

Play with the Rubber Ducky

 It may look like an 
innocuous USB stick, 
but Rubber Duck has 
hidden depths…
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Start sniffing packets

N
ow that you’re hopefully connected to your target 
network, you can indulge in the gentle art of 
packet sniffing. This term describes the process of 

intercepting and logging packets of data across a network.
The chief challenge when it comes to packet sniffing is the 

huge amount of data moved across networks, using various 
protocols. It can be hard to detect, for instance, if a user has 
visited a certain website or has downloaded a certain type of 
file. Thankfully, your task is made much easier through using 
the preinstalled packet analyser Wireshark (see also LXF218, 
LXF191). Wireshark can capture data on a network and 
enables you to filter it down. Most importantly, you can 
capture data for a certain time and save it to a file, making it 
possible for you to perform a more in-depth analysis.

Wireshark uses a colour coding system to represent 
different kinds of traffic. For instance, TCP is shown in green, 
DNS traffic is in dark blue, and light blue represents UDP. You 
can launch Wireshark from Kali by going to Applications> 
Wireless attacks. You’ll be asked if you want to monitor a 
specific network interface such as wlan0, or all network traffic. 

Remember that your Kali instance needs to be connected 
to the network in question to be able to monitor traffic. For 
best results use a wireless card that supports ‘promiscuous 
mode’. The TP-Link USB dongle mentioned in the Art of 
wardriving section (see page 32) is suitable for this. 

On first run, Wireshark will begin automatically capturing 
live data over the network. Use a device connected to the 
network to visit a few sites such as www.linuxformat.com so 
you can practise your packet analysis skills later on. 

You can click the Stop Capture button any time and 
choose File>Save to store captured data later. Simply choose 
File>Open on any capture files. 

The layout of Wireshark is quite simple. The “No” common 
is the assigned number for each data packet. The second 
columns shows the number of seconds that have passed 
since you started capturing data. The third and fourth 
columns list the source and destination IP addresses, 
respectively. The fifth column lists the protocol that sent the 
packet, such as TCP or UDP. The Display Filter bar at the top 
is used to pare down particular kinds of data packets.

Capture and analyse data packets moving across your target.
The full list of parameters you can choose here is available 

in the Wireshark manual (www.wireshark.org/docsdref). For 
now, try a simple filter to check if anyone has accessed the 
Linux Format website by typing http.host contains 
“linuxformat.com”. Press Return to see any matching traffic. 

If your data capture includes unencrypted protocols such 
as FTP, you can even access passwords. For example, type ftp 
in the display filter to show only unecrypted connections via 
FTP, then right-click the list of captured packets. Choose 
Follow>TCP Stream to see the username and password. If the 
authentication has been encrypted, you’ll need the private 
key used to encode the data to read it easily. 

Even if you can’t read certain kinds of data, you can easily 
search for it. In its simplest usage, you can type ssl into the 
display filter to see encrypted traffic. 

Wireshark can also be used to detect certain kinds of 
traffic running on various ports. For instance, the Tor protocol, 
which is deliberately designed to hide browsing activity, runs 
over TCP on Port 9001. Type tcp.dsport == 9001. 

Capturing and analysing data this way is an acquired skill 
and it takes time to learn how to use all of Wireshark’s filter 
options. Don’t despair! With time, you’ll see the layout and 
parameters are extremely simple and logical. 

First and Foremost files
If you’ve saved a capture file from Wireshark and 
want an easy way to list any binary files such as 
JPG images, then you can use the command 
line tool Foremost.

The easiest way to do this is to save a capture 
file in Wireshark by selecting File…>Save As, 
then open Kali Terminal and run the command 
foremost -i -v <filename>. This will create a folder 
named output, containing every single file 
shared over the network. 

However, this isn’t the most precise way to do 
things, so instead consider opening your 
capture file in Wireshark and using the display 

filter http.content_type contains “jpg”. Substitute 
“jpg” for the file extension that you need. If you 
know the name of the file in question, then this 
will be much easier.

Right-click the list of captured data packets 
and choose Follow>TCP Stream. A new window 
will now open. Click Entire Conversation to 
select the data that’s been received (usually 
this will be the bigger of the two). Under Show 
and Save Data As, choose Raw and then click 
Save As to store the file. Run ‘foremost’ on this 
new file in the same way as before, to extract 
these specific files. 

 Use Wireshark’s Display Filter bar to sort through captured data, for 
instance to check if a client has visited a website.

 Run ‘foremost’ on a Wireshark packet 
capture file to extract any binary files.
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1  Select your protocol
Make sure to check the other tabs in Sparta 
first to see if any default passwords have 
already been found, because this will save 
you the trouble of accessing the Services tab 
in Sparta to select a service to attack. Hydra 
supports a range of services. Right-click your 
chosen service and choose Send to Brute. 

3  Launch your attack
Click Run to launch the attack of your chosen 
service. The bottom pane will display any 
alerts and warning messages. Use the 
Threads menu to control how many parallel 
password cracking attempts Hydra will carry 
out. If the target system has a limit on how 
many connections are supported for a 
particular service, you’ll see a warning note.

2  Configure your attack
Click the Brute tab in Sparta. The default 
options such as checking for a blank 
password, or one identical to the username 
(as is the case with Metasploitable2) are 
already selected. Check Password List and 
click Browse to select one of Kali’s 
preinstalled lists such as the rockyou.txt file 
or /usr/share/john/password.lst. 

Release the Hydra!

any port in a scan
N

etwork ports are the points of entry between a 
computer and the internet. Even systems that use 
firewalls will leave various ports open so services 

can run. For instance, a computer designed to run as a 
server for Minecraft needs to leave port 25565 open.

One of the first things hackers do when connected to a 
network is to scan for open ports so they can try to crack the 
password for that service or run malicious code. As a budding 
pen tester, you’ll also need to scan ports of your own devices 
to make sure they’re not vulnerable. You’ll be using Sparta, a 
graphical front-end for several scanning tools. Chief amongst 
these is Nmap, which sends data packets to ports on the 
target machine. If a port is detected as open, you can also try 
to crack the password with Hydra, which can also be 
launched from within Sparta. Your target device will be the 
Metasploitable2 virtual machine, which is intentionally riddled 
with vulnerable ports so you can hone your hacking skills.

To get started, use VirtualBox to start both Kali and the 
MetaSploitable2 virtual machine. Log in to MetaSploitable2 

with the username msfadmin, password msfadmin. Next 
run the command ifconfig to obtain the IP address of the 
Metasploitable2 virtual machine and note this down.

Return to the Kali virtual machine and open Sparta from 
Applications>Vulnerability Analysis. When the Sparta window 
opens click Add Hosts to Scope, enter the IP address of the 
Metasploitable2 virtual machine, then click Add to Scope. 
Sparta will now being to scan the Metasploitable2 virtual 
machine’s ports for vulnerabilities. 

The Services tab of the main window will list any open 
ports, as well as services which run on them – for instance 
ssh runs on port 22. Click the Information tab for details of 
the operating system running on the target computer, too. 
This will come in handy if you want to launch any exploits, 
which is covered in the next section.

Take some time to look through the other tabs which 
detail other programs launched by Sparta. For instance, ftp-
default is a tool that automatically tries to connect to the 
target computer and try out a few default usernames in 
passwords. Here, the default passwords have worked and you 
can now access the machine via port 21 via the intentionally 
obvious password “password”. 

The Nikto tab displays the results for this tool, which is 
designed to scan web servers for common vulnerabilities. We 
will explore this in more depth later but for now, read through 
the catalogue of security issues. Sparta also has a handy 
Notes tab if you want to record any of your findings.

As Metasploitable2 has so many weaknesses, accessing it 
shouldn’t prove a problem, but if you’re testing Sparta against 
one of your own machines, you may not be able to break in so 
easily. Return to the Services tab to list open ports and right 
click a service called Send to Brute. This enables you to begin 
the automated process of trying to crack the password for 
these services based on a password list. 

 Sparta will use 
Nmap to scan for 
any open ports, 
enabling you to 
test them for 
vulnerabilities.
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E
xploits are tiny but highly specialised programs 
designed to take advantage of specific 
vulnerabilities in a target system. They deliver a 

payload to help hackers gain access a remote computer.
The MetaSploit Project are the creators of the world’s 

largest public database of exploits, which can be delivered 
through their powerful Metasploit Framework, the free 
version of which is pre-installed in Kali. 

If the name sounds familiar, it’s because the Metasploit 
Project also maintains the MetaSploitable virtual machine, 
which enables you to test exploits and deliver payloads safely.

To get started, make sure you’ve followed the steps in the 
previous sections to connect the Kali and Metasploitable2 
virtual machines using a Host Only network. If you set up a 
second network interface in VirtualBox so that Kali can 
access the internet, disable it for now. This will make sure 
none of the exploits affect any real machines in your network. 

The tutorial (see the box below) outlines the basic steps to 
load and run an exploit to try to take control of a target 
machine. The tricky part comes in knowing exactly which 
exploit to choose from the thousands available.

The first step is to scan the target machine for vulnerable 
ports to exploit. You can do this either by repeating the steps 
in the previous port scanning section or by simply using the 
Nmap tool from the command line.

Once you’ve identified vulnerable ports, you can use the 
searchsploit command to identify the correct exploit. The 
searchsploit tool is a useful offline version of the Exploit 
Database (www.exploit-db.com). And for information on the 
most recent exploits for various platforms, visit the CVE 
vulnerability database at www.cvedetails.com. 

If you’re happy using the Kali Terminal’s text-based 
searchsploit tool, the basic syntax of commands is 
searchsploit <search-term>. For instance, after using the 

Nmap command to reveal that Port 6667 is used by the 
Unreal IRC Daemon, you could run searchsploit irc to list all 
available exploits for IRC or searchsploit unreal to show only 
exploits that contain that search term. 

Bear in mind that not all exploits are a result of someone 
deliberately sabotaging a legitimate program. For example 
the DistCC Daemon, which is designed to make large-scale 
compiler jobs easier on Unix systems, can be exploited by 
hackers to run commands of their choice unless special 
precautions have been taken beforehand. 

Furthermore, the very fact that exploits exist in a public 
database means there’s likely a patch to fix the issue. It’s 
advisable to run regular updates on your own systems to be 
certain these are installed. 

If your appetite for hacking has been whetted by this basic 
introduction to hacking, Offensive Security offer Penetration 
Testing with Kali (PWK). This is a 30-day course that’s 
designed for people who want to learn hacking techniques. 
The team make use of virtual penetration testing labs to help 
you simulate various advanced pen-testing scenarios. The 
course is certified. If you successfully pass the 24-hour,  
real-world penetration test, you’ll be officially recognised as 
an OSCP (offensive security certified professional). 

Happy hacking! LXF

1  Launch Msfconsole
Click the Metasploit Framework console icon 
on the Kali desktop to launch ‘msfconsole’. It 
will need around 1.5GB of RAM to run, so 
make sure that this has been assigned to the 
Kali virtual machine. Once you’ve done this, 
either repeat the steps in the “Any port in a 
scan” section, or run the command nmap -v 
<target-machine’s-ipaddress> to identify 
vulnerable ports. 

3  Deliver your payload
Having chosen your exploit, enter use  to 
load it, for example: use exploit/unix/irc/
unreal_ircd_3281_backdoor. Next, use set 
RHOST <target-machine’s-ipaddress> to set 
where the payload should be delivered. 
Finally, run exploit to attempt your break in 
to the system. If this doesn’t work it may be 
that this exploit wasn’t designed for the 
version of the software running on this port. 

2  Prepare your exploit
Choose a service you wish to exploit. In this 
example we’ll try to use a malicious backdoor 
in Unreal IRCD to gain access to the target 
system. Run the command nmap -A -p 6667 
<target-machine’s-ipaddress> to reveal more 
information about the daemon running on 
this port. You can use searchsploit at this 
stage (see above) to see if there’s an exploit 
for this specific software. 

Exploitative behaviour

exploits
 The MetaSploit 

framework has 
a database of 
thousands of 
exploits you 
can run against 
target machines.
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Jonni Bidwell meets up with exercism.io creator  
Katrina Owen to discuss Linux, languages and the  

perennial perils people face when learning to code…

The Exercist

The Exercist
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Katrina Owen 
accidentally became a 
programmer while 
studying molecular 
biology. Since then 
she’s helped countless 
others become 
programmers through 

her website exercism.io. She’s also an open 
source advocate at GitHub and has 
co-written (with Sandi Metz) 99 bottles  
of OOP, a book that’s dedicated to writing 
efficient and beautiful object-oriented 
code. We caught up with her at OSCON 
Europe back in October 2016 to discuss 
painful memories of Gentoo, friendly code-
reviewing robots and what people really 
want in a coding tutorial…

Linux Format: Tell me about your history. 
Your bio says you have a background in 
molecular biology.
Katrina Owen: Well, I was actually a secretary 
until I was about 25. It was around then I 
realised that there was no real future in 
secretarial work: it wasn’t going to get any 
better and there wasn’t a whole lot of respect 
to be found. So I decided to get a degree, but  
I didn’t really know what to get a degree in. I  
just needed it to be something real, 
something scientific.

At first I didn’t have enough of a maths, 
physics or chemistry background to get 
accepted to a university. So I spent about  
18 months teaching myself those things, sat 
some exams and then was suitably qualified. 
But I still didn’t really know what to do. The only 
criteria for me was that it would lead to some 
sort of real job. 

I was accepted to two programmes: one was 
in aerospace engineering and the other was in 
molecular biology. I didn’t really know which to 
choose, but I thought, “Well, I’m so new to all of 
this mathematics, so probably biology is the 
better choice.” I thought I’d probably struggle 
with some of the heavier math in the aerospace 
program. In retrospect I think that I would’ve 
done better at aerospace engineering, because 
it was practical and you could resort to first 
principles to figure things out. Whereas with 
biology it’s like, “It happens because of 
evolution” and there’s a lot of theoretical stuff 
that’s much more vague: “that’s just the way it 
is and you just have to remember it” type of 
deal. So that was kind of frustrating.

LXF: How did you get into computers  
and programming?
KO: I did the biology thing for three years, but 
as I was doing that I got my first computer, put 
Linux on it, and learned how to do little scripting 
things with Bash. I got really excited about 
programming and problem solving, and ended 
up doing some freelance work, mostly just 

helping friends debug their websites and stuff. 
They got excited about how helpful that was, so 
I ended up getting quite a lot of work through 
friends and eventually found a real job.

LXF: Was this in the halcyon days of early 
JavaScript, where every browser had their 
own idea of what the language was?
KO: No, this was way back in the DHTML days. 
But I didn’t really deal with it, mercifully. I ended 
up very quickly getting involved with back-end 
PHP-type stuff and not really touching the front-
end stuff at all. After a few years of doing that  
I ended up doing Ruby, which was a  
very different kind of environment. It felt like 
people got together a lot more: conferences 
and meet-ups were more common. The Ruby 
community has a very whimsical feeling. 
They’re very fond of their puns, all of their 
project names are very creative.

LXF: I ask this as someone who chose 
Python more or less arbitrarily when faced 
with having to learn a ‘mainstream’ language. 
What made you choose Ruby over Python,  
or anything else?
KO: Y’know what? I did consider both. They 
both have great communities, they both have a 
philosophy around quality and around wanting 
to test things and wanting to make things more 
delightful for the programmer. When I was 
trying to figure out what to do next, when I was 
working in PHP all the time and trying to decide 
where can I go from here and where I’m going 
to feel happier, I was considering both of them 
and didn’t really have a way to choose. I didn’t 
know much about either, and I just so happened 
to meet a whole hoard of Ruby programmers, 
and more or less by 
accident ended  
up doing projects  
with them.

LXF: You mentioned 
putting Linux on a 
laptop. What was 
your first Linux 
experience?
KO: I believe I started with Debian and then a 
couple of years later I switched to Gentoo.

LXF: I once dabbled with Gentoo. It’s sort of 
this masochistic chapter that people go 
through. Although at the time, 2004-ish,  
I guess, the documentation was much better 
than that of other distros.
KO: I remember having a lot of trouble  
getting wireless working. Actually now I 
remember, for the first two years I didn’t bother. 
Then I moved to the US [from Norway] and  
was at a hotel where there was no Ethernet  
and there was something I really needed to  
do online. I think it took me a whole day to figure 
it out. I still can’t remember what I did.  

I remember being amazed that I got it working. 
And then every time I went to upgrade I’d be 
desperately googling error messages, trying  
to figure out the magic incantation. But I found 
the whole process weirdly exhilarating – it really 
was a lot of fun.

LXF: So your adventures culminated in the 
creation of exercism.io. For the benefit of our 
readers, can you explain what it is?
KO: The core idea of Exercism goes back to 
Language Hunters, which is all about human 
languages that are dying out. It’s this kind of 
in-person, game, interactive way of saving 
languages that are dying. They drew a 

distinction between fluency and proficiency, 
which I’d always thought were deeply 
connected. But it turns out you can have a high 
level of fluency and a low level of proficiency, or 
vice versa. So you can have a less-advanced 
levels of skill, but at that level still be fluent. And 
that’s what Exercism targets: this low level of 
fluency while still being able to solve tiny little 
trivial problems in a programming language.

And to be able to do it with complete ease, 
without having to think about how you’re going 
to phrase it, or where the braces go, or what the 
syntax is. Being able to gain this fluency, at the 
low-syntax level, frees up the cognitive 
resources that you need to be able to solve 
harder problems or do more of the real-world 
things. So lots of different people use Exercism 

who it’s aimed at 

“You can have a high 
level of fluency and a 
low level of proficiency.”

Interview
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for lots of different reasons. It’s this core idea of 
gaining a high level of fluency with only a low 
level of proficiency – that’s where Exercism 
finds its sweet spot.

LXF: What languages are people learning on 
Exercism? How does the site work?
KO: The most popular I think are Ruby, Python, 
JavaScript, Haskell and Rust. And lately Elixir 
and Elm. Then there are a few niche languages 
where you have a few hardcore enthusiasts. We 
have a command line client written in Go. That’s 
good because it means we can ship our client 
without needing any extra runtimes or 
dependencies. As long as it’s in your path 
somewhere, it’ll run. The client fetches 
exercises, then once the student solves them, 
with whatever tools they need, the client sends 
their solutions back to us. The actual 
conversations about the problems happen on 
the site, independent of the client.

LXF: I’ve looked around the site and must 
ask you about Rikki, the friendly 
neighbourhood code review robot…
KO: One of the things that happened, was that  
I spent the first two years giving enormous 
amounts of feedback. But it tended to be the 
same feedback over and over again. So I 
realised that there were categories of issues for 
every single exercise, there were a handful of 
different approaches and fairly typical mistakes 
that people would make. So I figured that with a 
little bit of back analysis a lot of this could be 
automated. That was the first foray, looking at 
the syntax tree and seeing if they’d triggered 
any of the red flags that I’d coded for. That’s all 
Rikki the robot’s doing.

LXF: Exercism turned 
out to be quite a 
success, I think you 
mentioned a figure 

of 180,000 visitors in two days. How did the 
infrastructure stand up in the early days?
KO: Well, I think most of those users didn’t sign 
up or sign in or do anything too complicated. 
The homepage was resilient enough to handle 
that kind of traffic. Now it might totally fall over 
because there are too many rows in the 
database and things aren’t optimised. 

Right now we’re running everything on 
Heroku. Up until last month we were on the free 
Heroku hobby dyno, but I ran into a Heroku dev 
at a conference who got me some free platform 
credits, so I’ve upgraded to a professional tier. 
They also gave me some database credits, but 
in order to upgrade the database a whole 
backup and reconfigure and reload needs to 
take place, and I haven’t had time or been brave 
enough to do that yet.

LXF: In your talk you divided your users into 
three categories: newbies, polyglots and 
artisans. What do these three archetypes 
want out of their coding experiences?
KO: Code newbies are who I originally thought  
I wrote the site for. They’re people who are 
learning to program for the first time, and 
usually that’s in Java or JavaScript, or Python. 

They’ve done a bunch of tutorials or 
exercises where someone’s been 

holding their hand and they’re  
at a point where they want to 

solve problems on their own. 
The problem they tend to 

have is how to cross that 
gap, and we try and teach 
them how to do that in a way 
that’s not unreachable. We 
want for them not to take 
too long to get to the other 
side, but to do it in a way 
where they feel they’ve 
accomplished something. 
Then we give them problems 
that are more complex. We 

lead them through this process and they might 
discover, “Oh, I don’t really know how loops 
work.” Then they’ll have to go off and do a deep 
dive and figure out how to do that. So it’s all 
about the small wins.

The polyglots, they’re experienced 
programmers, they usually know at least a 
couple of languages and might use them 
professionally. They might find themselves 
suddenly having to learn Clojure at work or 
something and one of the fastest ways for them 
to do that is through lots of small exercises.

They tend to get feedback like, “Hmmm, 
your Clojure looks like Ruby. It shouldn’t. Here’s 
how to do it in Clojure-looking Clojure.” There 
are other polyglots who just do exercises for the 
sake of learning a new language, or for the pure 
enjoyment that comes with solving problems.

For the artisans, they’re concerned with the 
deep reflection over design trade-offs. So even 
though you might have just a 20- or 30-line 
program, they want to know what it would look 
like if we did it in a functional style, or if we 
pushed object orientation as far as we can, how 
it could be done without conditionals. They’ll set 
interesting constraints for themselves, maybe 
trying to optimise for the most beautiful 
readable code possible, or maybe at the other 
extreme: “Can we do this in one line of Python?”

LXF: Have you received much heart-warming 
thanks from Exercism users?
KO: I’ve gotten a lot of wonderful emails. One of 
them said ,“A year ago I wasn’t programming 
and now, thanks to Exercism, I have my  
first junior developer job.” Another was from  
a Lua programmer who was doing game 
development and ended up getting a job with 
fast.ly doing stuff with Go. The awesome thing 
about that was when she started working at 
fast.ly she was the only one that knew how to 
do test suites. That was because every exercise 
on Exercism has a test suite, so she was familiar 
with how all that stuff works. LXF
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Nick Peers breathes new life into a Mac by installing 
Linux alongside OS X with a shared data partition.

G
iven that macOS is based on 
Unix, you’d think Macs would 
be a lot friendlier towards Linux 
than they are. But then perhaps 

the reverse could be said as well: most 
iterations of Linux won’t appeal to Mac 
users who believe Apple’s ‘it just works’ 
mantra that’s stuck in a one-button world.

Nevertheless, why limit yourself to Apple’s 
closed garden when you can – with the help of 
this feature – install a Mac-friendly flavour of 
Linux alongside OS X?

Our dual-boot approach 
ensures you won’t lose access 
to OS X, and we’ll even step you 
through the process of setting 
up a shared data partition – 
and moving your Mac home 

folder to it – so both OS X and Linux can 
easily access key folders. We’ve also chosen a 
flavour of Linux – Elementary OS – that has 
been designed to appeal to Mac switchers, 
boasting a beautifully styled desktop with 
familiar elements, including a dock at the 
bottom, menu bar and minimalist design.

Elementary’s a particularly good choice for 
Mac switchers because it has built-in read/
write support for the Mac’s HFS+ file system. 
There are some caveats: it doesn’t like the 
Mac’s built-in FileVault encryption, so make 

sure that’s switched off before you begin, and 
you also need to disable journaling on the 
data partition – we step you through the quick 
process of doing so. In our feature, not only do 
we show you how to access your Mac’s home 
folder from Elementary, we also reveal how 
you can create symbolic links from your 
Elementary user folders so they point to your 
Mac folders on a shared data partition.

Everything you need to set up your Mac 
old or new, install Elementary and get started 
with it is covered in this feature. One last 

thing, because we’re always 
saying this, it pays to take a full 
backup of your Mac using Time 
Machine before you begin. 
Once that’s done, start reading 
the next page to get started.

“We’ve chosen a flavour of 
Linux that has been designed 
to appeal to Mac switchers.”

Install Linux on a
MacBook



W
e’re going to set up Elementary 
in a dual-boot configuration 
alongside OS X. We’re also going 

to set up a shared data partition between 
the two OSes, so you have easy access to 
your data. We’ll then move your Mac user 
folder to the data partition.

This involves partitioning your hard drive. 
Step one is to partition it in two by hiving off 
enough space to create both your shared 
data partition and – further down the line – 
the partitions for Elementary. Partitioning can 
be done within OS X itself using the Disk 
Utility tool – ironically, the older your version 
of OS X, the better the tool is.

First, ascertain how much disk space you 
want to allocate to your data partition. Open 
Finder, right-click your user folder under 
Favorites in the navigation pane and choose 
Get Info. Make a note of its current size, and 
ask yourself how much extra space you’ll 
need – say another 20GB on top of the 
current figure. You then need to add on 
additional space for your Elementary 
installation – a bare minimum of 12GB 
(8GB plus 4GB swap partition), but we 
recommend hiving off 24GB or even more if 
you plan to play games in Elementary.

Next, check to see how much free space is 
on the disk. If it’s at least 2GB more than the 

amount you wish to allocate to your new 
partitions, skip to the next step; if not, move 
files inside your home folder to a backup 
drive temporarily to free up the space (or – if 
most of your files are in iCloud – temporarily 
switch that off following the advice in the next 
section). We’ll tell you when it’s safe to move 

Partition your drive
The partitioning process differs depending 
on which version of OS X you have installed on 
your MacBook. The only thing that’s the same 
is how you launch Disk Utility, which is done via 
the Applications > Utilities folder.

If you’re running OS X 10.10 or earlier, select 
your physical hard drive and switch to the 
Partition tab. Select your Mac partition and 
reduce its size by all the space you need, using 
the slider. Click the + button to create a second 
partition in the space, name it Data and then 
reduce its size to leave enough free space for 
Elementary. Click Apply.

If you’re running OS X 10.11 (El Capitan) or 
later, things are more complicated, because 
Disk Utility doesn’t allow you to create free 

space, merely set up additional partitions. For 
now, select the physical disk (not the OS X 
partition) and click Partition. Click the + button 
and a new, untitled partition appears. Name it 
Data, leave its format set to Mac OS Extended 
(Journaled) and then set its size to the 
additional space you need – in other words, 
the size of the data partition plus the amount 
of space you wish to give to Elementary. Now 
click Apply.

Once done, select the Data partition and 
click + again. A third partition is created. This 
is a temporary measure, so for now, simply 
allocate it the amount of space you plan to give 
Elementary, change its format to FAT32 and 
click Apply once again.

 Partitioning is done using the Mac’s Disk 
Utility tool – ironically, it’s not as powerful 
in later versions of OS X.

them back. Then partition your drive following 
the advice in the box (below).

By default, your data drive has journaling 
enabled – this means you’re restricted to 
read-only access in Elementary. To write files 
to the drive – for example, through a shared 
Documents folder – open Applications > 
Utilities > Terminal on your Mac and type:
$ diskutil list

Locate your data partition in the list and 
note its identifier. Type the following:
$ diskutil disableJournal /dev/disk0s4

This disables 
journaling for the 
partition. Be sure to 
replace  disk0s4  with 
the identifier you 
made a note of for 
your partition.

Move home folder
Next, you need to move your home folder to 
your data partition, so you’ll be able to share 
its contents with your Elementary installation. 
Before doing so, we recommend temporarily 
switching off iCloud Drive if you use it: open 
System Preferences from the Apple menu 

 Disable journaling on your data partition if you want to write to the drive in Elementary.

and select iCloud. Untick iCloud Drive and 
choose Remove from Mac when prompted.

Once done, open two Finder windows, 
one pointing to your main partition, the 
other to your data partition. Open the Users 
folder and drag your user folder to the data 
partition. Allow it to copy the files rather than 
move them. Assuming the files copy over OK, 
open System Preferences again, but this time 
select Accounts or Users & Groups.

Click the lock to make changes, enter your 
password, then right-click your username 
and choose Advanced Options. Click Choose 
next to Home Directory to select your user 
folder on the data partition. While here, note 
your User ID and Account Name. You’ll need 
these later. Once selected, click OK.

Before closing System Preferences, create 
a new administrator user whose folder is on 
your OS X system partition – this allows you 
to boot into OS X even if something happens 
to your data partition. Click +, name it 
something like Emergency (give it the same 
password as your main user account), plus 
make it an administrator. Click Create User.

Now reboot your Mac – if all is well, 
clicking your username in the Favorites bar in 
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“Ironically, the older your 
version of OS X, the better 
the Disk Utility tool is.”



Finder should point to your data partition. You 
should find nothing else has been affected by 
the move. Once you’re happy, clear off the 
user folder from your main system partition, 
switch iCloud Drive back on and restore any 
files you temporarily moved off the drive.

A new boot manager
It’s time to install the rEFInd boot manager, 
which allows you to switch between OS X and 
Elementary easily – it sports a graphical icon-
based interface you can control via keyboard 
using the cursor keys, and always defaults to 
the OS you booted to last. Download rEFInd 
from www.rodsbooks.com/refind/getting.
html – click the Binary Zip File link and save 
it to your Downloads folder.

If you’re running El Capitan or later, you’ll 
need to temporarily disable System Integrity 
Protection – reboot your Mac, then press and 
hold down Cmd+R when the startup chime 

sounds. Release when the Apple logo appears 
and the recovery environment should 
eventually start. When it does, choose 
Utilities > Terminal. Type  csrutil disable  and 
hit Enter, then restart.

Return to your Downloads folder and look 
for a folder named refind-bin-0.10.4 or 
similar (if it’s not there, simply double-click 
the zip file of the same name. Open the folder, 
then open Terminal via Applications > Utilities 
before dragging the refind-install script file 
from the Finder window into the Terminal.

It appears in the command line, so hit 
Enter, provide your password and hit Enter 
again. It should end with an ‘Installation has 
completed successfully’ message, so restart 
your Mac and you should see the rEFInd boot 
manager in all its glory. At this point, if you’re 
running El Capitan or later, use the cursor 
keys to select Apple Recovery, then hit Enter. 
Reopen the Terminal as before, but this time 

type  csrutil enable  and hit Enter to re-enable 
SIP. Reboot into OS X proper.

Create install media
The final stage of prep involves creating  
your Elementary boot media. Go to  
https://elementary.io – if you don’t plan to 
pay, enter 0 in the $ Custom field and click 
Download Elementary OS. Save the ISO file to 
your hard drive. While you wait for the 1.2GB 
download to complete, download and install 
Etcher from https://etcher.io and source a 
2GB USB flash drive (you can burn the ISO to 
DVD if you prefer by right-clicking it and 
choosing Burn Disc Image, but it’s very slow).

Once the ISO file is downloaded, launch 
Etcher and select the ISO file. Plug in your 
USB flash drive if you’ve not done so already 
and it should be detected, so click Flash! and 
wait for the boot media to be created. Click 
Ignore at the end of the process – OS X won’t 
recognise the files on the drive.

Time to install
The moment of truth is here: it’s time to 
install Elementary OS alongside OS X. With 
your boot media inserted, restart your Mac. 
You should see a new Penguin icon has 
appeared in the rEFInd boot menu, so select 
it and hit Enter. When prompted, choose 
Install Elementary OS.

Select English and click Continue when 
prompted, then connect to your Wi-Fi 
network if necessary. Tick both boxes to 
download updates and third-party software, 
then click Continue again. The next stage is 
the trickiest bit of the installation. Elementary 
won’t detect OS X, so won’t offer to install 
itself next to it. Instead, you need to select 
Something Else and click Continue. When the  You need to manually create the partitions needed for Elementary during setup.
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First steps in Elementary
Once Elementary is up and running on your 
MacBook, you’ll want to explore it. It’s based 
on Ubuntu 16.04, but utilises its own desktop, 
which is designed to appeal to Mac switchers. 
You can tart your tour at https://elementary.
io/docs/learning-the-basics but the desktop 
is laid out quite logically, with a dock, 
Applications pop-up menu (similar to the 
Windows Start menu) and a menu bar at the 
top of the screen with access to key system 
settings. Application windows don’t come 
with traditional menus – try clicking (or right-
clicking) on the program window title bar to see 
whether any options pop up.

There are some other restrictions, too, 
that more experienced users will probably 
want to fix – for starters, the software-
common-properties package isn’t installed 
by default, which prevents you from adding 
third-party repositories. Thankfully, it’s a simple 
enough fix – simply open a Terminal window 
and type in the following command:

$ sudo apt-get update && sudo apt-get install 
 software-common-properties

We’ve also experienced a few problems with 
the App Center not behaving as it should. To fix 
this, make sure you upgrade Elementary to the 
latest version after installing it, again via the 

Terminal, with the following:
$ sudo apt-get update && sudo apt-get upgrade

After this has finished – it’s a lengthy 

process – type  sudo reboot  and hit Enter to 
reboot Elementary. You should find App Center 
works correctly again.

 Elementary’s 
user interface 
is specifically 
designed to appeal 
to Mac switchers, 
but you still have 
full access to Linux.



partition table appears, you should see either 
free space or – if you partitioned in a later 
version of OS X – the FAT32 partition at the 
end of the list. If it exists, select the FAT32 
partition and click the minus button 
underneath to remove it.

Select the free space and click the plus 
button. Set the size in the Create Partition 
box to 4096MB to create a 4GB swap file, 
select End of this Space, click the Use As 
menu, set to Swap Area and click OK. 

Finally, select the remaining free space 
and click + again. Leave all the settings as 
they are except for the Mount Point – click 
this and set it to /. Click OK then Install Now. 
Review the changes and click Continue.

Next, verify your timezone is correct, 
then select the Macintosh keyboard for your 
country. When you provide a username, we 
recommend choosing the same username 
as you recorded earlier from your Mac. Set a 
suitable computer name and password, then 
leave the installation to proceed to its finish.

Restore rEFInd
After you’re prompted to reboot, you boot 
straight into Elementary for the first time. 
Step one is to bring back rEFInd: open the 
Epiphany web browser and download the 
same binary zip as before. Click the 
Applications shortcut in the top-left corner 
of the Elementary desktop and select Files. 
Navigate to Downloads, then right-click the 
zip file and choose Extract Here. Open the 
newly created refind-bin folder, then right-
click inside the Files window and choose 
Open With > Terminal. Finally, type:
$ ./refind-install

Enter your account password when 
prompted and a series of messages should 

appear, confirming that rEFInd has been 
restored as the default boot manager. Restart 
and you can now easily switch between OS X 
and Elementary.

Access home folder
As things stand, you can see your data 
partition, but any attempt to browse your 
Mac’s home folder results in you being told 
you don’t have permission to browse the 
folder in question. This can be fixed by 
opening a Terminal window and entering:
$ sudo groupadd admin
$ sudo useradd -d /home/tempuser -m -s /bin/
bash -G admin tempuser
$ sudo passwd tempuser

Enter a password when prompted, then 
reboot and log in as tempuser. Open Files and 
eject the data partition if it’s connected (look 
for the eject button). Then open another 
Terminal window and type the following:
$ sudo usermod --uid 501 yourusername
$ sudo chown -R 501:yourusername /home/
yourusername /media/username

Replace  501  with the User ID that you 
recorded when moving your Mac’s home 
folder to the data partition, and replace  
 yourusername  with your actual username. 
One final thing – as things stand, your user 
won’t be visible at the login screen. To rectify 
this, type in the following command:
$ sudo nano /etc/login.defs.

Press Ctrl+W, type  UID_MIN  and hit 
Enter to find the following line:
UID_MIN 1000

Change  1000  to  501  (also do the same 
for the line beneath it beginning  GID_MIN ), 
save the file and reboot. You should now be 
able to log in as yourself, plus access your 
Mac’s home folder and all its contents. Once 
done, remove the temporary user:
$ sudo userdel -r tempuser

You’re now ready to explore Elementary 
proper, secure in the knowledge that your 
data is easily accessible. To link specific data 
folders, such as Documents, from your Mac 
to your user folder in Elementary, check out 
the box (below). LXF

 The rEFInd Boot 
Manager provides a 
graphical boot menu 
to make it easy to 
switch between 
operating systems.
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Link user folders
As things stand, you’ve gained access to your 
Mac’s home folder, but why stop there? By 
creating symbolic links, you can redirect your 
Elementary user folders – Documents, 
Pictures, Music and so on – to the relevant 
folders on your data partition. You choose 
which folders to link – you’ll probably want to 
keep Downloads separate, for example – but 
first, make sure your data partition is 
automatically mounted at startup.

To do this, click Applications and choose App 
Center. Search for  disks  to install the Ubuntu 
Disks tool. Once installed, open it from the 
Applications menu. Select your data partition, 
click the Settings button beneath it and choose 
Edit Mount Options. Switch Automatic Mount 
Options to Off. Change Identify As to  /dev/disk/
by-Label/<Partition Name>  and verify the 
Mount Point is  /mnt/<Partition Name> . Click 
OK, then reboot. Now that you’ve got an 
automatic mount point, first open your 

Elementary user folder and delete those folders 
you plan to create links to. Now open the 
Terminal and type the following, substituting 
the name of your data partition for  Data  and 
your username for  username :

$ ln -s /mnt/Data/username/Documents /home 
 /username/

You should see a folder shortcut appear in 
your Elementary user folder. Now repeat for 
any other folders you wish to link.

 Configure 
Elementary to 
automatically 
mount your data 
partition before 
creating symbolic 
links to your  
user folders.
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Alexander Tolstoy
runs  df  to see whether his ~/ 
directory is already full after compiling 
so many open source apps from 
GitHub and beyond...

“It sports many usability 
power-ups that used to 
be present in Opera 12.”

 Better test results mean there are fewer issues on many 
modern and content-heavy websites.

A lthough new Firefox and 
Chromium releases have 
arrived relatively recently, we 

decided to skip those already widely 
known and threadbare browsers in 
favour of a fresh alternative. The 
historic roots of the Otter Browser 
were of utmost importance back in 
2012 and related to the decision of 
Opera Software to give up on its Presto 
rendering engine. Otter Browser 
emerged to recreate the ‘feel’ of the 
original Opera 12.x browser on the 
basis of WebKit and Qt5. 

We enjoyed early versions of Otter 
Browser in LXF191, but it was honestly 
not ready for daily use at that point in 

Otter Browser
time. Revisiting the project after two 
and a half years revealed the titanic 
progress that Otter’s developer has 
achieved. It’s worth visiting the 
project’s website on Tuesdays to read 
the updated weekly report, with the 
number of commits, fixed and 
remaining issues, and get binary 
versions of Otter Browser for any major 
OS. Each week through the years, the 
diligently maintained blog delivered the 

up-to-date progress. “O snail, climb 
Mount Fuji, but slowly, slowly!” 

You got it right: Otter Browser is 
now much better than it used to be, so 
we gave it a test drive for a couple of 
days and didn’t encounter too many 
errors. The browser experience is not 
ideal with the default QtWebKit back-
end, but you can switch it to the newer 
QtWebengine (which is technically a 
stripped-down Chromium engine) and 
make things even better on many 
modern and heavy websites.

Otter Browser also sports many 
usability power-ups that used to be 
present in the now-abandoned Opera 
12. Downloads, notes, cookies, 
password, ad-blocking lists as well as 
history and bookmarks all have great 
handy management sections that are 
easy to use. The browser has traditional 
tree-style web-related settings at 
About:config and the separate Tools > 
General Settings interface for fine-
tuning the browser itself. The light, 
productive and feature-rich Otter 
Browser looks very promising and will 
obviously fit anyone’s desktop. The 
server-side sync feature is designedly 
absent, because it’s you who should 
control the browser, not vice versa.

Version: 0.9.91 Web: https://otter-browser.org

Otter Browser  Simon  Persepolis  Elisa  Nylas Mail  CMST  Redshift  
Libva  GNU Emacs  OpenTTD  Warzone 2100

Web browser

Exploring the Otter Browser interface...

Set search engine
Otter sticks to DuckDuckGo 
by default, but you’re free to 
change your preference.

Tabs and buttons
Open websites in new tabs 
and navigate easily using 
convenient button layout.

Browser’s own 
preferences
Fonts, privacy settings 
and plentiful advanced 
configurables all reside here.

Expect better rendering
Though Otter is a niche browser, 
it bravely chews megabytes of 
JavaScript-overloaded web pages.

Advanced configuration
Change rendering engine here and 
fine-tune the browser’s behaviour.

The best new open source 
software on the planet



48     LXF225 July 2017 www.linuxformat.com

We have a sweet spot for 
those who stick to the 
modern KDE Plasma 

Desktop. Although there is a bunch of 
KDE- and Qt-centric music players, 
such as Amarok, Juk and Clementine, 
why not have more choice, especially 
when it shows much more vibrant 
development activity? KDE developer 
Matthieu Gallien has recently rolled out 
Elisa, a music player that conforms to 
the Plasma visual design guidelines 
(VDG) and makes use of some already 
familiar technologies, such as Baloo for 
indexing and QML for general interface. 

The project is still very young and is 
not as feature-rich as the players we 
listed above. For a fair comparison, 
Elisa is more likely to be matched with 
Babe – a minimalist Qt5-based music 
player that we looked at in LXF222. The 
two players are made with absolutely 

F irst attempts to vocalise text 
into speech and, reversed, 
transcribe human speech as 

text date back to the mid-90s, when 
PCs became capable of multimedia 
features. But even nowadays, the ability 
to control your system with your voice 
still sounds futuristic, or at least it’s 
rarely used. We don’t know whether 
this is due to complexity, but with 
Simon things turned out to be quite 
affordable for an average user.

Simon is an open source speech 
recognition system that can be useful 
for fun projects, but also in cases when 
for some reason you can’t use a mouse 
and keyboard for input. Simon uses the 
KDE libraries, CMU SPHINX and/or 
Julius, coupled with the HTK, and runs 
on Windows and Linux. The application 
offers an appealing Qt4-based GUI and 
sports many means to bring the 
complex task of speech recognition 
closer to a newbie. We deliberately 
used the term “affordable” instead of 

Elisa

Simon

different approaches: Babe tries to 
pack more features into a super-
compact GUI with tiny buttons, 
whereas Elisa shows larger controls 
and special areas around it to make 
you feel more relaxed. We believe that 
everyone has their own cup of tea, but 
we acknowledge certain benefits that 
Elisa brings. First, it automatically 
detects all playable items in your  
~/Music directory, which is very useful 
and unobtrusive. You don’t need to do 
anything to import your music library 
on the first run, Elisa takes care of it. 
Another pleasing feature is Elisa’s 

“easy”, because you still need to do 
some preliminary work before Simon 
can do anything in return. The two 
main things Simon wants you to do 
are speech (or acoustic) model and 
scenario. Simon can use two different 
speech recognisers: Julius and 
PocketSphinx, both being available in 
most Linux distros. Having set up the 
recogniser, you only get a static speech 
model, which is unlikely to be optimal, 
so you might want to adapt the model 
to your voice. Simon lets you train your 
model once you have the SphinxTrain 
package installed and provide the 
language rules set known as Hidden 
Markov Model Toolkit (HTK) to 
generate the speech model. Then 
you need to couple the model with a 

Music player

Speech recognition software

QML-based interface that makes the 
player look natural on any device. 

In other regards, Elisa is about 
simplicity and ease of use. It offers 
the Now Playing, Albums and Artists 
categories on the left, the category 
content area in the middle and the 
playlist area on the right. There are no 
options or settings in Elisa at all, so 
perhaps this is the most simple GUI 
player that we’ve seen so far. Load your 
system with a bunch of KF5-related 
dependencies and bravely compile this 
music player from source, because 
there are little or no packages.

scenario to let Simon actually control 
something on your desktop. Both 
models and scenarios can be retrieved 
using the Get New Stuff feature that 
links Simon to http://store.kde.org, 
or you can browse available models 
manually at www.voxforge.org.

It takes some time and effort to get 
stuff to work, enrich the model with 
real samples of your voice and finally 
use a scenario to control your mouse, 
web browser and so on, but the results 
are usually breathtaking!

Version: GIT Web: https://github.com/KDE/elisa

Version: 0.4.1 Web: https://simon.kde.org

 Elisa automatically indexes everything in ~/Music.

 Ordering pizza with voice control is a planned feature for 
the next Simon release (we hope so!).

“A QML-based interface 
makes the player look 
natural on any device.”

“It takes time to get it to 
work but the results are 
usually breathtaking!”

LXFHotPicks 
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We were the early birds to 
report on the next-gen mail 
client known as Nylas N1 in 

LXF206. It offered a fresh approach to 
email routines by inserting a special 
proxy (Nylas Sync Server) between the 
IMAP server and the graphical client 
on the user end. Nylas N1 has been 
actively developed lately as part of the 
business project by the Californian 
team. On phase one, the team gave 
everyone free access to their home-run 
Sync Server, but later on they made it 
a paid feature for businesses. To make 
N1 work on a home desktop machine, 
you needed to roll out your own 
instance of Sync Server, then connect 
the client to it. That looked like an 
undisputed redundancy for an average 
localhost admin, to be frank. But as 
time went by, good news finally landed: 
a slightly renamed app, Nylas Mail, is 
here without proxies and hassles. The 
new Nylas Mail 2.0 can connect to 

Nylas Mail
IMAP servers directly, which enables 
you to set up your Google Mail, Yahoo 
or iCloud account in seconds. You can 
still go with a separate sync engine 
setup if you need to – all parts of Nylas 
are still open source.

The application features many 
additional plugins for advanced 
filtering and classifying of your inbox, 
as well as notifications, scheduling, 
mail ‘snoozing’, gathering statistics, 
automatic filtering and many more. 
Some of the above features used to 
be available in the commercial ‘Pro’ 
version only just few months ago, 
whereas right now they are moved 
into the main tree. Some plugins will 
be of great interest to sale agents or 

Mail client

analysts: for instance, you can track if a 
recipient opened your message and 
followed an URL from within it. You 
don’t need to do anything to get 
tracked either. Once you try Nylas Mail 
2.0 with your real account, expect 
attention from the team’s director of 
growth, who desperately needs your 
feedback on the app, and thus sends 
you few questions you didn’t ask for. 
We preferred to run our own in-house 
sync server to stay free from this.

Version: 2.0 Web: https://github.com/nylas/nylas-mail

 You can tame this tool that was originally aimed at sales 
professionals and make it work for you.

“You can still go with a 
separate sync engine 
setup if you need to.”

Before you ask a traditional 
question like “Why do I need 
another download manager for 

Linux desktops in 2017?” we should 
mention that Persepolis is not just an 
addition to the litter of similar apps of 
this kind, but an advanced GUI for 
Aria2. To make things clear, Aria2 is an 
alternative to Wget, which you probably 
know as a console command that can 
retrieve any file from the internet. Aria2 
was created by Tatsuhiro Tsujikawa 
nearly a decade ago as an advanced 
download manager and soon gained 
support for many protocols, such as 
HTTP, HTTPS, FTP, BitTorrent and 
Metalink. Among the most distinctive 
features of Aria2 is the ability to 
download several files within one 
command instance, and better use of 
available network bandwidth. As you 
can see, Aria2 is not only a downloader, 
but also a download manager and a 

Persepolis
BitTorrent client. No wonder it won the 
Linux Format Roundup back in 2008 
(LXF108), and we suspect it would 
have a good chance of doing so today. 
Ironically, Aria2 used to have an 
ancient GTK1-based interface long ago, 
and after it was eventually abandoned 
for the sake of pure command-line 
usage, there were no prominent 
graphical front-ends for Aria2.

Persepolis is here to fix it and give 
you a pro-looking program written with 
Python and Qt5. It has an appealing 
and neat layout, with the list of 
downloads at the centre of the window 
and quick action toolbar above. In the 
simplest scenario, all you have to do is 

Download manager

copy a link to the file you want to 
retrieve and press the + button in 
Persepolis. As expected, the pop-up 
window auto-pastes your link in the 
appropriate field and you only need to 
confirm your ambitions by pressing 
OK. Persepolis reveals the inner power 
of Aria2 and lets you enjoy multi-
segment downloading, task scheduling 
and torrent support right away. Its 

website provides 
instructions on 
installing Persepolis 
in Ubuntu, Fedora, 
Arch and 
openSUSE.

Version: 2.4.2 Web: https://github.com/persepolisdm/

 We threw away Wget for the sake of using this gorgeous 
dark red Aria2 front-end instead.

“Enjoy multi-segment 
downloading, task scheduling 
and torrent support right away.”

 LXFHotPicks
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These four letters represent the 
GUI for ConnMan with System 
Tray icon. Connman is obviously 

a network connection manager, 
which can make you wonder about 
its relevance in a world where 
NetworkManager (NM) dominates. 
Both do similar things, and as long as 
your Linux installation uses NM, you 
don’t need to break it. However, Linux 
is about freedom of choice, especially 
if you want to construct a custom 
super-charged desktop from dozens 
of compact and proven software 
components. Connman was developed 
in Intel’s Open Source Technology 
Center by Marcel Holtmann, the same 
person who wrote BlueZ. Although 
Connman is less feature-rich than NM, 
it is smart, simple and can perfectly fit 
in mobile solutions, embedded devices 
or – if you like – lightweight Linux 
desktops. Connman doesn’t receive 

Perhaps you’ve read about the 
highlights of the new Gnome 
3.24 release, which will shine in 

the upcoming Fedora 26 (it should be 
out when you read these words). We’re 
talking here about the blue light filter, 
or ‘night light’ in terms of Gnome. The 
idea is to automatically adjust the 
colour temperature of your screen 
depending on the time of day. Science 
tells us that warmer, yellowish tones 
are much better for our eyes if we have 
to spend hours in front of computer 
displays in the evening or at night. 
However, if you run a different desktop 
environment, this feature is available to 
you via the third-party app Redshift. 

Essentially, the application has two 
parts: the daemon that does the real 
job, and the GUI that lets you control 
Redshift settings without going to the 
Terminal. Automatic gamma correction 
doesn’t depend on your display’s 
physical interface (ie an old VGA cable 

CMST

Redshift

frequent updates nowadays, but its 
Qt5-based front-end called CMST does. 
We compiled the fresh copy of the 
project’s Git repo and discovered this 
fascinating and well-ordered graphical 
manager for Connman.

CMST works like a charm once you 
enable the Connmann system service 
and disable NM. There are seven tabs, 
with Status shown by default. Enabling 
or disabling existing connections is a 
matter of just one mouse click on the 
button inside the Powered column. The 
Details tab shows everything you ever 
wanted from the ifconfig utility and 
more. We admit that just observing 
network details and stats isn’t enough, 

is no problem), but instead relies on 
RANDR support in your graphics driver. 
In other words, each and every Linux 
desktop system should be supported. 
Redshift assumes that the neutral 
colour temperature is 6,500 K, while 
the most ‘warm’ night mode matches 
4,000 K. The daemon calculates the 
value for the specific time of the day 
and sets gamma with smooth, hardly 
noticeable transition. To guess the time 
of day, Redshift needs to know your 
location. You can manually set latitude 
and longitude, or rely on an automatic 
mechanism that uses Geoclue to 
determine your location based on IP.

Most Linux distros provide Redshift 
within standard repositories. Once 

Connection manager

Sight saver

so don’t miss the Configuration button 
in the lower-right. There you can 
customize your IP, DNS, netmask and 
proxy settings, similarly to what is 
offered by various NM configurators. 
We particularly liked the Preferences 
tab, with the generous number of 
controls over CMST autostart, 
behaviour, notifications and look. 
You can even set different auto-start 
options for different desktop sessions 
or hide the system tray icon, making 
CMST running invisibly for a user.

you’ve installed it, check whether the 
service is running with the following:
 $ sudo systemctl status redshift.service  
You need to replace  status  with  
 enable  in the command above if 
Redshift is not running. 

Now you can start configuring the 
software using either Redshift GTK 
indicator or Redshift plasmoid, 
depending on your desktop. You don’t 
need to wait for sunset in order to see 
Redshift in action – the icon in the 
system tray lets you manually adjust 
the colour temperature using your 
mouse wheel, which gives you an 
immediate impression of how to use it.

Version: GIT Web: https://github.com/andrew-bibb/

Version: 1.11 Web: http://jonls.dk/redshift

 A nice alternative to NetworkManager with lots of extras.

 Alleviate the symptoms of tired eyes with this highly 
configurable desktop tool.

“A fascinating and  
well-ordered graphical 
manager for Connmann.”

“Warmer, yellowish 
tones are much better 
for our eyes at night.”

LXFHotPicks 
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HotGames Entertainment apps

There is hardly another open 
source game that can be 
rightfully called the killer of 

Linuxoids. OpenTTD is a successor 
of Transport Tycoon Deluxe, a 
transport simulator from the early 

’90s, which is why it runs like a 
breeze, even on very low-end 
machines. If you’re up to transferring 
cargos, optimising delivery logistics 
and building complex transport 
networks, OpenTTD can remove you 
from your regular life for weeks and 
months – it’s just endless. 

The game starts with connecting 
two spots with a route using bus, 
truck, train, ship or plane, to deliver 
passengers or goods from one place 
to another and make money. It 
integrates with an online repository 
of better graphics, sounds, scenarios 

OpenTTD
and AI players that you can compete 
with. One noteworthy extension is the 
NewGRF series that has extra objects 
to help you enjoy OpenTTD with better 
graphics. NewGRF objects add extra 
houses, railway stations, vehicles and 
numerous ways to entertain yourself. 
You can recreate realistic historic 
routes by choosing vehicles that look 
real, and have proper speed, capacity, 
service life and so on. 

Every player can choose their own 
vector preference, such as developing 
a city tramway network, or long-
distance train routes with complex 

 A perfect city infrastructure with passenger and cargo 
routes takes days of dedication.

Transport simulator

junctions and semaphore setup, 
or transferring oil from sea rigs to 
inland petrol plants and more – 
that’s just single-player (OpenTTD 
supports multiplayer, too). 

Ongoing development brings 
welcome improvements in this 
release, including more graphic 
sprites, realistic acceleration and 
performance improvements. 
Linux builds are already available 
from the OpenTTD website.

Version: 1.7 Web: www.openttd.org

“OpenTTD can remove 
you from regular life for 
weeks – it’s endless”

Sometimes, we get tired of 
solving puzzles and want to 
blow stuff up, especially on 

the post-nuclear landscape of the 
future. Warzone 2100 is a perfect 
playground for endless warfare, in 
which you can show your skills in 
tactics and strategy. The game is a 
classic top-view RTS that features 
high-quality graphics and sounds, 
and also demands some thinking in 
order to survive. 

The classic human vs AI 
campaign starts with a group of 
trucks and an oil pool nearby. You 
need to construct an oil derrick, a 
power generator and a research 
facility that will help you recover 
technologies from the artefacts your 
trucks find around the map. New 
technologies enable you to design 
new armed vehicles and produce 

Warzone 2100
them in factories. The general goal is to 
build more armed units in less time, in 
order to be prepared for the real fight 
with your enemies. This is nothing new 
for anyone who’s played RTS games 
before, but there are few open source 
titles for Linux that deliver high-quality 
graphics, sound and gameplay. Terrain 
objects are finely detailed, camera 
movement is natural and smooth, and 
it’s a pleasure just to travel around a 
map and discover artefacts. 

For newcomers, Warzone 2100 
offers a very good voice-guided tutorial 
that helps you dive into the mechanics 
in minutes. In real missions, the key to 

 You can zoom in to enjoy a detailed view of your 
buildings and vehicles.

Strategy game

success is in the rapid building of 
many factories and power plants, to 
help you recover in case an enemy 
destroys your units. Consequently, 
to defeat your counterpart, you 
should target his infrastructure first, 
maybe even by a flanking movement 
around his main troops and avoiding 
direct confrontation with his main 
forces. Warzone 2100 can carry you 
away with military strategy for long 
hours, and we were happy to 
discover this beautiful game.

Version: 3.2.2 Web: https://wz2100.net

“It’s a pleasure just to 
travel around a map 
and discover artefacts.”

 LXFHotPicks
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Sometimes, we become a little 
curious when we see a tiny 
media box with low voltage and 

a passively cooled CPU, which can 
gracefully play Full HD videos without 
loading its cores up to eyeballs. The 
secret is that the CPU offloads much 
of its heavy work to the graphics chip, 
and that job would be impossible 
without a proper software component 
that supports hardware acceleration. 

Libva is a graphics library that 
implements VA-API (Video 
Acceleration API) and powers fast and 
energy-efficient video decoding. The 
Libva developers constantly implement 
modern video codecs and improve the 
performance of the library. The most 
obvious place where Libva has been 
residing for years is within Google’s 
Chromium web browser, which actively 
uses VP8 and VP9 codecs to handle 
online videos. After YouTube got rid of 
Flash in favour of next-gen HTML5 and 

We’ve been paying 
undeservedly little attention 
to GNU Emacs, one of the 

cornerstones of free software. Emacs 
has been around for 41 years — just 
imagine, Linus Torvalds was only seven 
when the first Emacs (non-GNU) 
version went public. The new 25.2 
version is a bug-fix release for 25.0, 
while the latter was the first Emacs 
release that was not personally 
controlled by Richard Stallman (he 
stepped aside at version 24.5).

Loved and loathed in equal 
measure, Emacs is probably more 
powerful than any other text editor 
ever invented. Unlike its chief rival Vim, 
Emacs has only one input mode, with 
additional functionality achieved by 
pressing key combinations. Indeed, 
many applications strive to provide 
Emacs-compatible key bindings, so 
you’ll probably feel at home with this 

Libva

GNU Emacs

the VP8/VP9 codecs, Libva become 
crucial for the decent performance of 
online videos. The VP8 codec was 
initially developed by On2 Technologies 
and later on acquired by Google to 
become an open source technology. 
At the other end, Libva has been 
supported by Intel in its Media and 
Audio for Linux open source project.

Practically every Linux user who 
enjoys playing high-quality videos is 
probably already a Libva user, even 
unconsciously. If you’re not sure 
whether you are, check how much 
your system slows down when playing 
1080p or 4K video. Libva connects up 
your video player with your GPU and 
provides hardware-accelerated 

text editor, even if you have never used 
it before.

The GNU Emacs manual describes 
it as ‘the extensible, customisable, self-
documenting, real-time display editor’, 
and considering that it has over 2,000 
built-in commands, which can be 
combined and used to automate 
routine work, it’s no wonder that many 
people call it ‘the character-based 
operating system’. It’s impossible to list 
all practical use cases here but Emacs 
is capable of virtually everything: it can 
keep notes, manage projects, schedule 
appointments and, of course, help with 
formatting and printing documents, 
like a word processor (by interfacing 

Video library

Operating system

playback. The actual configuration 
differs depending on your video chip 
model. That said, pure VA-PI works 
with Intel Graphics, whereas Nvidia 
and some modern AMD chips require 
the VDPAU back-end. Getting the 
whole fragile system to work is a 
combination of graphics driver, a 
working Libva implementation and 
a correctly set up video player, which 
detects the accelerated video output. 
Check the output of the  $ vainfo  
command to discover whether your 
system needs fine-tuning.

with external programs such as LaTeX, 
Ghostscript or a web browser). 

GNU Emacs was designed by Mr 
Stallman with productivity in mind, 
which is why you can easily record 
keystrokes and use it for macros to 
automate complex, repetitive tasks. 
The editor looks into ~/.emacs to get 
macros and variables, and to load 
extensions. Customising GNU Emacs 
is another story (long rather than 
complex), so our goal here is just to 
encourage you to try Emacs in your 
daily work, in case you haven’t yet. LXF

Version: 1.8.1 Web: https://github.com/01org/libva

Version: 25.2 Web: www.gnu.org/software/emacs

 Investigate your system’s video acceleration capabilities 
by using the command  $ vainfo .

 The manual has 642 pages. Guess what it was written in!

“Libva connects up  
your video player 
with your GPU.”

“Emacs is probably 
more powerful than any 
other text editor ever.”

LXFHotPicks 
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R
ecently, I attended Picademy, 
the Raspberry Pi Foundation’s 
own training programme for 

educators. Picademy has just 
celebrated its third birthday and has 
taught over 1,000 people in the UK 
and America to take their first steps 
into the world of making.

At Picademy you’d expect the 
Raspberry Pi to be pushed as the 
answer to every possible solution. 
Well, it isn’t. Listening to James 
Robinson, the lead for Picademy in 
the UK, we learnt that there are other 
boards on the market, and these 
boards bring something different to 
the table. The micro:bit has seen 
great uptake in schools: it has an 
immediacy that children crave. I can 
write my project in Python, 
JavaScript or PXT and see the results 
quickly. There’s little or no 
configuration: the micro:bit appears 
as a USB flash drive and this means 
that children can get making quickly!

The Raspberry Pi is a great 
platform, but there’s a lot to 
understand. Writing the SD card, 
learning a few terminal commands, 
trying out Python… these are all 
things that some people now take for 
granted. We’ve since moved on to 
further projects and problems, and 
these “trivial” steps are now 
forgotten. But we should remember 
that our community is made up of 
many people with mixed abilities. 

But what’s great about the 
Raspberry Pi Community is how 
everyone helps each other. Forums, 
Social Media and blogs are all hubs 
of information for this popular board.

If you can help the community, 
then do so! Helping others helps to 
build on the knowledge that we share.

Welcome...

Already exceeding its Kickstarter goal, the 
PiPlay is a portable gaming system based 
around the Pi Zero. With a 2.4-inch display, 

custom PCB and powered by two AA batteries 
there’s up to three hours of retro gaming fun to be 
had. Find out more: http://bit.ly/LXF225piplay

The Pi Foundation has announced that the 
nine-weeks sales for the Pi Zero W alone 
have surpassed 250,000. Alongside this, 

it’s revealed that 13 new distributors have been 
added. This should ease the difficulties people 
have had sourcing the Pi Zero since its launch.

http://bit.ly/LXF225pizero

Pi user
Turkey Blocks wins 
censorship award

PiPlay Zero sales
Behold, a portable console! Actually, far from zero…

Giving you your fill of delicious Raspberry Pi news, reviews and tutorials

Everything is great in Turkey, the best, you 
won’t believe how much winning they’re 
doing. That’s why an anti-censorship group 

decided to build a country-wide, real-time internet 
monitoring system to detect and warn when the 
government decides to shutdown local internet 
access. In 2016 the system detected 14 mass-
censorship incidents. The system run by Turkey 
Blocks was awarded the Digital Activism 2017 
award by Index on Censorship.

Turkey Blocks is an independent, non-partisan 
digital transparency and technology research 
organisation that seeks to identify and validate 
reports of internet mass-censorship in Turkey.  
Learn more at www.turkeyblocks.org. 

Turkey Blocks is a member of the global 
KeepItOn (www.accessnow.org/keepiton) 
coalition that works to counter internet restrictions.

Les PoundeR 
is our regular pie 
expert. He also 
writes about the 
Raspberry Pi.

 Build your own censorship monitoring tool to 
keep an eye on friendly government activity.

 Put a console in your hands.  A new official case arrives, too! 

Internet censorship system built on the Pi wins activism prize.
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Verdict

In brief...
 This is a kit 

comprising the 
new Raspberry Pi 
Zero W, some 
laser-cut acrylic 
pieces and the 
Scroll pHAT HD 
board. The kit 
itself is a gentle 
introduction to 
the skills needed 
to build physical 
projects based 
around the 
Raspberry Pi Zero 
W. All you need to 
provide are an SD 
card, power and 
keyboard/mouse.

Still recovering from another slice of Pi, Les Pounder settles down on a wet 
spring afternoon to build a cheery robot face. As you do…

Pimoroni Scroll Bot

Features 7/10
Performance 8/10
Ease of use 8/10
Value 8/10

Pimoroni Scroll Bot Kit

 A fun introduction to the Raspberry Pi 
Zero W. Tweak it to serve information,  
or to add a warm glow to a room.

Rating 8/10

Developer: Pimoroni
Web: https://shop.pimoroni.com
Price: £35

Laser-cut parts
Pimoroni is known for its 
laser cut parts, and the 
Scroll Bot kit is well made 
and easy to assemble.

Features at a glance

Scroll pHAT HD
Scrolling text and 
animations can effectively 
communicate small 
chunks of information.

installer to install the Python 
libraries for the Scroll pHAT 
HD board, and then run the 
included examples to see 
what the board can do.

The Scroll pHAT HD 
replaces the earlier Scroll 
pHAT board and offers a 
grid of 17x7 LEDs, a total 
of 119 white LEDs. Much 
improved over the Scroll 
pHAT 11x5, 55 LEDs. 

The Scroll pHAT HD 
can be used to scroll 
text, animations or 
simple images across 
the matrix of LEDs. In 
our review we made 
an RSS feed reader 
that scrolled the top 
five news items 
from various 
websites, but you 
could easily use 
the Scroll pHAT 
HD to show 
server status 
information, 
weather or tweets 
using a particular hashtag. The included 
examples range from simple scrolling 
text, to impressive plasma effects that 
use complex mathematics to show off 
the board’s capabilities.

Affordable package
The Scroll Bot kit is a great introduction 
to the Raspberry Pi. The £35 price tag 
may look expensive but the Pi Zero W 
with adapters and Scroll pHAT HD 
come in at £26 on their own, so for the 
extra £9 we get the laser-cut kit, USB 
lead and a rather nice box that can be 
reused to store your ever-growing 
Raspberry Pi or Maker accessories.

The kit is easy to build, although 
some people may struggle with 
soldering the Pi Zero W and the Scroll 
pHAT HD, but you could always ask 
your local Makerspace for help. Apart 
from the SD card you need to supply, 
the Pi Zero W is ready to go and can be 
used either as an embedded device or 
as a typical computer.

The Scroll pHAT HD is a fun board. 
Sure it doesn’t have as many uses as 

The raspberry Pi Zero W has now 
been with us for just a few 
months, but in this short time 

it’s caused quite a stir. £10 for a 
computer with Wi-Fi and Bluetooth is 
hard to resist, but what if you’re new to 
the scene? Well, fear not because 
retailers such as Pimoroni have brought 
out a range of products to introduce 
you to the world of the Raspberry Pi.

The Scroll Bot kit is a self-assembly 
kit that comes with everything you need 
to build a Raspberry Pi Zero W-powered 
light-up gadget. You get a Pi Zero W,  
and the latest Scroll pHAT HD add-on 
board (more on that later). You also 
receive the adapters to enable your  
Pi Zero W to be used with an HDMI 
screen and USB devices. 

In lieu of a USB power supply the kit 
comes with a USB A to micro USB lead. 
Given the meagre power requirements 
of the Pi Zero W you can easily find a 
power supply in your home. The kit to 
build the robot frame are laser cut using 
the same equipment as used to build 
the famous Pibow cases, and all of the 
fixings are included in the kit.

Assembling the kit of laser-cut parts 
is simple. The Pi Zero W and the Scroll 
pHAT HD require header pins to be 
soldered, or you can use hammer 
headers if you don’t fancy turning up 
the heat. With the kit built, it’s then 
simply a matter of installing Raspbian, 
but you’ll need to source your own SD 
card because one isn’t included. 

Once Raspbian is installed and 
booted, you’ll need to use the software 

other boards on the market, but what  
it does do, it does well. Scrolling text 
name badges, news tickers or a lovely 
smile for a robot are only a few lines  
of Python away! LXF

 This cute kit is easy to build and  
will look great on the shelf of your 
office, desk or library.
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Raspberry Pi  Explorer HAT

Then we set up a series of conditional tests, seeing if the 
capacitive touch buttons (1-4) have been pressed. For each 
button we assign a colour of LED that will be toggled on/off 
by pressing the capacitive touch button. We then add a delay 
to prevent an accidental double tap of the button:
    if eh.touch.one.is_pressed():
        eh.light.blue.toggle()
        sleep(0.1)

The rest of the code follows the same pattern, but using 
elif to represent the other conditions to test:
    elif eh.touch.two.is_pressed():
        eh.light.yellow.toggle()
        sleep(0.1)
    elif eh.touch.three.is_pressed():
        eh.light.red.toggle()
        sleep(0.1)
    elif eh.touch.four.is_pressed():
        eh.light.green.toggle()
        sleep(0.1)

Click Run>Run Module to run the code. Now press the 1-4 
keys on the Explorer HAT Pro to trigger the LEDs.

Project 2: the blinking obvious
For this project you’ll need the Potentiometer and three 
jumper wires. Connect as per the diagram (below left). Our 
potentiometer is connected to the ANALOG1 pin and sends 
the voltage passing through the variable resistor as the dial is 
turned. At full voltage it’ll be just over 5V. 

Create a new blank file called Project2-Analog-Blink.py 
and import the Explorer HAT library:
import explorerhat as eh

Now inside of a while True loop we create two variables to 
read the voltage reading on ANALOG1 and store it for use:
while True:
    on = eh.analog.one.read()
    off = eh.analog.one.read()

Next, we create a little hack that prevents the Python code 
from crashing due to a divide by zero error based on the 
analog readings. If the value of our variables “on” and “off” 
ever reaches zero, then we change their values to be 0.01:
    if on == 0 and off == 0:
        on = 0.01
        off = 0.01

Our last line of code flashes the built-in LEDs (called 
blinking) with an on/off time that matches the voltage read at 
ANALOG1. This means a low voltage will make the LEDs flash 
faster, a high voltage, slower.
    eh.light.blink(on,off)

Explorer: Operate 
LEDs and motors
Les Pounder shows us how we can safely experiment and tinker with the 
Explorer HAT Pro, a “one for all” board that’s easy and cheap to use.

This month we’re going through some 10-minute hacks 
that you can build using the Explorer HAT Pro. These 
four projects can be mixed together, and we’ll be 

using the Analog inputs with potentiometers, digital Input/
Outputs with LEDs and buttons, and the H Bridge controller 
for operating DC motors with the board.

Before we power on the Raspberry Pi we need to attach 
the Explorer HAT Pro to all 40 of the GPIO pins. The board 
should sit atop the Raspberry Pi and match the outline of the 
Pi. Now power on your Raspberry Pi and boot to the Pixel 
desktop. When ready, open a Terminal and enter the following 
command to install the Explorer HAT Pro libraries:
$ curl https://get.pimoroni.com/explorerhat | bash

Follow the installation instructions and if prompted to 
reboot, do so and return the Pixel desktop. Now go to the 
main menu and navigate to the Programming menu. Click 
Python 3 to open the editor, then click File>New.

Project 1: toggle the LED
Here, we’ll use the capacitive touch buttons (1-4) on the 
Explorer HAT Pro to trigger the built-in LEDs. With our blank 
document open, click File>Save and save the file as Project1-
LED-Toggle.py before continuining. Remember to save often.

We start the code by importing the Explorer HAT Python3 
library, and then renaming it to “eh” so that it is easier to work 
with. We also import the sleep function from the time library:
import explorerhat as eh
from time import sleep

Next, create an infinite loop to hold the code’s main body:
while True:

 Potentiometers 
send a voltage to 
the Analog input 
that’s varied by 
turning the dial to 
alter resistance.

Les Pounder
is a maker and 
tinkerer who 
travels with the 
Raspberry Pi 
Foundation’s 
Picademy, helping 
educators to  
take their first 
steps with the  
Pi, micro:bit  
and Arduino.

Our 
expert

Parts…
 Any 40-pin Pi, 

Raspbian Pixel

 Explorer HAT 
Pro, 1x LED, 1x 220 
Ohm resistor, 1x 
pushbutton 
switch, a DC 
motor, 6x male-to-
male jumper 
wires, 10k 
potentiometer

 Get the code:  
github.com/
lesp/LXF225-
ExplorerHAT/
archive/ 
master.zip
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Click Run>Run Module to run the code. Now rotate the 
potentiometer’s dial to change how fast the LEDs will blink.

Project 3: gain motor controls
For this project we’ll keep the potentiometer connected, and 
add a DC motor connected to MOTOR1 + and -. We’ll add a 
simple speed controller for a DC motor using the 
potentiometer from Project 2 as an input. The Explorer HAT 
Pro comes with a DRV8833 motor controller that offers two 
motor channels and full forward/reverse control.

Create a file called Project3-Analog-Motor.py before 
starting this project and importing the Explorer HAT library:
import explorerhat as eh

We then create an infinite loop:
while True:

Inside the loop we create a variable called speed, and in 
there we store the reading from ANALOG1, but we round the 
value to one decimal place for ease of use. We then multiple 
the value by 20 to give us a percentage value, which is then 
passed to the final line of code that controls the motor 
forwards, and takes a percentage value to represent its speed:
        speed = (round(eh.analog.one.read()) * 20)
        eh.motor.one.forward(speed)

With the code completed, click Run>Run Module to run 
the code. Now rotate the dial of your potentiometer to change 
how fast the motor will spin.

Project 4: push the button
Our final project shows how the inputs and outputs of the 
Explorer HAT work with external components, using a push 
button to toggle the built-in LEDs and a standard LED.

Building this project requires the push button, an LED, a 
220 Ohm resistor and four jumper wires. The circuit is built on 
the breadboard as per the diagram (right) with the button 
connected to 5V and INPUT1, the long leg of the LED 

connected to the 5V pin, and the short leg connected to 
OUTPUT1 via the resistor. The Explorer HAT OUTPUT pins are 
a path to Ground, and is only activated when turned on.

Create a new blank file called Project4-Input-Output.py, 
import the Explorer HAT library and then import the sleep 
function from the time library:
import explorerhat as eh
from time import sleep

Now let’s create a loop, and in there a conditional test, that 
will check to see if the capacitive touch buttons (1-4) have 
been pressed. For button 1 it looks like this:
while True:
    if eh.touch.one.is_pressed():

If that button has been pressed then we toggle the Blue 
LED under button 1 to turn on/off. We also add a short sleep 
to prevent accidental double taps:
        eh.light.blue.toggle()
        sleep(0.1)

We then create further conditional “else if” tests that will 
check to see if buttons 2-4 have been pressed, and toggle the 
LED under each button to turn on:
    elif eh.touch.two.is_pressed():
        eh.light.yellow.toggle()
        sleep(0.1)
    elif eh.touch.three.is_pressed():
        eh.light.red.toggle()
        sleep(0.1)
    elif eh.touch.four.is_pressed():
        eh.light.green.toggle()
        sleep(0.1)

Click Run>Run Module to run the code. Now press the 
capacitive buttons 1-4 to toggle the LEDs on and off. And now 
you’ve completed four projects with the Explorer HAT Pro! LXF

 Buttons and LEDs will be your go-to components for many projects. They 
enable input to be selective, and output to be easily debugged.

 We used a micro gear metal motor because it’s 5V 
compliant, yet can handle the requirements of robotics.

The Explorer 
HAT Pro and the 
Explorer pHAT can 
both power two 
motors. But you’ll 
need to use micro 
gear metal motors 
and not the large 
yellow DC motors 
found in many 
robot kits.

Quick
tip

Explorers come in many packages…
Here, we’re focusing on the Explorer HAT Pro, 
which is the top-of-the-line board. It comes with 
eight capacitive touch pads, four analog inputs, 
four digital inputs and four outputs. We have a 
DRV8833 motor controller and pins for I2C/SPI 
and Serial connections. And we get a 
breadboard to prototype with. 

The capacitive inputs 1-4 are best used with 
your hands, but for those of you who wish to test 

the conductivity of a banana, or use either tin foil 
or copper tape to create larger circuits, then you 
can use 5-8 with crocodile clips and turn 
anything into a fun form of input. This is in much 
the same manner as the Makey Makey, a device 
that emulates a keyboard/mouse and can turn 
conductive objects into forms of input.

The next option is the Explorer pHAT, which is 
designed for the Pi Zero, but will work with all  

40-pin GPIO Pis. The Explorer pHAT omits the 
capacitive touch interface, breadboard, LEDs 
and the breakout for I2C. But it’s half the price of 
the Pro version. 

So, if you need an all-in-one solution for 
robots and analog sensors then the pHAT board 
is all you need. But if you want all the features for 
whatever your next project maybe, then perhaps 
the Pro board is more suited to you.

COMPATIBILITY

all 
Pis
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To get started, first head over to the Menu, then go to 
Games>Minecraft Pi. Choose Single Player and then New 
Game. You’ll see that the game window is slightly offset from 
the application window behind it. Make sure your mouse 
arrow is parallel with the top of the app window, and hold 
down to reposition it.

Click Start Game, followed by Create New. Your new world 
now loads. Feel free to explore and build. The controls for the 
game are pretty simple, and are as follows:

Key Action

W Forward

A Left

S Backward

D Right

E Inventory

Space Jump

Double-space Fly/fall

Esc Pause/Game menu

Tab Release mouse cursor

Minecraft Pi: 
Build a world
Jonni Bidwell invites you into the amazing and creative world of Minecraft. 
Then reveals how you can host your own server to keep out the riff raff.

Besides empowering a new generation of makers, the 
Raspberry Pi has also established its merits as a 
gaming platform. Projects like RetroPie, combined 

with the Pi’s cheapness, mean that it’s great for playing old 
classics. And even some new ones. Like Minecraft. 

In case you’ve been living under a rock since 2011 
Minecraft is the best-selling computer game of all time. It’s an 
open-world, sandbox affair in which our hero, Steve, roams 
around a landscape made of voxels (blocks). Resources can 
be mined and crafted into other resources, so that Steve can 
build houses, farm crops, cook food and fight enemies (all 
rendered in low-res splendour).

A special version, Minecraft: Pi Edition, was released in 
2013 and has been bundled with Raspbian since 2014. This 
version is in some ways cut down, in the sense that there isn’t 
any crafting or baddies, and nor is there any limit on the 
resources available for building. But it does have some 
features that aren’t present in the full game, most notably a 
Python API for manipulating the world while a game is being 
played. Not having to worry about creatures trying to kill you 
or where your next meal is coming from makes it great for 
younger players, emphasising the creative aspects of the 
game. The Python API makes it an ideal platform for aspiring 
coders, young and old.

 With time, patience and some coding to automate block placement, you can have your very own castle. 

Double-tap your 
spacebar to fly 
around your world. 
Hold it down to 
ascend further (like 
Icarus). Double-tap 
it again to stop 
flying, becoming 
once again a slave 
to muesli’s best 
friend, gravity.

Quick
tip

Jonni Bidwell
is this month 
indebted to  
Nate Drake, who 
originally wrote 
this tutorial. 
Usually Jonni 
writes his own 
stuff, but he’s 
been too busy this 
month fighting 
with plastic cups

Our 
expert

COMPATIBILITY

all 
Pis



60     LXF225 July 2017 www.linuxformat.com

Raspberry Pi  Minecraft Server

You can use the mouse to look around you, too. It can also 
be used to select items from the inventory. By default, you’re 
holding a sword. Click blocks to destroy them. The sword can 
also be used to dig. If you select a block from your inventory, 
you can begin building. Use the right mouse button to place 
down the block, or the left to destroy it.

Coding blocks
To start coding in Minecraft: Pi Edition, press the Tab key while 
it’s running. Go to Menu>Programming. Click Python 3. Try to 
place the text boxes so they’re next to one another.

You can type commands here to change the in-game 
world. Over time, you can also write scripts to automate tasks 
for you – for example, a script that places a stone block 
wherever you walk. So, without further ado, let’s reprogram 
the game to display a simple message.

Type in the following commands, pressing Return after 
each one:

from mcpi.minecraft import Minecraft
mc = Minecraft.create()
mc.postToChat(“Hello world, I’m playing Minecraft Pi!!!”)

Press Return to display your first in-game message. Next, 
look at the top-left of the Minecraft Pi screen. You can see 
your X, Y and Z coordinates. This is an excellent way to work 
out your location, as well as place blocks precisely.

You can use Python to summon any number of blocks of 
various materials. First, let’s try placing a single gold block 
immediately behind you. Type in the following command:
x, y, z = mc.player.getPos()

You’ll need to run the above command each time you 
move, to give the game your updated coordinates. Press 
Return, then type:
mc.setBlock(x+1, y, z, 41)

The number 41 at the end of the last command represents 
the ID number for gold. Each block or item in the game has a 
unique ID. If you know the ID of a particular type of block, 
assign it a name to make it easier to remember. For example:
gold=41

Press Return, then run these commands to create a giant 
10x10x10 cube of solid gold:
x, y, z = mc.player.getPos()
mc.setBlocks(x+1, y+1, z+1, x+11, y+11, z+11, gold)

This is just a small selection of commands that can be run 
on Minecraft Pi. It’s also possible to form complex shapes, 
teleport the player, and even drop blocks as you move around. 
For a full list of commands that you can run in Minecraft Pi, as 
well as the ID numbers for each type of block, head to  
www.stuffaboutcode.com/p/minecraft-api-reference.html.

Avoiding the minefields
As we’ve discussed, Minecraft Pi is very similar to the Pocket 
edition of Minecraft, which can be played on handheld devices 
such as Android phones and iPhones. It can’t interact with 
people using the official Minecraft client. According to reports 

 When you get tired of your Midas touch, try repeating the cube command with 
a different block ID to change the building material.

Get more fun projects Grab a bookazine at http://bit.ly/LXFspecial

If you need extra 
space, Minecraft 
can run on an 
external drive. 
Simply close the 
game and drag the 
Minecraft folder 
across to the drive.

Quick
tip

Install the full Minecraft game on the Pi 3
Open Terminal on your Raspberry Pi and begin 
by installing some tools:
sudo apt-get -y install xcompmgr libgl1-mesa-

dri && sudo apt-get -y install libalut0 libalut-dev 
&& sudo apt-get -y install mesa-utils

Next, we’ll need to enable an experimental 
graphics driver. Run  sudo raspi-config  and 
scroll down to Advanced Options. Press Return. 
Then choose the AB – GL Driver option and 
enable it.

Now download the official Minecraft client with 
the following:
mkdir ~/Minecraft; mkdir ~/Minecraft/Natives;
cd ~/Minecraft && wget https://s3.amazonaws.

com/Minecraft.Download/launcher/Minecraft.jar
Launch it by running:

$ java -jar Minecraft.jar
Now you need to log in with your username 

and password. Next, click the Profile Editor tab, 
then click the box that’s underneath Version to 
open up a new window. Find the drop-down 
menu named Use Version and choose 1.8.9. Next 
click Save Profile.

Click the Play button at the bottom to begin 
downloading the files. When the downloads are 
finished, you need to close the launcher and 
re-open Terminal.

Run the following commands:
$ cd ~/Minecraft/Natives && wget https://www.

dropbox.com/s/4oxcvz3ky7a3x6f/liblwjgl.so
$ wget https://www.dropbox.com/s/

m0r8e01jg2og36z/libopenal.so

$ cd /home/pi/.minecraft/libraries/org/lwjgl/
lwjgl/lwjgl/2.9.4-nightly-20150209 && rm lwjgl-
2.9.4-nightly-20150209.jar
$ wget https://www.dropbox.com/s/

mj15sz3bub4dmr6/lwjgl-2.9.4-nightly-20150209.
jar

$ cd ~/Minecraft/
$ wget https://www.dropbox.com/s/

jkhr58apwa7pt1w/run.sh
$ sudo chmod +x run.sh

Next, we need to make some changes to one 
of the files we’ve downloaded with the following:

$ sudo nano ~/Minecraft/run.sh
Scroll down with the arrows, and after the  =  

enter your Minecraft personal details: email, 
username and password. Press Ctrl+X when 
you’re done, then press Y and Enter to confirm 
the changes.

To run Minecraft at any time, just enter the 
following command: 
cd ~/Minecraft && ./run.sh 

 Choose version 1.8.9 in the Use Version 
drop-down menu. It isn’t the most recent, 
but will work best with the Raspberry Pi.
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on the Mojang website, it appears the client hasn’t been 
updated in a while, but if you simply want to make simple 
structures and learn to code, without the extra features of the 
full Minecraft client, then it’s ideal.

Although we’ve seen it’s possible to get the full version of 
Minecraft 1.8.9 running on a Raspberry Pi 3 (see the boxout, 
below-left), the method isn’t officially supported by Mojang. 
This means that you’re likely to see reduced performance 
over a regular desktop machine, such as glitches and crashes 
some of the time.

The experimental graphics driver that has to be enabled 
on the Raspberry Pi to use the full version of Minecraft stops 
the official Minecraft Pi client from working, but you can 
disable it again by running  sudo raspi-config  and then 
rebooting the machine.

Neither version of Minecraft plays particularly well if you’re 
accessing the Pi over VNC, so it’s best to play it directly.

If you wish to play the full version of Minecraft, you do 
need to purchase an account with Mojang (currently priced at 
£17.95). If you now have the Minecraft bug and want to take it 
further, read on for details of how to set up your own 
Minecraft server on the Pi, and build your own digital world 
block by block.

Minecraft server
On the previous pages, we discussed how to play Minecraft 
directly on the Pi, partly for fun and partly as an introduction 
to programming with Python. This part of the tutorial 
concerns installing the Minecraft server software on the 
Raspberry Pi 3. This enables others running the Minecraft 
client on their computers to connect to your own online world 
and play free from thieves and ‘griefers’. 

Minecraft runs in Java, which is pre-installed in the latest 
version of Raspbian, meaning it’s easier than ever to set up a 
server. The server has fairly low requirements, but for best 
performance, we recommend using a Raspberry Pi 2 or 3. 
With your Pi in hand and a fresh install of Raspbian, connect 
to it via SSH. We explained the process in LXF224. Note that 
the default username and password is raspberry and pi, 
respectively. Make a note of your Pi’s IP address, because 
you’ll need it later. 

Next, create a directory for Minecraft and open it with the 
following command:
$ mkdir minecraft && cd minecraft

Then download the latest version of SpigotMC, a highly 
customisable and lightweight version of Minecraft Server:
$ wget https://hub.spigotmc.org/jenkins/job/BuildTools/
lastSuccessfulBuild/artifact/target/BuildTools.jar

Next, tell the Pi to start building the server tools:
$ java -jar BuildTools.jar

Once the process is complete you’ll see a message stating 
Saved as spigot-1.x.x.jar, where 1.x.x is the current version 
number of Spigot that was downloaded (1.11.2 at the time of 
writing). Next, start the Minecraft server with:
$ java -jar -Xms512M -Xmx1008M spigot-1.x.x.jar nogui

Again, substitute 1.x.x with the version number of Spigot. 
The program tells you that you need to agree to the EULA in 
order to run the server. To do this, type:
$ nano eula.txt

Scroll down with your arrow keys and delete the word 
 false . Replace it with  TRUE . Press Ctrl+X, then Y and 
Return to save your changes.

Start the server software again with the same command 
as beforehand:
$ java -jar -Xms512M -Xmx1008M spigot-1.x.x.jar nogui

You’ll see a message stating ‘Loading Libraries, please 
wait...’ some basic information about the game displays. Note 
that the default game mode is Survival, and you then see the 
spawn area loading slowly as a percentage. This may restart a 
couple of times as various levels are spawned. You’ll see a 
message stating ‘Done!’ once the process is complete.

Now it’s time to test your server. Go to a computer with 
the Minecraft client installed and start the program. On the 
main screen, choose Multiplayer. Next, click Add Server. 
Click the box marked Server Name and type a name of your 
choice – for example, Pi Minecraft Server. Click the box 
marked Server Address and enter the IP address of your Pi. 
Click Done when complete. You should now see the 
Minecraft server listed.

Hover your mouse over it and click the blue Play button. 
When the game loads, feel free to wander around a little and 
even work through your anger issues by smashing a few 
blocks to make sure the game responds well. Once you’re 
satisfied, close the Minecraft window and return to your SSH 
client, which is still connected to the Pi. Type  stop  for the 
time being to stop the server.

You can type  stop  at any time to halt the server if, for 
instance, you need to make any changes. In future, if you wish 
to run the server software, connect to the Pi via SSH, then 
use the following command:
$ cd ~/minecraft && java -jar -Xms512M -Xmx1008M spigot-
1.x.x.jar nogui

Again, replace 1.x.x with the actual version number of 
Spigot you currently have installed. If you’re unsure of this, 
type the command  cd ~/minecraft && ls  to view the 
contents of the minecraft folder – you can then see the 
version of spigot-1.x.x.jar in there.

Basic settings
Once the server is up and running, it’s time to look at how you 
can tweak some of the settings. The basic settings are 
contained in a file named server.properties. You can view 
and edit this file by running the command:
$ cd ~/minecraft && nano server.properties

If you’re intent on fine-tuning your Minecraft world, visit 
http://minecraft.gamepedia.com/server.properties to 
view all values for all potential settings. For now, we’re just 
making some basic changes. Scroll to the very bottom of  
the file to the value  motd=  using your cursor keys. This is 

The strings  
\u00A74  and  
 \u00A7l  before 
the actual greeting 
simply change 
the colour and 
formatting of the 
text. For a full list of 
colour codes, visit 
http://minecraft.
gamepedia.com/
Formatting_
codes#Color_
codes.

Quick
tip

 Minecraft multiplayer screen running on Debian Linux. The welcome message 
has been updated (see the main text).
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simply the message that appears when you first connect  
to the Minecraft server. By default, this simply says ‘A 
Minecraft server’.

Delete the line of text and replace with the following 
cheery message:
motd=\u00A74 \u00A7l Welcome to my Pi Minecraft Server\!

Another change you may want to make to the server – 
especially for people new to Minecraft – is to change the 
game from Survival Mode to Creative instead. Creative Mode 
allows for an infinite amount of building materials. Players 
also don’t become hungry or lose energy, so are free to start 
making their constructs right away.

Scroll up to gamemode=0  and change the 0 to 1 to do this. 
Make sure also to change force-gamemode=false  to  true  to 
be certain that everyone who logs on in the future will be in 
Creative Mode.

If you’re determined to stay in Survival Mode but want to 
start off slowly, consider changing spawn-monsters=true  to 
 false . You can also change the game’s difficulty by changing 
 difficulty=1  to a value between 0 and 3, with zero being the 
easiest difficulty level.

When you are satisfied with the changes that you’ve 
made, hit Ctrl+X, then Y, then Return to save your changes 
and boot the server.

Advanced tweaks
As you become more comfortable with playing Minecraft, or if 
you’re already an experienced player, you may find the basic 
configuration options in server.properties limiting.

This is where SpigotMC really comes into its own, with an 
advanced configuration file. There’s a number of tweaks to 
improve your Minecraft experience. Simply stop the server 
then run the following command:

$ cd ~/minecraft && nano spigot.yml
By way of an example of how finely tuned Spigot is, scroll 

down to where it says  zombie-aggressive-towards-villager: 
true  and change it to  false . This setting determines whether 
or not zombies will attempt to kill Minecraft villagers. The Pi 
requires fewer AI resources for ‘friendly’ zombies, so this may 
speed up your server.

A complete list of the various settings that can be changed 
in Spigot, along with full descriptions of what they do, can be 
found at www.spigotmc.org/wiki/spigot-configuration.

Server slowdown
Your configuration may now be tweaked to your heart’s 
content, but as more players join, and more complex 
structures are created, you may find Minecraft slowing down. 
As we’ve previously discussed, one way to make sure there is 
plenty of free space is to move the Minecraft folder to an 
external drive. The syntax of the command is
$ sudo mv ~/minecraft /media/pi/MYUSB

where  MYUSB  is the name of your USB stick.
Bear in mind that the above commands for running the 

software include the cd command, which refers to the 
 minecraft  directory in the home folder, so make sure to 
modify the commands accordingly – for example,  cd ~/
minecraft  becomes  cd /media/pi/MYUSB/minecraft .

If you’re still having trouble, try starting the server with the 
following command which, without going into technical 
details, instructs Java to make better use of your CPU:
$ cd ~/minecraft && java -jar -Xms512M -Xmx1008M 
-XX:+UseConcMarkSweepGC -XX:+UseParNewGC 
-XX:+CMSIncrementalPacing -XX:ParallelGCThreads=2 
-XX:+AggressiveOpts -jar spigot-1.x.x.jar nogui

For even better performance, consider editing the  
server.properties file once again, this time reducing the view-
distance from 10 to 5 . This determines how much of the map 
has to load as you move around. You can also alter  max-
players  to change the number of people who can be logged 
in at the same time. LXF

Going global with Minecraft
This tutorial explains how to set up Minecraft on 
your local network, meaning anyone who wants 
to play will need to be connected to it. However, 
you may wish to allow others to join your server 
over the internet.

First, you’ll need to assign your Pi a 
permanent IP address on your network by 
editing /etc/network/interfaces . Next, use a 
feature known as port forwarding on your router 

to forward incoming traffic from the outside 
internet to the Pi itself.

Because each router is different, it’s best to 
check the specific steps to do this with your 
router manufacturer, or enlist a more technically 
able friend. In either case, say that you need to 
open port 25565 for both TCP and UDP. You also 
need your router’s external IP address, which 
you can get by visiting www. whatismyip.com.

The Port Forward website has multiple guides 
for setting up port forwarding: http://
portforward.com/english/applications/port_
forwarding/Minecraft_Server.

Your ISP may change the IP address of your 
router from time to time, which could cause 
difficulties for people playing. You can pay to rent 
a static IP from your ISP or get a free one from a 
service such as www.noip.com.

 The basic 
settings for the 
game can all be 
configured here. 
Creative Mode is 
best for starting 
out, but there’s 
also Survival, 
Adventure and 
even Hardcore.

 The Port Forward website provides instructions for 
setting up port forwarding for most models of router.
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Python and start your script with:
#!/usr/bin/python

Variables
Variables are storage locations that have a name. You can 
think of them as name-value pairs – to assign a value to a 
variable, use the syntax:
VARIABLE_NAME="Value"

Make sure not to use spaces before or after the equals 
sign. Variables are case-sensitive and by convention variable 
names are written in uppercase. To use a variable, precede 
the variable name with a dollar sign:
#!/bin/bash
MY_SHELL="bash"
echo “I like the $MY_SHELL shell."

We can also surround the variable name in curly braces:  
 ${MY_SHELL} . This syntax is optional unless we need to 
immediately precede or follow the variable with more data. 
Let’s suppose we need to add  ing  to the end of our variable:
#!/bin/bash
MY_SHELL="bash"
echo “I am ${MY_SHELL}ing on my keyboard.”
I am bashing on my keyboard.

If we don’t encapsulate the variable name in curly braces, 
–  $MY_SHELLing  – the interpreter treats the extra letters 
as part of the variable name. Because a variable with that 
name does not exist, nothing is put in its place. You can also 

We are going to cover the basics of shell scripting. A 
script is a command-line program that contains a 
series of commands. The commands contained 

within the script are executed by an interpreter – in the 
case of shell scripts, the shell (Bash, for example) is the 
interpreter and it executes the commands contained within 
the script one after the other. Anything you can run at the 
command line you can put into a shell script. They’re great 
for automating tasks, so if you find yourself running a series 
of commands for a given task, and you need to perform that 
task in the future, you can and probably should create a shell 
script for that task.

Let’s look at a simple shell script that we’ll call script.sh:
#!/bin/bash
echo "Scripting is fun!"

Before this can be executed, the executable bit must be 
set, so we can, for instance, do:
$ chmod 755 script.sh

If the script is in your path, you can simply type in the 
script’s name and it then executes. If not, you need to give 
it a relative or full path. In this case, we’re pretending to be 
sitting at our home directory, and we want to execute this 
script that we’ve just made there. The home directory is not 
in our path, so we need to qualify it with a dot and a slash to 
execute it:
$ ./script.sh
Scripting is fun!

The first line of the script starts with a ‘shebang’, the two 
characters  #!  followed by the shell program. We’ve used 
Bash, but there other interpreters, such as csh and ksh. In a 
script that contains a shebang, what happens is that the 
interpreter and the path used to call the script are passed as 
an argument to the interpreter. If a shebang is not supplied 
on the first line of the script, the commands in the script are 
executed using the current shell. Even though this works fine 
under many circumstances, it’s best to be explicit and 
specify the exact interpreter to be used with the script. For 
example, there are features and syntax that work just fine in 
a Bash shell, but won’t work with a C-shell. It’s also worth 
noting that you don’t even have to use a shell as an 
interpreter for your scripts – you can, for example, use 

Jason Cannon
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Linux system 
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and Amazon.
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The term ‘shebang’ 
is an inexact 
contraction of 
‘sharp’ (because 
the # symbol looks 
like a sharp symbol 
in music) and 
‘bang’ (sometimes 
used to refer to 
the ! symbol).

Quick
tip

Scripting Master efficient shell scripting 
with the online experts at Udemy.

Scripts: Tests 
and variables
Discover how to script succinctly using tests and variables, with guidance 
from Jason Cannon of Udemy and the Shell Scripting course.

 The help page displays information about available tests 
in characteristically terse Linux documentation style.
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assign the output of a command to a variable. To do this, 
enclose the command in parentheses and precede it by a  $ :
#!/bin/bash
SERVER_NAME=$(hostname)
echo “You are running this script on ${SERVER_NAME}."
You are running this script on linuxsvr

In this example, the output of the  hostname  command  
( linuxsvr ) is stored in the variable  SERVER_NAME . You 
can also enclose the command in backticks – for example,  
 `hostname` . This is an older syntax that is being retired in 
favour of the one just shown. Variable names can contain 
letters, digits and underscores. They can start with letters or 
underscores but not a digit. Here are some valid variables:
FIRST3LETTERS="ABC"
FIRST_THREE_LETTERS="ABC"
firstThreeLetters="ABC"

And here are some invalid variable names:
3LETTERS="ABC"
first-three-letters="ABC"
first@Three@Letters="ABC"

The first is invalid because it starts with a digit, the 
second and third because they contain dashes and @ signs, 
which are invalid characters for variable names.

Script tests
Scripts are designed to replace the need for a person to sit 
at a keyboard and type a series of commands. What if you 
have a command that you want to automate, but it requires 
different actions based on different circumstances? If you 
are typing in the commands, you can look at the status and 
make a decision based on that. In shell scripts, the same can 
be achieved with tests. To create a test, place a conditional 
expression between square brackets. We can test for several 
types of situations: whether strings are equal, if a number is 
greater than or equal to another, or if a file exists. The 
following example tests whether the file /etc/passwd exists:
[ -e /etc/passwd]

If it does, the test returns true – said another way, the 
command exits with a status of 0. If the file doesn’t exist, it 
returns false – the command exits with a status of 1. If you’re 
using the Bash shell, you can run the command  help test  to 
see the various types of test that can be performed. You can 
also read the man page for test by typing  man test . Some of 
the more common file operator tests are:

  -d FILE  True if file is a directory
  -e FILE  True if file exists
  -f FILE  True if file exists and is a regular file

  -s FILE  True if file exists and is not empty
Some common string operators are:

  -z STRING  True if string is empty
  -n STRING  True if string is not empty
  STRING1 = STRING2  True if the strings are equal
  STRING1 != STRING2  True if the strings are not equal

We can also compare numbers using operators:
  arg1 -eq arg2  True if arg1 is equal to arg2
  arg1 -ne arg2  True if arg1 is not equal to arg2
  arg1 -lt arg2  True if arg1 is less than arg2
  arg1 -le arg2  True if arg1 is less than or equal to arg2
  arg1 -gt arg2  True if arg1 is greater than arg2
  arg1 -ge arg2  True if arg1 is greater than or equal to arg2

Now that we know how to test if a certain condition is 
true or not, we can combine that with the  if  statement to 
make decisions in your scripts. Here’s an example script:
#!/bin/bash
MY_SHELL="bash"
if [ "MY_SHELL" = "bash ]
then
    echo “You seem to like the bash shell."
else
     echo "You don’t seem to like the bash shell."
fi

The  if  clause ends with  fi , which is  if  spelled 
backwards (programmers have an awesome sense of 
humour). Note that it’s best practice to include variables in 
quotes to prevent unexpected side effects when performing 
conditional tests. We can use the  else  construction to 
perform an action if the condition is not true, so if we were to 
change the value of  MY_SHELL  in the above script, then it 
would tell us we don’t seem to like Bash.

This is a mere fraction of Udemy’s Shell Scripting course, 
see our exclusive reader offer for more. LXF
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and Display Image Filenames to locate them. You can then 
download images to your PC for viewing later.

Links comes with a comprehensive manual, so select 
Help > User’s Manual to take a look at what it’s capable of.

An alternative browser
If Links doesn’t float your boat, try w3m. It has one crucial 
advantage over Links: the ability to display web images from 
inside the shell. To gain this functionality, install the w3m-
img variant ( sudo apt install w3m-img ). Then, use it thus:
$ w3m news.bbc.co.uk

Use the cursor to navigate, hit Enter to visit hyperlinks 
and – if you installed w3m-img – you’ll see images inline as 
you scroll, while text is colour-coded to aid navigation.

Get files using FTP
You can use  wget  (see the box top-right) to retrieve files via 
FTP, but it’s one-way only and a better option comes with 
Linux. Type  ftp  and hit Enter to get started. The cursor 
changes to  ftp>  so type the following to connect to a 
remote server:  ftp> open ftp.example.com 

You’re prompted to enter a username and password if 
required. Use the same commands you use to navigate your 
filesystem –  cd  for changing directories,  ls  to list directory 
contents and so on. Type  get filename  to download a file to 
the directory you were in when you invoked ‘ftp’ or  put 
filename  to upload it from the same directory.

Type  help  for a list of supported commands, and if ‘ftp’ 
isn’t powerful enough, try ncftp ( sudo apt install ncftp ).

Send email
Email isn’t the simplest thing to set up via the Terminal, but 
it is possible. Start by installing mailutils:

Terminal: Get 
Internet access

Terminal Take advantage of web, email 
and other useful net tools

Nick Peers browses the web, collects email, downloads files and gets a 
weather forecast without leaving the shell.

Why on earth would you want to access the web or 
read email in the Terminal when there are so 
many desktop-friendly tools out there? The 

answer may not be obvious when you’re in the comfortable 
surroundings of your desktop, but the tools in this project 
could all prove their worth the next time you’re unable to get 
further than the shell (or don’t want to log in to the desktop 
just to check your email or browse a web page).

Browse with Links
Let’s start with giving you access to the web. One option is 
Links – we’ve picked the Links2 variant, because it supports 
graphics, so install it with:
$ sudo apt install links2

Once installed, launch it in text-only mode ( links2 ) or 
graphics mode ( links2 -g ). Text-only mode opens in your 
current Terminal window; graphics mode opens in a separate 
window only if a supported graphical system is in place, 
namely your desktop. In either case, a blank screen appears 
with a cursor – press Esc to bring up the menu bar, then use 
the mouse (graphics mode only) or cursor keys and Enter to 
navigate and select items. Alternatively, familiarise yourself 
with the core keyboard shortcuts, the most important of 
which is g. Press this and you’ll see the Go to URL box pop 
up, then just type the web address you want to view – you 
don’t need to enter ‘http://’ – and hit Enter.

Links then connects to the site – if in text-only mode, 
scroll down with the cursor keys and look for accessibility 
links that skip navigation to take you directly to the content. 
When you spot a link, press Enter to follow it, and use the z 
and x keys to navigate backwards and forwards respectively.

You can press / to search for specific content within the 
page, pressing n to jump to the next hit, or N to go to the 
previous one. Links doesn’t display images by default, but 
you can see where they appear in a page via the View > 
HTML Options menu – check both Display Links to Images 

 W3m-img has one advantage over the Links browser: the 
ability to display web images from within the shell.
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Quick
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Use BitTorrent in the Terminal
Need to grab a file using BitTorrent? 
Start by installing rtorrent:
$ sudo apt install rtorrent

Once installed, launch it by typing  
 rtorrent  and hitting Enter twice to 
reveal the  load.normal>  line. Simply 
type or paste your torrent URL in here, 
and hit Enter to load it. Now use the 

cursor keys to select the torrent file 
from the list, and press Ctrl+S to start 
the download. 

You can stop the download at any 
time using Ctrl+D, or quit rtorrent 
using Ctrl+Q. Note: it’s good practice 
to have uploaded at least half the file 
(50%) before removing the torrent.
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$ sudo apt install mailutils
You’re prompted to set up Postfix during installation: 

choose Internet Site from the options. Leave the system mail 
name as it is, and click OK to complete the installation.

From here, you can use the built-in tools, like mail, but 
additional configuration is required. If you only want to send 
email from the Terminal, a simpler option is to install ssmtp:
$ sudo apt install ssmtp
$ sudo nano /etc/ssmtp/ssmtp.conf

There’s a full configuration guide at https://wiki.debian.
org/sSMTP – note the security implications of storing your 
email password in a plain text file – or if you’re a Gmail user, 
you can uncomment the  FromLineOverride=YES  line by 
deleting the  #  character, then add the following beneath it:
AuthUser=yourname@gmail.com
AuthPass=yourpassword
mailhub=smtp.gmail.com:587
UseSTARTTLS=YES

If you’ve got two-step verification enabled for Gmail, you 
need to generate an app password via Account > Sign-in & 
Security > Signing in to Google > App Passwords, then use 
that. Finally, you need to change the line  root=postmaster  to 
read simply  root= .

Once done, save the file and quit nano, then use the  mail  
command to actually send email through ssmtp:
$ mail recipient@email.com

You’re prompted to enter CC addresses, then a subject, 
and finally the body of your email. Hit Enter to move on to 
the next line, then finally press Ctrl+D to send the message.

Read emails
What if you want to read email as well as send it? Many 
command-line tools are complex to configure – and 
basically overkill for those who aren’t running an email 
server – but thankfully there’s one self-contained tool that’s 
relatively easy to set up: alpine ( sudo apt install alpine ). 
Once installed, launch it by typing  alpine , and hit Enter.

Alpine creates a mail folder for you, then launches to a 
welcome screen. Press e to exit, then press s followed by l. 
With Mail selected, press Enter. You can configure multiple 
mail accounts here, so use the nickname field to differentiate 
between them. 

The critical field is Server – this needs to follow the 
following syntax (this is based on using Gmail, so adapt for 

your own particular email provider):
imap.gmail.com/ssl/user=yourname@gmail.com

By default, the mail is stored in the main /home/mail 
folder, but you can divert it to a subfolder if you wish. Leave 
the View field blank, then press Ctrl+X to save. You’re 
prompted to enter your email password, then press y 
if prompted to create the mail subfolder and exit.

Return to the setup screen, but now press c to access the 
configuration screen. Enter the following in the SMTP path:
smtp.gmail.com/novalidate-cert/user=yourname@gmail.com/
ssl

Now enter the following into the Inbox path:
imap.gmail.com/novalidate-cert/ssl/user=yourname@gmail.
com

When prompted, type  INBOX  and hit Enter. Return to 
the main screen, then exit Alpine by pressing q followed by y. 
Open Alpine again and – after entering your password – you 
should see Alpine open your inbox and inform you as to its 
contents. Press l and hit Enter to view all your messages.

Visit www.washington.edu/alpine/ to find out more 
about Alpine, and www.sjwrc.com/guides/alpine-and-
gmail/ – the latter resource focuses on Gmail, but includes 
a general primer and some handy tips, such as being able to 
store your password in a file to save having to enter it each 
time you launch Alpine. LXF

Download files
While it is possible to download files using Links,  
 wget  is actually a better option if you know the 
URL (FTP, HTTP or HTTPS) of the file you want to 
download. Type the following to download a file to 
the current folder:
$ wget “http://url.com/file.zip”

Add the  -O  flag if you would like to save to a 
different directory:
$ wget -O /home/username/Desktop/ “http://url. 

 com/file.tar”
As the file downloads,  wget  provides you with a 

progress bar, including download speed and ETA, 
but if you’re downloading a large file – an ISO image, 
say– you may want to keep the Terminal free for 

other tasks while the download completes. In that 
case, press Ctrl+C to cancel the download, then use 
the  -b  flag to download in the background: 
$ wget -b -O /home/username/Downloads/ 

 http://url.com/download.iso
Type  ls -l –block-size=M  and hit Enter every so 

often to see how far the download has got by 
reviewing its file size. If the file is very large, you 
might want to let your PC tackle the job overnight, in 
which case have it automatically shut down when 
the task is complete to save some energy:
$ sudo -s
$ wget -O /home/username/Downloads/ “http://url. 

 com/download.iso” && shutdown -h now

 You can download files from the 
command line using the versatile  
 wget  command.

 Once configured, you can collect, read and reply to your email from the shell 
with relative ease, thanks to Alpine.
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information protects the information from disclosure to 
unauthorised parties. Companies, organisations and people 
have information they wish to keep a secret. Encryption, like 
a secret message you sent to a friend during school, is one 
method of protecting information confidentiality. Only those 
individuals who have the keys to decrypt the message can 
have access to the data.

Integrity of information is protecting information from 
being changed by unauthorised parties. The modification of 
information could prove costly. Just think of the impact of 
moving the decimal point to the left in a column of 
accounting numbers. Hashing the data is a cryptography 
method used to ensure its integrity. A hash or message 
digest is a number generated by processing a string of text 
through an algorithm. The hash value is smaller than the 
text itself and is unique to that text. The algorithms used to 
generate a hash are constantly under scrutiny to ensure 
they don’t generate collisions (ie hashing two different text 
strings and generating the same hash value).

To ensure integrity, a hash value is generated and sent 
along with the text message. The hash value the recipient 
generates matches the hash value sent if the data is 
unchanged. And no, it is not possible to regenerate the text 
by just reversing the hash.

Availability of information is ensuring the information can 
be accessed by authorised parties when needed.  Having off-
site backups of information establishes availability. In this 

IoT: Protect and 
secure data

IoT Secure a camera installation that 
protects your data from prying eyes

Sean D Conway’s real-world experience of securing IoT device data in use 
and in transport can help you secure and protect CCTV video on a network.

The boss came out of his office the other day, looking 
rather stressed. “Drop everything, worker bee, I need 
you to prepare some talking points for a presentation 

on securing video cameras at company buildings. The 
meeting with the executives is in 15 minutes!” 

Rush-order requests, without the Dilbert cartoon tone, 
are not uncommon working in an information technology 
security department. They usually occur when there is an 
immediate need. If you’re the only player in the bull pen and 
the coach (your boss) calls for relief, you take the ball and 
head to the mound, even if you’re not a pitcher.

So, what is data security? CIA is a fundamental concept 
for security professionals. It’s not the US government-
funded organisation—the letters correspond to 
confidentiality of information, integrity of information and 
availability of information. We tend to interchange the words 
information and data—information is data in a specific 
context. In this case, the information is video (context) data. 
CIA doesn’t only apply to the data; it can also be applied to 
the camera itself. Compromising a large number of cameras 
and turning them into a bot army for denial of service 
attacks is certainly a loss of availability. Confidentiality of 

Sean D 
Conway
has been delving 
into data security 
since the criminal 
Kevin Mitnick was 
exposed. A recent 
change in his day-
time employment 
has him living his 
dream, playing  
in a job titled 
Network Security 
Specialist.

Our 
expert

Port forwarding 
is an easy way 
to make a device 
available on the 
internet. It also 
makes it easy for 
the bad guys to 
gain access to 
the device.

Quick
tip

 The relationship between confidentiality, integrity and 
availability is called the CIA triad.

Confidentiality

Availability Integrity

Secure
information
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case, data can be restored after a hard drive failure. 
Redundancy, as in a main and a backup server, ensures the 
availability of the service when one server fails. 

To secure the camera information (there we go again, 
switching the words information and data), we need to 
determine the data points. In any system, there may be 
data in transport, data at rest and/or data in use. Data in 
transport would be any data entering or leaving the system. 
Data at rest would be the data that is resident in the system 
or in storage on the system. Data in use would be the data 
called from the system, say from a web browser, to meet a 
business need. Identifying all the data points in a system is 
the first step in the process of securing the data.

The data of concern from a camera is the video. Images 
of sites that are being monitored are collected (input), 
processed (data at rest), streamed (data in use) and stored 
(output) on a network via the Wi-Fi connection. Knowing the 
data points, we can now look at possible controls that could 
be established to secure the data. Compensating controls, 
as they are called, compensate for weaknesses that prevent 
the data from being secured.

The anatomy of a camera
Let’s look at a model of a camera (below-right). The diagram 
shows three rings. The inner-most ring is hardware. This is 
the physical components that make up the camera. The next 
ring moving outward is the operating system (OS). The OS 
may be proprietary code developed by the vendor or a 
customised build of a full-blown OS, such as Linux, tailored 
to meet a need. The outer ring is the user interface(s). Think 
of this as services such as the web, GUI interfaces and/or 
management apps running on the camera for the user.

All three rings of the camera may have vulnerabilities 
(security weaknesses) that expose the data to threat 
vectors, a term for points of attack. If the vulnerabilities are 
exploited (ie nefarious people have found a way to attack 
them), the camera data you want to keep secure may 
become exposed to the public. When data is made available 
to those it was not intended for, it is said to be compromised.

Considering a network-ready camera is just an IoT device, 
using the same approach of identify data points and their 
vulnerabilities, you have a methodology for securing any 
IoT device. With this knowledge, you could analyse the IoT 
device to determine what compensating controls are 
required in order for it to be secure.

To expand our security awareness in a common 
installation, we’re going to put a camera in a typical home 

network. The wireless camera feeds the service provider’s 
(the company or ISP you purchase your internet service 
access from) modem and router/residential gateway via 
Wi-Fi. The network device provides access to the internet, as 
well as providing local area network (LAN) support for home 
PCs. As Linux Format has an international distribution, the 
drawing (over the page) is an example of the author’s 
residential service installation in Manitoba, Canada; your 
internet access configuration may be different.

If the final destination of the camera’s data is a 
monitoring point outside the network, the rings of security 
that examine the vulnerabilities need to extend out from the 
camera to other components. Securing camera data so it is 
only available to authorised users – a monitoring point – a 
series of compensating controls from source to destination 
is necessary to ensure the data is secure from prying eyes.

A fast and easy method used to make the data available 
to the internet is to establish port forwarding on the network 
device. Port forwarding takes the port(s) from a private IP 
addressed device on the LAN side and makes it available on 
the internet via the network device’s assigned public IP 
address. Depending on how the camera or IoT device is 
designed, one or more ports may need to be forwarded in 
order to accommodate the task.

Remember that inside the rings of the camera there 
are vulnerabilities – port forwarding may expose those 
vulnerabilities to the internet.

Here is a quick exercise to gain some knowledge that 
could be used by the bad guys. Go to www.shodan.io and 

Remember, it’s 
important to 
change defaults. A 
firewall rule of ‘any/
any’ means any 
IP address on one 
side of the firewall 
has access to any 
IP address on the 
other side.

Quick
tip

Security shopping list

 Hip, hip, hooray! Three cheers for data!

 Allow us to introduce Lord of the Camera Rings.

Data in transport

Data in use

Data at rest

Input Output

Operating system in 
firmware

Hardware 
(such as camera, 
Wi-Fi, network)

Applications, user 
interface (GUI), 
console, camera 
software, features

  Don’t distribute what you don’t want to be public
  Research the devices for vulnerabilities and support
  Upgrade and update often
  Default account and password management
  WPA2 encryption for wireless
  Https >= TLS 1.2
  No port forwarding
  Deploy firewall(s)
  Put devices on separate networks
  Know your own network’s behaviour to rate control



72     LXF225 July 2017 www.linuxformat.com

Tutorial  Insecure-net Of Things 

Think about what 
video you are 
making available on 
a network. Maybe 
the home cameras 
monitoring 
your bedrooms 
don’t need to 
be streamed to  
the internet.

Quick
tip

Never miss another issue Subscribe to the #1 source for Linux on page 28.

 Presenting 
an internet 
connection from 
across the pond 
in Manitoba, 
Canada.

conduct a search for a camera brand. The result should 
return known vulnerabilities for that brand. To prevent any 
negative responses from vendors, we are deliberately 
omitting any reference to a specific camera in this article, 
but the camera brand used for this test returned five hits 
between Europe and North America that showed exposed 
vulnerabilities waiting to be exploited.

Now that we have some theory regarding securing a 
device and its data, let’s look at some things that can be 
done to make the bad guys’ job much harder.

Prior to putting a device into service, it’s good practice to 
check with the vendor for any upgrades. The upgrade may 
include the operating system or applications supported by 
the device. Making sure the latest software is being used 
may correct some issues.

The camera vendor may already be aware of some 
vulnerabilities. It is important for the user to know that some 
known vulnerabilities will never be fixed. Upgrades supplied 
by a vendor are by no means free – there is a cost to the 
company. The device manufacturer may choose to ignore 
the risk to customers in favour of higher profit margins.

Rarely will a vendor welcome the opportunity to provide 
users access to its source code. One of the benefits of 
having a camera connected to an OS that you have full 
control over is the ability to make it secure. Think of a 
camera on a Raspberry Pi – you can tailor the OS how you 
choose and not have the vendor decide for you. Pause for a 
minute and place your hand on your heart and thank our 
digital forefathers for open source.

Now that the camera is upgraded, how about the default 
configuration for the device? Default usernames and 
passwords for devices are well known. If the default 
superuser password hasn’t been changed and the device is 
made available on a network, you have provided a door into 
the camera, with the keys to that door under the mat. Trust 
us, the bad guys will look. The chances of the camera being 
compromised are pretty high if the defaults are not changed 
before being deployed.

When the camera data is on the network, it is in 
transport. If the http protocol is employed to move the 
data, not only is the camera data available publicly, but the 
credentials used to access the camera are also publicly 
available. The data in the http protocol is sent in clear text. 
And that includes the username and password used to log in 

to the camera that you remembered to changed from the 
defaults. If, instead, https is the protocol deployed to move 
the camera data, then the data in transport is encrypted 
or secure.

Did you take note of what encryption method was 
enabled when configuring the Wi-Fi connection? Don’t use 
WEP. Try doing an internet search of WEP vulnerabilities and 
you will discover techniques that take less than a minute to 
compromise WEP-enabled devices and allow an intruder 
access. If the camera is wireless, turn on WPA2 encryption. If 
you want to secure any device on a Wi-Fi network, you 
should opt for WPA encryption.

Firewall software is common on networking devices 
provided by service providers. Firewalls are devices that 
separate one network from another using controls. The 
controls can be IP addresses or ports. Configuring the 
firewall with an access control list that is tailored to the data 
requirements limits exposing the camera, as well as other 
LAN devices. The firewall can be configured to only permit 
specific IP addresses, and the IP addresses could be for 
those devices that will monitor the cameras connected to 
the network.

Secure the perimeter
Building a DMZ using multiple firewalls creates a layered 
defence architecture for a network. The bad guys have more 
layers of security to overcome in order to get to the prize.

The DMZ is responsible for isolating the untrusted 
network (internet) from the trusted network (LAN). The 
perimeter firewall is configured to control access to the 
DMZ, and the other DMZ firewall is configured to control 
access into the local area network. Establishing a firewall 
rule that permits a public internet IP address through both 
firewalls into the internal network should be avoided. Such a 
configuration would raise the ire of any seasoned network 
administrator, because it creates a weak link in the chain of 
network security. 

Within the DMZ, a reverse proxy server can be deployed 
to provide a bridge between outside and inside networks. 
The reverse proxy takes requests from the untrusted 
network and then forwards them to devices on the 
trusted network. The response from the destination device 
is returned via the proxy. The separation provided by the 
reverse proxy prevents the untrusted network from gaining 

Monitoring Internet Camera

LAN

Site
Modem and router/ 
residential gateway
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any knowledge of the trusted network. When any device 
on the trusted network has a vulnerability that is exploited 
and causes a compromise, it exposes all devices in the 
trusted network. If the cameras on the network cause the 
greatest risk, isolating the cameras to their own network, 
using firewalls, provides greater protection through 
separation. If the cameras become compromised on the 
isolated network, the firewall prevents the bad guys from 
having access to the rest of the network. You’re creating 
layers upon layers of security.

Depending on the model, firewall devices provide 
numerous options. Commercial-grade firewalls have the 
ability to throttle throughput on a network. You can think 
of firewall throttling as a valve on a water hose: the valve 
controls the flow of water, like a firewall can control the flow 
of data. The owner of a network must understand their 

network and its daily traffic patterns. If large ftp file transfer 
data dumps are not the norm, or if sending content from 
the camera to an unknown IP address is not part of the 
configuration, the owner should recognise this. Tailoring the 
rules on the firewall is one of the compensating controls to 
ensure the network and devices are safe.

So, there you have it, folks: a list of talking points for the 
boss on how to secure a camera. We hope it didn’t take you 
longer than 15 minutes or so to read, or he will be upset 
when he gets to his meeting. The list may appear long, but if 
you know the data you want to secure, and know the threat 
vectors you want to defend, you just have to implement 
compensating controls to prevent the vulnerabilities from 
becoming exposed. Not only can you now set up secure 
cameras, but your new knowledge also enables you to 
secure any IoT device.  LXF

How to ensure the ‘s’ in https is secure
Https is more secure depending on the 
standard used. Avoid using any SSL 
referenced standards for https. SSL is 
legacy standard and has vulnerabilities. 
Use only the TLS referenced standards 

protocol and start with anything greater 
than TLS 1.2. At the time of writing, even 
TLS 1.2 security was under question for 
possible vulnerabilities. You may recall 
an internet security storm over the 

heartbleed vulnerability. Those web 
servers using degraded protocols were 
open to compromise because of TLS 
1.0. A device using >= TLS 1.2 is in the 
domain of more secure Https.
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person or service simply sees a message saying that it failed 
to connect.

The steps in the tutorial cover generating unique 
authentication cookies and onion addresses for your 
contacts. You need to help them configure their Tor Browser 
Bundle on computer and/or mobile device to store the 
cookie, so they can access your service. You do this by 
modifying the torrc configuration file inside their Tor 
software of choice. 

Super TAILS
For this project, we’re using TAILS (The Amnesiac Incognito 
Live System). This OS has been designed with privacy in 
mind. All connections are routed through the Tor network, so 
there’s less danger of leaking your real IP address.

TAILS is designed chiefly for internet users who want to 
access the darknet by booting from a USB or DVD, and 
loading into your RAM memory. The advantage of this is 
that after the machine restarts, there’s no trace left of your 
internet activity.

The downside to this, of course, is that there is data you 
may want to save, such as passwords and email addresses. 
For this reason, TAILS comes with an optional ‘persistent’ 
mode when installed on USB stick, to store such data. 

The Persistent section is encrypted and you need to set 
a password to unlock it each time you boot TAILS. Follow the 
steps in the section ‘Setting Up Tails’ to do this.

Your website and any associated files are stored safely 
inside the Persistent section. This hugely increases the 
physical security of your server, because the drive is 
encrypted and you can easily remove or destroy it.

Lightweight server
Tor can work seamlessly with a variety of server software. 
This project focuses on Nginx-light which, as the name 
suggests, is a bare-bones version of the more fully-featured 
Nginx. The server software works on the basis of HTTP 
modules, which support basic websites, but not more 
advanced features, such as Mail. The tutorial steps work just 
as well with the full version of Nginx, although increasing 
your attack surface could make your server more vulnerable.

If you want to have extra features for your server, such as 
email, simply substitute ‘nginx-light’ with ‘nginx-full’ in the 
tutorial and backup scripts. 

Getting started
TAILS is not designed primarily to work as a server, although 
there are plans to introduce this as a feature. However, 

Tor: Build your 
own darknet

Privacy Run your own private darknet 
from TAILS over Tor.

Nate Drake has a secret to share: he can help you set up and run your own 
private darknet website, which only you and your friends can access.

We have previously explored how to set up a 
‘hidden service’ on the darknet using Tor. This 
involved setting up a server using the software 

Apache2 and generating a .onion address so that other Tor 
users could connect. 

By default, anyone in possession of the address, such as 
www.facebookcorewwwi.onion, can connect to a Tor 
hidden service. 

For big sites such as Facebook there’s no harm in doing 
things this way, because everyone knows who owns the 
website, and their business model thrives on people 
connecting and sharing data.

For private citizens in the UK, who are now subject to 
monitoring of all web traffic, the very fact that you’ve 
downloaded server software must now be recorded by your 
ISP, as is the fact you’re using Tor in the first place.

This means that setting up a Tor hidden service 
anonymously is extremely tricky. Even once you have it up 
and running, other people connecting to it risk that one of 
Tor’s nodes has been compromised and will record that  
.onion address. 

Malicious web crawlers such as PunkSPIDER have even 
been able to map the entire Tor darknet, checking hidden 
services for vulnerabilities. This in itself is not a major 
security concern, because knowing the address of a website 
is only the first step to hacking into its server. However, if you 
only want to share information with a limited group of 
people, there is a way to prevent rogue scanners from 
connecting automatically to your hidden service and 
discovering your server’s real IP address. 

Stealthy onions
This is done using ‘stealth’ onion services. In brief, the way 
this works is that you generate a unique .onion address for 
each individual user of your website, in addition to an 
authentication ‘cookie’. 

In order to connect to your Tor hidden service, users need 
both this unique .onion address and the cookie. Any other 

 Only people you authorise can use their unique onion address and 
authentication cookie to access your hidden service. Here, the Tor Browser 
Bundle is running in macOS.

Nate Drake
is taking a well-
earned sabbatical 
from treasure 
hunting and 
dodging dodgy 
mercenaries. He 
now [foolishy-Ed] 
works as  
a freelance 
technology 
journalist.

Our 
expert

If you only want 
to share files with 
your contacts over 
Tor, try OnionShare 
(https://onion 
share.org). This 
generates a unique 
.onion address for 
your contacts to 
download your files.

Quick
tip
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because it’s based on Debian Linux, you can install all the 
programs you need to turn it into one.

The Debian Project is also good enough to host a mirror 
of its servers on the darknet. Given the UK government’s 
decision to monitor all internet traffic, this is a great relief, 
because as you’ll be installing via Tor hidden services, it’s 
virtually impossible for anyone to tell you’re downloading 
server software in the first place.

Follow the steps in the tutorial to make sure TAILS 
connects to the darknet using ‘bridges’. This makes it harder 
for your ISP to detect you’re running a hidden service. 

At this point in time, TAILS cannot be run headlessly – 
that is, without a monitor, keyboard and mouse – so make 
sure to choose a machine you won’t need while your hidden 
service is running. This also means that you need to be 
present each time TAILS boots up, to enter passwords and 
restore your data. 

The TAILS website says that at least a 4GB USB stick is 
required to run the OS. Play it safe and choose at least an 
8GB one, because hopefully your website will grow over time. 

Before following the steps in the tutorial, note down the 
people who will be accessing your service and ask each of 
them either to install the Tor Browser Bundle on their 
machines and/or Orbot on their Android device. You can 
always remove or add more users later on if you wish. 

Set up your website
The walkthrough outlines how to create a basic index page 
to let you know the server is working correctly – however, 
after going to all this trouble, you will probably want more 
than this.

Tor hidden services can host most kinds of websites, 
though given that you’re running yours from a USB stick, the 
more lightweight the better. If, for instance, you want to run 
an imageboard, consider using vichan, which is a fork of the 
now defunct  tinyboard. Refer to each program’s project 

page to see whether any additional software is required, 
such as MySQL. If so, make sure to modify your ‘restore’ 
script (see above) to make sure this can be automatically 
installed each time you restart TAILS. 

Lock down your server
Once your hidden service is up and running, consider 
installing a basic firewall by opening Terminal and running  
 sudo apt-get install ufw . Once the install is complete, run 
the command  sudo ufw enable  to start the firewall. By 
default, all incoming connections are blocked and all 
outgoing connections are allowed.

If you want to enable incoming connections on a  
certain port, use the syntax  sudo ufw allow  – for example,  
 sudo ufw allow 23 .

Once all your clients are able to connect to your website, 
take some time to lock down Nginx properly by running  
 sudo nano /etc/nginx/nginx.conf . 

Remove the  #  at the start of the line starting with the 
words  server_tokens of . This means that if an unauthorised 
person tries to connect, the fact that you’re using Nginx-light 

 Enable persistence to set up an encrypted partition on the USB stick. 
This keeps your website data files safe. 

In Linux, torrc is 
in ~/[path_to_
tor_browser]/
Browser/
TorBrowser/
Data/Tor/torrc. 
In Windows, go to 
C:\Users\[user]\
Desktop\Tor 
Browser\Browser\
TorBrowser\Data\
Tor\torrc. On Macs, 
it’s in ~/Library/
Application 
Support/
TorBrowser-Data/
Tor/torrc.

Quick
tip

Backup scripts
To run a server on TAILS, you need to save your 
software, web pages and client keys so they can 
be restored if necessary. These are saved in the 
encrypted Persistent section of the USB stick. 

Open Terminal in TAILS, then create a folder 
to store backups, with  mkdir /home/amnesia/
Persistent/tails-server . Next run  sudo nano /
home/Amnesia/Persistent/backup.sh  and paste:
cp /etc/nginx/sites-available/default /home/ 

 amnesia/Persistent/tails-server/
cp /etc/nginx/nginx.conf /home/amnesia/ 

 Persistent/tails-server/
cp /etc/tor/torrc /home/amnesia/Persistent/tails- 

 server/
cp /var/lib/tor/hidden_service/hostname /home/ 

 amnesia/Persistent/tails-server/
cp /var/lib/tor/hidden_service/private_key 

 /home/amnesia/Persistent/tails-server/
cp /var/lib/tor/hidden_service/client_keys 

 /home/amnesia/Persistent/tails-server/
chmod -R 0777 /home/amnesia/Persistent/ 

 tails-server/

echo Done.
Save and exit. Make it executable:

sudo chmod a+x /home/amnesia/Persistent/ 
 backup.sh

Run the backup:
cd /home/amnesia/Persistent
sudo ./backup.sh

Press Ctrl+X, Y, then Enter to save and exit. 
Make the script executable with  sudo chmod 

a+x /home/amnesia/Persistent/backup.sh .
Use  cd /home/amnesia/Persistent  to switch 

to the Persistent directory, then run a backup 
with  sudo ./backup.sh . 

To create the restore script, run the 
command  sudo nano /home/amnesia/
Persistent/restore.sh  then paste in the following:
apt-get update
apt-get install -y nginx-light ufw
ufw enable
cp /home/amnesia/Persistent/tails-server/torrc / 

 etc/tor/torrc
service tor restart

service tor stop
service nginx stop
cp /home/amnesia/Persistent/tails-server/ 

 default /etc/nginx/sites-available/
cp -f /home/amnesia/Persistent/tails-server/ 

 hostname /var/lib/tor/hidden_service/
cp -f /home/amnesia/Persistent/tails-server/ 

 private_key /var/lib/tor/hidden_service/
cp -f /home/amnesia/Persistent/tails-server/ 

 client_keys /var/lib/tor/hidden_service/
cp /home/amnesia/Persistent/tails-server/nginx. 

 conf /etc/nginx/nginx.conf
chown -Rv www-data:www-data /var/www/
service tor start
service nginx start
echo Restored.

Save and exit. Make the script executable 
with  sudo chmod a+x /home/amnesia/
Persistent/restore.sh . To test, restart TAILS and 
run the restore script. Use  cd /home/amnesia/
Persistent  to switch to the Persistent directory, 
then restore your server with  sudo ./restore.sh .
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For extra security, 
change the port 
used by your server 
from the default 
(80) by running  
 sudo nano  
/etc/nginx/sites-
enabled/default  
and change  
 listen   80 . 
Update  
 Hidden 
ServicePort  in  
z/etc/tor/torrc 
as well.

Quick
tip

Never miss another issue Subscribe to the #1 source for Linux on page 28.

 The hidden 
service image 
board 8chan 
shown here uses 
the software 
vichan. TAILS 
may need 
additional 
software to run 
certain websites.

 Run the command  sudo cat /var/lib/tor/hidden_service/
hostname  to display each of your contact’s onion 
addresses and their authentication token.

won’t automatically display. Next, scroll down to the ‘Basic 
Settings’ section, and find ‘Logging Settings’. Put a  #  before 
the lines starting  access  and  error .

This feature disables most logging features, which makes 
it more difficult for anyone to identify who is connecting to 
the server, although any error messages are still logged. 

Now restart Nginx to apply your changes with  sudo 
service nginx restart .

The ‘light’ version of Nginx you’re using contains a bare 
minimum of HTTP modules to set up a basic website, 
although you can add others if you wish. Bear in mind that 
the more modules you install, the more likely it is an attacker 
can find one to exploit. 

TAILS of woe
By its very nature, TAILS is amnesiac. If you remove the USB 
stick from your computer or restart the machine itself, all 
files and settings are lost.

For this reason, make sure you have enabled persistence 
by following the steps in ‘Setting Up TAILS’ (see the box 
below) before going through the tutorial. 

Once you’re happy that your darknet site is up and 
running OK, make sure to go through the ‘Backup Scripts’ 
section (see previous page) so that you can save and reload 
your settings. 

The Riseup website (https://riseup.net/en/security/
network-security/tor/onionservices-best-practices) 
contains some excellent advice for best practices with Tor 
hidden services. Pay close attention to the section on local 
host bypasses. And make sure you keep your software up to 

date, because new vulnerabilities are discovered with TAILS 
and Tor hidden services all the time.

That said, remember that Tor supports a number of 
hidden services, so don’t be afraid to experiment with 
running a private mail server or chat service, as opposed to a 
simple web page. A good security approach is to think of the 
authentication token as being only one layer of protection, 
and you can require users to log in with a separate password 
to your site. 

Also, remember that if anyone can access your machine 
while TAILS is running, they may also be able to access your 
client tokens. 

The only safe way to make sure that only people you 
approve can access your hidden service is if you give them 
their keys in person. Remember that anyone with access to 
their device can either use the hidden service or make a 
copy of the authentication token. Ask them to store their  
Tor Browser on an encrypted drive. Mobile users should  
also enable encryption on their Android device, in case of 
theft or seizure. 

If you are worried your keys have been compromised, run 
the command  sudo shred -v /var/lib/tor/hidden_service/
client_keys  and restart Tor with  sudo service tor restart . The 
system will generate new keys for your users. 

Finally, bear in mind that while malicious scanners won’t 
be able to automatically connect to your hidden service, 
they won’t receive the same message they would for an 
invalid onion address – in other words, they will know the 
address exists, but it will appear as though the server is 
down. This isn’t exactly plausible denial but the Tor Project is 
working on it. LXF

Setting up TAILS
This project is designed to boot from the OS Tails, 
installed on USB. Follow the steps outlined on the 
TAILS website at https://tails.boum.org/install/
index.en.html to do this. The USB stick must be at 
least 4GB in size.

Once installed, restart your machine and boot 
from USB. You may need to change your BIOS 
settings to do this. Click Yes on More Options, and 
type an admin password. 

By default, anyone monitoring outgoing 
connections made by TAILS will be able to see 
you’re using Tor. You can make Tor traffic much 
harder to detect by visiting https://bridges.
torproject.org/options and choosing ‘obfs4’ under 
Advanced Options to get some bridge addresses. 
Inside TAILS, click on This Computer’s Connection is 

Censored, then Configure > Yes > Next. Paste in the 
bridge addresses. 

In TAILS, by default all data is lost when you 
restart your machine. You can create an encrypted 
volume ,however, to store files and settings. Once 
the desktop loads, click Applications > Tails > 
Configure Persistent Volume. Choose a strong 
passphrase and click Create. The wizard asks you 
which data to save – make sure Apt Packages, Apt 
Lists and Dotfiles are ticked, then click Save.

Restart TAILS to enable persistence fully. On the 
boot screen, click Yes on Use Persistence? and enter 
your new password. Click Yes again for more options 
and Forward to choose an admin password like 
before. Follow the steps in the ‘Backup Scripts’ 
section to save and restore your server settings.

 Use obfs4 bridges to hide the  
fact that you’re connecting to  
the Tor network. 
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1  Configure the server folder
Follow ‘Setting Up TAILS’ to boot from a USB stick and set up 
persistence. Open Applications > Terminal, run  sudo mkdir /var/
www , then  sudo mkdir /live/persistence/TailsData_unlocked/www . 
Edit the persistence config file with  sudo nano /live/persistence/
TailsData_unlocked/persistence.conf/  and add the line  /var/www     
source=www  at the end. Press Ctrl+X, then Y, then Enter to save and 
exit. Reboot TAILS, open Terminal and run  sudo apt-get update  then  
 sudo apt-get install nginx-light . Run  sudo nano /etc/nginx/sites-
available/default , paste the text in Step 2 at the end, save and exit.

2  Set up a web server
       server {
               listen 127.0.0.1:8080 default_server;
               server_name localhost;
                server_tokens off;
               root /var/www;
               index index.html index.htm;
               location / {
                       allow 127.0.0.1;
                       deny all;
                   }
              }

3  Set up stealth services
Run  sudo nano /etc/tor/torrc . Scroll down to ‘this section is just for 
location-hidden services’. This is where you’ll set up a hidden service 
for each user. Modify the names in the last line before pasting:
HiddenServiceDir /var/lib/tor/hidden_service/                  
HiddenServicePort 80 127.0.0.1:8080                   
HiddenServiceAuthorizeClient stealth tom,dick,harry

Save and exit.

4  Create an index page with permissions
Create a simple landing page for your website with  sudo nano /var/
www/index.htm . Type in some text such as ‘This is your secret page 
running from TAILS,’ then save and exit. Give the www user 
ownership of the /var/www folder with  sudo chown -Rv www-
data:www-data /var/www . Restart Tor and Nginx with:
sudo service tor restart
sudo service nginx restart

5  Set up client access (Tor Browser)
Run  sudo cat /var/lib/tor/hidden_service/hostname  to list access 
tokens for all users. Ask your user to open their Tor Browser Bundle 
folder and use a text editor to open the file torrc. This is found in  
~/[path_to_tor_browser]/Browser/TorBrowser/Data/Tor/torrc 
on Linux. Type the word  HidServAuth , then paste the line for their 
Hidden Service Authentication address and cookie at the end.

6  Set up client access (Orbot)
If your contacts prefer to use a mobile, ask them to install the  
apps Orbot and Orweb on their Android device. Next, start Orbot  
and go to Menu > Settings > Torrc Custom Config. Type the word  
 HidServAuth , then leave a space and paste in their entry from 
hostname. They can now access your hidden service using the  
Orfox browser.

Set up your darknet site
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and lastly, using it as a secure means to log into other Linux 
computers via SSH. 

For this tutorial, I’ll be making a number of assumptions. 
The first is that the reader has a Yubikey 4 and that the device 
isn’t being used for any other purposes. Secondly, I’ll 
approach the subject with the view that LUKS has already 
been set up and is working as expected. It’s also assumed 
that there’s a good, tested backup and that this is being tried 
on a non-production computer. These steps, if performed 
incorrectly, could result in the user permanently losing  
access to their encrypted data.

Get installing
There are additional packages that Yubikey needs to function 
correctly in Linux. This article uses Ubuntu 16.04. From a 
command terminal install these packages:
sudo su -
apt-get update -y
apt-get install -y yubikey-luks yubikey-personalization 
scdaemon
exit

Once installed, the user can configure the hardware key. 
It’s important to understand how the Yubikey works. There 
are several storage slots on the Yubikey device. Each slot  
can contain a specific encryption key/password. Technically, 
there are several slots but only the first two are officially 
supported for use with passwords. This is separate from the 
SSH storage locations. 

The Yubikey will need to be configured to work with the 
LUKS encryption. First, insert the Yubikey. To initialise the 
second slot for use with LUKS issue the following command:
sudo ykpersonalize -2 -ochal-resp -ochal-hmac -ohmac-lt64 
-oserial-api-visible

Commit the changes by pressing Y. Before running the 
command below to configure Yubikey and LUKS, it makes 
sense to check that the correct encrypted partition is being 
used. This can be done simply by viewing the file /etc/
crypttab. Use the command below to verify the disk:
cat /etc/crypttab

The encrypted partition can be found at the beginning of 
the first line. In my case the partition was /dev/sda5. The 
partition sda5 is always the encrypted disk if the Ubuntu 
defaults were chosen during the system installation. The last 
remaining item is to update the LUKS system to use slot 
seven from the Yubikey device. It adds a second LUKS key 
that won’t work without the hardware key and password:
sudo yubikey-luks-enroll -d /dev/sda5 -s 7

Yubikey: Keep 
the secrets safe

Safety first Take your system’s security 
to the next level with Yubikey.

A very sensibly minded Stuart Burns shows how to use Yubikey and  
two-factor authentication to significantly improve Linux system security.

Much has been mentioned recently about system 
security and effective system management. Putting 
into practice a two-factor authentication (2FA) 

capable device helps increase that security stance. 
Using devices such as the Yubikey has many advantages 

including helping keep local disks encrypted, login details 
secure and SSH keys safe from hackers. These devices are 
designed to keep data secure and only expose the 
information from the device when it’s required.

The Yubikey can be used as a standalone device or it can 
also be registered with Yubikey and the company’s password 
service to provide secure password management and 
automatic web password management. The Yubikey can also 
be used with Facebook, Google and a range of other providers 
to provide secure 2FA logins to help prevent account 
hijacking. How to implement this will vary from site to site, but 
there are many tutorials available on how to achieve this.

Furthermore, pressing the capacitive device will generate 
an extremely long and secure password known as an OTP 
(one time password) in place of a memorable password  
to help make it hard for anyone trying to steal your 
information. This article looks at a number of specific uses  
of the Yubikey: secure full disk encryption; securing SSH keys; 

Stuart Burns
is a systems 
administrator for  
a Fortune 500 
company. When 
not stuck fixing 
quirky issues he 
can be found 
getting nerdy with 
Linux and all 
manner of 
interesting items

Our 
expert

Once your Yubikey 
is configured, make 
sure the original 
LUKS password is 
long and secure. 
To change it, use 
the cryptsetup 
command. The 
command line 
for doing this 
is cryptsetup 
luksChangeKey 
<target device> 
-S <target key 
slot number>. If 
your password is 
extra long, make a 
copy and store it 
somewhere safe.

Quick
tip
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At this point the user has to insert their Yubikey and enter 
a new additional password for use in conjunction with LUKS. 
Enter a new, unique password. It will ask to confirm it. Finally, 
it asks for the original passphrase for the LUKS disk. Be sure 
to enter this correctly or it won’t work as expected. Now it’s 
just a matter or rebooting the computer and testing that the 
new encryption setup has been applied properly. 

On reboot the user should insert the Yubikey and enter the 
newly created LUKS passphrase. All being well, it should then 
boot as expected. If, for whatever reason, this doesn’t work 
the original LUKS passphrase can be used. This original 
password can be strengthened later (otherwise it negates the 
security provided by the Yubikey). 

Secure your keys
It’s now time to start looking at using the Yubikey to secure 
the users private keys. If a user has several Linux-based 
computers that they routinely log into using passwords, 
they’re doing it wrong. Logging in using SSH keys makes the 
whole login process more difficult to gain illicit access. 

Using SSH keys to log in is done by creating two keys: a 
public key and a private key. The public key is uploaded to the 
machines to be administered and the private key kept secure 
on the Yubikey and protected by a password. When the user 
tries to log on they use their private key that only they have, 
together with a password. When the system has both parts of 
the key it can verify the user’s identity. Without both parts of 
the key nothing is going to happen. The password is only 
there to unlock the private key for the duration of its use.

Yubikey doesn’t internally implement public/private key 
creation. To set up and configure the Yubikey requires using 
the opengpg2 package to create the keys and then transfer 
the private keys on to the Yubikey. Note there are two versions 
of gpg installed by default: gpg and gpg2. This article uses 
gpg2 because it has some major code enhancements and 
works much better with gpg-enabled cards such as Yubikey. 
Attempting to use the original gpg will cause several steps in 
this tutorial to not work correctly, if at all.

The key creation and setup process may seem long 
winded, but really it’s quite straightforward. The next several 
steps include:
 Creating a master key;
 Creating a revocation key;
 Adding a sub key that can be used for logins, signing  

and encrypting;
 Removing the master key from the keyring so that it can’t 

be used to sign new keys;

 Put the private certificates onto the Yubikey;
 Export the SSH public keys; 
 Copy them to the destination servers.

The first step is to create a master key. This key is 
essentially the equivalent of the root user in key management 
terms. With Debian derivatives, the server creates two keys: a 
master key that can be used for certifying sub keys; and a sub 
key that has encrypt and sign capabilities. It may seem odd, 
but doing this separates your master key (which proves your 
ultimate identity) from the day-to-day keys. There’s, however, 
a very real reason behind the decision. If the sub key is lost or 
compromised the user doesn’t have to build their identity 
from scratch. When the key creation process detailed below 
is complete there’ll be four keys: a master key, a signing and 
certifying key and an authorisation key. The authorisation key 
is used to connect to SSH devices.

To generate the master key use the following command:
gpg2 --full-gen-key

This creates the keyring files and folders if they don’t exist, 
along with the master key. Because this tutorial is only using 
this as an example setup, we can use the defaults. Doing so 
isn’t recommended in a live environment for obvious reasons. 
For this key go with option 4: RSA sign only.

Once the first few questions about key lengths and 
expiration have been accepted (using defaults) the 
application will ask a name and email address to uniquely 
identify the key. For the purposes of this tutorial enter your 
name and email address. Comments are optional. Once the 
details are confirmed as correct press O to create the key. 
The system will also ask for a passphrase. This is used to 

 Here’s a completed key setup with the key output displayed.

If the system keeps 
complaining about 
lack of entropy 
(randomness) you 
can boost this. 
Install the rng-
tools package 
(sudo apt-get 
install rng-
tools) and run the 
command to create 
randomness: sudo 
rngd -r /dev/
urandom.

Quick
tip

The internet and you
At first it can be confusing to see how to make 
the Yubikey work with internet passwords while 
remaining separate from the Yubikey 
infrastructure. It’s actually quite easy. 

The way to do it is to use the Yubikey OTP 
alongside a local and trusted password 
management system. For example, you can use 
MacPass on a Mac (there are alternatives for 
Linux. One well-regarded example is KeepassXC, 
https://keepassxc.org) that are based on the 

local device and don’t communicate with the 
internet. Then use that OTP as the secure 
passphrase to enter the device. 

Doing it this way means that you’ll have the 
horrible task of changing all the internet 
passwords that were protected by some online 
product that got compromised. The nice thing 
about MacPass and its Linux brethren is that you 
can create nice, long, secure passwords in the 
application and use them as unique passwords.

There are a couple of caveats. First, make 
sure that you have a backup of the password 
file. Write it to a CD that’s stored in the safe. 
Second, the OTP needs to be backed up. The 
OTP is just a long string. To access that string, 
just open an editor and press the Yubikey. This 
spits out the OTP password. Print this off and 
keep it in a safe place. Doing this means you 
have a good backup should anything bad™ 
happen or the Yubikey is lost.
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Creating a 
revocation 
certificate is key 
if planning to use 
this for anything 
important. It 
enables the user to 
effectively disavow 
any lost/stolen 
keys. Details on 
how to do this can 
be found online.
The revocation key 
needs to be kept in 
a separate location.

Quick
tip
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 Here are the details on the subkey creation process, with advanced options.

 Here’s the Yubikey used to create this tutorial.

protect the key from being used if it’s stolen. The system will 
spit out a lot of text, but what we’re interested in is the public 
key. The key ID can be found to the right of rsa2046/. 

As you can see from the base key generated it has the 
entry rsa2046/xxxxxx where x is a long number. This is the 
key identifier. Because this tutorial will use that key several 
times it makes life easier to alias it. It reduces all the copy/
paste operations or the potential fat-fingering of the number. 
In the terminal type:
export KEYID=Your key ID.

Keep it secret, keep it safe 
The next important step is to create a revocation key. This can 
be used to effectively cancel any keys that have been lost, 
stolen or compromised. The exported key shouldn’t be kept 
on the local device but rather on a memory stick in a secure 
location. To create the revocation file, do the following, 
substituting the location for the users usb stick:
gpg2 --gen-revoke $KEYID > /path/to/usb/revoke.txt

In a similar way to the original key creation the process will 
ask several questions. When asked for a reason for revocation 
we can use “0”. Among other items, it’ll ask for the 
passphrase for the master key as well as a new passphrase 
for the revocation key. The next step is to export the “secret-
keys”. Don’t get confused by the terminology. Secret keys 
essentially mean private key. It’s just a language thing! To 

export the key to the USB stick, use the command below, 
substituting locations as needed:
gpg2 --armor --export-secret-keys $KEYID > /path/to/usb/
master.key

After we have set up the main keys you need to create the 
subkeys. Here we create the subkey for signing. Notice the 
use of the --expert switch. This enables several options that 
we will need:
gpg2 --expert --edit-key $KEYID

To add the key use the addkey command. Select option 4 
(RSA Sign only). Again, go with the defaults and a new 
passphrase. Notice at the bottom there’s now a new entry 
and its usage is marked “S”. This means that the key is a 
signing key.

The process is repeated to create the encryption key. 
Assuming the user is still in the gpg2 application type addkey. 
Select the option for RSA Encrypt only. Go with the defaults 
as per previous iterations. Ultimately, there should now be a 
new key marked usage E. 

The last key to create is the authorisation key. This is the 
key that’s used to login as opposed to signing, revoking, and 
so on. Run the addkey command again. This time, however, 
we need to select “RSA (set your own capabilities)”. This is 
because the usage needs to be changed to be an 
authentication key. If this doesn’t appear you didn’t use 
expert mode! 

With the authorisation key the capability of the key needs 
to be set to Authorize. The permitted actions can be turned 
on or off by toggling them using the S, E or A keys. Toggle as 
needed until only the Authenticate is showing. Press G to 
finish the configuration. Accept the defaults. Hopefully, there 
will be four keys: SC, S, E and A. Save all the work done by 

What’s the background of Yubikey?
The YubiKey is a hardware authentication  
device that supports one-time passwords,  
public key encryption and authentication,  
and the Universal 2nd Factor (U2F) protocol, 
which is an international standard for a  
smooth authentication experience (see  
https://fidoalliance.org). It enables users to 
securely log into their accounts by emitting one-
time passwords or using a FIDO-based public/
private key pair generated by the device. 

YubiKey also allows for storing static 
passwords for use at sites that don’t support 

one-time passwords. A couple of big-name 
supporters include Facebook that uses YubiKey 
for employee credentials, and Google that 
supports it for both employees and users. Some 
password managers also support YubiKey.

The Yubikey implements the HMAC-based 
one-time password algorithm (HOTP) and the 
time-based one-time password algorithm 
(TOTP), and identifies itself as a keyboard that 
delivers the one-time password over the USB 
HID protocol. The YubiKey NEO and YubiKey 4 
include protocols such as OpenPGP card using 

2,048-bit RSA . It enables users to sign, encrypt 
and decrypt messages without revealing the 
private keys. The fourth-generation Yubikey 
supports OpenPGP with 4,096-bit RSA keys, and 
PKCS#11 support for PIV smart cards, a feature 
that allows for code signing of Docker images.

Yubico did dump all open-source components 
in the YubiKey 4 with closed-source code. Yubico 
states that internal and external review of their 
code is done and its CEO posted a defence of 
the move at www.yubico.com/2016/05/
secure-hardware-vs-open-source.
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 Here’s the new-look LUKS configured to use the Yubikey.

 Configuring 
LUKS to use the 
Yubikey at boot.

typing save. This will dump the user at the command line. 
Once completed another subkey marked “usage A” should 
appear. All this setup now needs to be saved. Save it to disk 
by typing save. This will then place the user back at the Linux 
command prompt.

Now export the keys and subkeys private keys:
gpg2 --armor --export-secret-keys $KEYID > /path/to/usb/
master_and_sub.key
gpg2 --armor --export-secret-subkeys $KEYID > /path/to/usb/
sub.key

Next it’s time to export the SSH keys. gpg2 has a tool to 
export SSH private and public keys from the OpenGPG keys:
gpg2 --armor --export $KEYID > /path/to/usb/public_gpg.key
gpg2 --export-ssh-key $KEYID > /path/to/usb/public_ssh.key

At this point the Yubikey can be inserted. To check the 
card can be seen use the following command:
gpg2  --card-edit

All being well it should show some pertinent information 
about the Yubikey in question. For our purposes we can 
ignore most of the entries. The only items I’d suggest you 
modify are the user pin and admin pin. To do this the key 
needs to be switched to admin mode. Do this by typing admin 
followed by passwd.The default user pin is ‘123456’ and the 
administrator pin is ‘12345678’. Change each of these items 
by choosing the appropriate number and modifying the pins. 
Don’t forget to save the items before leaving. 

Load into Yubikey
The next job is to load the authorisation, encrypt and sign 
keys that were created earlier into the Yubikey. This is done 
using the keytocard command. This step has to repeated 
several times, once for each key, until the sign key, encryption 
key and authentication key are transferred:
gpg2 --edit-key $KEYID

At this point the user needs to select the appropriate key. 
Type key 1. This selects key 1 on the key. To actually move the 
private key to the keycard type keytocard to enable moving 
the local keys to the Yubikey. It will ask where to store the key 
on the Yubikeys slots for private keys. Select Signature key 
from the selection. Type key 1 again and it will deselect the 
key. The selected key is denoted by a ‘*’ against the subkey.

Repeat the keytocard by using key 2 and keytocard 
selection 2. Repeat again using key 3 and selection 3 (It 
should be the only one available). At this point all the keys 
have been copied to the card. They do still exist on the 
computer! Best practice states that the root signing keys 
should be removed. At this point let me reiterate that deleting 
these keys should only be done when the backup is complete 
and you have a good copy:

gpg2 --delete-secret-keys $KEYID
The gpg2 program will ask you several times to confirm 

you really, truly want to delete the master key. Once 
completed check the status of the Yubikey keys:
gpg2 --list-secret-keys

The security key should now have a ‘#’ against it. This lets 
the user know that the key doesn’t exist on the device. Also 
the ‘>’ on the subkeys means that the key is on the card. At 
this point, because we’ve deleted the master key, we can now 
import the stub keys. On a separate machine, to set up the 
device run the command gpg2, followed by Ctrl+C. This is 
done to create some critical folders and files.

Once complete, import the public keys:
gpg2 --import < /path/to/usb/public_gpg.key

Double-check those keys are available by using a gpg2 
--list-secret-keys. We now need to trust the new key because 
we essentially took it away from its parent, therefore the chain 
of trust is missing. To make life easier use the export KEYID= 
the sec# key. To perform the trust option edit the key:
gpg2 --edit-key $KEYID
trust

When prompted to enter the trust level, select 5 (I trust 
ultimately). Agree to the trust by pressing Y. At this point, quit 
out by using quit.

At this point all the configuration for your Yubikey device is 
done. The last bit we need to look at is to enable the 
automatic “pass-through” of the private key functionality 
when needed. This is done with two commands:
echo “enable-ssh-support” > ./gnupg/gpg-agent.
configuration
echo “export SSH_AUTH_SOCK=~/.gnupg/S.gpg-agent.
ssh” >> ~/.bashrc

Reboot the machine at this point for the services to 
update the configuration. Once complete, open a new 
terminal window and use the command ssh-add -L. If the 
SSH pass-through is working then it should show a pair  
of entries. At this point you can use the command ssh-copy-id 
user@remotehost. Login using your normal password. This  
will copy your public key to the server. It will take only a 
moment to complete. 

If the user now tries to ssh into the host it will pass the 
private key credentials and prompt for the private key 
password. To see this in more detail use the command:
ssh -v user@remotehost

It will hopefully show the public key being used. If you try 
again without the Yubikey it should fail. In summary, the 
Yubikey and other hardware keys offer a whole range of useful 
functionality. While a lot of it may not seem easy, it’s certainly 
worth doing, if only for peace of mind. LXF
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PGP-encrypted messages without having to use the 
command line. We’ll cover all this in this tutorial.

Get started
First, the good news: Keybase used to be invitation-only, but 
now anyone can sign up. Browse to https://keybase.io and 
click Join. Enter your email address, then enter a Keybase 
username, which is how others will identify you. You’re 
prompted to create a passphrase – minimum 12 characters, 
so now is a good time to try a secure password generator 
like Keepass if you haven’t already. Once done, click Activate!

You’re sent to your profile page, where you’ll see a button 
telling you further action is required, but first look out for the 
verification email. Click this to complete setup, then that’s it 
for your email address. Keybase doesn’t advertise your email 
or phone number; everything that proves who you are 
comes from other online sources that you choose to link.

Before that, start by filling in your bio – the more 
information about yourself you can provide, the better. Enter 
your full name, add a brief bio and provide your home 
location – all of these little proofs will help others validate 
you are who you say you are, and are displayed whenever 
anyone browses to https:/keybase.io/username (where 
‘username’ is the name you claimed when signing up).

Install the app
Before we go any further, let’s switch to using the Keybase 
app, rather than accessing it through your web browser. The 
following instructions are for 64-bit flavours of Ubuntu and 
other Debian-variants; visit https://keybase.io/download 
and click Linux for instructions covering other distros.

Open a Terminal window and type the following:
$ curl -O https://prerelease.keybase.io/keybase_amd64.deb
$ sudo dpkg -i keybase_amd64.deb

Ignore any errors referring to missing ‘libappindicator1’, 
and carry on:
$ sudo apt-get install -f
$ run_keybase

You’ll see the Keybase service start in the Terminal 
window (once done, you can safely close it) and then 
Keybase itself launches for the first time – going forward, 
you’ll see its icon appear in the menu bar. A web page opens 
with a brief summary – close this once you’ve read it, then 
click the Keybase menu bar icon and choose Show Keybase, 
then click Log In to open the main window.

Click the Log In link at the bottom of the new window, 
then enter your username or email address, and click 

Keybase: Easy 
cryptography

Keybase Use public-key cryptography 
to share files and chat securely.

Nick Peers discovers a more user-friendly way to secure file sharing and 
instant messaging using public-key encryption.

Public-key cryptography has long been one of the most 
secure ways to identify yourself and ensure your 
conversations and data are kept private, but it’s not 

exactly user-friendly. Keybase aims to change all that by 
providing a convenient tool that makes it easy to identify 
yourself to others, plus chat and share files through a secure 
tunnel that employs end-to-end encryption.

Keybase won’t appeal to those who want to hide their 
true identity – as the ‘Hiding in Plain Sight’ box (opposite) 
reveals, a key part of it is advertising yourself to provide 
good faith that you’re who you claim to be. This is done by 
linking key accounts to your Keybase profile in such a way 
as to provide strong proofs of your identity. Once done, you 
can then use Keybase to identify with a high degree of 
confidence other friends and contacts, then communicate 
and share files in a secure way.

Keybase is still in alpha, but already has a finished feel to 
it – you can use it through your web browser, but there’s also 
clients for Linux, Mac and Windows (so no one has an excuse 
not to get signed up). The app is the most convenient and 
secure way to use Keybase, but there may still be times 
when you want to use the browser – for example, to send 

Nick Peers
is taking a more 
active interest 
in privacy and 
security, given the 
world he finds 
himself inhabiting. 
Does anyone know 
if you can reset 
back to 2000 
from the shell?

Our 
expert

When you install 
Keybase on another 
computer, you’re 
asked to connect to 
an existing device 
or type in your 
paper key. Follow 
the prompts to link 
up your account to 
this computer.

Quick
tip
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Continue. Enter your passphrase and click Continue again. 
You’re prompted to set a public name for your computer – 
something such as Desktop or Laptop should suffice, or if 
you plan to run Keybase across multiple platforms, go for 
something more descriptive, such as Ubuntu Desktop.

Click Continue and you’re shown a ‘paper key’ that is 
described as allowing you to ‘perform important Keybase 
tasks in the future’ (one of those tasks will allow you to install 
Keybase on another computer and link your account to it – 
see the Quick Tip opposite). As instructed, write it down 
somewhere safe or copy and paste it into a secure notes 
app, before ticking Yes, I Wrote This Down and clicking Done.

Prove your identity
Now you’re logged into the app, it’s time to build up your 
persona. Start by clicking Edit Profile to add your name, 
location and bio if you’ve not already done so, then click 
Save. Ignore the photo for now – that will come from your 
Twitter or GitHub account when you confirm one of them.

The next step is to build up a series of proofs that 
confirm you are who you say you are. This involves linking 
various accounts: Twitter, Reddit, Facebook, GitHub, Hacker 
News and one or more websites. Click one to get started – 
taking Twitter as an example, you’re prompted to enter your 
username, then copy and paste a tweet into your account. 
Keybase then looks for this in your timeline and – when it 
finds it – verifies your identity accordingly.

As an aside, when you connect your Twitter account, you 
receive email notifications each time someone you follow on 
Twitter joins Keybase and connects their account – if this 
proves too distracting, tgo to Settings > Notifications, where 
you can disable this and other notifications.

Other services work in a similar way – in the case of 
Facebook, just click the Make a Facebook Post link after 
supplying your username (go to your Facebook profile  
page if you don’t know this and look in the Address bar for  
www.facebook.com/your.name.123). Make sure it’s Public.

If you want to prove your website, you can either host a 
text file on the web, or place a Keybase proof in your DNS 
records. If you go down the latter route, log into your domain 
name provider and look in the advanced section of your 
domain’s DNS settings for TXT entries, where you insert the 
proof. Don’t panic when you get an ‘unreachable’ error – 
keep checking and it should be confirmed within 24 hours.

Reload your profile when prompted and you’ll see your 
identity is now verified. You can view your proof (or revoke it 
if necessary) simply by clicking the tick mark next to the 

identity in question. The more proofs you create, the more 
solid your identity is to other people – and anyone who is 
following you receives an email notification for each proof 
you provide as you add it; you receive emails as people you 
follow add proofs to their account in turn.

For maximum security, be sure to click the Add a PGP 
Key link – you can import an existing key, such as one you’re 
using for email, or have Keybase create one for you. If 
creating from scratch, include all email addresses you plan 
to use for PGP encrypted email going forward.

Build up contacts
You can now start to look out for friends and other contacts 
through Keybase. You can send out a number of invites to 
others, or they can find you first and appear in your 
Followers list. If they find you first, click their name and 
review their proofs, then click Follow to follow them back. 
You can also browse their list of followers (as well as those 
they’re following) to locate other contacts, or you can use 
the Search icon.

As an aside, following someone is the equivalent of 
endorsing their identity, adding further proof to their claim 
to be who they say they are.

Selecting Search enables you to search for contacts 
using not just their Keybase name, but also by Twitter, 
Facebook, GitHub, Reddit or Hacker News handle. If they 
have a Keybase profile, this is highlighted; if not, you can 
start a conversation or set up a shared folder with them, 
then send them an invitation link. Once they’ve signed up for 

 Click the tick button next to a connected account to view its proof online or – 
if necessary – revoke it completely.

If you block several 
conversations 
or forget which 
conversation you 
blocked, type  
 keybase chat 
hide -u  into a 
Terminal window to 
unhide all blocked 
conversations.

Quick
tip

Hiding in plain sight
Although Keybase is built around privacy and 
security, one thing it’s not is secretive. Your 
profile is as public and accessible as it possibly 
can be, and there’s a very good reason for that. 
Basically, the Keybase client – whether the app 
or your browser – is specifically designed not to 
trust any server, so must prove a person’s 
identity without relying on the server as proof.

This means that while the server tells you 
who a contact is, the client verifies each of their 
identity proofs independently, then it’s up to you 

to review those proofs to confirm they’re who 
they say they are (and who you’re looking for). A 
fringe benefit of this approach is that the public-
key part of Keybase’s cryptographic key pair 
requires no effort or back-channel 
communication to pass on, simplifying the 
process of connecting with other people.

This three-step approach underpins 
everything Keybase does, from identifying and 
following people to chatting and sharing files: 
it’s repeated every time you examine a proof, 

chat with someone or share a file with them, so 
if something changes, you’re the first to know.

This all happens incredibly quickly, and when 
you follow someone, you effectively provide a 
‘signature’, confirming who that person is, 
signed using your private key. This doesn’t 
simply help strengthen your contact’s claim to 
their identity, it also provides you with a signed 
confirmation that can be transferred to another 
computer when you install the Keybase client on 
your laptop.
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Should you ever 
decide Keybase 
isn’t for you, go 
to Settings in 
the Keybase app 
and select Delete 
Me. Click Delete 
My Account 
Forever to remove 
both account 
and username, 
preventing you or 
anyone else from 
using it in future.

Quick
tip

Never miss another issue Subscribe to the #1 source for Linux on page 28.

 You can share 
files privately 
or publicly, 
with individuals 
or groups. 
Alternatively, 
share files within 
encrypted chats.

Keybase and linked that account, the conversation and 
folder become visible to them.

You’ll also see options to open folders or start a chat – 
more on that in a moment. The Search tool is also handy if 
you want to set up a group chat or create a shared group 
folder, too – you simply keep searching for the people you 
want to connect with, then click to add them to the list of 
names. From here, chatting with people is easy – the step-
by-step guide reveals everything you can do.

Share files
If you want to share files with others, Keybase provides a 
cryptographically secure file mount. There are two options 
on offer: private, for sharing only with selected individuals, 
and public, a shared folder that anyone can access.

You can set up private shared folders one of two ways: 
via the Search tool, in which case select your contact and 
click Open Private Folder. A new folder is created under  
./keybase/private using the following syntax: 
yourname,theirname. Drag files into here, and they’re 
encrypted and transferred to a corresponding folder 
that’s created on your contact’s computer, where they’re 
decrypted. Everything’s done invisibly behind the scenes.

You can also access your private folders by clicking 
the folders icon in the main window, or by reopening the 
Keybase status window from the menu bar – from here 
you can create a new private folder from scratch, manually 
inputting the name of the contact you’d like to share it with.

The public folder option is interesting – it’s obviously 
not designed to provide a secure means of transferring files 
between people, but instead it gives Keybase users the 
guarantee that files you choose to share with them haven’t 
been tampered with in any way – there is no server-side or 
man-in-the-middle hijack possible.

Public folders aren’t automatically synchronised to other 
people’s computers; instead, the files are streamed on 

demand. You can access your shared folder via the Folders 
icon by switching to the Public/ tab. Click your own name to 
open your own Public folder (it’s located under ./keybase/
public/yourname). Any files copied in here are available to 
anyone who chooses to connect to your public folder.

Other people’s public folders can be accessed in the 
same way you connect to private folders – via the Search 
tab (click Open Public Folder) or by opening the status bar 
icon, switching to the Public/ tab, then typing in their name. 
If you choose the latter option, you can create group public 
shares, too, again using the yourname,theirname syntax.

PGP messaging
If you add a PGP key, you can send PGP-encrypted 
messages through your browser, via the command line  
( keybase pgp encrypt ) or a supported app, such as GPG. 

To do this using your web browser, log into Keybase at 
www.keybase.io and then select the person from your 
Following or Followers list, or use the search tool to find 
them on Keybase If there’s a PGP Encrypt option, click it.

From here, simply type the message you wish to send, 
then click the Encrypt button and it’s sent to them 
encrypted. You’ll also see buttons for decrypting, signing 
and verifying messages using PGP, but not all of these 
options work in your browser unless you opted to host your 
private key in Keybase’s encrypted store when you created 
or imported it. If you didn’t, you have decrypt and sign 
messages from the command line:
$ keybase pgp decrypt -m “message text”
$ keybase pgp sign -m “message text”

You can also import Keybase keys to GPG (or any other 
PGP applications) easily to allow you to read and send 
messages from there. If you’re using GPG, you can do this 
using the Keybase app:
$ keybase follow username
$ keybase pgp pull username

And finally…
Although Keybase is relatively straightforward to use, there 
may come a time when you want to simply press the reset 
button and start again from scratch, or you may lose access 
to all your private keys. Whatever you do, don’t delete your 
account; instead, go to https://keybase.io/username – 
‘username’ is your Keybase username obviously – and click 
the Settings button. Select Reset Your Keys & Start From 
Scratch, enter your account passphrase and click Reset 
Account. This removes your keys – along with all your proofs 
and devices – enabling you to start again from scratch. LXF

Use from the command line
Hate the GUI? Good news: Keybase comes with 
its own fully functional command-line tool. 
Here’s the obvious starting point:
$ keybase help

If you’re new to Keybase, start with  keybase 
signup , or use  keybase login  to log into an 
existing account. Use the  prove  command 
to add proofs – for example,  keybase prove 
twitter . The  search  command helps you find 
others using matching terms, while the  id  

command ( keybase id nick ) enables you to 
verify a specific account.

The  follow  command is self-explanatory 
and is particularly valuable as connecting with 
people through the command line is simpler if 
you’re following them. The  encrypt  command 
provides a series of tools for sending encrypted 
files and messages. The following examples 
from the Keybase website (https://keybase.
io/docs/command_line) reveal how it works:

$ keybase encrypt max -m “this is a secret”
$ echo “this is a secret” | keybase encrypt max
$ keybase encrypt max -i secret.txt
$ keybase encrypt max -i secret.mp3 -b -o 

 secret.mp3.encrypted
Other commands you’ll want to learn include  

 decrypt  (for accessing encrypted content sent 
your way), and  pgp , which lets you encrypt 
and decrypt using your PGP key, in addition to 
signing and verifying messages.
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1  Select who to chat with
Click the Search icon in the top left-hand corner and search for the 
person by their Keybase name or some other form of identification. If 
multiple matches are found, scroll through the list looking for your 
contact, then click their name. Review their identity, then repeat to 
add more people. Click X next to a person to remove them. Once 
done, click Start a Chat.

2  Start chatting
Keybase works like most other chat tools – type a message, then hit 
Enter to send it. Limited formatting is supported using well-known 
text codes – for example, surround bold text using the * symbol (for 
example,  *this is bold* ). Click the smiley button to add a range of 
emoticons. When messages are sent, people receive notifications via 
Keybase and Ubuntu.

3  Share files
You can share files via the chat window by clicking the paperclip icon 
– select your file, then click Send. These appear inline as part of the 
conversation (a thumbnail of pictures is shown). Roll your mouse over 
a file and click the … to its right to verify it’s been signed, plus choose 
whether to download a copy or delete it for everyone.

4  Open private folder
You can also share files with your chat partners by creating or 
opening a privately shared folder – click the folder button at the top 
of the screen to open the folder on your desktop, then copy any files 
into here. Let your chat partners know what you’ve done, and they 
can retrieve files – plus add any of their own – in the same way.

5  More conversation options
Click the i button at the top of the chat window to view a list of 
people in the conversation – click Add Another Participant to add 
more people to the chat, plus tick Mute Notifications if required or 
even Block this Conversation. This doesn’t actually block people; 
instead, it hides the conversation from the chat window and mutes 
all notifications.

6  Reverse block
Your chat partners have no idea if you block them, and you can’t start 
a new chat with that person or group. If you change your mind, open a 
Terminal window and type the following:
$ keybase chat hide -u yourname,theirname

If you’re not sure what the conversation was called, check out the 
Quick Tip (on page 83).

Let’s get chatting
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A given package may contain executable files, data files, 
documentation, installation scripts and configuration files. 
Also included are metadata attributes such as version 
numbers, checksums, vendor information, dependencies, 
descriptions and so on. Upon installation, all that information 
is stored locally in an internal database that can be queried 
for version status and update information.

Software package management systems are widely seen 
as one of the biggest advancements Linux brought to 
enterprise IT environments. By keeping track of files and 
metadata in an automated, predictable and reliable way, 
system administrators can use package managements 
systems to make their installation processes scale to 
thousands of systems without requiring manual work on each 
individual system. Features include:

 Automation – no need for manual installs and upgrades;
 Scalability – install packages on one or 10,000 systems;
 Repeatability and predictability; and
 Security and auditing;

Packages come in several different types:
 Binary packages contain files ready for deployment, 

including executable files and libraries. These are architecture 
dependent and must be compiled for each type of machine.

 Source packages are used to generate binary packages. 
One should always be able to rebuild a binary package (for 
example, by using  rpmbuild --rebuild  on RPM-based 
systems) from the source package. One source package can 
be used for multiple architectures.

 Architecture-independent packages contain files and 
scripts that run under script interpreters, as well as 
documentation and configuration files.

 Meta-packages are groups of associated packages that 
collect everything needed to install a relatively large 
subsystem, such as a desktop environment or an office suite.

Binary packages are the ones that system administrators 
have to deal with most of the time.

Double the fun
On 64-bit systems that can run 32-bit programs, one may 
have two binary packages installed for a given program, 
perhaps one with x86_64  or  amd64  in its name, and the 
other with  i386  or  i686  in its name. Source packages can be 
helpful in keeping track of changes and source code used to 
come up with binary packages. They’re usually not installed 
on a system by default, but can be retrieved from the vendor.

There are two levels to packaging systems:
 Low-level utility – this simply installs or removes a single 

APT: Discover how you can introduce 
order to your software packages

Get a taste of the Linux Foundation’s System Administration course,  
as Jonni Bidwell brushes up on how to manage software the Linux way

The Linux Foundation’s Essentials of Linux System 
Administration course, LFS201, is full of knowledge.  
It consists of 42 chapters, with short knowledge tests 

and longer lab assignments. In this taster we introduce the 
topic of package management systems (chapter 27) before 
skipping to a primer on Debian’s APT (chapter 32).

It’s necessary to introduce order into the way software is 
installed, updated and removed on Linux systems. Package 
management systems provide a clean way to achieve that 
goal and can prevent systems from descending into chaos, 
fossilisation or breakage with time. Furthermore, they provide 
a method to verify that the software on the system hasn’t 
been corrupted, either maliciously or by accident. An 
essential function of Linux distributors is to develop and 
maintain the packages, and to ensure that dependencies are 
properly maintained over time.

Package management systems supply the tools that 
enable system administrators to automate installing, 
upgrading, configuring and removing software packages in a 
known, predictable and consistent manner. These systems 
achieve the following:

 Gather and compress associated software files into a single 
package (archive), which may require one or more other 
packages to be installed first;

 Allow for easy software installation or removal;
 Can verify file integrity via an internal database;
 Can authenticate the origin of packages;
 Facilitate upgrades;
 Group packages by logical features; and
 Manage dependencies between packages.

 As with all 
Linux commands, 
help for apt-get 
is only a few 
characters away.

Jonni Bidwell
is an itinerant 
Linux hacker, 
ex-numerologist 
and Lovecraft fan. 
His attempts to 
apt-get install 
cthulhu on various 
parts of the 
infrastructure at 
Future Towers 
have so far  
ended in failure, 
but he remains 
persistent…

Our 
expert

APT: Package 
management
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package or a list of packages, each one of which is individually 
and specifically named. Dependencies aren’t fully handled, 
only warned about. So if another package needs to be 
installed first the installation will fail, and if the package is 
needed by another package, its removal will fail. The  rpm  
and  dpkg  utilities play this role for the packaging systems 
that use them.

 High-level utility – this solves the dependency problems. 
If another package or group of packages needs to be installed 
before software can be installed, such needs will be satisfied. 
If removing a package interferes with another installed 
package, the administrator will be given the choice of either 
aborting, or removing all affected software.

The  yum ,  dnf  and  zypper  utilities take care of the 
dependency resolution for  rpm  systems, and  apt-get ,  
 apt-cache  and other utilities take care of it for  dpkg  systems.

How terribly APT
For use on Debian-based systems, the APT (advanced 
packaging tool) set of programs provides a higher level of 
intelligent services for using the underlying  dpkg  program, 
and plays the same role as  yum  on Red Hat-based systems. 
The main utilities are  apt-get  and  apt-cache . It can 
automatically resolve dependencies when installing, updating 
and removing packages. It accesses external software 
repositories, synchronising with them and retrieving and 
installing software as needed.

Queries are done using the apt-cache utility. To search the 
repository for a package named  apache2 , use: 
$ apt-cache search apache2

To display basic information about the  apache2  package, 
carry out the following:
$ apt-cache show apache2

To display more detailed information about the  apache2  
package, type:
$ apt-cache showpkg apache2

To list all dependent packages for  apache2 :
$ apt-cache depends apache2

Search the repository for a file named apache2.conf:
$ apt-file search apache2.conf

List all the files in the  apache2  package:
$ apt-file list apache2

The apt-get program is the workhorse of installing, 
removing and upgrading packages.

The indices of available packages are fetched from the 
location(s) specified in /etc/apt/sources.list. To synchronise 
the package index files with their repository sources, use the 
following instruction:
$ sudo apt-get update

If you want to install new packages or update an already 
installed package, type:
$ sudo apt-get install [package]

Remove a package from the system without removing its 
configuration files:
$ sudo apt-get remove [package]

Remove a package from the system and its configuration 
files as well:
$ sudo apt-get --purge remove [package]

Apply all available updates to packages already installed:
$ sudo apt-get upgrade

Carry out a smart upgrade that will do a more thorough 
dependency resolution and remove some obsolete packages 
and install new dependencies. This will not, as is commonly 
misunderstood, update to a new version of the Linux distro:
$ sudo apt-get dist-upgrade

Note that you must update before you upgrade, unlike 
with  yum  (or  dnf ), where the update argument does both 
steps, updating the repositories and then upgrading the 
packages. This can be confusing to habitual  yum  users on 
Debian-based systems.

To get rid of any packages no longer required, such as 
older Linux kernel versions:
$ sudo apt-get autoremove

Clean out cache files and any archived package files that 
have been installed:
$ sudo apt-get clean

This can save a lot of space.
There’s much more (around 40 chapters in fact) to this 

course and anyone wishing to brush up their skills, possibly 
with a view to securing a sysadmin job, would be well-advised 
to invest in it.  LXF

 The Apache 
webserver has 
many reverse 
dependencies. 
Apt-get lists them 
all, not just those 
that are installed.

Learn with the Linux Foundation
Sign up for any Linux Foundation training course 
today and enjoy a 10* per cent discount off the 
normal price! The experts at the Linux 
Foundation have created courses that span the 
entire range of Linux, from classic Sysadmin 
courses to emerging technologies such as 
OpenStack and Open Daylight. 
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used for permanently adding the Swift directory to your PATH 
variable and the last command is needed for reading the 
 .profile file and updating the current PATH setting.

You can find out the version of Swift you are using by 
executing the next command, which also verifies that the 
installation was successful:
$ swiftc -version
Swift version 3.0.2 (swift-3.0.2-RELEASE)
Target: x86_64-unknown-linux-gnu

After a successful installation you can delete swift-3.0.2-
RELEASE-ubuntu16.04.tar.gz to save disk space. After that, 
you’re ready to start developing in Swift 3!

I am three!
The history of Swift is limited because it was only introduced 
in 2014, but its future is promising. The programming 
language is changing rapidly. At time of writing, Swift 3.1 is in 
beta state whereas the features of Swift 4 are being 
discussed and finalised by its developers. So, although Swift 
3.1 is about to be officially released soon, Swift 4.0 will be 
announced in June at WWDC 2017 so you can expect more 
changes in the near future. Nevertheless, Swift 3 is a relatively 
mature, open source, safe, fast and modern programming 
language that keeps getting better and better.

You can learn more information about all these changes 
by visiting www.github.com/apple/swift, while the Swift 

Swift 3: A guide 
to what’s new
Mihalis Tsoukalos loves an update and there’s been major changes in the 
Apple-backed language, so it’s time to install, upgrade and start coding.

We’re looking at the latest version of the Swift 
programming language. We’re going to begin by 
explaining how to install Swift 3 on an Ubuntu 

system and look at the main differences between Swift 2 and 
Swift 3. Then, we’ll present some handy Swift features before 
developing two small yet practical Swift 3 programs. 

Bear in mind that the only way to get the most from this 
tutorial is by writing your own Swift 3 code! Because Swift 3 
doesn’t come as a standard package on any Linux 
distribution, you’ll need to install it manually using a process 
that will be briefly described. So, on an Ubuntu Linux system 
you’ll need to perform the following actions:
$ sudo apt-get install clang
$ wget https://swift.org/builds/swift-3.0.2-release/
ubuntu1604/swift-3.0.2-RELEASE/swift-3.0.2-RELEASE-
ubuntu16.04.tar.gz
$ tar xzf swift-3.0.2-RELEASE-ubuntu16.04.tar.gz > /dev/null
$ sudo mv swift-3.0.2-RELEASE-ubuntu16.04 /usr/local
$ echo ‘export PATH=/usr/local/swift-3.0.2-RELEASE-
ubuntu16.04/usr/bin:$PATH’ >> ~/.profile
$ . .profile

The .tar.gz file is about 112MB so you might need to wait a 
little for the wget command to finish. The echo command is 

Learn more about 
Swift by visiting 
www.swift.org and 
https://developer.
apple.com/swift. 
And you can get 
the lowdown about 
Swift 4 and the 
upgrade process 
from Swift 3  
by going over to  
www.swift.org/
blog/swift-4-0-
release-process. 

Quick
tip

 This is the kind of output that you should expect  
from systems.swift, which processes its command  
line arguments.

Mihalis 
Tsoukalos
Mihalis is a UNIX 
administrator, a 
programmer, a 
DBA and a 
mathematician 
who enjoys writing 
articles and 
learning new 
things. You can 
reach him at www.
mtsoukalos.eu 
and @mactsouk.

Our 
expert
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contributing page, containing advice and guidelines, is over  
at www.swift.org/contributing.

Swift 2 Vs Swift 3
What about the differences between the syntax of Swift 3 and 
Swift 2? Good question! So, the following Swift code is no 
longer acceptable in Swift 3:
print(add(1, b:2))

If you try to compile it, the Swift 3 compiler will generate 
the following error message:
add.swift:5:10: error: missing argument label ‘a:’ in call

print(add(1, b:2))
         ^
          a:

You can see that Swift 3 no longer enables you to omit the 
label of the first argument of a function. The correct way to 
call the previous function is as follows:
print(add(a:1, b:2))

The previous syntactical change will most likely break all your 
existing Swift 2 code! As you will see later on in this tutorial, 
Swift 3 uses CommandLine.arguments instead of Process.
arguments to access command line arguments, which will 
break most of your command line utilities. Finally, the ++ and 
-- operators are no longer supported in Swift 3 and you 
should use += 1 and -= 1 instead.

There are more differences between versions 2 and 3,  
but most of them have to do with the Cocoa framework  
that’s used on iOS and macOS.

Error handling
To explain the error handling capabilities of Swift, let’s take 
the code of a small Swift function, named division(), that 
implements integer division. Generally speaking, there are 
two ways to handle errors: inside a function or outside the 
function. Both ways are acceptable, but most of the time you 
handle errors after a function returns, because this enables 
you to decide what to do with an error more accurately.

Errors in Swift 3 conform to the Error protocol, and you 
can create a new error message as follows:
enum DivisionError: Error {
 case hasRemainder(remainder: Int)
 case divisionByZero
}

If you remember from your math classes, there exist two 
kinds of errors in integer division: first, when the divisor is 
zero; and second, when the division isn’t perfect and has a 
remainder. The first one is a serious error whereas the second 
one isn’t. However, the DivisionError error message has to 
support both errors. Additionally, the hasRemainder case 
returns the remainder of the division as a variable.

The Swift code of the division() function, which uses the 
error message that was previously defined, is the following:
func division(a: Int, b:Int) throws -> Int {
 if b == 0 {
  throw DivisionError.divisionByZero
 }
 if a % b != 0 {
  throw DivisionError.
hasRemainder(remainder: a%b)
 }
 return a / b
}

The throws keyword declares that a method can throw 
errors using a throw statement and is put before the return 
arrow. Other than this, the function implementation has 
nothing special. Errors can be caught outside the function 
using multiple catch statements, as illustrated in errorH.swift. 
Executing errorH.swift generates the next kind of output:
$ ./errorH
Not enough arguments
$ ./errorH 0 0
Division by zero!
$ ./errorH 10 2
Result: 5
$ ./errorH 10 3
Not a perfect division. Remainder: 1
$ ./errorH 10 -2
Result: -5

The main thing to take away here is that it’s the job of the 
developer to decide how to react on an error message.

 This is the Swift 3 code of sets.swift where you can see how to iterate through 
a set using a for loop and how to insert an element to a set using insert().

Swift also supports 
functional 
programming, 
extensions, protocol 
extensions and 
more. But you don’t 
have to use every 
Swift feature in your 
programs. Instead, 
grasp the pros and 
cons of each feature 
and use it when it 
makes your life as a 
developer easier or 
the design of your 
program simpler.

Quick
tip

Improve your code skills Subscribe now at http://bit.ly/LinuxFormat

What’s the appeal of Generics?
Put simply, Generics enable you to develop 
types and functions that can work with any type, 
even with types that aren’t yet developed! Many 
built-in types such as arrays are implemented 
using generics in order to be able to work with 
any type you feed them. Nevertheless, because 
you don’t know the exact type of the variable 

you’re going to process, you can’t make any 
assumptions about the variable or its value. As a 
result, you can’t always implement generic 
functions for operations such as sorting, 
addition or equality checking. 

On the other hand, writing an add function for 
each data type that exists is not only time-

consuming, but also pretty stupid! So, Generics 
solve the problem of having to write separate 
functions for each data type that either exists or 
will exist in the future, but might introduce 
additional complexity to your programs. It’s your 
job as a developer to decide whether this added 
complexity can be justified or not.
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Although Swift 
3 is a capable 
programming 
language, there are 
other languages 
you might want 
to try including 
Go and Rust. 
However, if you’re 
also interested 
in developing 
iOS or macOS 
applications, Swift 
3 is the only choice 
you have, for now.

Quick
tip

Never miss another issue Subscribe to the #1 source for Linux on page 28.

 This shows all 
the Swift 3 code 
of guess.swift 
that includes a 
function that 
enables you to 
get user input 
and another 
one that allows 
you to generate 
random integers 
in a given range.

 This is how the game implemented in guess.swift works 
and the kind of output you should expect from it.

Systems Programming
The main reason for using Swift 3 on a Linux machine is for 
developing some kind of systems software. After reading this 
section of the tutorial, you should be able to create a naive 
command line utility that reads its command line arguments 
(which must be integers), adds them and then prints the 
result. The good thing is that the code of systems.swift can 
differentiate between a valid integer and a not valid one. 
Additionally, it lets the user know which arguments were 
ignored by printing them.

The Swift 3 code of systems.swift is the following:
var sum = 0
for argument in CommandLine.arguments {
 if let number = Int(argument) {
  sum += number
 } else {
  print(argument, “Is not a number!")
 }
}
print("Sum:”, sum)

Notice that the previous code only works in Swift 3 
because the CommandLine enum is called Process in Swift 
2. Executing systems.swift generates the kind of output that 
you can see in the screenshot on the first page.

The nature of sets
Although sets aren’t a new Swift feature, it’s a very interesting 
concept that can’t be found in many programming languages, 
so it’s time to talk about sets – and the Swift code can be 
found in sets.swift. A Set is a collection of unique values that 
are of the same type and have no order. The most important 
code of sets.swift is the following:
var aSet = Set<Int>()
print(aSet)
let number = 1
if(aSet.contains(number)) {
 print(number, “is in the set")
} else {
 print(number, “is not in the set")
}

The first statement of the previous code defines a new Set 
variable with integer values, while the second statement 

prints all the elements of the set variable. Additionally, the 
aSet.contains() function checks whether a given element 
belongs to a set or not, which is very useful.

You can see the entire Swift code of sets.swift in the 
screenshot on page 89 where you can also observe how to 
intersect, subtract and join two sets. Compiling and executing 
sets.swift will generate the next output:
$ ./sets
[]
1 is not in the set
Number of elements in aSet: 1
Union: [2, 4, 5, 6, 0, 1, 3]
Intersect: [4, 3]
Subtracting: [2, 0, 1]

Getting closure
Closures are compact blocks of code that are similar to 
functions, but without a name and a full function declaration. 
As a result closures are best suited for tasks that can be 
implemented using a small amount of Swift code. In order to 
use a closure, you should assign it to a variable – at least 
under most circumstances.

The naive Swift code of this section can be found in 
closure.swift – its crucial part is the next where two identical 
closures are defined using two different ways:
var aTimesB: (Int, Int) -> Int
aTimesB = { (a: Int, b: Int) -> Int in
 return a * b
}

var otherWay: (Int, Int) -> Int
otherWay = {
 $0 * $1
}

As you can see from the two closure definitions, closures 
are enclosed in curly braces. The -> inside the curly braces 
separates the arguments from the return type of a closure. 
Both closures receive two integers as input, and return an 
integer value. The in keyword, which can be omitted when the 
header is not there – as it happens in the definition of 



July 2017 LXF225     91

Swift 3

www.techradar.com/pro

 This is the Swift 3 code of palindrome.swift. The checkPalindrome() function 
checks whether a string is a palindrome or not.

otherWay – separates the header of the closure from the 
body of the closure. Additionally, you’re not obliged to put a 
name to the arguments of a closure – in this case you can 
access the arguments of the closure by position as $0, $1  
and so on. Finally, the otherWay closure doesn’t have a  
return statement because Swift knows what to return! 
Although letting Swift guess what you want to do might  
work for small closures, it’s considered better practice to 
write the necessary code in order to avoid guessing games 
and nasty bugs!

Executing closure.swift will generate the following output:
$ ./closure
-3
-3

Apart from the simplistic use of closures that’s illustrated 
in closure.swift, you can pass closures as parameters to 
functions. In this case you don’t have to assign the closure to 
a variable. Instead, you just have to put the code of the 
closure as an argument when calling the function.

Please note that if a closure doesn’t return any values, 
then you should put Void as its return type.

Playing games
Let’s pretend to develop a simple game where the computer 
calculates a random number and the user tries to guess it by 
getting help from the computer.

The following Swift code describes a function that 
generates a random number in a given range:
func returnRandom(min:Int, max:Int) -> Int {
 srandom(UInt32(time(nil)))
 var guessMe:Int = Int(random())
 guessMe = guessMe % (max - min) + 1 + min
 return guessMe
}

A large part of the Swift code of the game deals with error 
handling, because when you’re obtaining user input you 
should never assume that the user will give you either the 
right kind of input or the correct number of arguments:
if CommandLine.argc < 3 {
 print("Not enough arguments")
 exit(0)
}

So, the previous code checks whether you have enough 
command line arguments to begin the game. The screenshot 
(far left) shows the Swift 3 code of guess.swift whereas the 
screenshot (top left) shows the guess.swift executable in 
action. Despite the simplicity of the game, the Swift 3 code in 

guess.swift is pretty advanced because it includes error 
handling code and two very handy functions. The code from 
line 24 to line 41 deals with the command line arguments of 
the program. Remember that you should never trust the user 
and that the error-handling code of a program is usually the 
largest part of it! 

The logic of the game is implemented between lines 43 
and 55 with the help of the readInteger() and the 
returnRandom() functions that are implemented at the 
beginning of the program. The good thing with developing 
functions is that you can easily reuse them in different 
programs, in other modules or in unrelated classes.

Finding palindromes
A palindrome is a word or a phrase that can be read the same 
way from left to right and from right to the left. So, this 
section will present a Swift program named palindrome.swift 
that checks whether a word is a palindrome or not, which 
mainly has to do with string manipulation.

Executing palindrome.swift generates the following kind  
of output:
$ ./palindrome 5 aba bb bc
./palindrome : false
5 : true
aba : true
bb : true
bc : false

You can see the full Swift 3 code of palindrome.swift (see 
the screenshot below), which illustrates the way Swift deals 
with strings. Should you wish to try something more difficult 
on your own, you can try to find out whether a word is an 
anagram of another word or not. LXF

Getting user input
Apart from using command line arguments to 
obtain user input, there are times that you need 
to ask the user for some information while a 
program is still running – the example code can 

be found in getInput.swift and is the following:
var valid:Bool = false
print("> ", terminator:"")
while valid != true {
    if let myInput = readLine() {
     if let number = Int(myInput) {
            print("Read: ",myInput, separator:"")
            valid = true
     } else {

      print(myInput, “Is not an 
integer!")
            print("> ", terminator:"")
     }
    }    
}

The readLine() function gets user input that’s 

stopped by a newline character. The use of 

terminator property in the print() function 
enables you to print something without a 
newline character, whereas a separator property 
means you can print multiple strings without 
spaces between them. The use of the terminator 

and separator doesn’t affect functionality. Using 

getInput.swift generates the following:
$ ./getInput
> a
a Is not an integer!
> -4a
-4a Is not an integer!
> -1
Read: -1

getInput.swift keeps asking for input until it 

reads a valid integer value. The code of getInput.
swift is also used in game.swift as a function 

named readInteger().
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to use Netbeans for building Cordova apps, you need to set 
the ANDROID_HOME path in the .profile file for it to work. 
Although setting the ANDROID_HOME path in the .bashrc file 
will work fine for Android Studio and the command line, it can 
fail for Netbeans. 

Now, you may be wondering why do I need to have an 
ANDROID_HOME path? Well, you just do! Even Netbeans 
links to the Android Studio website for you to acquire the SDK 
tools. So, if you just install Android Studio and set up the 
environment variable, you will be good to go.

By default, the ANDROID_HOME path you will use is 
something like /home/user/Android/Sdk after you install 
Android Studio. Of course, the ‘user’ in the path refers to the 
user for your Linux box. 

The lines below will make the ANDROID_HOME 
environment variable in the .profile file:
export ANDROID_HOME=/home/user/Android/Sdk
export PATH=${PATH}:$ANDROID_HOME/
tools:$ANDROID_HOME/platform-tools

Bowled over by Cordova
Let’s now move on to the Cordova installation. Because 
Ubuntu 16.04 comes shipped with nodejs, you can use the 
npm command to install Cordova:
sudo npm install -g cordova

With Cordova installed, you can navigate to the folder 
where you want to create the new app. The code below shows 

Cordova: Create 
Android apps
If you’ve got an itch to churn out Android apps with Cordova, Netbeans  
and Android Studio, then Kent Elchuk is on hand to help you scratch it.

Back in LXF223 we took you through creating and 
publishing Android apps with Google Play. The apps in 
that particular tutorial used native Android functions 

and web views to achieve the goals. This time around, we’ll 
cover two other methods for building Android applications: 
Cordova and the Ionic Framework. 

Creating apps with Cordova and the Ionic Framework has 
many benefits, especially for those with any background in 
web design or web development. The reason why these are 
such good choices is that you can create apps using familiar 
languages such as HTML, CSS and Javascript. 

In addition to the convenient language set, both Cordova 
and the Ionic Framework have plugins that can be added and 
used in new apps. These include database setup, GPS 
location data and much more besides. 

So now that the basics are out of the way, let’s move on to 
some basic apps and view them on your test device. Although 
you can build and test all Cordova and Ionic apps from the 
command line, here we’ll use Android Studio, Netbeans and 
command line options to build and edit Android apps. 

Enter the Android Studio
When building Android apps with Cordova or Ionic, you may 
like the GUI setup and ease of using Android Studio. However, 
because everything can easily be done in another editor – 
even simple ones like Gedit or Pluma – using the command 
line makes it convenient to build apps, too. If you don’t  
have Android Studio installed, you can download it from 
https://developer.android.com/studio/index.html.

Meanwhile, if you backtrack to the article in LXF223 about 
Android apps, you may have already seen the details about 
installing Android Studio on Ubuntu 16.04 and setting up 
virtualisation on Linux. You’d do this if you wanted to test  
apps on virtual devices. If you’re going to install Android 
Studio for the first time, then it’s a very easy process. Indeed, 
in less than a minute you’ll be up and running, and ready to 
build or import apps. 

Even though you can build Android apps without opening 
Android Studio, you should install it anyway because you  
will need the Android SDK. The Android SDK is a software 
development kit that’s used to build Android applications. As  
I previously mentioned, even building via the command line 
will use the Android SDK.

Here are a few tips for using the Android SDK. You need to 
set an environment variable for ANDROID_HOME. If you plan 

 Importing a Cordova project into Android Studio takes 
just a second if you do it via the command line.

When you test apps 
on your Android 
phone, you may 
need to adjust 
some of your 
settings. You could 
also use Google to 
ensure your phone 
will work. There’s 
more info on the 
subject at https://
developer.android.
com/studio/run/
device.html.

Quick
tip

Kent Elchuk
is an experienced 
web developer 
who has built, 
secured and 
maintained many 
web applications 
for high schools, 
colleges and  
web sites.

Our 
expert
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the creation of the myCordova folder and your first basic 
Cordova app:
$ cd
$  mkdir myCordova
$  cd myCordova
$ cordova create test com.test.website myTest

The last command shown above created a test folder: 
$ cd test
$ cordova platform add android --save

The next command ensures that you have the right tools 
for the job: 
$ cordova requirements
Requirements check results for android:
Java JDK: installed 1.8.0
Android SDK: installed true
Android target: installed android-19,android-20,android-
21,android-22,android-23,android-24,android-25
Gradle: installed 

The next line will build the project:
$ cordova build

After you run the command shown above, among the lines 
at the end of the process will be ‘BUILD SUCCESSFUL’. If 
things don’t work out as expected, chances are that it’s a 
permission or ANDROID_HOME path issue. Look at the 
console output because the message is often self 
explanatory. If you don’t have privileges to on the /home/
user/.cordova folder then you can use the command below 
to change that:
$ chown -R user:user /home/user/.cordova

You can do a test launch via the command line below. 
However, make sure you plug in your Android phone into the 
computer before proceeding. Do note that your phone will 
may prompted before you can actually see the app open. You 
simply tap OK and watch it launch:
$ cordova run android

At this point, you have a successful build. The next steps 
are to edit the app, create a signed APK file for Google Play 
and submit the app to Google Play. Making the APK and 
submitting it to Google Play are the easy parts. The editing is 
where the majority of the work takes place.

You’re now at a fork in the road, where you can make a 

choice on how you want to edit your app. Option one is to use 
any editor and the Linux command line, while option two is to 
do everything in Android Studio. What to do, what to do…?

Because this can be a difficult choice, the following 
sections will cover how it can be done via the command line 
with any text editor (even Vim), or with an IDE such as 
Netbeans and Android Studio. 

Just a note about building with Netbeans. If you read 
through my last article in LXF224 about web development,  
you’ll remember that it focused on setting up Netbeans and 
its usage. Netbeans usage for building Cordova apps will be 
explained here too, because it gives a web developer, and 
maybe readers from the last article, a familiar bag of tricks.

Building from the command line
Previously, a Cordova app was built with the command line. 
The main folder where you will work is located in the home 
folder which can be accessed in the path /home/username/
myCordova/test/www/. The main file is index.html.

Get started by right-clicking the file and opening it with 
your editor of choice. Then change some of the text like 
‘Device is Ready’ or ‘Connecting to Device’, and save it. 

To see the new changes, use the terminal and use the cd 

 Netbeans makes it easy to create a brand new Cordova project or to import an 
existing project. It has many other features, such as running the app.

Want even more coding? Grab a bookazine at http://bit.ly/LXFspecial

Using Cordova plugins
Cordova has a long list of plugins you can  
add into your app. You can find plugins at  
https://cordova.apache.org/
plugins/?platforms= cordova-android. 

So, let’s start by adding the geolocation 
plugin to the Cordova app. Go to the working 
directory of the app and type in the command  
as shown below:
cordova plugin add cordova-plugin-geolocation

Now, go to your editor and open the index.
html and index.js files. Add the following code to 
index.html:
<div><button id = “myPosition">My Position</

button></div>
Add the code shown below to the bottom of 

the index.js file:
function myPosition() {
   var gedit = navigator.geolocation

getCurrentPosition(onSuccess, onError);
   function onSuccess(position) {
      alert('Latitude: '       + position.coords.

latitude          + ‘\n’ +
         ‘Longitude: '         + position.coords.

longitude         + ‘\n’ +
         ‘Altitude: '          + position.coords.altitude          

+ ‘\n’ +
         ‘Accuracy: '          + position.coords.

accuracy          + ‘\n’ +
         ‘Altitude Accuracy: ' + position.coords.

altitudeAccuracy  + ‘\n’ +
         ‘Heading: '           + position.coords.

heading           + ‘\n’ +
         ‘Speed: '             + position.coords.speed             

+ ‘\n’ +
         ‘Timestamp: '         + position.timestamp                

+ ‘\n');

   };

   function onError(error) {
      alert('code: '    + error.code    + ‘\n’ + 

‘message: ' + error.message + ‘\n');
   }
}

Finally, you need to add one line around line 31 
in the index.js file:
document.getElementById("myPosition").

addEventListener("click”, myPosition);
Briefly, Javascript reacts when that button is 

clicked and calls the myPosition() function. Within 
the function, the geolocation does the work. The 
navigator.geolocation.getCurrentPosition method 
is invoked and it calls the onSuccess() callback 
which outputs the information like longitude, 
latitude and timestamp.
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 There are many plugins that you can add to a Cordova project to do a range of 
interesting tasks, such as geolocating your position using your camera.

command to get to the root folder for the project. In this case, 
the root folder is test located inside the myCordova folder 
and can be accessed with cd myCordova/test. Now, just type 
the command cordova run android and you’ll see the app 
launch on your phone with the new updates. 

We’re not going to extend this app into something useful 
because it would take away from the summary of steps for 
command lining your way to building and submitting the app. 
Meanwhile, if you have some basic web development coding 
skills like HTML, CSS, Javascript and image editing, you would 
be right at home, apart from perhaps adding extra plugins.  
In addition, you can add Jquery mobile into your app from 
https://jquerymobile.com/download/. It’s worth going 
into detail about extending the app and more about plugins 
further on, after we finish covering Android Studio.

The final step to finishing the app with the command line 
is to create a signed APK file that can be submitted to Google 
Play. There are two easy methods for which you can create a 
signed APK file: one using Gradle; another using apksigner.

Gradle, I made it out of clay
The first step is to navigate to the Android folder where the 
gradle.build file is located. Then use the keytool command to 
generate the key file. The command is:
user:~/myCordova/hello2/platforms/android# keytool 
-genkey -v -keystore my-release-key.jks -alias myalias -keyalg 
RSA -keysize 2048 -validity 10000

After you run this command, you’ll be prompted to give 
passwords. Make sure you remember them because you’ll 
add them into the gradle.build file.

Once you’ve done that, open the gradle.build file into an 
editor, which is also located in the Android folder. Add the 
signingConfigs and buildTypes directly under the 
defaultConfig closing bracket. All of this is located inside the 
Android {} brackets. 

The easiest way to find this is to open the file, press the 
Ctrl + F keys and search for defaultConfig. If you click the 
opening curly brace it’ll highlight the last one; thus, it’ll be 
obvious where to add the new text block:
defaultConfig {Put stuff below under this opening and 
closing bracket}

    signingConfigs {
        release {
            storeFile file("my-release-key.jks")
            storePassword “password”
            keyPassword “password”
            keyAlias ‘myalias’
        }
    }
    buildTypes {
        release {
            signingConfig signingConfigs.release
        }
    }

Once you’ve made the changes to the gradle.build file in 
the Android folder, run the command below to create the 
signed APK. The line below shows the current directory where 
the command can be run and the command itself: 
user:~/myCordova/hello2/platforms/android# ./gradlew 
assembleRelease

Now, if you look into the android/build/outputs/apk 
folder you’ll see the new APK file that can be uploaded to 
Google Play. In this case, the file is called android-release.
apk. That’s it! 

Brewing up apps 
In LXF224 we ran a detailed article that included using 
Netbeans for web development. Well, Netbeans also can be 
used to create and import Cordova apps for Android. If you 
don’t have Netbeans installed, you can download it and run it 
in minutes. However, do note that Netbeans ships with Java 
JRE. Thus, you’ll need to use Java JDK to develop Cordova 
apps with Netbeans. This process isn’t too difficult. Just install 
the JDK and edit the netbeans.conf file located in your 
Netbeans folder. 

The path to the file is something like home/user/
netbeans-8.2/etc/netbeans.conf. As you can see, Netbeans 
is located in the home folder. The code change is shown 
below. Notice how the old JRE path that references java is 
commented out and the new one added below. Normally, the 
jdk will install to the /usr/lib/jvm folder. Always check that 
folder to see your version:
#netbeans_jdkhome="/home/user/netbeans-8.2/bin/jre”
netbeans_jdkhome="/usr/lib/jvm/java-1.8.0-openjdk-amd64”

Netbeans can create a new Cordova app or import an app 
built from the command line. However, signing the app will 
need to be done with the command line. And so, it essentially 
falls somewhere between the command line technique and 
Android Studio options mentioned above. 

To start a brand new Cordova app with Netbeans, the 
sequence is File > New Project > Select HTML5/Javascript 
category > Cordova application > Next > Name Project > 
Select an Online template > Next >Finish. 

Now, if you look into the bottom window you’ll see the 
‘BUILD SUCCESSFUL’  line.

Although Netbeans built your Cordova app, you’ll need to 
make sure it builds for the Android platform. If all else fails, 
you can do that with the Linux terminal or with the command 
line with Netbeans. Personally, we’d create a Cordova project 
with the command line and import an existing project.

Note though, that when you build and run the app on an 
Android device with Netbeans, it’ll make it Android 
compatible. Again, you can always add the Android platform 
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 You can verify 
the APK to make 
sure it’s all 
set for Google 
Play. This app 
was signed and 
verified with  
the Linux 
command line.

via the command line as an alternative.
To open the command line with Netbeans, go to the main 

menu and click Window > IDE Tools > Terminal. When the 
terminal opens, you’ll need to use the ‘cd’ command to 
navigate to the directory where the application exists.

The other option is to load a Cordova project from existing 
files, and then you can import an Android project that you 
created with the command line. This way, you can just run a 
few commands and easily import the project that’s already 
set up for Android devices.  

Now that you have a successful new Cordova project, you 
can edit the files, build and run the application with Netbeans, 
or, you can use Netbeans to edit the project and use the 
command line to build and run the project. 

To the Studio!
Now, let’s import the new project into Android Studio. So, 
open up Android Studio and select File > New > Import 
Project. The project you want to import is the test folder that 
was just created. Once you select the folder, the next window 
will open. Make sure ‘Create Project From Existing Sources’ is 
selected and then click Next. 

If you’re prompted with a message explaining that the 
folder is not writable, make sure the user has the proper 
permissions and the folder is writable. The commands below 
will solve either problem:
cd
# chown -R user:user myCordova
# chmod -R 755 myCordova

After that, you continue with some obvious steps. You can 
change the name or just click Next until you get everything 
finished. After all that’s done, you can see the folder structure 
in Android Studio. If not, make sure that Project is selected on 
the left side of the menu and above the files. 

Now, things get simple. The folder for which you can build 
you app is located in the www folder. This setup should very 
familiar to web designers and developers since a typical Linux 
website resides in the var/www or var/www/html folder. 

So, to explains things precisely, the index.html file is the 
file that will load when the app is launched. Just like a typical 
website, the css, images and javascript are located in the  
css, img and js folders. Just to see how quick and easy that 
was, you can pull your Android phone and attach it to your 
Linux box. Then you’ll see the page load.  

With Android Studio, you can sign the APK with Android 
Studio, or, use the command line to sign the APK. 

The next step is to sign the apk. To do this, select Build > 
Generate Signed APK. This process is pretty self-explanatory. 
You’ll need to select a path on your computer where you 
want to store the keys. Once you’re successful at this stage, 
select Next. Make sure the build type is ‘Release’ and then 
select Finish’ If all goes to plan, you may see a popup 

showing no errors and warnings. In addition, the APK file 
you’ll submit to Google Developer is located in the android/
build/outputs/apk folder. The next method uses a tool 
called apksigner. 

Signs and portents
The easiest way to sign the APK with apksigner is to have 
one terminal open in the Android directory and another in 
the apk directory. This is because you must be in the Android 
folder to run a command and you need to be in the apk 
folder to run other commands on the apk files. The 
commands shown below can create the signed APK. Note 
that you’ll need to use an Android SDK build tool above 
version 24.0.3, because the recent ones comes shipped with 
apksigner, while earlier versions don’t. 

Here’s what will happen with the following commands.  
The first one creates an unsigned release apk file. The 
zipalign command will copy and align the file you just made. 
The third command does all the heavy-duty work and 
completes the process: 
user:~/myCordova/test/platforms/android# ./gradlew 
assembleRelease

user:~/myCordova/test/platforms/android/build/outputs/apk# 
zipalign -v -p 4 android-release-unsigned.apk android-
release-unsigned-aligned.apk

user:~/myCordova/test/platforms/android/build/outputs/apk# 
/home/user/Android/Sdk/build-tools/25.0.2/apksigner sign 
--ks my-release-key.jks --out my-release.apk android-release-
unsigned-aligned.apk

Now that the new file called my-release.apk is done, you 
can run it through a test to see that it is verified: 
user:~/myCordova/hello2/platforms/android/build/outputs/
apk# /home/kent/Android/Sdk/build-tools/25.0.2/apksigner 
verify --verbose my-release.apk

So, there you have it. You now have a working Linux box 
ready to take on new Android app challenges using Cordova. 
Good luck with your next app! LXF

Establising the Ionic framework
In addition to Cordova, there’s another app 
building framework you can use called Ionic. It’s 
very similar in setup and usage as Cordova. 

Of course, the first step is to install it. So, let’s 
just do that:
sudo npm install -g cordova ionic

Now, create the app. For demo purposes, you 
can create a folder called myIonic located in the 
home directory.

cd myIonic
ionic start test sidemenu --v2

At this point, you can test you app in a 
browser. Just enter the root app directory and 
run the next, and, after that, open http://
locahost:8100 in a browser to see the app:
ionic serve

Now, let’s move on to your device. The next 
two commands can be used to set the app up 

for Android usage and to run the app on your 
mobile device:
cordova platform add android
ionic run android –device

Now you can start working on the app with  
an editor of your choice. More details can be 
found from the Ionic Framework website at 
https://ionicframework.com/docs/v1/
guide/building.html.
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Distros, apps, games, books, miscellany and more…

On the disc

Ubuntu 17.04 
Desktop Remix

This month’s 
GNOMEified 
Ubuntu has 

got me thinking. I’m not one of 
Ubuntu’s greatest fans, but I 
applaud its bravery over Unity. At 
a time when Ubuntu with the 
GNOME 2 desktop was arguably 
the most popular desktop distro 
out there, they had the strength to 
throw that desktop away and 
switch to something new. Okay, so 
it was basically GNOME 3 under 
the skin, but even that was a big 
jump from GNOME 2. GNOME 3 
wasn’t considered ready at the 
time and Ubuntu could have stuck 
with the old desktop for another 
release or two, but it didn’t. 

To say that Unity got a poor 
reception would be putting it 
mildly. It looked that Ubuntu would 
lose much of its userbase to 
distros like Linux Mint, but it 
stayed firm with its vision of a 
unified interface across all devices.

After seven years, it took more 
courage to admit that the idea 
wasn’t working and announce  
a move to a more traditional 
desktop, although the definition 
of a traditional desktop had 
changed a lot in those years.  
I wish Ubuntu well with its new 
desktop, and perhaps we can now 
resume our normal 
situation of KDE 
and GNOME 
users relentlessly 
slagging off  
one another…

Distro with five desktops to choose from

Last month’s news that Ubuntu was abandoning 
Unity and switching to GNOME 3 caused a stir, but 
what will it mean in terms of usability? Well, there’s 
already a GNOME version of Ubuntu available, 
along with various other desktops, so we could 
have brought you that. Then we thought, “What’s 
the point in showing you one alternative desktop 
when we can give you five?” So we decided to 
create another of our desktop remixes. 

This one is Ubuntu 17.04 with a choice of 
GNOME, KDE Plasma, XFCE, Cinnamon, MATE  
and the standard Unity desktop. When you boot 
from the DVD you can choose your desktop from 
the Ubuntu menu. 

You can try any of the desktops from the DVD 
but you’ll notice that there’s no install icon on most 
of them. This is because of the way we have to 
create the desktop remixes now to comply with 
Ubuntu’s more stringent licensing, which prevents 
installation from the remix. We took the easiest 
option and removed the install option to avoid you 
wasting time running an installer that will fail right at 
the end. You can still install Ubuntu 17.04 from this 
DVD, but you only get the standard Unity desktop. 

Adding any other desktop is simple, especially if 
you first install the Synaptic package manager, 
which offers more features that the Ubuntu 
Software Centre. Open the package manager and 

Distros 64-bit

The best of the internet, crammed into a phantom-zone like 4GB DVD.

Defective discs
For basic help on running the disc or in the 
unlikely event of your Linux Format 
coverdisc being in any way defective, 
please visit our support site at: 
www.linuxformat.com/dvdsupport 
Unfortunately, we are unable to offer 
advice on using the applications, your 
hardware or the operating system itself.

Important
NOtIce!

add the multiverse and universe repositories. Then 
reload the package list and you’ll find the other 
desktops available. The packages you need to 
install are: ubuntu-gnome-desktop, kubuntu-
desktop, xubuntu-desktop, cinnamon-desktop-
environment or mate-desktop-environment. Each 
of these will install everything you need to use that 
particular desktop. Then you can log out and pick 
your new environment. Unlike with the live DVD, 
your choice will be remembered and selected as 
default on your next reboot.

Login details: username ubuntu, and you can 
keep the password field blank.

 Pick a desktop, any desktop...
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New to Linux?
Start here

Solus 2017.04.18.0

Are you reading 
this on a tablet?
Download your DVD from 
www.linuxformat.com

A distro that updates itself

Versatile version of Android

Many of the distros we use are respins or forks of 
other distros. That isn’t necessarily a bad thing; 
Ubuntu offered a different experience from Debian 
and then Mint built on Ubuntu, but it’s nice to 
see an original distro sometimes. Solus is such a 
distro. It’s designed specifically for home use, with 
a clean, light and responsive desktop in Budgie (in 
this version). This is a rolling release distro, which 
means that once you have installed it, the package 
manager will keep everything up to date without 
having to wait for a new release of the distro.

Login details: username live, password is blank.

Linux is already being used by more consumers 
than are using Windows. We are talking about 
Android, of course. While Android is intended for 
mobile devices, usually running on ARM CPUs, 
there’s a port of the open source parts of Android to 
the x86 processor family (32- and 64 bit). We have 
the latest release here that can run on anything 
from an x86 tablet to a desktop computer. Bear in 

mind that few mobile phones come with a mouse, 
so you can’t click the GUI in the usual way. However, 
Android is also keyboard friendly, so you can use 
the cursor and tab keys to move between elements 
and enter to select them. However, it really comes 
into its own when used with a touchscreen. I have 
an old laptop with a touchscreen that I’ve never 
used with Linux, but it worked fine with Android.

 What is Linux? How do I install it?
 Is there an equivalent of MS Office? 
 What’s this command line all about?
 How do I install software?

Open Index.html on the disc to find out

And more!

Android-X86 6.0-r3

64-bit

32-bit

System tools
Essentials
Checkinstall Install tarballs with your 
package manager.

Coreutils The basic utilities that should 
exist on every operating system.

HardInfo A system benchmarking tool.

Kernel Source code for the latest stable 
kernel release, should you need it.

Memtest86+ Check for faulty memory.

Plop A simple manager for booting 
OSes, from CD, DVD and USB.

RawWrite Create boot floppy disks 
under MS-DOS in Windows.

Smart Boot Manager An OS-agnostic 
manager with an easy-to-use interface.

WvDial Connect with a dial-up modem.

Reading matter
Bookshelf
Advanced Bash-Scripting Guide  
Go further with shell scripting.

Bash Guide for Beginners Get to grips 
with Bash scripting.

Bourne Shell Scripting Guide  
Get started with shell scripting.

The Cathedral and the Bazaar Eric S 
Raymond’s classic text explaining the 
advantages of open development.

The Debian Administrator’s Handbook  
An essential guide for sysadmins.

Introduction to Linux A handy guide 
full of pointers for new Linux users.

Linux Dictionary The A-Z of everything 
to do with Linux.

Linux Kernel in a Nutshell An 
introduction to the kernel written by 
master hacker Greg Kroah-Hartman.

The Linux System Administrator’s 
Guide Take control of your system.

Tools Summary A complete overview 
of GNU tools.

 Got an old 
laptop lying 
around? Bring  
it to life with  
this version  
of Android.
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LXF226 will be on sale Tuesday 
4 July 2017

Get into Linux today!

Contents of future issues subject to change – we could be going too install crazy to write anything.

Build an Arch distro
Beginners? Pah! Follow the arch path and create 
yourself the perfect custom distro for you.

Which VPN provider?
With the US and UK governments snooping on 
everything you do, it’s time to go dark.

It’s the LXF puzzle!
You asked for it, so here it is! We kick off part one of our 
programming challenge (it won’t be too hard… honest!)
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