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Neil Bothwick
It was probably releasing the kernel under 
the GPL, which allowed everyone to 
contribute to it and paved the way for a 
complete open source operating system 
built around it. Without that it would have 
been yet another interesting academic 
project that went nowhere. It also gave the 
GNU project something useful to do!

Who we are

Neil Mohr Editor 
 neil.mohr@futurenet.com 

Epoch 683157428

What we do
 We support the open source community 

by providing a resource of information, and  
a forum for debate.

 We help all readers get more from Linux with our 
tutorials section – we’ve something for everyone!

 We license all the source code we print in our 
tutorials section under the GNU GPL v3.

 We give you the most accurate, unbiased and  
up-to-date information on all things Linux.

What has any of us achieved over the last 25 years? 
I can tell you the Linux kernel has developed into a 
Goliath with 17 million lines of code, that started life as 

one coder’s hobby and has turned into a world-leading kernel, 
which powers the majority of servers in the world (and 
apparently over 2.3% of desktops, (see p7)).

That faintly smiling penguin we know and love as Tux 
propelled, what should be an unknown and uncared-for OS 
component to worldwide fame. No one wanders around talking 
about the Windows kernel, the Mac OS X kernel (sorry BSD!) or 
complains that their TLA doesn’t proceed that kernel’s name, 
but apparently Linux is known well enough that it can have 
entire magazines named after it!

We’re here this issue to celebrate 25 years of development 
that has taken the one-man, Minix-inspired kernel from its 
position of newsgroup obscurity to the centre of worldwide 
enterprise boardrooms. It’s a testament to free and open 
source development that a piece of software that’s at the heart 
of over a billion Android devices, self-driving cars and even 
space rockets can also be used by school children, studied by 
students around the globe and developed by anyone willing. 
If that isn’t a glowing recommendation for GPL-based 
development I don’t know what could be!?

This issue we’re going to take a deep dive into the kernel. 
How it was developed, when the key parts of the kernel were 
developed, how the kernel pieces together to create a secure, 
stable and solid kernel. On top we’re going to look at how  
Linux distros grew up beside the kernel – largely through 
Slackware and Debian – plus how and why you’d still want to 
compile your own kernel.

It’s a tech-heavy issue but we hope you’ll stick with us 
through this voyage. On the other side we have our usual slice 
of Raspberry Pi, Linux tutorials and reviews of cool new Linux 
hardware. Enjoy!

Get into Linux today!

Subscribe & save!
On digital and print, see p30

This issue we asked our experts: We’re 
celebrating 25 years of Linux development this 
issue. What do  you think the biggest, most 
significant feature for Linux kernel has been?

Jonni Bidwell
The nouveau driver was a phenomenal 
reverse engineering achievement. It may 
not compete with Nvidia’s proprietary 
driver for gaming, but for a home theatre 
PC it’s fine and doesn’t require me to keep 
adding options to prevent tearing during 
video playback.

Mayank Sharma
My personal Linux highlight was in 2004 
when I helped organise a Linux event while 
working for another Linux mag. I got to 
socialise with Open Source wizards like 
Brian Behlendorf, the primary developer of 
the Apache webserver and my future boss, 
Slashdot’s Robin ‘Roblimo’ Miller.

Alexander Tolstoy
My ageing notebook with Radeon graphics 
runs Linux smoothly these days, but back 
in 2010 the idea of using purely open 
source kernel drivers would have been 
madness and I heavily depended on AMD’s 
Cataclysm (or was it Catalyst?). Luckily, the 
OSS graphics stack is so much better now!

Les Pounder
Over the 25 years, the way in which Linux 
has been accepted by the public has 
changed dramatically. Now we see Linux in 
movies, supported for blockbuster games 
and a greater general knowledge of Linux. 
It’s not just an alternative to other OSes, 
it’s a way of thinking, acting and learning.
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Roundup:  
Accounting tools p24

Reviews

 For those who love living on the edge 
Korora delivers a vast amount.
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source of an attack.”Thanks to the ease
that attackers can control Linux servers,
criminals can launch an attack from a
single server that could equal the
strength of an attack that uses
hundreds of individual computers.

Other details of the prevalence of
DDoS attacks in Kaspersky’s report
include the fact that 77.4% of targets
were located in China,while China,
South Korea and the USwere the top
countries for being the source of DDoS
attacks.The report shows a narrow
focus with 94.3% of all attacks
targeting just the top 10most targeted
countries (which after the top three
were Ukraine,Vietnam,Hong Kong,
Russia, Japan, France and the
Netherlands).The longest DDoS attack
detected by Kaspersky lasted for 291
hours,which was significantly longer
than the longest attack detected in the
first quarter of 2016,which lasted just
over 196 hours.

So,while Linux desktop users in
countries that aren’t in the top 10 of
targeted countries can breathe slightly
easier (though remain vigilant),
companies that create and rely on IoT
devices need tomake sure they have
reliable protection against hackers using
them for DDoS attacks.

SecuritynewS

Rise of the Botnets
Kaspersky’sDDoS intelligence report showsLinuxdevicesare increasingly targeted.

Kaspersky
has released its
quarterly report
on DDos attacks,
and it looks like
ioT devices are
taking off.

Security firm, Kaspersky recently
released its DDoS Intelligence
Report for the second quarter of

2016, and it makes for uncomfortable
reading for Linux users. In the report
(which can be read in full at http://bit.
ly/DDosQ22016), it shows that 70.2%
of DDoS (Distributed Denial of Service)
attacks detected by Kaspersky’s DDoS
Intelligence system (which analyses
commands sent to bots from command
and control servers) were launched
from Linux botnets, which is almost
double the amount discovered in the
first quarter of 2016.

Because Linux tools are considered
themost effective for the SYN flood
method of launching a DDoS attack,
the rise of SYN flood attacks has also
seen an increase.This type of attack
uses a hijacked Linux client to
continually send SYN packets to every
port on a target server using fake IP
addresses and flooding the target with
requests.These attacks have increased
1.4 times compared to the first quarter
of 2016.Along with SYN attacks,TCP
DDoS andHTTPDDoS attacks remain
themost popular forms of DDoS attack.

While that figure sounds alarming,
Kaspersky’s report highlights the rise in
botnets targeting internet of things
(IoT) devices,which often run on an
embedded version of Linux, rather than
standard Linux desktop PCs.One such
attack identified in the report featured a
botnetmade up of 25,000 devices,
most of which were smart CCTV
systems,made bymanufacturers such
as ProvisionISR,Qsee,QuesTek,
TechnoMate, LCTCCTV,Capture CCTV,
Elvox,Novus, andMagTec CCTV.
Apiece ofmalware was also detected
that builds a botnet of Linux-based
routers and spreads via telnet. Sadly, it
looks like the rise in smart internet-
connected IoTdevices has seen a
corresponding increase inmalware that
targets them. In the conclusion to its
report, Kaspersky suggests that “It is
possible that by the end of this year the
world will have heard about some even
more ‘exotic’botnets, including
vulnerable IoTdevices”.

Insecure Things
Oleg Kupreev, leadmalware analyst at
Kaspersky, suggested that the increase

in botnetsmade up of Linux devices
was because“Linux servers often
contain common vulnerabilities, but not
protection from a reliable security
solution,making them prone to bot
infections …These factorsmake them a
convenient tool for botnet owners.
While attacks carried out by Linux-
based bots are simple, they are
effective and can last for weeks without
the owner of the server knowing it is the

“the rise in smart internet-connected iot
devices has seen a corresponding increase
inmalware that targets them.”

www.linuxformat.com6 LXF215 September 2016



newsbytes

Countries continue
to embrace FOSS
TheLithuaniapoliceadoptUbuntuandBulgariamakesopen
sourcea legal requirement for government software.

PubLicSectorFoSS

graPhicSnewS

w e’ve recently seen a number of
positivemoves by Nvidia andAMD,
the two biggest companies in

computing graphics, in embracing open source
when it comes to open source drivers.AMD
continues to be in our good books as it has just
announced it’s giving developers access to the
source code of its powerful physics-based
rendering engine, Radeon ProRender. Plug-ins for
the engine are available for popular 3D content
creation tools, such as Autodesk 3dsMax,
Solidworks and AutodeskMaya. ProRender is built
on OpenCLand it can run on any hardware that
supports the open standard, and by using the
compute capabilities ofmultiple GPUs and CPUs,

AMD open sources
rendering engine
Andmakes itsproGPU-optimised rendereropensource.

Bulgaria is flying the flag for open source
software with its changes to its legislation.

Linux’smarket share of desktop
operating systems continues to

rise. Only lastmonth we brought you
the good news that Linux’smarket
share hit 2% for the first time, and
now, according to NetMarketShare’s
latest report (http://bit.ly/
OsMarketshareLinux), this has risen
once again to 2.33%, above
Microsoft’smalignedWindows 8 and
WindowsVista operating systems
(which have a 2.09% and 1.22%
market share respectively), and not
too far off Mac OSX 10.11’s 4.69%
share. It’s still an upward battle to
close the gap with themost popular
Windows version (such asWindows 7,
with 47.01% of themarket), but
Microsoft’s recent aggressive
practises to get people to upgrade to
Windows 10may end up pushing
people to jump to Linux.

The future of embedded Linux in
smart vehicles has had a boost

with the news that Toyota has joined
the board of Open Invention Network
(OIN), and is the first automotive
company on the board. Board
members,which include Google, fund
the Open Invention Network,which
involves buying Linux-related patents
and defending Linux developers
accused of copyright infringement.

Members of the OIN (which has
passed the 2,000members in July),
have full access to patents owned by
the network, in return for a pledge
that they won’t litigate over the
patents. It’s hoped that with Toyota
joining the board it will spur other
automotive companies to join and
make use of theAutomotive Grade
Linux project, which ismanaged by
the Linux Foundation.

Gimp has reached version 2.9.4,
and as part of the release

announcement (http://bit.ly/
Gimp2_9_4), Gimp is looking to the
future and that future looks very
bright indeed with the GEGL (Generic
Graphics Library) project (http://
gegl.org) mooted as the future of
FOSS image processing. If big name
graphics programs, such as Blender,
adopt GEGL they will be able to work
seamlessly with Gimp, so images
could be edited in one program and
have the changes reflected in real
time in the other application.Other
upcoming features include an
overhauled user interface, better
support for graphics tablets, HiDPI
support a. If you want to
stay in the loop on
developments join
themailing list at
http://bit.ly/GimpList.

anothermonth, and another set of public
and government departments have
announced that they are ditching their

reliance onMicrosoft software andmoving to
open source alternatives.The Lithuanian police
force has announced it’s droppingWindows in
favour of Ubuntu, as well asmoving from
Microsoft Office to LibreOffice.While themove is
more financial than ethical – the Lithuanian police
has struggled with finances in the past – we’re
always pleased to see institutionsmaking that
move to open source.

The Bulgarian government has gone even
further by voting in favour of amendments to its
Electronic GovernanceAct, which requires that all
software written for the government has to be
open source and available in a public repos. (An
English translation of the Electronic Governance
Act can be found at http://bit.ly/ElecGovAct),
withArticle 58a being of particular interest to
open source advocates.

These amendments won’t affect current
licensing terms, nor will it signal the wholesale

move to open source software by the Bulgarian
government. However, any new software created for
the government will have to be open source, in a bid
to ensure that any software the government uses in
the future will be open and accessible to everyone.
While enforcing themove in law is a rather blunt tool
to get developers tomove to open source,we’d still
chalk this up as a positivemove and hopefully
something that all Bulgarians will benefit from.

it can create state-of-the-art 3D graphics,with the
engine available on http://gpuopen.com.

Raja Koduri, senior vice president and chief
architect, RadeonTechnologies Group,AMD, says
that “GPU-compute based rendering solutions have
the best chance of realising the dream of
photorealistic rendering for immersive computing
experiences.Moving this to GPUOpen enables great
graphicsminds worldwide to contribute to our goal
of enabling ‘the art of the impossible'”.With budding
graphics designers (as well as established pros) now
able to access such a powerful engine for life-like
graphics without having to pay for a licence,we hope
it’ll encouragemore people to follow their 3D design
dreams, regardless of their background.

newsdesknewsdesk
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Distro watch
What’sbehind the freesoftwaresofa?

The first stable release of

Apricity OS, anArch Linux-

based distro that comes

with bothGnome andCinnamon

desktops, is now available to

download.This latest release

includes a new system

configuration tool,Apricity

Freezedry,which allows users to

A
major new release of
blackPantherOS – a
distro that’s aimed at

school, home andwork use that
was originally forked from
Mandriva Linux, has been
released – and for the first time
the distro comeswith the KDE
Plasma 5 desktop.

Showthem
whatyoucando
ClydeSeepersad

Let’s say youare
adeveloper, an
engineer or an
administrator.

Let’s say youhave excellent
skills and expertise. And let’s
say youare looking for a job.
You knowexactlywhat you cando, of course. But do your
prospective employers?
Chances are theydon’t. In theOpenSource Jobs

Report, a recent studybyTheLinux Foundation andDice,
87%of hiringmanagers said they struggled to find
qualified professionals for their openpositions.

Why is that?
Onepart of the answer is easy: open source is different.
The community operates in amuch looser framework
than its standard or proprietary software equivalent. In a
worldwhere collaboration is the highest principle,
careers don’t necessarily followpredefinedpathways.
Benchmarksdiffer, and the criteria that usually lead
recruiters are not as clearly defined.Howcana company
know that a particular individual is right for a position?
This iswhere training and certificationprogrammes

could beof help—for both employers andemployees.
What’s onoffer in this field has increased vastly in

recent years,with programmesnowspanning the entire
rangeof Linuxdeployment, aswell as emerging open
source technologies such asOpenStack (seeReview,
p21) andOpenDaylight.
Continuously evolving self-taught and instructor-led

courses canbe taken fromanywhere in theworld—with
performance-based exams that verify in-depth technical
know-howwell above andbeyond the averageopen
sourceprofessional.
As suchprogrammesbecomemorewidespread,

employerswill be able to identifywell-qualified talentwith
muchgreater ease, find thebest open source
professionals out there and fill an openpositionwith
exactly the right candidate. If Linux andopen source
professionals use them to showcase their
skills, grow their expertise and keep their
competitive edge,we’ll see that both
sides canbenefit.

comment

easily configure the system.Gnome

andCinnamon themes and settings

can be tweaked alongwith installed

settings and enabled Systemd
services etc.Also new is support for

LUKS encryption, amore stable

installer and improved touchpad

support.To download the distro head

tohttp://bit.ly/ApricityOs07_2016.

The new release comes with
Linux kernel 4.7.0,Qt 5.6.1, Plasma
5.7.1, and Python 3.5.1 etc. Despite
the new features included, the
distro is still able to fit on a 700MB
CD-R. Formore information, and
grab blackPanther OS 16.1 to install
head over to http://bit.ly/
BlackPantherOs16_1.

aPricityoS 07.2016

Clyde Seepersad is the General Manager of Training at The Linux Foundation.
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hiccuping. My otherwise well 
accepted Wi-Fi also created 
apparently insurmountable 
problems. Perhaps the distro 
tried to oversimplify the 
installation by disallowing 
configurations that it found to 
off the wall? I’ve used earlier 
versions of Debian in the past 
without problems. Thanks for 
letting me rant a bit! Keep up 
the good work.
Peter Tralls, via email
Neil says: Debian is really 
designed for more experienced 
users and its strict open source 
policy can mean not all drivers are 
supported. It’s usually trivial to 
change the keyboard language 
though. So it’s puzzling why you 
ran into those issues.

 Windows rant
I was surprised to see an image 
of Windows 10, as I began to 
read Peter Hollings’ letter. 
I thought it would be another 
letter about how after years of 
using Windows someone had 
embrace Linux. Alas, no it was 
another ignorant Windows user 
[uh oh–Ed] who didn’t even try.

He complains about not 
being told (does he need to be 
told how to tie his laces?) how to 
set a swap space and that it kept 
telling him he had the wrong file 
when a simple Google search 
would have given him all the 
information he need. Maybe he 

 Apart from all the problems 
that Windows brings, Microsoft 
has made PCs very easy to use.

 Deepout
Regarding your review of the 
Deepin 15 distribution in the 
March issue [LXF208], I have a 
few thoughts. Let’s see:
“Developed in China…” With its 
nationally sponsored and 
encouraged intrusion of western 
computers? "Insists that you not 
run it in a virtual environment ... 
you can’t create an encrypted 
home folder...” Thanks all the 
same, folks, but I think I’ll pass 
on this distro. Too many red 
flags. Sometimes, our paranoia 
may not be misplaced.
Bob Blum Annapolis, MD USA
Neil says: Ha, can’t really 
blame you…

 Debian don’t
You may imagine my intense 
interest in examining the various 
faces of Debian (the Daddy) 
using my LXFDVD. What a 
disappointment! It seems that 
Debian hadn’t considered the 
possibility that an English 
speaker (a born and bred Brit 
living in Germany) might want to 
read or write in English on a 
laptop with a German keyboard 
on an old SAMSUNG SA 1 
enlivened with an 240 GB SSD.

The Debian Remix could find 
no reason for me (as user) to 
wish to do this, and refused to 
load. Why? Surely it’s not so 
difficult to do. Ubuntu and 
derivatives manage it without 

recorder was hard to program? 
Microsoft through Windows with 
its pre-installed status has done a 
good job of turning PCs into just 
that. Most consumers have no 
idea there are partitions, drivers or 
whatnot running their devices. 
So it’s understandable that many 
people are ignorant of such 
things, even willfully so, we just 
need to try and guide them to the 
most friendly and welcoming 
options and hope they can 
embrace the change.

 Get enlightened
As a happy user of the latest 
release of Enlightenment 0.20 I 
am pleased to see that you had 
it on your latest LXFDVD. 
However, I was somewhat 
disappointed when I discovered 
that it was E 0.17.6. That’s a 
really old release, multiple major 

could ask Cortana as I hear she 
can very helpful. Did he not seek 
any help from the community? It 
appears not.

This is like buying a car, filling 
it up with fuel, putting air in the 
tires and cleaning it and then 
realising it’s a manual gearbox 
and you’ve only driven an 
automatic at which point you 
start asking how to drive it!

He says that Linux is the 
“domain of geeks”. If kids in 
Africa and grandparents in their 
80s can use it, I wouldn’t say 
that it is the domain of geeks 
(Well, maybe Gentoo). Linux has 
evolved into a modern operating 
system maybe he doesn’t know, 
but Android and Chrome OS are 
all Linux under the hood and 
nearly every embedded system 
to boot!

Over last week at work we 
switched to Windows 10 and the 
only new feature that I like is 
virtual desktops, but Linux has 
had them from about 15 years 
ago, so they’re kind of old hat for 
me. Keep up the good work, 
Linux Format is a highlight of the 
month for me!
Mr A Mac Hugh, Ireland
Neil says: Everyone has different 
expectations and these days 
‘computers’ have become 
commodity devices, that people 
expect to be as simple to use as a 
TV or DVD player. Remember 
when people even thought a video 
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because E has moved on quite 
significantly since the 17-era, 
but hopefully readers will 
investigate newer editions if they 
liked what they saw on our disc. 
Unfortunately, we don’t have the 
resources to backport E20 to 
Debian, test it, and bake it into the 
ISO, but we’re happy to point 
readers to Enlightenment’s own 
instructions for doing this.

The motivation for the multi-
desktop edition was to showcase 
the different takes on the desktop 
metaphor which are available on 
Linux, rather than show off the 
latest version of everything. 
In hindsight, though, doing this 
with Ubuntu (where things are a 
little more contemporary) may 
have been a better idea, which is 
exactly what we’ve done for the 
DVD with LXF210.

 Group of one
I have been a user of Linux for 
more than 15 years and I have 
never found the concept of 
groups to work on any distro 
that I’ve used. Currently, I’m 
running Linux Mint 17.3.

I read Neil Bothwick’s article 
[Tutorials p74, LXF210] out of 
interest but there was little that 

was new to me (not a 
criticism—15 years a 
user remember).

In the section headed 
‘Using groups’, Neil explains 

the concept of groups and 
states that ‘you have to be 
a member of the audio 
group to play sounds’. I 
have never, ever found 
this to be the case and 

devices. So Ubuntu users do not 
need the audio group, but do need 
the cdrom group to be able to 
read optical discs.

The audio group was the first 
example that sprang to mind, 
because I recently had a head-
scratching session when audio 
wouldn’t work on a new build. It 
turned out that I had forgotten to 
add my user to the audio group! 
That’s a different issue. 
Documents are normally only 
writeable by the owner, members 
of the owning group normally have 
the same rights as everyone else, 
read but not write. The simple 
answer to your situation is to 
make sure the UID of your user is 
the same in both environments—it 
is the numeric UID not the user 
name that counts here.

 Open fail
Armed with issue LFX210 plus 
disc I’ve just spent 100 minutes 
trying to make sense of the 
contents with no success 
whatever, despite having an IQ 
that puts me in the top 1% 
bracket. Should I have qualified 
as a geek before buying your 
magazine as well as aspiring to 
move away from the repulsive 
Microsoft Windows?

just to illustrate this I set up a 
new standard user, using the 
Users and Groups utility in Mint. 
When I checked the groups to 
which the new user belonged, 
‘audio’ was not one of them. 
However, when I logged in as this 
new user I could play sounds 
and music.

I have done similar tests in 
the past and have never found 
that changing groups for a user 
made any difference to what 
they could do. Putting other 
users into my group has never 
allowed them to access my 
documents, eg. (This would be 
useful so that I could read 
documents in my ‘production’ 
environment when I am working 
in my ‘testing’ environment.)

So my question, I suppose, is 
has the concept of ‘groups’ 
effectively fallen out of use and 
do modern distributions 
effectively apply some other 
method of controlling who can 
do what? And has nobody but 
me noticed this?
John Paton, via email
Neil Bothwick says: Some 
distros use this particular group, 
others do not. Whether it’s 
necessary depends on the 
permissions applied to the various 

Write to us
Do you have a burning Linux-
related issue you want to discuss? 
Want to tell us about your 
favourite desktop environment or 
maybe you have a burning desire 
to share your IQ with us, too? 
Write to us at Linux Format, Future 
Publishing, Quay House, The 
Ambury, Bath, BA1 1UA or  
lxf.letters@futurenet.com. 

 Enlightenment is a 
pretty desktop and one 
worth checking out.

 Not all distros use the audio group, for instance Linux Mint doesn’t.

versions and years out of date—
it was released in 2012 after all, 
and the latest E release was 
Enlightenment 0.20.6 on the 9 
March 2016. Perhaps it would be 
a good idea to include such a 
newer, more heavily updated 
release on the disk of your next 
issue? It would be a shame for 
such a configurable, powerful 
yet lightweight and very shiny 
and good-looking desktop 
environment to be represented 
by a very old and outdated 
release version.
Samuel, via email
Jonni says: Thanks for your 
message. Sorry to hear you were 
disappointed with the version of 
Enlightenment supplied with 
LXF209. The reason for this is that 
the underlying OS for the multi-
desktop was Debian Jessie, and to 
minimise the chance of breakage 
we just sourced all the desktops 
straight from Debian’s repos. And 
those are often quite out-of-date, 
due to Debian’s lengthy testing 
cycle. In some cases, such as with 
xscreensaver, authors of thusly 
affected programs specifically ask 
for them not to be included in 
Debian. This is a genuine concern, 
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magazine. One of these 
platforms is fully proprietary.

There’s nothing I can say to 
this, since… Well, it’s sad but 
true! Would you consider 
distributing PDF versions as 
well? Watermark would be an 
acceptable solution to prevent 
illegal redistribution of the 
copies. As I said, all the rest of 
the magazine is great!
Maxim, London
Neil says: First of all, any 
subscriber that uses our own 
myfavouritemagazine.co.uk 
website to subscribe to any of the 
print, digital or print + digital 
options (that’s digitally distributed 
using Android or Apple iOS) also 
gets access to the DRM-free PDF 
archive, which provides access 
back to LXF66. We can only do 
that via MFM as it’s the only way 
we can validate subscriptions. 
Digital subscriptions taken out 
directly via Google or Apple can’t 
be validated, as those platforms 
won’t provide us the access that 
we need.

Second, my take is why would 
we restrict what platforms you can 
use? Surely that’d be hypocritical 
of us? Yes, you have user freedom, 
but only for the platforms that 
we condone? Sounds hypocritical 
to me and as for Windows users 
poking fun at user freedom (or 
lack of it), I’m not sure they have a 
leg to stand on. LXF

people offering magazines, but it 
seems most people aren’t 
interested in 16-year old 
magazines these days. You could 
always consider donating them to 
your local hackspace.

 Russian ex-pat
I’m subscribed to your magazine 
for over six years and I find it 
really great and useful. 
Previously, I was subscribed to 
the Russian version when I lived 
in Moscow. Now I’ve moved to 
the UK and receive the print 
issues of the mag. The only thing 
I was concerned about is the 
way the magazine is distributed.

In Russia, I used to subscribe 
to the print + digital version and 
later to the digital version only. 
The digital version is provided in 
the form of a PDF with 
watermark containing the 
copyright owner (my name). I 
was able to upload this file to 
any of my devices and read it on 
desktop, using any viewer I’d like. 
However, the UK digital version 
is only distributed via Android 
and iOS. This limits me to only 
using these kinds of devices. 
But some of my friends from the 
Windows world make lots of 
jokes, saying that a magazine 
which encourages open source 
and free software, then limits me 
to using two platforms and 
limits the way I can read the 

degree through Android and 
Chrome OS devices. I think you’re 
right that the desktop Linux world 
could learn some valuable lessons 
from these consumer hits.

 Old issues
I used to be a subscriber to LXF 
and still buy it as and when it’s 
relevant. My subscription started 
with LXF1 and I have LXF1-
LXF67 complete (including most 
cover disks) with a number of 
later ones as well. Do you know if 
there is any interest in back 
copies? Perhaps someone has 
already put them to PDF and 
made them available online?
Keith Vine, Swansea
Neil says: We occasionally get 

I have used Ubuntu 10.10 until 
updating to 14.4, only to find my 
understanding of it was even 
less than my grasp of 10.10: 
surfing the web, using emails 
and using OpenOffice. Would it 
not be better instead of trailing 
along behind and trying to outdo 
Microsoft Windows, to lead a 
course based on the ‘KISS’ 
principle, thereby inducing a 
larger and more eager following.
Anonymous Penguin, 
Antarctica
Neil says: Just as accuracy 
doesn’t make you precise, having 
a high IQ doesn’t make you 
knowledgeable. Failings of the IQ 
system aside, your point is valid 
and has been answered to a 

Sound off

T
hanks LXF, I was excited to see 
and read your tutorial on 
creating randomised music 
using Sonic Pi, I think it’s a 

brilliant area of computer science and 
fascinating to see how programming can 
be used within this different context. What 
I find interesting is also the randomisation 
aspect you demonstrate in your tutorial 
that I think is such a strength of 
computationally composed music. I’ve 
been experimenting with this kind of thing 
over the last year for my university 
dissertation project.

I’m working with Dr Sam Aaron (the 
creator of Sonic Pi) and have developed a 
plugin for Sonic Pi that allows you to 

randomly generate musical canons with a 
single line of code. It uses a Ruby 
implementation of MiniKanren (a domain 
specific logic programming language) for 
generating melodies behind the scene and 

it can even export to LilyPond so that you 
can typeset your piece beautifully! It is now 
functional, and all on GitHub if you fancy 
having a play, at https://github.com/
EJCFox/canon-creator.
Emily Fox, via email
Jonni says: Always nice to hear from 
someone involved in the topic. I look forward 
to trying out your plugin. At one stage I 
dabbled in number theory so I’m tempted to 
try some sort of polyrhythmic fugue-ish 
machine-generated canon. I imagine it would 
sound terrible. But kudos to you and your 
efforts, we’ll certainly mention canon-creator 
on social media, and maybe even print your 
letter. Best of luck with your studies, and mad 
props to Dr Aaron for creating Sonic Pi.

 All MFM subscribers can access the archives.

 Sonic Pi is helping all manner of people 
advance their coding skills.

Letter of the month
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J une 2016 saw Makersphere, a 
new event, emerge from the 
Raspberry Pi community aimed 

squarely at parents looking to help their 
children get the most from their Pi gear. 
This was the first event run by the local 
tech community and teaching staff at 
Mary Magdalen’s Primary School in 
Penwortham and it attracted 370 
people for the family fun day. 

The goal of the event was to offer 
classes and workshops based around 
popular technologies, such as the Pi, 
Codebug and micro:bit, to parents who 
weren’t tech savvy. The event also had 
other hands-on sessions for areas such 
as wearable technologies and 3D 
printing. There were sessions running 
all day covering introductions 
to the Raspberry Pi for 
Parents, a popular session that 
saw parents working with their 
children to complete a series 
of tasks, some involving 
creating art using the Sense 
HAT add-on board. 

Other sessions introduced 
the new micro:bit board run by 
Raspberry Pi Certified 
Educator Lorraine Underwood, 
and another covered Minecraft 

Welcome to the Makersphere
 A new event for the next generation of makers.

 Parents and children took part in a free one-
day maker event in Penwortham, Lancashire.

Community events news

courtesy of Chris Dell and 3D printing 
with Ivan Holland.

In the main hall, we saw stalls hosted 
by local groups keen to show their 
projects and facilities, including Preston 
Hackspace and a special appearance 
by Stafford Raspberry Jam who showed 
off its new Raspberry Pi kit. 

The University of Central Lancashire 
brought its HTC Vive VR equipment and 
demonstrated how students are using 
virtual reality in their projects.

Makersphere was great fun to 
attend and be part of and plans are 
already in motion for another event in 
2017, where the name of the event will 
be shared with other groups who have 
the same goal in the local area. LXF

Find and join a LUG
  Blackpool Makerspace Blackpool 

Makerspace, 64 Tyldesley Road, 10am every Saturday.  
https://blackpoolmakerspace.wordpress.com

  Egham Raspberry Jam  
Meet at Gartner UK HQ every quarter. 
www.winkleink.com

  Lincoln LUG  
Meet on the third Wednesday of the month at 7:00pm, 
Lincoln Bowl, Washingborough Road, Lincoln, LN4 1EF.  
www.lincoln.lug.org.uk

  Liverpool LUG Meet on the first Wednesday of 
the month from 7pm onwards at DoES Liverpool, 
Gostins Building, Hanover Street , Liverpool.  
http://liv.lug.org.uk/wiki

  Manchester Hackspace  
Open night every Wednesday at its space at Welington 
House, Pollard St, Manchester M40 7FS  
http://hacman.org.uk

  Surrey & Hampshire Hackspace  
Meet weekly each Thursday from 6:30pm at Games 
Galaxy in Farnborough.  
www.sh-hackspace.org.uk

  Tyneside LUG  
Meet from 12pm, first Saturday of the month at the 
Discovery Museum, Blandford Square, Newcastle.  
www.tyneside.lug.org.uk

  Coding Evening  
Help teachers learn Computing and have a beer at the 
same time. Various locations across the UK.  
www.codingevening.org

PyCon UK 2016
There’s still time to get your 
tickets for PyCon UK. Set over 
four days from September 15 to 
19 at Cardiff City Hall, the event 
is a mix of workshops, talks, 
sprints and presentations all with 

a Pythonic twist. Expect to see 
lots of Raspberry Pi, micro:bit 
and, of course, Python-powered 
projects at this event. PyCon UK 
has also successfully integrated 
an education track for teachers 
wanting to usePython in the 
classroom. Tickets and more 
details are on the official website.
http://2016.pyconuk.org

Over The Air 2016
November 25-26, sees St John’s 
Church, Hoxton, London play 
host to two-day conference for 

those interested in mobile 
development. This event offers 
the chance to work together 
during a hackathon, learn from 
peers in workshops and listen to 
inspirational lightning talks. The 
event is in its ninth year and has 
had prestigious speakers, such as 
Sir Tim Berners-Lee, Dr Sue 
Black, who saved Bletchley Park, 
and Howard Baker, who was 
responsible for the BBC micro:bit. 
This event relies heavily on 
donations so buy a ticket!
https://ti.to/ota/ota16

Preston Linux User Group
We’ve been lurking on the 
Preston LUG mailing list for many 
years and in that time it’s gone 
rather quiet. So it was a lovely 
surprise to hear that the local 
Linux users, were hoping to start 
meeting again. Right now they 
gather once a month for a coffee 
and chat, but they have a view to 
start a more formal meeting 
soon. If you live in the  area go 
sign up to the mailing list and join 
them for a coffee.
http://bit.ly/PrestonLUG

The intrepid Les Pounder brings you the latest community and LUG news.

United Linux!
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All the latest software and hardware reviewed and rated by our experts

In brief...
 OS: Ubuntu 

14.04 SP1

 CPU: Intel Core 
i5-6300HQ (quad-
core, 2.3GHz, 6MB 
cache), options: 
Intel Xeon E3, Intel 
Core i7

 GPU: AMD 
FirePro W5170M 
2GB DDR5 (Nvidia 
Quadro Mx000 
option)

 LCD: 17.3-inch 
Full HD IPS

 RAM: 8GB (2x 
4GB) DDR4 Non-
ECC (up to 64GB 
ECC)

 HDD: 500GB 
7,200rpm (2x M.2, 
1x SATA)

 Comms: 
802.11ac Intel 
8260, Bluetooth, 
Ethernet LAN

 Ports: SD 
reader, 4x USB 3.0, 
1 microDP, 1 HDMI

 Battery: 72Wh

 Support: 3 yrs 

 Size: 417x281x 
34.5mm, 3.42Kg

Flip the laptop upside-down and 
you’ll see the removable battery (either 
72Wh with express charge or 91Wh) as 
well as plenty of air vents and a pair of 
speakers. Opening up the notebook is 
as easy as it gets and is done by 
removing two screws—that’s great if 
you want to change any parts.

Top-end specs
Inside the 7710 are some of the best 
components available for mobile 
products. An Intel Xeon E3-1575M 
processor – one with Iris Pro graphics, 
a 3GHz base speed and 8MB cache can 
be added for a cool £884 – the base 
model has an Intel Core i5.

Designed to withstand the MIL-STD 
810G certification, the 7710 also sticks 
to ISV certification, as you’d expect 
from a product sporting either a Quadro 
or a FirePro GPU. Including 64GB of 
RAM can cost £541, but swapping it for 
ECC type memory almost doubles the 
price. The base configuration is only 
8GB of RAM which is quite restrictive.

As expected, the workstation offers 
multiple RAID options (RAID-0, RAID-1, 
RAID-5). However, should you choose 
RAID-5, you must use M.2 cards. 
You can’t have SATA devices, whether 
SSD or spinning disks.

Dell took the risk and completely 
revisited its 17-inch workstation. 
Although we feel it didn’t push 

the envelope as far as it could – it could 
learn from the XPS series – this shoo-in 
replacement for the M6800 sticks to 
what it does best: delivering the 
ultimate performance and using the 
best components in a portable form 
factor with little regard for budget.

Since this is a 17.3-inch model, it’s 
heavy at just over 4.5Kg with its 240W 
brick-like power supply unit—the device 
barely fits on an A3 sheet. It’s also 
almost as thick as a ream of paper with 
its 35mm thickness.

Open it up and a 17.3-inch anti-glare 
backlit LED – linked to the base unit via 
two massive hinges – welcomes you. 
For displays you can opt for a full HD 
IPS or a 4K IGZO panel.

You get a dedicated numeric keypad 
but you lose the Home and End keys, 
and there are no dedicated function 
keys despite its size. The keys are 
slightly curved and mushier than we 
were expecting with decent feedback 
and barely any flex. We like the rubber 
finish of the palm rest which uses the 
same material as the cover. Other than 
the standard normal trackpad, the 7710 
comes with a TrackPoint mouse stick, 
both of which are slightly eccentric.

The Precision 7710 feels like a 
compromised solution that doesn’t quite 
deliver the goods. But it is powerful, has 
great battery life and comes with 
fantastic aftersales support. And there 
are only a few workstations (Lenovo 
ThinkPad P70 and HP ZBook Studio G3) 
that can deliver 64GB of RAM, a Xeon 
CPU and a workstation-class GPU.

But it’s far bigger (and heavier) than 
we’d like. The layout of the keyboard – 
as well as its size – is also likely to 
attract some criticism. Dell should take 
a leaf out of the XPS book and design 
something strikingly different.  LXF

Dell Precision 7710
 There’s no disputing the  

calibre of the high-end 
components used in the 
Precision 7710, but we’re 
not entirely convinced by 
the overall design. 

Verdict

Features 9/10
Performance 9/10
Ease of use 9/10
Value 7/10

Dell Precision 7710

 A solid workstation and a good 
performer, but we can’t help but feel 
Dell could have done more.

Rating 8/10

Developer: Dell
Web: www.dell.com/uk/business
Price: From £1,855

There’s a new sheriff in town, Desire Athow, and he’s packing a mobile 
workstation of epic proportions.

 For such a beast, the keyboard’s limitations are surprising. 
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Reviews Single board computer

Verdict

Specs
 CPU: Intel Atom 

x5-Z8350 1.44GHz 
64-bit

 GPU: Intel HD 
graphics GEN8 @ 
500MHz

 RAM: 2GB 
DDR3 RAM (1GB & 
4GB options)

 Storage: 16GB 
eMMC flash (32GB 
& 64GB options)

 Ports: 4x USB 
2.0, 1x USB 3.0 
OTG, 1x HDMI

 Comms: 1x 
Gigabit Ethernet

 Extras: 40-pin 
GPIO, real-time 
clock

 PSU: 5v 4W

 OS: Linux, 
Windows 10, 
Android 6.0

sadly we 
were only 
offered a Python 2 
library. The Up board 
also isn’t compatible with 
Raspberry Pi add-ons eg we 
tested the Pibrella and only one LED 
worked, whilethe Unicorn HAT failed to 
install at all.

Pick a distro
Being an x86-based CPU that has a 
UEFI BIOS, it’s possible to install many 
different flavours of Linux onto the 
board, but we installed the Ubilinux 
custom Linux distro for Up. Ubilinux is 
based on Debian Jessie and the latest 
version comes with kernel 4.4, a very 
recent kernel release. Installation only 
takes 2GB of the 16GB eMMC, leaving 
plenty of space for projects. Boot time 
is just 11s from pressing Enter on the 
Grub screen to login, which is very 
impressive and beats the Pi 3. 

Being a typical Debian distro we 
were able to update and install new 
software using the APT packaging tool, 
and we used it to install the IDLE 
Python editor and htop, a dashboard of 
system resources in the terminal. We 
also tested the latest Ubuntu 16.04.1 
release and were pleasantly surprised 
to see that it worked flawlessly.

All versions of Up come with a USB 
3.0 OTG (On The Go) connector, so we 
tested an external USB 3.0 hard drive 
and copied a 1.4GB Ubuntu ISO image 
from the internal eMMC to the hard 
drive. Using USB 3.0, the transfer took 
14 seconds at approximately 100Mb/s. 
Compared with USB 2.0 which took 38 
seconds at approximately 36.3Mb/s, 
we see a massive jump in transfer rates.

The Gigabit Ethernet works as 

W hen it comes to single board 
computers (SBC), the ARM 
CPU has near dominance 

with the Raspberry Pi, of course. But a 
recent Kickstarter has created a new 
Intel-based SBC alternative. The Up 
board comes in a variety of RAM and 
flash storage configurations, and we 
tested a board with 2GB DDR3 RAM 
and 16GB of eMMC flash storage. 

Powering the board is an Intel Atom 
x5-Z8350 with a quad core 1.44GHz 
CPU that can scale to 1.92GHz. This is a 
powerful CPU for such a small board. 
The layout of each board is identical 
with only changes to RAM and storage 
on offer. There are four USB 2.0 ports, 
as well as a USB 2.0 breakout port on 
the far left of the board, Gigabit 
Ethernet, USB 3.0 and HDMI. 

Power is provided by a 5.5mm jack 
and not via a micro USB port. The Up 
board requires a minimum of 5V 3A to 
operate, but for best results it’s advised 
to use a 5V 4A power supply. On the top 
of the CPU is a large heatsink, along 
with another heatsink underneath the 
board. This heatsink is necessary as the 
Atom CPU can get warm, bordering on 
uncomfortably warm, so good 
ventilation is a must for prolonged use.

The Up comes with a 40-pin GPIO 
(General Purpose Input Output) that 
provides a similar experience to the 
Raspberry Pi. This offers control of pins 
using SPI, I2C, PWM and standard 
digital on/off. To control the GPIO, we 
used the RPi.GPIO Python library, which 
works exactly as the Raspberry Pi, but 

expected, but none of our WI-FI dongles 
worked with Ubilinux so we were unable 
to test this feature – a bug that’s being 
worked on by the team.

As part of our tests, we ran the 
ioquake3 demo to test the Intel 
graphics. Our tests at 1,152x864 pixels 
with 32-bit texture detail maxed out at 
90fps (70fps on the Pi 3). Using 
Sysbench to calculate Pi, the Up took 
just 59s against the Pi 3 at 120s. The Up 
also has AES acceleration, running an 
OpenSSL 4096 sign test the Pi 3 
managed 20 per second, the Up hit an 
impressive 75 per second.

Overall, the Up board is a powerful 
platform that can offer an experience 
similar to the Pi, but is the extra 
performance worth the cost?  LXF

Les Pounder tests a single board computer that offers an alternative to 
the Raspberry Pi, but will he take ‘up’ the offer?

Up Board
 The Up looks similar 

to the Pi, but a few port 
placements and a large 

heatsink differentiate 
from the competition.

Features 7/10
Performance 9/10
Ease of use 7/10
Value 7/10

Up Board

 If you need lots of power in a small 
chassis then you can’t go far wrong 
and this is ideal for a server project.

Rating 7/10

Developer: Up
Web: www.up-board.org
Price: from $89-$149 ($99 2GB tested)

USB 3 OTG
The Up offers access to the 
next generation of high-
speed USB devices capable 
of up to 5Gb/s (625Mb/s).

Features at a glance

GPIO
The GPIO may not be as 
refined as the Pi’s, but it’s 
a solid interface for those 
that know their stuff.
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Graphics card Reviews

Verdict

In brief...
 GPU: Pascal 

(GP106)

 Process: 16nm

 Transisters: 4.4 
Billion

 Cuda Cores: 
1,280

 Core: 1,506MHz

 Memory: 6GB 
GDDR5 @8GHz

 Bus: 192-bit

 TDP: 120W

 Ports: 1x HDMI 
2.0b, 3x 
DisplayPort 1.4 
(ready), 1x DVI

 Power: 1x 6-pin

How does the GTX 1060 perform on 
its own? Does it match up to Nvidia’s 
statement that it can outperform the 
prestige of the GTX 980? In our testing, 
the GTX 1060 wasn’t matching the GTX 
980 but certainly it wasn’t far behind; 
consider that the GTX 980 was the top-
flight Nvidia GPU in September 2014 
and here we have a new mid-range card 
performing as well and that’s an 
impressive testament to the new card.

Fiscal speed king
With Metro Last Light the GTX 980 
scored 75fps, the GTX 1060 69fps and 
the AMD RX 480 52fps. With the 
synthetic Unigine 4.0 benchmark at 
1,440p we saw the AMD Radeon RX 
480 62fps, GTX 980 55fps and the GTX 
1060 55fps. The GTX 1060 puts in a 
performance with real games that’s 
hard to ignore, though generally 
synthetic benchmarks tends to favour 
the AMD Radeon RX 480. This all the 
while using just 120W TDP from its 
single 6-pin power supply.

Current pricing of the 6GB Nvidia 
GTX 1060 card is very erratic; we’ve 
seen prices on the 6GB model varying 
from £240 up to £340 for what is 
effectively the same model. Keep in 
mind a 3GB version is on the way too, 
and really the versions with larger 
memory are there for resolutions over 
1080p. We’d expect that most of Linux 

W hat a joyous time to be a PC 
enthusiast; this year is set 
to be the largest single 

advancement in manufacturing 
processes and performance increases 
since the start of Intel’s 32nm Nehalem 
processor line way back in 2009.

Let’s just take a step back and 
analyse this for a second: In the last 12 
months we’ve seen the Z170 chipset, 
Skylake, Broadwell-E, Pascal’s GTX 
1080 and 1070, AMD’s Polaris RX 480 
and now Nvidia’s answer to AMD’s mid-
range card, the GTX 1060.

The new GTX 1060 is based off of 
Pascal’s 16nm FinFET manufacturing 
process, albeit on the GP106 processor 
as opposed to the GTX 1080 and 1070’s 
GP104. It comes in either 6GB or 3GB 
variants, at the standard 8GB/s of 
bandwidth on a 192-bit bus, features an 
impressive 1,280 CUDA cores, 80 
Texture Units and 48 ROPs. Couple that 
with an increase of 1.46 billion 
transistors, a 120 watt TDP and a base 
spec base clock (before GPU boost gets 
its hands on it) of 1,506MHz and we’re 
on to a winner.

Well almost. As always with Nvidia 
there’s no open source driver, you have 
to use its proprietary binary driver. Work 
continues on the Nouveau open source 
drivers for the Nvidia Pascal chipset, 
but even when it’s in a working state it’s 
unknown if features like overclocking 
and other exotic tweaks will function or 
not. There’s also no SLI with the 1060, 
but frankly that’s not something that’s 
ever worked well with Linux.

With one of Nvidia’s best price-to-performance graphics cards ever in  
his slot, Zak Storey is a very happy chappy.

GeForce GTX 1060

 If Batman was to use a graphics card, it’d be this one.

Features 7/10
Performance 9/10
Ease of use 9/10
Value 9/10

Nvidia GeForce GTX 1060

 It’s cool, quiet, and fantastically well 
rounded for a card at this price point. 
If only it had open source drivers…

Rating 8/10

Developer: Nvidia
Web: www.nvidia.com
Price: From £240 (6GB)

4K ready
DisplayPort 1.4 ready 
means this card is ready to 
drive the next-gen of high-
refresh 4K displays.

Features at a glance

Transisters galore
The Pascal 16nm FinFET 
process means there’s a 
mind-boggling 4.4 billion 
transistors inside the card.

Format readership would be well 
serviced with the 3GB GTX 1060 or the 
4GB AMD Radeon RX 480.

Ultimately, the GTX 1060 is an 
incredible card and for price to 
performance it’s one of Nvidia’s best 
solutions we’ve seen to date. Not quite 
as value oriented as AMD’s RX 480, but 
then it’s positioned at a slightly higher 
end of the market place.  LXF
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Reviews Linux distribution

Verdict

In brief...
 A beginner-

friendly distro 
that takes all the 
goodness of 
Fedora (viz. 
stability, modern 
packages and 
security features), 
and offers exciting 
extras (Chrome, 
Spotify, Skype…) 
that make it much 
more appealing to 
the masses. 
Hardcore Fedora 
veterans may be 
sad to see their 
distro tainted by 
proprietary bits, 
but others will 
welcome the 
convenience.  
See also:  
Linux Mint,  
KaOS, Chakra

have all been set up. Other software 
(Spotify etc) can be packaged and 
installed locally. Put simply, Korora has 
already done most of what a typical 
new user would want to set up, saving 
hours of toil. There’s an excellent video 
tutorial on how to install it and some 
documentation is provided on the 
website. But if a user did run into a 
problem, we’re not convinced that 
there’s really enough here. However, 
Engage, the community portal probably 
has all the answers.

Generous apps
Korora comes with a generous selection 
of software pre-installed, we wouldn’t 
say it’s excessive but likely most users 
will find something here that they’ll 
never use,eg Handbrake (a video 
transcoder), recordMyDesktop and 
Darktable are all of niche interest. The 
Xfce release required around 6.5GB to 
install, with Cinnamon occupying 
slightly less. We also found Cinnamon to 
be more polished, although Xfce is still 
in the middle of porting things to GTK3, 
whereas Cinnamon 3.0 is fresh and 
wonderful. Both desktops have been 
customised to include a sidebar and 
both sidebars suffer slightly by being 
easily confused for task switchers, as in 
Ubuntu or Gnome. A user might expect 
clicking on the terminal icon to bring up 
an already open terminal window, but 
no—it opens a new one instead. Also do 

K ororaa (original spelling) first 
appeared on the scene back in 
2005. It was an ambitious 

project to make Linux accessible, but at 
the same time showcase some of the 
newer features. Back then this meant 
Novell’s XGL rendering, so Kororaa was 
probably one of the first distributions 
(distros) to feature wobbly windows out 
of the box. The distro was originally 
based on Gentoo, but Sabayon 
eventually took the binary Gentoo-
derivative crown and Koraraa 
development ceased in 2007. In 2010 
though lead developer Christopher 
Smart reinvented the project as a 
derivative of Fedora 14. The trailing ‘a’ 
was dropped from the name and Korora 
14 was born. Again the focus was on 
user-friendliness and – in much the 
same way as Mint became known as 
Ubuntu+codecs – Korora provided all 
the goodness of Fedora, but with all 
kinds of proprietary and patent-
encumbered bits verboten by the 
veteran distro’s licensing policies.

Fedora isn’t known for its beginner 
friendliness, but it is known for shipping 
new software much sooner than the 
other fixed release distros. Thus a 
standard Korara 24 install will set you 
up with not only LVM, SELinux, Node.js 
and GCC 6 [see our Fedora 24 review, 
p20, LXF214], but also GStreamer 
codecs, and Cisco’s OpenH264 plugin 
for WebRTC in Firefox. For those seeking 
even more proprietary bits, the 
RPMFusion repo as well as those for 
Chrome, Google Earth and VirtualBox, 

people really need a sidebar when 
there’s a perfectly good menu?

 Some have criticised Fedora’s affinity 
with Gnome, so Korora offers three other 
desktop releases: Cinnamon, Xfce and 
Mate. None of them is the default, and 
the download page even randomises the 
order in which they appear. Previously a 
KDE Plasma 5 option was available, but 
no longer. Although this, as well as other 
desktops (including the Wayland-
powered Hawaii), can be installed later. 
Also a 32-bit release is no longer 
available. This is a trend we can expect to 
see much more as the burden of 
supporting obsolete hardware (and the 
hard to diagnose errors it can lead to) 
for an ever-diminishing userbase 
becomes untenable.  LXF

Jonni Bidwell is puzzled by the prospect of a Fedora-based distro for the 
masses, but finds that Korora may have achieved just this.

Korora 24: Sheldon

 Cinnamon 3 looks really slick in Korora. Don’t worry, the sidebar can easily be 
removed if is not to your liking

Features 9/10
Performance 8/10
Ease of use 8/10
Documentation 7/10

Korora Linux 24: Sheldon

 This is a great distro for people that 
like the idea of Fedora, but are put off 
by a perceived lack of user-centricity.

Rating 8/10

Developer: Korora Project
Web: https://kororaproject.org
Licence: Various

App-tastic
Popular third-party apps 
are available, even non-
redistributable things such 
as Skype and Spotify.

Features at a glance

Desktop quartet
There are four different 
desktop environments 
available, Gnome is 
perhaps the most polished.
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Training course Reviews

Verdict

In brief...
 A thorough 

course that 
introduces the 
powerful but 
complex 
OpenStack suite. 
It’s not cheap but 
it’s a more 
effective way 
to learn than 
ploughing 
through reams 
of documentation. 
Being able to 
provision a real-
life cloud from the 
comfort of the 
browser is 
invaluable—even 
the most ardent 
hobbyist wouldn’t 
have resources 
like these at 
their disposal.

We found the learning curve to be 
spot on, there’s a nice gentle 
introductory video that talks about 
OpenStack’s raison d’etre and explains 
how it’s many components (Nova, 
Neutron, Cinder et al) all fit together. 
Before too long the course has you 
managing your own OpenStack install 
through the rough and (not production) 
ready DevStack system. The course 
derives most of its value from this 
Virtual Lab system, which works just 
fine from Linux. Each section of the 
course features a short video or audio 
segment, followed by an assignment. 
The latter involves playing around in a 
virtual terminal (running Ubuntu 12.04 
or 14.04) and hopefully setting up 
actual services with actual IP addresses 
which you can subsequently visit and 
manipulate from your browser. 
OpenStack’s pretty complicated, and 
it’s entirely possible to mess up these 
labs, but it’s also straightforward to 
reset everything and start over.

Stack of cash
Progress isn’t saved within each 
individual assignment, but each one is 
sufficiently bite-sized that completing it 
isn’t such a burden. We found a couple 
of typos on the assignment sheets, but 
these were dutifully corrected by the 
team. There were also (presumably 
busy) times when a lab would freeze or 
fail to initialise, but with perseverance 
things generally came right.

P laying with Linux can be great 
fun (when it works) and it’s a 
great way to learn new skills. 

But for those seeking Linux-related 
employment – and demand for Linux-
savvy pros has been increasing for 
some time–this alone won’t be enough: 
Few employers will be convinced that 
you know your Linux onions unless you 
have previous relevant experience or 
some kind of qualification. 

The Linux Foundation offer all 
manner of certified training courses, 
ranging from the introductory (eg 
LFS101 Introduction to Linux) to the 
hardcore (LFS422 High Availablility 
Linux Architecture). Some courses are 
instructor-led (either in an actual real-
life venue or via online collaboration), 
and some are self-taught. The self-
taught courses can be assessed and 
certified for an additional fee, which is 
important for those planning on 
developing their careers.

For this course, (LFS252), some 
basic Linux sysadmin skills are helpful, 
while basic knowledge of the command 
line and some idea of how networking 
works are essential. For the uninitiated, 
OpenStack is a cloud platform originally 
designed by Rackspace and NASA and 
currently taking the world by storm. In 
qualified hands, it takes the grunt work 
out of provisioning machines and 
resources. By the end of it, the blurb 
promises, the student will be au fait with  
concepts as private and public clouds, 
injecting SSH keys, ingesting images, 
floating IPs and the list goes on.

At $499 excluding assessment 
($699 including), the course is a hard 
sell for anyone funding this themselves. 
Those currently employed by a 
company with sufficient resources 
would be well-advised to approach the 
relevant bean counters. If you’re not 
planning on up and leaving, then it may 
be reasonable to forego the exam, since 
the knowledge acquired could be useful 
immediately, otherwise best start 
swatting up. And beware—the 
questions are tricky. You’ll need to 
remember exact paths and syntax. 
You’ll also have to solve real-world 
problems, so just being able to parrot 
back the course materials won’t be 
enough either. Like so many things, 
effort is required if you want to reap the 
potential benefits of this course.  LXF

Two decades of education scarred Jonni Bidwell so much he pledged to 
never return. Now he reneges on his word in order to learn OpenStack.

OpenStack (LFS252)

 The virtual learning environment sets up an actual OpenStack instance which 
you can meddle with from anywhere on the internet.

Features 9/10
Performance 7/10
Ease of use 9/10
Documentation 6/10

OpenStack Administration 
Fundamentals

 A great way to learn about 
OpenStack, but costly for individuals.

Rating 8/10

Developer: The Linux Foundation
Web: https://training.linuxfoundation.org
Price: $499/699 (certified)

Theory and practice
It’s all very well to look at 
diagrams, but this course 
will have you apply all 
those boxes and arrows.

Features at a glance

Beyond RTFM
These short introductory 
videos help add a human 
element to the course, but 
there are also forums. 
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Reviews Linux game

Verdict

Specs
 Minimum spec:

 OS: Ubuntu 
12.04 LTS, Steam 
OS

 CPU: 1.2GHz

 Mem: 4GB

 GPU: 512MB

 HDD: 2GB

But then objectives slowly begin to 
form in your mind, like the diamond-
shaped objects you collect—usually by 
fighting through dungeons—that fill in 
parts of a glyph in the village at the 
heart of the map. The world is 
interconnected and there’s no attempt 
to lead you in the right direction. You’ll 
stumble into areas that are impossibly 
difficult, making a mental note to return 
later when your skills are sharper. This 
freeform, non-linear structure is 
occasionally confusing, but gives you a 
satisfying amount of agency.

Hyper combat
Really, though, Hyper Light Drifter is all 
about the combat. Its varied bestiary of 
enemies are relentlessly aggressive, but 
they all have attack patterns that can 
be learned and exploited. It’s when 
you’re facing several different types at 
once, usually in confined, trap-filled 
spaces, that things get difficult.

Dungeons hide the most satisfying 
combat in the game, and their layouts 
change dynamically around you, forcing 
you to constantly change your tactics, 
eg kill one enemy and a wall that was 
providing cover from a sniper on the 
other side of the room will disappear.

This is a game where enduring 
persistent failure is the only way to get 
good, and a lot of people won’t have the 
patience to get through some of its 

The drifter, a mute warrior 
draped in a red cloak and 
wielding a sword made of light, 

is an enigma. He roams a broken 
landscape searching for something, but 
it’s not really clear what. Occasionally 
he hunches over and coughs up blood, 
which causes the screen to glitch and 
flicker. There’s a beguiling mystery 
about this figure, like the nameless 
gunslinger in a Western or a wandering 
samurai, and the same can be said of 
Hyper Light Drifter as a whole.

It’s a world of strange machines, 
ethereal forests, ancient temples and 
lifeless, overgrown robots. An evocative 
intro sequence shows you glimpses of a 
cataclysmic event—a gleaming 
futuristic city disappearing in a flash of 
explosive light—and this seems to be 
the aftermath. A ruined place littered 
with the remains of advanced, long-
forgotten technology.

There are moments of quiet 
exploration, but mostly Hyper Light 
Drifter is a punishing, fast-paced action 
game. It never really tells you anything—
about the drifter, the setting or even 
what you’re supposed to be doing. This 
minimalist approach gives it an air of 
intriguing mystery, but it can also make 
it feel aimless. You spend the early 
stages of the game lost and bewildered, 
trying to make sense of it all. There are 
other characters, but they speak in 
gibberish or obscure comic book panels.

more gruelling battles—particularly the 
fiendishly difficult boss fights. Regular 
enemies are tough enough, but when 
you’re fighting groups of them on top of 
a boss unleashing waves of increasingly 
savage attacks, it becomes a real test 
of endurance. 

There’s a lot to love about Hyper 
Light Drifter. The elegant, expressive 
animation makes fighting and 
traversing the world a joy. The visual 
design and music are stunning. And the 
exhilaration of clearing a dungeon with 
only a sliver of health left is a feeling 
worth chasing. But the unwavering 
difficulty – especially the bosses –
makes it an experience for a very 
specific type of gamer.  LXF

Wandering aimlessly around the office, Andy Kelly gets shouted at to do 
some work, if only he had a sword of pure energy to wreak his revenge.

Hyper Light Drifter

 The nameless drifter taps into motifs of Zatoichi and Sergio Leone’s Westerns. 

Gameplay 9/10
Graphics  8/10
Longevity  8/10
Value  8/10

Hyper Light Drifter

 If you have the will to overcome its 
many trials you’ll find a rewarding, 
uncompromising action game.

Rating 8/10

Developer: Heart Machine
Web: www.heart-machine.com
Price: £15

 The elegant animations and world make it a joy to explore.
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O
ur contenders divide into 
the Qt- and GTK-centric 
camps, although this is 
probably the last thing 

you‘ll likely be thinking about when 
trying to find software to help with your 
finances. As long as each application is 
mostly desktop-agnostic and will run 
fine on any system neither framework is 
that much of an issue. 

Skrooge and KMyMoney are just a 
little bit KDE-centric, but as you’ll see 
from the screenshots later on, they 
performed equally as well in our testbed 
running a Pantheon desktop. These two 
applications tend to have more options 

Every month we compare tons  
of stuff so you don’t have to!

Roundup

and features available, as you’d expect 
from virtually all Linux applications with 
‘K’ in their names. As for the rest, 
GnuCash is definitely the most well-
known budget-planning software for 
Linux, Grisbi is one of the oldest and 
also well known. Envelope is a smart 
application that applies Elementary OS’ 
design principles. We’ll see what it takes 
to install all five; how to start using 

them; what hiccups you’ll likely 
encounter (if any) and, of course, we’ll 
try to evaluate the level of expertise 
needed to start taking advantage of 
each of them. The suitability of each 
package may well come down to your 
personal requirements but by the end 
of the Roundup, you’ll have open 
source software for taking control of 
your finances.

Financial software

“We’ll try to evaluate the level of 
expertise needed to start taking 
advantage of each of them.”

Our 
selection
 Envelope
 KMyMoney
 GnuCash
 Grisbi
 Skrooge

Don’t miss great open source applications that will help you spin out more 
money. Alexander Tolstoy checks out the best options.

How we tested...
The ability to balance your own 
personal or family budget reflects 
one of the tenets of open source: the 
empowerment of individuals, 
regardless of status, to develop new 
skills and take control of their lives in 
meaningful ways. Money is such a 
fundamental part of society that we 
need excellent free and open source 
financial software and, arguably, 
much more than we need a great 
free video player or image editor. It’s 
fortunate then that there’s a great 
variety of quality tools for dealing 
with finances and planning budgets. 
We’ve selected the most popular 
and established titles and decided to 
find the most balanced, easy to use, 
functional and smart applications in 
of our selection. We compared them 
by applying real-world use cases and 
tried to figure out which software 
worked best and helped manage 
money with least amount of effort.
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GnuCash has been out since 
1998 and has been present in 
almost all Linux distributions 

(distros), but you can search your 
package manager for ‘gnucash’ to 
make sure it’s there. The Downloads 
section of the official website also 
contains even more options, including 
versions for Android, Windows and OS 
X, as well as direct links to various 
Linux downloads.Grisbi is perhaps not 
as well known as GnuCash, but it’s also 
an old project and considered mature 
software. However, despite the Grisbi 
project being 16 years old, it reached its 
1.0 milestone not long ago. Again, you’ll 
find there’s no problem installing Grisbi 
regardless of your distro.

Envelope is different and we bet 
most readers haven’t heard of it even 
though many will be familiar with the 
envelope approach to saving money. 
However, we do note that the website 
and the corresponding GitHub page for 
Envelope seem to be dead – which 
sometimes happen with one-man 
projects – but the PPA is alive and so 

GnuCash has splendid official 
documentation that’s a must-
read for answering questions 

about the way the GnuCash interface is 
organised or for assistance in general 
bookkeeping principles. It supplies two 
manuals: the first, called Help Manual, 

Ease of installation

Documentation

What does it take to get the software 
running on your Linux machine?

For those who prefer reading manuals before things go wrong.

the users of Ubuntu and many of its 
spins are welcome to install Envelope 
(see ppa:nicolas-laplante/envelope-
daily). The bad news is that unless your 
Ubuntu system is based on Trusty 
(14.04), you’ll not be able to use that 
PPA, at least in the usual convenient 
way, but don’t worry you can grab 
the Deb package from the PPA pool 
and install it as a local package, 
it works without problems on modern 
16.04 systems.

Skrooge is a bold financial 
application with the proud ‘powered by 
KDE’ slogan on its front page. Skrooge 
has been developed by a dedicated 
team that rolls out new releases every 
few months. The latest version of is also 
included with some KDE-centric Linux 
distros, such a OpenMandriva, whereas 
the rest should look up what version of 
Skrooge is in their repositories (repos). 
Ubuntu users are advised to use the 
stable KF5/Qt5 Skrooge version 
provided at ppa:s-mankowski/ppa-kf5 
and OpenSUSE users may need to use 
an extra repository on OBS.

covers the basics and how to get things 
done, while the second, Concepts Guide, 
is a more in-depth book for those who 
are eager to learn more.

Grisbi is a strong rival to GnuCash in 
many ways, but not in documentation. 
It does have a comprehensive official 

KMyMoney is another KDE-centric 
finance application, but it has a much 
longer history than Skrooge and 
boasts stronger ties with the KDE 
project. For instance, while Skrooge 
may be a supplied as a standalone and 
a third-party application for some Linux 
distros KMyMoney is included 
everywhere within the usual stack of 
KDE-friendly applications. That said, 
the project’s website doesn’t store any 
binary packages, although it does 
contain some helpful instructions for 
building KMyMoney from source, 
which you can get at git://anongit.kde.
org/kmymoney.

manual, but it’s only in French, so, si 
vous ne parlez pas français then you’re 
stuck with random bits of English 
documentation on the internet. 

However, what’s more surprising is 
the total absence of any documentation 
for Envelope. The project website is 
down and the application itself is only 
shipped with a copyright notice in /usr/
share/doc. In contrast with the 
previous two, the Skrooge has a very 
helpful handbook, available in HTML 
and PDF variants. The book helps both 
novice and experienced users and it’s 
on a par with GnuCash’s guidance, even 
though it’s not as long. As for 
KMyMoney, a typical user will be 
surprised by the all-embracing 
handbook from this project. All you 
need to know to start using KMyMoney 
and understand the principles of 
bookkeeping is covered in its super-
helpful 170 handbook.

 There’s a densely populated dashboard in Skrooge.

 GnuCash covers how to set up accounts, books and bank connection details.

Verdict
Envelope
HHHHH
GnuCash
HHHHH
Grisbi
HHHHHH
KMyMoney
HHHHH
Skrooge
HHHHH

 GnuCash and 
KMyMoney offer 
the best manuals 
available in 
many languages.

Verdict
Envelope
HHHHH
GnuCash
HHHHH
Grisbi
HHHHH
KMyMoney
HHHHH
Skrooge
HHHHH

 All had hassle-
free install, except 
for Envelope, 
which requires 
special steps.
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Ease of use
How much knowledge is needed for getting into each package.

You shouldn’t have to be versed in 
accounting; if you’re only looking to 
count your money a bit more accurately, 

control spending and keep records of 
incoming and outgoing funds then a finance 
application should help you. The fact that 

several Linux applications with similar features 
coexist means that some projects have tried 
to enhance what others have previously done. 
For instance, Grisbi has intentionally removed 
double-entry accounting while GnuCash 
hasn’t. Skrooge has tried to re-think 

KMyMoney’s design and added extra features 
while Envelope aims for simplicity inspired by 
the Elementary OS design philosophy. So 
we’re considering thoughtful UI layout and 
logical design, as well as helpful wizards and 
various tips.

Envelope HHHHH
Envelope isn’t feature-rich, but it’s simple to use and easy to understand. 
You start with creating an account, for which you can choose whether it 
will be a checking or savings account, define the initial deposit and add 
comments. Having done that, you can add transactions right inside your 
account. You click each cell of a newly added row to set up a date, name 
and fill in the amount to either the inflow or outflow cell and that’s it. 

Envelope has only a dozen pre-defined categories and a ‘+’ button for 
adding your own. When you populate the grid with at least one income 
and one expense transaction, the progress bar at the top-right panel will 
show to indicate what percentage of your budget has already been 
spent. Envelope is simple and uncluttered, and, of course, doesn’t let 
anything get in the way of the user.

GnuCash HHHHH
To get familiar with GnuCash you need to understand the idea of double-
entry accounting. Here every transaction (money you receive or spend) 
is recorded twice for both debit and credit entries within your account. 
These two entries can switch their meaning depending on the direction 
of the flow—If your assets grow or you increase your expenses, your 
debit grows and credit decreases. Once your liabilities grow the situation 
is reversed. Having got this, it’s perfectly safe to dive into GnuCash. 

It greets you with a friendly wizard where you set up accounting 
details, currency, book options and finally the tree of accounts. GnuCash 
has several account categories for mortgage interest payouts, 
housekeeping expenses, loans and rent. Each has a pre-defined list of 
accounts to fit typical scenarios. After that you can start working with 
your account by recording transactions.

S krooge is more advanced than 
KMyMoney thanks to its Undo/
Redo feature, detailed 

transaction properties, powerful search 
engine, budget builder with auto-
transfers and very good-looking reports 
that you’d expect from premier (and 
paid-for) online banking services. 
However, both Skrooge and KMyMoney 
lack tax accounting, vendor 
management and billing features that 
prevent them from being fully loaded 
financial tools. All of the above features 

Features
What is the most capable software that would suit most users?

are neatly integrated into GnuCash and 
although KMyMoney has online banking 
support (via OFX and HBCI protocols), 
GnuCash is far more advanced in terms 
of intercommunications with banks. 

In fact GnuCash is pretty 
comprehensive: it supports stock, bond 
and mutual fund accounts; it produces 
high-quality invoices (payouts, taxes 
and more), credit notes, stores and 
tracks them (auto numbering is used). 
In case you need to organise your sales 
where the prices include sales tax, 

GnuCash is also the perfect solution. 
With its help you can split everything 
into corresponding accounts with the 
base price of the product going to sales 
revenue and the tax collected hitting 
the tax payable account. Unfortunately, 
most of what we’ve mentioned is nearly 
impossible to achieve with Grisbi, which 
is focused on personal finance. 
Compared to the these four, Envelope is 
very basic. But if you only need to track 
your personal cash flow, it’s sufficient 
and not overwhelming.

Verdict
Envelope
HHHHH
GnuCash
HHHHH
Grisbi
HHHHH
KMyMoney
HHHHH
Skrooge
HHHHH

 GnuCash is 
the most 
advanced tool 
for running a 
businesses.
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Grisbi HHHHH
Grisbi is designed solely for personal use, which means double-entry 
accounting has been dropped. Once you complete the startup and set 
up at least one account you can go ahead and record some transactions. 

For each transaction you have to specify a name, an amount, cash 
flow direction and payment method. In Grisbi logic your cash flow 
comes down to managing your deposit, so your expenses are recorded 
as debits whereas refunds, salary and other income are credit that adds 
to your deposit. This is quite easy to get into after you’ve been using 
Grisbi for a while and each transaction can be associated with a 
category. Unlike GnuCash, Grisbi has a sparse list of categories. Sources 
of income and outcome are merged into one long tree, which feels quite 
sensible for newcomers and helpfully consistent.

Skrooge HHHHH
Skrooge is the most professional of the financial software we’ve covered 
so far. It starts with a lot of dockable panels which make it look like a 
commercial-grade productivity software. This could turn some first-time 
users away, but right on the Home screen there’s a brief explanation of 
where you should start. You can create your first account and start 
registering your operations right away. Skrooge makes it easy to add 
and see what’s being debited and credited. You just put a plus or minus 
sign followed by the amount, select a category and press the ‘Add’ 
button. You can manipulate your financial operations in many ways, 
such as delete, repeat, group, merge and perform many other actions. 
The Dashboard page will automatically show you a summary and 
current state of your account from different perspectives.

KMyMoney HHHHH
KMyMoney is quite similar to Skrooge, although we should acknowledge 
that it’s really the other way round as KMyMoney is the elder sibling. The 
application uses the double-entry approach, but things are organised 
and named differently to, for instance, GnuCash. In KMyMoney you set 
up your account using a wizard and go to that account and start 
managing your transactions. Adding incoming money to your account is 
defined by KMyMoney as depositing an asset, whereas spending is 
classed as a withdrawal. As you’d expect, you can set any category to a 
deposit from a vast list and transfer or withdrawal and edit any 
previously added transaction as well. As it uses double-entry, 
KMyMoney has a ‘Reconcile’ button that enables you to align your 
records with the data provided by an institution, such as a bank.

We’ve already touched on this 
subject a little in the regard 
to Skrooge’s colourful and 

versatile reports that look really good. 
But it doesn’t mean that reports in 
GnuCash or KMyMoney are lacklustre 
in comparison. 

There are 11 categories of reports in 
KMyMoney that cover almost any 
aspect of transactions, such as cash 
flows, budget, forecasting, taxes and 
much more. Graphs and various kinds 
of charts also exist for a more visual 

Reporting
Analysing your accounts—which app does it best?

presentation and all reports can be 
exported to CSV or HTML. In GnuCash 
there’s a dedicated Reports menu with 
plenty of report templates divided into 
sections, such as budget, assets, 
income & expenses and business etc. 
Each submenu stores a respectable 
number of reports of many types. Most 
of them are formatted XML files and 
they look somewhat enterprise-like, 
although there are coloured charts and 
bars as well. Skrooge reports are more 
about vivid graphics. Analysing monthly 

expense pie charts, we found Skrooge’s 
graphs a lot more appealing than 
anything from the rest of the bunch. 

Grisbi has only six report options 
and all of them are text based. That’s 
not insufficient for personal budget 
evaluating, but at least one graphical 
representation wouldn’t hurt, so this 
where Grisbi falls short. Again, no luck 
for Envelope this time, which only 
shows your overall balance sheet on its 
general page, and there’s nothing like 
real reports within the application.

Verdict
Envelope
HHHHH
GnuCash
HHHHH
Grisbi
HHHHH
KMyMoney
HHHHH
Skrooge
HHHHH

 Four out of the 
five applications 
supply a good 
selection of 
reports.
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than just importing and exporting 
records from or to a file. 

GnuCash, for instance, is powerful 
as it also supports Open Financial 
Exchange (OFX) for a streaming online 
connection to a bank. It can also 
retrieve data directly from a bank by 
establishing a connection with it after 
you’ve filled in your bank URL and many 
IDs and codes. Connection details differ 
between banks, but GnuCash 
documentation handles it gracefully 
and even has working examples of 
certain banks described in detail. 

KMyMoney has a similar feature, 
although it’s not built-in, through a plug-
in called KBanking, based on the 
AqBanking library. GnuCash and 
KMymoney are comparable in terms of 
the ability to reconcile your local 
account records against data provided 
by a bank (that’s what bank connection 
is used for). Skrooge doesn’t have this 
feature because AqBanking isn’t widely 
standardised (and Skrooge’s main 
developer is a purist). Grisbis also 
doesn’t have it due to its different 
focus—it’s more about personal 
finances. However, when it comes to 
dealing with local files only, each 
software has some good things to offer.

T his time we’ll start with Envelope, 
which has an importing feature 
(which is the left-most button on 

its toolbar) despite its simplicity in 
almost any other aspect. The import 
dialog enables you to select a QIF file 
with transactions. QIF stands for 

W hen it comes to security, 
GnuCash falls short. The 
main config file with all your 

accounts is stored as an ordinary XML 
file. If you use online banking within 
GnuCash, all your IDs, card numbers 
and other sensitive data are stored in 
plain text inside ~/.aqbanking or 

~/.banking, which could be a threat.
GnuCash also doesn’t have any 

password protection or a main file 
encryption. You can add extra 
protection with third-party tools, such 
as EncFS, but this approach is highly 
debatable. Grisbi and GnuCash are 
relatable in terms of online security, 
although Grisbi has ways of protecting 
your local data through encryption, 
compression and backup options and 

Interoperability

Security

Quicken Interchange Format, which is 
still widely used in accounting across 
many application. If a QIF file has the 
correct syntax – it’s plain text inside – 
Envelope should be able to import the 
file and add records to your account. 
However, interoperability is much more 

after a few extra clicks all 
your Grisbi records become 
much harder to steal or lose. 

Skrooge is very security 
conscious with what it 
considers worth protecting. 
The application supports 
automatic backups of its 
main data file and is 
integrated with the KWallet 
password manager. The 
data file itself is an 
encrypted SQlite database, 
which gets decrypted when 
read to memory. KMyMoney has more 
advanced security and privacy features 
than the others. First, your data file can 
be saved either as a text-based KMY 
file with signing and encryption options. 

Let’s take a look at importing, exporting and migrating between  
different financial applications.

What data protection is implemented in each financial application?

 When you have some data to handle, you can always turn it into a colourful 
pie-chart!

 You can specify encryption details right from 
the ‘Save as’ dialog in KMyMoney.

Second, KMyMoney has a built-in 
backup feature. There’s also Encryption 
tab that enables you to use a GPG key 
to protect the data files. Envelope, again, 
has nothing to offer in this area.

Verdict
Envelope
HHHHH
GnuCash
HHHHH
Grisbi
HHHHH
KMyMoney
HHHHH
Skrooge
HHHHH

 Every app has 
the ability to 
import and 
export local files 
with transactions.

Verdict
Envelope
HHHHH
Grisbi
HHHHH
GnuCash
HHHHH
KMyMoney
HHHHH
Skrooge
HHHHH

 Grisbi, 
KMyMoney 
Skrooge pay 
more attention 
to security.
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 KMyMoney application may not be visually eye-catching, 
but it has a lot of powerful features.

transaction feeds and performing 
reconciliation, and protects your data in 
a way that every application should.

GnuCash is still a viable choice and 
we have to admit that for certain 
business scenarios it’s the preferred 
option. Nonetheless, GnuCash isn’t 
good for personal finances because it 
has too many features for a beginner, 
and its strict double-entry requires that 
you understand the principles of 
traditional bookkeeping. Many newbies 
will find GnuCash too difficult to start 
with, but for those already familiar with 
proprietary financial software, such as 
Quicken or Microsoft Money, GnuCash 
will do the job perfectly.

Skrooge was created to be a ‘better’ 
alternative to KMyMoney and indeed it 
has certain extra features, such as 
transaction undo/redo mechanism and 
more colourful reports etc. The two are 
nearly equal in terms of core 
accounting features, covering tax 
accounting, billing and invoicing but 

Exploring financial applications 
turned out to be an exciting 
journey into the world of 

bookkeeping, double-entry records, 
different debit and credit registration for 
assets and liabilities and much more. 

Our contenders vary in their 
approach to accounting, ranging from 
solely personal note-taking in order to 
keep track of how much money is being 
spent using the likes of the minimalistic 
Envelope to more demanding 
household accounting and even running 
small or medium firms. However, 
KMyMoney is a clear winner in almost 
all tests (with one minor blip) and it 
seems that it’s really the most mature 
and versatile accounting application 
that would suit the needs of anybody. 
It can serve for all kinds of accounts and 
offers a sufficient list of categories to 
choose from, together with very 
comprehensive documentation. 
KMyMoney can also perform remote 
bank connections for importing 

Skrooge still has room to grow and 
needs to improve (particularly in 
security and encryption) or add some 
features, such as a direct connection to 
banks. Grisbi is a solid financial package 
for home use with privacy in mind and 
we hope that someday its official 
manual will be translated from French 
to English, at the very least.

Financial software

The verdict

Of course, there are plenty more financial 
applications available on your Linux distro than 
the five contenders that we’ve just reviewed 
and compared. The list extends to numerous 
other titles, some of which are open source 
while others are strictly proprietary. 
TurboCASH, TAS Basics, NCH Express Invoice, 
xTuple PostBooks, Invoice xPert, Moneydance, 

Appgen MyBooks, Nolapro and many others 
run on Linux just fine, but they are very niche 
solutions and some of them are quite pricey 
to purchase or use on annual subscriptions. 
It would be impossible to run a fully-fledged 
comparison of so many accounting titles, 
which is why we’ve tended to stick to the 
most recognised applications.

As you can see, maintaining a ledger isn’t 
rocket science and even though you’ll definitely 
need some specialist knowledge to get started 
with accounting, it’s undoubtedly  worth the 
effort. Next time you receive an invoice from 
another account payable, go ahead and set up 
your instance of account receivable to keep 
track of the flow from your side. LXF 

Also consider...

What accounting application do you use on Linux? We’d love to hear 
about your experiences. Write to us at lxf.letters@futurenet.com.

Over to you...

1st KMyMoney HHHHH 
Web: https://kmymoney.org Licence: GPL Version: 4.8.0 

 Stable, feature-rich and expandable for balancing your books.

4th Grisbi HHHHH 
Web: www.grisbi.org Licence: GPL Version: 1.0.0 

 Capable of managing personal finances, but trop a été écrit en français.

2nd GnuCash HHHHH 
Web: www.gnucash.org Licence: GPL Version: 2.6.13 

 Includes lots of accounting features but needs better security.

5th Envelope HHHHH 
Web: http://bit.ly/EnvelopeApp Licence: GPL Version: 0.0.0+r370 

 Lacks features or documentation, but it is very easy and just works.

3rd Skrooge HHHHH 
Web: https://skrooge.org Licence: GPL Version: 2.4.0 

 A versatile bookkeeping application with pleasing layout and reports.

“KMyMoney protects your 
data in a way that every 
application should.”
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The birth of Linux

As the kernel celebrates its 
25th birthday this year, 
Mayank Sharma traces its 
origins and recounts its 
numerous milestones 
and achievements.

Birth of the  
Linux kernel

“Today it powers everything 
from the Raspberry Pi to the 
New York Stock Exchange.”

Y
ou wouldn’t realise it, but 
you’ve got software worth 
billions of pounds powering 
your computer. That’s what it 

would cost to redevelop the Linux kernel, 
according to estimates by the Linux 
Foundation. The foundation has dubbed 
the Linux kernel the world’s largest 
collaborative development project as it 
would take thousands of man 
years to rebuild from scratch. 

The latest release of the 
kernel contains over 19 million 
lines of code written in about a 
dozen programming languages, 
and most of the work is paid for 
by hundreds of multinational corporations 
that have thousands of dedicated kernel 
developers pitching into its development.

Yet all of this work can be traced back to 
one solitary bespectacled developer 
hacking away on his home computer. Linus 

Torvalds’ attempt at creating a free 
alternative to the proprietary Minix 
operating system might have started out 
as a hobby project, but today it powers 
everything from the tiny little Raspberry Pi 
to the mighty New York Stock Exchange, 
submarines patrolling the oceans and 
even earth-orbiting satellites.

The secret sauce behind the world’s 

largest open source project is an effective 
system of collaboration, which is as much 
of a miracle as the software it has helped 
to foster. Unlike other open source 
communities, the kernel community has 
had to evolve its own distinct mechanism 

of operating in an environment where 
there are thousands of eyeballs and where 
thousands of lines of code are modified 
every day. To do this repeatedly without 
fail is an achievement in itself.

In this feature, we’ll examine the 
journey of a piece of code that originated 
from the keyboard of a student in Finland 
and in just 25 years has permeated every 

aspect of computing all over 
the world and even beyond. 
We’ll look at its incredible 
growth, examine the 
important contributions 
made by other developers 
and how they have all grown 

together into the indispensable tool that 
powers the internet and empowers 
everyone using it. This is the story of 
Linux and how it has made a quantum 
leap in computing in less than a quarter 
of a century.
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5 October 1991 v0.02  
The second release includes some bug fixes and a few 
additional programs. Torvalds successfully ran Bash, GCC, 
gnu-make, gnu-sed and compress etc under it. In addition 
to the source he also offers binaries of his OS.

25 August 1991
Linus announces his hobby  
project on comp.os.minix
Linus Torvalds, a 21-year-old student 
at the University of Helsinki, Finland, 
starts toying with the idea of creating 
his own clone of the Minix OS. He 
originally intended to call his kernel 
Freax. However, when he uploaded the 
first version of the kernel, the 
maintainer of the FTP server, Ari 
Lemmke, renamed the directory that 
housed the source to Linux.

1991 AUGUST SEPTEMBER OCTOBER NOvEMBER DECEMBER

17 September 1991
v0.01 posted on ftp.funet.fi
This release includes Bash 
v1.08 and GCC v1.40. At this 
time, the source-only OS is 
free of any Minix code and 
has a multi-threaded file 
system. Torvalds also 
famously mentions that Linux 
currently isn’t portable and 
“It probably never will support 
anything other 
than AT-hard 
disks, as that’s 
all I have.”
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T
he kernel is essentially a resource 
manager that mediates access to the 
resources available on a system. 

The kernel is responsible for enabling 
multiple applications to effectively share the 
hardware by controlling access to the 
processor, memory, disk, networking and 
other resources.

The Linux kernel is divided 
into various subsystems that 
control various components of 
the system (as shown in the 
diagram, right) and all of these 
are tightly integrated. Each of 
these subsystems has a 
defined function and we’ll 
explore them in detail over the 
next few pages. The Linux 
source tree also mirrors the 
kernel structure and these 
various subsystems are 
structured in their own 
subdirectory inside the kernel’s 
source code. The subsystems 
interact with each other 
using function calls and shared 
data structures, such as task 
lists, memory maps and 
i-nodes etc. When you drill 
down inside a subsystem, each 
is composed of several 
modules. A module is a piece of 

code that’s designed to be linked to the kernel 
at runtime.

This structure of the kernel is responsible 
for two major contributing factors to the 
popularity of Linux. It allows for a large number 
of independent developers to collaborate and 
contribute to its development while also 

making provisions for extensibility, eg thanks 
to the kernel’s structure and the use of 
standardised software interfaces, each driver 
is implemented as a separate module. This 
allows an individual developer to write device 
drivers without interfering with the work of 
other developers.

Late November 1991 v0.10   
Torvalds was mainly using Linux to read 
email and news from the university’s 
computer via a terminal emulator he’d 
written. One day he accidentally dialed 
his hard disk (/dev/hda1) instead of 
the modem (/dev/tty1) and overwrote 
some of the critical parts of the Minix 
partition. Since he couldn’t boot into 
Minix, he decided to write the programs 
to compile Linux under itself.

19 December 1991 v0.11
Linux adoption got a serious bump 
up. Until then, Torvalds had received 
only small one-line bug fixes. But 
now, people were sending him new 
features. He doubled the RAM on 
his machine to 8MB and bought a 
floating-point coprocessor, because 
people had been asking if Linux 
would support it.

Applications, tools

Process 
management

CPU

Scheduler, 
architecture- 
specific code

Memory 
management

RAM

Memory 
manager

File 
systems

Hard disk, CD, 
Floppy disk

File system 
types

Block 
devices

Device 
drivers

Various 
terminal 

equipment

Character 
devices

Network

Network 
adaptor

Network 
protocols

Network 
drivers

User space

Components

FunctionalityMultitasking Virtual 
memory File, directories Device access, 

terminals
Network 

functionality

Software 
support

Hardware 
support

Hardware
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Linux kernel

 The subsystems of the Linux kernel. 

November 1991
v0.03
While the exact 
release date of this 
release is unknown, 
Torvalds was plugging 
his OS to Minix 
newbies on the comp.
os.minix mailing list, 
claiming that his OS 
was a “bit faster than 
minix” and that it 
made “most things 
easy to port (easier 
than to Minix).”



System calls
S

ystem calls are used to enable user 
processes to interact with the kernel. 
However, to understand their 

importance, you must first learn how the 
kernel maps processes. The word length of 
the CPU determines the maximum size of 
the address space that can be managed, eg 
on 32-bit systems, there are 2^32 bytes 
while 64-bit machines can manage 
2^64 bytes of address space. The 
maximum size of the address space 
isn’t related to the physical RAM on 
the computer and is therefore known 
as the virtual address space. 

Linux divides virtual address space into two 
parts known as kernel space and userspace. 
This division is based on an architecture-
specific value. The key difference between 
userspace and kernel space is that access to 
the latter is forbidden to the former. Instead, 
processes running in userspace are offered a 
set of interfaces to interact with the hardware 

and other components in the kernel space. 
These interfaces are implemented by system 
calls issued to the kernel. 

The Posix standard defines a number of 
system calls grouped into various categories, 
eg process management system calls can be 
used to create new tasks while the signals 
system calls can send signals and timers. 

As soon as a system call is issued, the 
processor must change the privilege 
level and switch from user mode to 
kernel mode, in order to perform 
restricted actions such as accessing the 
physical hardware on the computer.

“Linux divides virtual 
address space into kernel 
space and userspace.”
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February 1992
MCC Interim Linux
Soon after v0.12  
came the first Linux 
distribution that was designed 
specifically to help users who 
weren’t Unix experts. It featured a 
menu-driven installer that installed 
both the kernel and a set of end-
user and programming tools. 
Before MCC, there was HJ Lu’s 
Boot-root set of floppy disk images, 
which required editing the MBR 
with a hex editor to install Linux.

5 January 1992 v0.12   
GPL
Up until this point Torvalds published 
Linux releases under his own licence to 
restrict commercial activity. After 
suggestions from users to make it 
compatible with the GNU copyleft 
licence, Torvalds switches to GPL with 
this release. In 2000, Torvalds clarified 
that the kernel was licensed under 
GPLv2. Later, after the GPLv3 licence 
was released in 2007, Torvalds and the 
other kernel developers decided against 
adopting it, citing issues with several 
clauses such as those dealing with DRM 
and patent provisions.

Job control
The Linux kernel continues to improve 
and stabilise. Ted Tso, who will go on to 
become a long-time kernel developer, 
decides to implement the new job 
control feature.

Virtual memory
The page-to-disk feature came about 
when Robert Blum from Germany asked 
Torvalds if Linux could be compiled with 
a smaller compiler that took just 2MB of 
RAM, which was all he had. This was the 
first feature that Torvalds implemented 
based on someone’s request. It was 
called page-to-disk and it led to the 
creation of the mkswap utility. In his 
autobiography, Torvalds notes that 
adding this page-to-disk functionality 
caused Linux to rise above the 
competition. “That’s when Linux took 
off. Suddenly there were people 
switching over from Minix to Linux. 
At the time, Linux didn’t do everything 
Minix did, but it did most of the things 
people really cared about. And it had this 
one capability that people … with page-
to-disk, you could run bigger programs 
than you had memory for.”

1992 1993 1994JANUARY
FEBRUARY MARCH JANUARY MARCH

7 March 1992 v0.95   
X windows
A hacker 
named Orest 
Zborowski 
ports X 
Windows to 
Linux. This 
allows users to run multiple windows 
simultaneously and paves the way for 
future developments. The massive 
jump in version number came about 
because Torvalds felt confident that 
Linux had traversed 95% of the way 
towards a full-fledged, network-
capable OS.

July 1993 Slackware 1.0
The oldest distro still actively 
maintained today had its first 
release before Linux reached 
v1.0. Slackware was originally 
derived from the Softlanding 
Linux System (SLS), which was 
the first Linux distribution to 
offer a comprehensive software 
collection on top of an X11 
graphical interface. However, 
SLS wasn’t well maintained, 
which led Patrick volkerding to 
create Slackware.

1

14 March 1994 v1.0.0
The first production release. Torvalds 
had been overly optimistic in naming 
v0.95 and it took about two years to 
get version 1.0 out the door. It was 
eventually released in March 1994 
with great fanfare in the 
auditorium of the Computer 
Sciences Department of the 
University of Helsinki. This 
release of the Linux 
kernel supported only 
single-processor i386-
based computer 
systems. Soon afterwards 
commercial Linux distribution makers, Red Hat and SUSE 
publish version 1.0 of their Linux distributions.

January 1994
Debian 0.91
Another 
dissatisfied 
SLS user, Ian 
Murdoch, 
started work on a 
derivative that he 
named Debian. 
Although it had been 
in development for 
several months, v0.91 
was the first public 
release and included 
a simple package 
system which could 
install and uninstall 
packages. The release  
also included the 
Debian Linux 
Manifesto, which was 
Murdock’s vision for 
the new OS.



Process management
M

anaging and scheduling processes 
is one of the most important 
subsystems of the Linux kernel. 

Its purpose is to control access to the 
computer’s processors. Linux can run 
several processes at the same time despite 
the fact that a single-processor system can 
only run one process at any given time. 
To be able to multitask, Linux must switch 
repeatedly between multiple processes 
running on the system in rapid intervals.

To multitask successfully, the kernel must 
decide how much time to devote to each 
process and when to switch to the next one. 

Also when it switches from one process to 
another, it must ensure the execution 
environment is exactly the same as it was when 
it last withdrew processor resources. Both these 
tasks are the responsibility of the scheduler 
subsystem. The set of rules used to determine 
when and how to select a new process to 
execute is called the scheduling policy.

Since processes aren’t all equally 
important, the scheduling policy ranks them 
according to their priority. This process priority 
is dynamic and the scheduler keeps track of 
what the processes are doing and adjusts their 
priorities periodically. Linux processes are 

preemptible which means that before 
executing a process, the kernel checks 
whether its dynamic priority is greater than the 
priority of the currently running process. If it is, 
the execution of current is interrupted and 
another process from the scheduler is 
executed. Linux has used a preemptive kernel 
since v2.6, which means that a process can be 
preempted in both user mode and kernel 
mode. The lifecycle of a process is managed by 
the kernel via complex scheduling algorithms. 
The kernel uses various system calls to create 
processes, change their state and priorities, 
and then schedules them accordingly.
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9 June 1996 v2.0.0
The kernel could now serve 
several processors at the same time 
using symmetric multiprocessing 
(SMP), which made it a serious 
contender for many companies. 
However, to support multiple threads 
required the dreaded Big Kernel Lock, 
to avoid run conditions. The process 
to remove the BKL took 15 years.

The next release saw the debut of 
the video4Linux (v4L) collection of 
device drivers for capturing video. 

Later in the year Matthias Ettrich, a 
German university student, posted 
plans to create a nice-looking and 
consistent desktop environment for 
Linux called Kool Desktop Environment. 
Since KDE was based on the then 
proprietary Qt widget toolkit, Miguel de 
Icaza and Federico Mena proposed the 
Gnome desktop in August 1997 based 
on the LGPL-licensed GTK+ toolkit.

7 March 1995
v1.2.0
Portability is one of the first 
issues to be addressed and this 
version gains support for 
computers using processors 
based on the Alpha, SPARC, 
and MIPS architectures.

March 2000 v2.3.x
The Netfilter/IPtables firewalling system is merged into the 
kernel. Prior to iptables, firewalls in Linux were created 
using ipfwadm in the 2.0.x releases, then ipchains in the 2.2.x 
releases. Both mechanisms worked by altering the networking code 
to manipulate packages, while netfilter introduces a new packet 
control framework. The DRM (Direct Rendering Manager) code 
responsible for interfacing with the GPU is also mainlined in v2.3.18.

4 January 2001
 v2.4.0
Almost doubling in size to over 3.377 
million lines of code, this kernel 
release introduces several new 
features including support for ISA 
Plug and Play, USB and PC Cards as 
well as the PA-RISC processor from 
Hewlett-Packard. In subsequent 
releases, the 2.4.x series gains support 
for Bluetooth, Logical volume Manager 
(LvM), and RAID as well as the ext3 
filesystem.

DRM also adds support for popular 
GPUs including the Creative Labs GMX 
2000, Intel i810, Matrox G200/G400 
and ATI Rage 128, and the 3dfx 
voodoo3 cards. The list of supported 
hardware expands during the 2.4.x 
series, with drivers for Ati Radeon 
graphics cards, some SiS video cards 
and Intel 830M and subsequent 
integrated GPUs.

25 January 1999 v2.2.0
Now composed of over 1.8 million lines 
of code, this release improves SMP 
support, and adds support for the m68k 
and PowerPC architectures as well as 
new file systems including read-only 
support for Microsoft’s NTFS. Later in 

the year, patches for the IBM 
mainframe are added to 
v2.2.13, which allow the kernel to be 
used on enterprise-class machines. 
A few point releases down the line, the 
Openwall project contributed significant 
security-related fixes added in v2.2.19.

15 Jan 2002 v2.5.2
Initial support for USB 
2.0 is added. This is 
expanded to support 
USB 2.0 peripherals in 
v2.5.70, which came out 
on 27 May 2003.

20 February 
2002 v2.5.5 
64-bit CPUs
This release is also the 
first to officially support 
the AMD 64-bit (x86-64) 
and the PowerPC 64-bit 
architectures.

ALSA & Bluetooth
The Advanced Linux 
Sound Architecture (ALSA) 
project was based on the 
Linux device driver for the 
Gravis Ultrasound sound 
card. It started in 1998 and 
developed separately from 
the Linux kernel until it was 
added to the 2.5 
development series. Later 
in the year, Bluetooth 
support is marked as 
stable in v2.5.14.

3 August 2002
v2.4.19
The Linux namespaces 
started out with only the 
mnt namespace kind, 
which controls mount 
points. By v3.8, the number 
of kernel namespaces 
has increased to six, 
namely mnt, pid, net, ipc, 
uts and user.

27 July 2002 v2.5.29
The first bits of the Linux 
Security Modules (LSM) 
framework appear in this 
release. At the 2001 Linux 
Kernel Summit, the NSA 
proposed that SELinux be 
included in the 2.5 kernel. 
However, Torvalds rejected 
the idea, saying that there 
are many different security 
projects in development 
and the community should 
give equal footing to all 
before forming a consensus 
on one security model. 
In response, Crispin Cowan 
proposed the LSM 
interface, which provides 
upcalls (or hooks) from the 
kernel to loadable modules 
so as to allow the modules 
to enforce access controls.



Memory management
E

fficiently managing memory is one of 
the core tasks of the Linux kernel. 
The available physical memory is 

mapped into the address space of the 
kernel. If there’s more physical RAM than 
can be mapped into the kernel address 
space, the kernel must resort to highmem to 
manage the extra memory, eg 32-bit 
machines can only manage up to 896MB of 
RAM and anything above this (up to a 
maximum of 2^32 = 4GB) can only be 
addressed by means of highmem.

 However, these days, the reverse is true 
and the highmem mode is not required on 

64-bit machines because the available address 
space is quite large. It’s the task of the kernel 
to manage the available memory and to 
correctly map the physical and virtual 
memory. For efficiency reasons, the kernel 
partitions memory into 4KB chunks called 
pages and uses a page table to establish an 
association between the virtual address 
spaces of user processes and the physical 
memory of the system. In addition to this 
mapping, additional details in the data block 
tell the memory manager how to fetch and 
store pages. The subsystem uses a variety of 
algorithms, such as the buddy system and the 

slab allocator, to allocate and 
manage memory.

The memory manager also 
supports virtual memory that 
allows Linux to support 
processes that use more 
memory than is physically 
available in the system. 
Pages can be moved out 
of or swapped from 
memory and onto 
the disk and then 
swapped back in 
when needed.
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January 2004
X.Org Foundation
The XFree86 team splits up and 
decides to join with the existing X 
standards body to form what is 
called the X.Org Foundation. The 
creation of the foundation marks a 
radical change in the governance of 
X. Instead of being vendor driven, 
its development is now led by 
software developers. This leads to 

development 
that’s notably 
faster for 
the X server 
for Linux.

17 December 2003
v2.6.0
This release places special emphasis on 
improving the performance of the kernel in 
mid- to high-end enterprise-class environments. 
Specifically, it adds features to boost application 
performance through enhancements to the 
virtual Memory subsystem, the CPU scheduler 
and the I/O scheduler. 

In the run-up to the release, SELinux is 
merged into the v2.6.0-test3 kernel. Additionally, 
ALSA replaces the previous system, called Open 
Sound System (OSS), by default starting with 

this release. 
What’s more, 
while the 
kernel has 
been internally 
multi-threaded 
from the start, 
it isn’t until 
v1.3 in 1995 
that the kernel-

level support for threads is 
added to the kernel. However 
this support is very primitive, and 
developers who want POSIX 
threads still find themselves 
relying on third-party libraries. 
One of the early third-party 
libraries, which is authored by 
Xavier Leroy and named 
LinuxThreads, is later added to 
v2.0 of the kernel.

Tied closely to glibc, LinuxThreads becomes 
the standard tool for multithreaded 
development on Linux from 1996. It has a 
number of inadequacies, though, that 
popped up as Linux made its way into the 
enterprise. To address this, a series of kernel 
patches is introduced by Ingo Molnar into the 
2.5 series of kernels, laying the groundwork for 
a new library that would finally make Linux a 
robust, standards-compliant multi-threaded OS.

This library is part of the glibc distribution 
that is maintained by Ulrich Drepper and is 

called Native POSIX Thread Library (NPTL). 
This release is also notable for including the udev 
device manager.

Udev is responsible for creating and removing 
device nodes in the /dev directory dynamically, 
which was previously done statically. This device 
manager depends on the sysfs filesystem, 
which was introduced in the previous 2.5 kernel 
series and is responsible for making the devices 
visible to the user. This release also marks an 
overall change in the release process, with 
new kernels now coming out at regular intervals 
of 2-3 months.

2003
2004 20062005 JANUARY

AUGUST
OCTOBER JUNE

17 June 2006 
v2.6.17
A driver for 
the popular 
Broadcom 
43xx based wireless 
cards is added to the 
kernel. This chip is 
embedded in lots of 
laptops from many 
makers, including 
Apple, Acer, Asus, Dell 
and several others.

29 August 2005
 v2.6.13
kdump
The kdump functionality, along with kexec, is merged into the 
kernel. In the event of a kernel crash, kdump preserves 
system consistency by booting another Linux kernel (known 
as the dump-capture kernel), which is then used to export 
and save a memory dump. Kdump uses kexec to boot into 
the dump-capture kernel immediately after the kernel crash.

27 October 2005
v2.6.14 
FUSE
The Filesystem in Userspace 
(FUSE) interface is officially 
merged into the mainstream 
Linux kernel tree. FUSE enables 
non-privileged users to create 
their own filesystems without 
editing kernel code and is 
particularly useful for writing 
virtual file systems. Popular 
uses of the interface include 
SSHFS, EncFS, and NTFS-3G. 
Also, NTFS write support is 
introduced in the next release, 
which is v2.6.15.

11 January 2005 v2.6.11
DRM (the Direct Rendering Manager) 
is split into two components: DRM 
core and DRM driver. This split  
allows multiple DRM drivers for 
multiple devices to work 
simultaneously, opening the way  
for multi-GPU support.



Virtual filesystems
T

he Linux kernel supports more than 
four dozen filesystems including disk-
based filesystems (ext3/4, FAT32 

and NTFS etc), virtual filesystems (/proc), 
and network filesystems (CIFS, NFS etc). 
To support the filesystems, the Linux kernel 
includes a layer between user processes and 
the filesystem implementation. This layer is 
known as the Virtual File System (VFS) 
and provides abstract data structures 
to represent files and inodes.

One of the tasks of the VFS is to 
provide a uniform mechanism for 
manipulating files, directories, and other 

objects. It ensures that the real filesystems 
must fill in the data structures such that 
applications can use the same interface to 
access and manipulate files without knowing 
what physical or logical system the file resides 
on. For this purpose, it relies on the Device 
Independent Interface module which provides 
a consistent view of all devices. Additionally 

there’s also one logical file system module for 
each of the supported file systems.

You should also understand how files are 
represented in Linux. In the userspace, a file is 
identified by a file descriptor which is a 
number that identifies the file in all file-related 
tasks. The file descriptor is assigned by the 
kernel when a file is opened and is valid only 

within a process. On the other hand, in 
the kernel space, it is the file’s inode that 
matters. Each file has just one inode, 
which contains metadata such as 
access rights and date of last change etc 
and also pointers to the file data.

“The Linux kernel 
supports more than 
four dozen filesystems.”
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5 February 2007 
v2.6.20
Kernel-based virtual 
Machine (KvM) is merged into 
this release and adds a driver 
for Intel’s and AMD’s hardware 
virtualisation extensions with 
support for both 32-bit and 
64-bit guests. There’s also 
paravirtualisation for i386—a 
mechanism for running a guest 
OS, where the guest has been 
ported to a virtual architecture 
like that of the hardware it’s 
running on. Building on this, 
vMware adds virtual Machine 
Interface (vMI) in v2.6.21. 

5 November 2007 Android unveiled
The Open Handset Alliance is announced to 
develop open standards for mobile devices. 
On this day it also presented its mobile 
device platform built on the kernel, named 

Android. The first Android-based 
handset, the HTC Dream, is 
released on 22 October 2008.

24 January 2008  v2.6.24
Virtualisation improvements
The tickless support is added to the 64-bit x86 and the PPC 
platforms, in addition to the x86-32 bit architecture. The 
Tickless feature enables the kernel to disable timer interrupts 
for longer, variable periods, saving some power and improving 
performance, especially in virtual guests. 

Another virtualisation technology that presents itself as a 
viable option with this release is Linux Container (LXC). LXC 
is an operating system-level virtualisation method for running 
multiple isolated Linux systems or containers on a host using 
a single Linux kernel. It relies on the cgroups functionality that 
was added to the kernel in this release.

New wireless drivers
As mentioned earlier, a new wireless stack is 
introduced in the 2.6.22 kernel. At that time, 
however, only one driver is available that uses this 
stack. The number of supported devices increases in v2.6.24 
with the addition of drivers, such as the iwlwifi driver for the 
Intel PRO/Wireless 3945ABG/BG Network Connection and 
Intel Wireless Wifi Link AGN (4965) adaptors and rt2x00 
driver for Ralink wireless hardware etc.

8 July 2007 v2.6.22
The kernel overhauls its wireless 
infrastructure and gets a new stack 
with features such as WEP, WPA, hostapd and 
support for 802.11g devices etc. This new 
stack is designed to have a much better 
configuration interface based on Netlink.

9 Oct 2008 v2.6.27
gspca driver
Linux webcam support 
gets a major boost in 
the previous release, 
2.6.26, thanks to a 
driver that supports 
devices that implement 
the USB video class 
specification. In the 
2.6.27 release the 
kernel includes the 
gspca driver, which 
implements support 
for virtually all video 
camera devices on 
the market.

25 December 2008 v2.6.28
New graphics stack
Modern graphics processing units 
(GPUs) have a lot of processing 
power, most of which remains unused 
unless you’re running the latest high-
end video games. Over this year, 
there’s a lot of work to modernise the 
Linux graphics stack to make it use 
the full power of modern GPUs. In 
v2.6.28, the kernel gets one of the 
most important pieces of the stack, a 
memory manager for the GPU 
memory, called Graphic Execution 
Manager (GEM). Many improvements 
are then built on top of the GEM. 
One of them is the Kernel-based Mode 
Setting (KMS),  introduced in 
2.6.29, which allows the 
kernel to set the 
display mode for 
the computer’s 
display controller.

9 September 2009
 v2.6.31
The Linux kernel continues to 
advance and develop new 
features and now supports 
USB 3.0. Another major 
development in this year is the 
addition of Hyper-v drivers 
into release v2.6.32 of the 
kernel on 20 July 2009. 
These 20,000 or so lines of 
GPL’ed code is contributed by 
none other than Microsoft 
with the goal of enabling 
Linux to run as a virtual 
machine on top of Microsoft’s 
hypervisor, Hyper-v.

29 November 2006  
v2.6.19
ext4
This version includes experimental 
support for the ext4 filesystem. 
However, the version in 2.6.19 is 
missing lots of the features that have 
already been developed but aren’t 
merged into the mainline kernel yet. 
It would take another two years before 
ext4 is marked as a stable filesystem 
in 2.6.28, released on 25 December 
2008. Also, unlike its predecessor, 
ext4 supports solid state drives 
(SSDs). The eCryptfs filesystem also 

makes a debut in v2.6.19.



T
he objective of the network 
subsystem is to allow Linux systems 
to connect to other computers over a 

network. Thanks to it, processes can access 
the network without necessarily knowing 
what physical devices or protocols are being 
used. It’s architecturally modelled after the 
network protocols themselves.

The reference model that defines a 
network is made up of seven layers and 
is known as the Open Systems 
Interconnection (OSI) model. However, 
most communication over the internet is 
based on an alternate model which 

combines some of the OSI layers into a total of 
four layers and is known as the TCP/IP 
reference model. At the bottom is the host-to-
host layer that’s implemented by the device 
drivers for the network cards. Next up is the 
Internet layer which assigns unique addresses 
to the devices on the network and is 
responsible for the actual exchange of data 

between the computers. Next comes the 
transport layer whose tasks is to set up a 
connection between the client and the server 
apps via ports. Finally, there’s the application 
layer which is responsible for the data transfer.

Network cards function in a different way 
from other devices since they involve various 
communication protocols and need several 

options for establishing a connection. 
This can’t be done when device files are 
open. However, the kernel must provide 
a standardised interface to access the 
network functions and uses sockets 
which are defined in the POSIX standard.

“Provides a standardised 
interface to access the 
network functions.”
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20 October 2010 v2.6.36
The Linux security kernel module 
AppArmor is included in the mainline 
kernel. This is implemented using the 
LSM kernel interface and is offered in 
part as an alternative to SELinux, 
which many consider difficult for 
administrators to set up and maintain.

10 December 
2012
v3.7
ARM improvements
Because of the ARM 
ecosystem, each ARM kernel 
image until this release was 
designed for a specific 
hardware target and couldn’t 
boot in other ARM systems. 
However, starting with this 
release, the Linux ARM 
implementation receives the 
ability to build a single ARM 
kernel image that’s now able 
to boot on multiple hardware. 
This will make it much easier 
for distributors to support 
several ARM platforms. Also 
included is support for the 
newest 64-bit ARM v8 CPU.

28 April 2013 
v3.9
The release brings 
virtualisation capabilities 
to the ARM architecture, 
which now supports 
KvM. This version also 
allows a user to set up an 
SSD as a cache for hard 
disks to boost disk 
performance under load.

21 July 2011 v3.0
Linus Torvalds announces the release 
of Linux kernel v3.0, noting that the 
version bump is not about major 
technological changes but instead 
marks the kernel’s 20th anniversary. 
The time-based release process remains 
the same.

Xen
The first upstream Linux kernel 
that can boot on Xen as Dom0. This is the 
first domain started by the Xen hypervisor 
on boot. While it’s been in the kernel for a 
couple of releases, it isn’t until v3.0 that 
the Xen project gets major components 
into the kernel for a functional dom0.

18 March 2012
v3.3
Android merge
For a long time, the code 
modified by the Android 
project wasn’t merged back 
to the Linux repositories 
because of disagreement 
between developers from the 
two projects. After several 
years the differences were 
ironed out and various 
Android subsystems and 
features made their way 
into this release.

EFI Boot support
This release introduces an 
EFI boot stub that allows an 
x86 bzImage to be loaded 
and executed directly by EFI 
firmware. The bzImage 
appears to the firmware as 
an EFI application. Both BIOS 
and EFI boot loaders can still 
load and run the same 
bzImage, thereby allowing a 
single kernel 
image to work 
in any boot 
environment.

October 2011
Long-Term Support Initiative
At LinuxCon Europe, the Linux 
Foundation lends its support to the 
idea of long-term support (LTS) Linux 
kernel releases. The LTS releases 
target consumer electronic devices 
that rely upon the Linux kernel. The 
proposal calls for one LTS kernel every 
year, which will then be maintained for 
the next two years.

24 February 2010
v2.6.33
Nouveau
Since 2006, the Nouveau project has 
been developing a DRM driver for 
Nvidia GPUs outside of the official 
Linux kernel. In 2010 the Nouveau 
source code is merged into Linux as 
an experimental driver. This driver 
requires the use of KMS. Using KMS in 
Nouveau automatically offers 
nouveaufb, a framebuffer driver that’s 
integrated into the DRM driver for the 
virtual console. Most notably this gives 
a high resolution text console.

18 February 2013 v3.8
This release drops support for the Intel 
386 processor, though 486 is still 
supported. The code was dropped in an 
effort to reduce complexity within the 
kernel and make room for future 
improvements without having to worry 
about maintaining 
support for this 
ancient and unused 
PC hardware. 
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19 January 2014
v3.13
This release includes 
nftables, a successor of netfilter. While 
netfilter is configured via several 
utilities, including iptables and 
nftables, can be configured via the 
solitary nft utility. One major 
difference between the two is that 
while there are several tables (filter, 
nat) and chains (FORWARD, INPUT) in 
iptables by default, there aren’t any in 
nftables. Also, while you can have only 
one target rule per line in iptables, a 
single line can perform multiple 
actions in nftables.

5 October 2014 v3.17
The Linux kernel now supports 
Thunderbolt, a hardware interface 
jointly developed by Intel and Apple. 
With Thunderbolt, up to six 
peripherals may be supported by one 
connector through various topologies. 
Also included in this release is support 
for Xbox One controllers.

21 June 2015 v4.1
Ext4 encryption
Linux has support for data encryption 
facilities such as dm-crypt or ecryptfs, 
but these have performance and 
memory consumption costs. The ext4 
filesystem can now directly encrypt 
both data and file names using a key 
provided by the user.

Single user support
Embedded systems that want to 
make Linux as small as possible don’t 
care about multi-user separation, and 
with this release it becomes possible 
for them to configure the kernel 
without multi-user support.

1 November 2015  
v4.3
This release drops the ext3 filesystem, 
as many Linux distributions have been  
using ext4 to mount ext3 filesystems as it 
was designed to be backwards compatible 
with older releases of the file system.

10 January 
2016 v4.4
3D virtual GPU driver
The virtio-gpu driver is 
added in kernel v4.4, and it 
allows the virtualisation 
guest to use the capabilities 
of the host GPU to 
accelerate 3D rendering. 
virtio drivers are virtual 
drivers that are used to 
make communication 
between virtualisation 
guests and host faster, 
because emulating real 
hardware is complicated 
and inefficient.

2017+ v4.9+
The future…
The kernel will continue 
to absorb the latest 
drivers and technologies. 
It’s going to play a major 
role in the Internet of 
Things, the future motor 
industry, high-availability 
computing, cloud 
infrastructure, personal 
computing devices and 
more. Who knows 
what the next 25 
years has in store 
for Tux…

15 May 2016 v4.6
USB 3.1
The new USB specification includes a new 
SuperSpeedPlus protocol, which supports speeds 
up to 10Gbps. This Linux kernel release adds 
support for this new USB protocol for both the 
USB core and xHCI host controller. This means 
that a USB 3.1 mass 
storage device that 
is connected to a 
USB 3.1 capable 
xHCI host should 
work with up to 
10Gbps speeds.

12 April 2015
v4.0

Hurr durr I’ma sheep
Linus Torvalds decides to conduct a 
poll on Google+ to crowdsource the 
decision to increment the next release 
to 4.x. The internet poll received over 
29,000 votes and 56% of lose who 
voted did so in favour of a move to 
v4.0. It also approved the name.

Live patching
Although the – colourfully named – 
release is short on new features, 
there’s one feature that allows for live 
patching the kernel code. It’s aimed 
primarily for users who want to apply 
security updates without needing to 
reboot their systems. This feature was 
born as a result of merging the kgraft 
and kpatch projects by SUSE and 
RedHat respectively.

L
inux is a monolithic kernel, which is to 
say that it is one large program as 
opposed to a microkernel that breaks 

up the functional components into separate 
chunks of code. However, one of the main 
characteristic of the Linux kernel is that it 
allows for dynamically loading and unloading 
components or modules as and when they 
are needed. Dynamically loading modules 
makes the kernel very flexible and also helps 
keeps its size to a minimum.

You can either load and unload kernel 
modules explicitly or leave it to the kernel. 
Once a Linux module has been loaded it 

becomes a part of the kernel and has the 
same rights and responsibilities as any other 
kernel code. Linux also allows module stacking, 
wherein one module can use the services of 
another module. Modules are a popular and 
efficient way of adding device drivers and, in 
fact, the vast majority of the source code in 
the Linux kernel is made up of device drivers. 
The Linux source tree provides a drivers 
subdirectory that’s further divided by the 
various supported devices.

Linux device drivers are mainly grouped 
into two categories: First, character devices 
are those that transfer a stream of bytes to 

and from the kernel, such as 
serial interfaces and text 
consoles while, second, block 
devices are better able to 
handle data blocks with a 
fixed number of bytes, 
such as hard disks, 
CD-ROM devices etc. 
Both categories, 
however, do interact 
with userland 
applications by means of device special files 
that allow them to access the services of 
drivers with regular file I/O operations. LXF



L
inus Torvold wrote “A kernel by 
itself gets you nowhere” in the 
release notes for Linux 0.01 in 
1991. This statement (or 

understatement) was 
apparent to early Linux 
adopters who actually 
wanted to use the OS for 
something and faced a bit 
of a struggle doing so. 

Torvald had already ported 
GNU’s Bash interpreter and the GCC 
compiler to Linux, but beyond that the 
operating system by itself wasn’t exactly 
capable. In fact, the 0.01 release consisted 

only of source code and was only released to 
those that had shown an interest in Torvalds’ 
Linux updates on Usenet. Compilation 
required a working copy of Minix too. Torvalds’ 

respected other people’s licenses and so was 
loathe to pinch Minix code without 
permission. Fortunately news of his nascent, 
free operating system soon spread and Linux 

slowly began to grow. The original Linux 
copyright precluded it being distributed 
commercially, but in February 1992 Torvald 
suggested adopting the GNU GPL. This made 

a lot of sense: even in these 
early stages of Linux 
development it was clear that 
the GNU tools would be of 
intrinsic importance to the 
fledgling OS. 

In December 1992,  
version 0.99 would be the first version 
released under the GPL, with Torvald later 
reflecting that “making Linux GPL’d was 
definitely the best thing I ever did”.

Linus Torvald: “Making Linux 
GPL’d was definitely the best 
thing I ever did.”
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Linus released the Linux kernel 25 years ago, but the 
concept of a distribution did not come about until later. 

Jonni Bidwell traces the journey from a humble 
Usenet post to Canonical’s Ubuntu.

the Distros
rise of 



E
xactly what was the first Linux 
distribution (distro) depends very 
much on your definition. H. J. Lu’s 

‘Boot-root’ floppies certainly provided a 
minimal working Linux environment, but 
these were more comparable to a primitive 
live CD than an actual distro. 

An early attempt called MCC (Manchester 
Computing Centre) Interim (because it was 
never intended to be a final product) Linux 
first appeared in February 1992. It fitted on five 
3.5-inch floppies, provided some classic Linux 
utilities and was quite luxurious in that LILO 
(LInux LOader) could be installed to the MBR 
natively. Previous Linux efforts involved 
manually writing some bytes to the boot 
sector. MCC didn’t include the X Window 

The distros that time forgot
At this juncture of the narrative we’ll take a 
quick detour to mention some other ‘pioneer’ 
Linuxes, now consigned to the history books. 
Like MCC, TAMU was developed at the Texas 
A&M University for in-house use only. Unlike 
MCC it included X-Windows, although 
numerous reports of ‘magic smoke escaping 
from monitors’ were attributed to its haphazard 
configuration utility. Yggdrasil (a big ol’ tree in 
Norse mythology) Linux has the honour of 
being the first near-live Linux distro. It was 

distributed on CD-ROM but obviously required 
a floppy disk from which to boot. It’s 
noteworthy that Yggdrasil was released as a 
commercial product, but its $99 price tag 
was orders of magnitude less than that of the 
Unix systems available. TAMU and Yggdrasil 
have, like many others, largely been forgotten 
by history.

In 1999, Corel Linux (a Debian derivative), 
emerged. Its main attraction was that it was 
compatible with the WordPerfect Office Suite, 

though this compatibility relied on Wine 
technologies and performance suffered. 
The eponymous word processor itself had been 
available natively on Linux since 1995. Having a 
mainstream office suite ought to have 
increased Corel’s appeal, but after an 
investment by Microsoft the company changed 
strategy and sold its distro to Xandros. The 
release of OpenOffice (also in 1999) effectively 
undermined any value to a closed office suite 
such as Wordperfect.

System, but it could be added by the user 
later. The MCC ideology was, in a way, similar 
to that of Arch Linux: to provide a slim base 
system which can be customised according to 
the user’s requirements.

Another early effort was Peter McDonald’s 
Softlanding Linux System (SLS) in 1992. This 
was much more fully featured than MCC and 
included X-Windows. Today we take for 
granted being able to download and burn a 
DVD or USB stick with everything required on 
it, but remember in 1992 dual-speed 
CD-ROMs had only recently become available 
to the masses and the El Torito standard for 
bootable CDs was still three years away. 
So one either had to boot from a floppy disc 
or bootstrap from an existing Linux (or 

 Getting this beast up and running was traditionally a nightmare.

perhaps Minix) install. Users installing without 
the luxury of network access or one of these 
rare optical drives (ie most everyone) would 
have to do battle with a bunch of floppy disks 
(26 for SLS 1.0). These would have to have 
their contents dutifully copied to the right 
places. Then our intrepid installee would have 
to do something about the bootloader 
situation, lest they be forced to always boot 
using a floppy disc.

smoke and scripts
SLS provided, relatively painlessly, what had 
hitherto required a Sisyphean effort to 
achieve: getting a working Linux installation 
that booted from a hard drive and featured an 
impressive collection of software all nicely 
configured and integrated. The install could be 
tailored for those with resource constraints—
applications could be selectively installed and 
while a whopping 4MB of RAM was technically 
required for the installation, those with less 
could set up a swap partition to get the job 
done. If you had 8MB you could even enjoy the 
X Windows System, but it would be some time 
before this could be set up without significant 
shouting, wailing and gnashing of teeth. 

SLS may not be classed as a distro today 
since binaries were, on the whole, collected 
from other sources, but the project didn’t have 
the resources to be compiling and recompiling 
these with every new release. Indeed, source 
code for X-Windows was not freely available, 
and things would remain that way until 
XFree86 came along. Also, SLS lacked 
anything comparable to a modern package 
management system. There were ‘packages’ 
in the sense that tarballs containing programs 
could be extracted to the root directory and 
rudimentary pre- and post-install scripts 
executed, but no notion of dependencies and 
no nice way of removing a package.

The first distros
The first creatures to climb out from the primordial Linux soup.
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F
or all its advances, though, SLS was 
considered buggy and hard to use. 
In 1993, a wise undergraduate named 

Patrick Volkerding was tasked with installing 
SLS on machines in an AI lab. He embarked 
on a mission to tidy it up, improving the 
install mechanism and noting post-install 
fixes. His hope was that his fixes would be 
incorporated into SLS, so he had no 
immediate plans to release them to the 
public. SLS, however, didn’t do this, so 
Volkerding eventually made his efforts 
available via FTP. By 1993 Volkerding’s 
contributions had made the resulting 
‘distro’ unrecognisable and he decided to 
give it a new name, making it the first 
proper fork of a Linux distro in history. 

That name (referencing the Slack doctrine, 
an obscure text called The Church of the 
Subgenius) was Slackware. The release 
proved popular with everyone except 
McDonald, who requested that Volkerding 
rewrite all the scripts he’d reappropriated 
from SLS. It’s important to note that 
McDonald still allowed these scripts to be 
distributed, he just wanted them rewritten 
before the next Slackware release.

Meanwhile SLS made the unpopular 

decision to change the format of its binary, 
which further increased interest in Slackware. 
Determined to see his project through, 
Volkerding rewrote the offending scripts and 
Slackware 1.0, sporting version 0.99.11 of the 
Linux kernel, was released in July 1993. 

Slackware was, and still is, run as a 
commercial distro—CD sets and DVDs are 
available for $49.95 at https://store.

slackware.com and this represents the 
distro’s only revenue stream. Of course, those 
with access to an internet can download it for 
free and this will never change. It’s worth 
emphasising that the first few releases of 
Slackware were created almost entirely by 
Volkdering alone and that he remains 

Slackware’s 
Benevolent 
Dictator for Life.

The Core 
Team now 
consists of a 
little over a 

dozen people, though there will be other 
contributors whose names don’t see the light 
of day. Volkdering continues to have the final 
say on all aspects of the development 
process, which by the way is (and has always 
been) completely closed. That’s right, 
development of the oldest living distro takes 
place behind closed doors; there’s no public 
source code repository (repos) and no public 

bug reporting system. No one can apply to 
join the ranks, but they can patiently await an 
invite from Volkerding. Users wishing to report 
bugs can just email Volkerding directly.

Slackware is generally considered to be the 
most Unix-like of all the Linux distros. Nothing 
is hidden from the user, middleware layers are 
shunned and there’s probably more work 
involved in setting it up than for other 
mainstream distros. Some software in the 
repos might be considered old, eg there’s no 
official KDE Plasma 5 desktop, but custom 
packages are available. There have also been 
no official Gnome packages since 2005. The 
original reason for this was the amount of 
developer effort required to make it fit with the 
rest of the distro, with Volkerding noting that 
KDE 4 and Xfce required much less. Again, the 
third-party Dropline Gnome package is 
available, but it’s a little controversial since it 
has to replace huge swathes of system 
packages. It’s not all bad though, Slackware is 
great for installing on older hardware.

The Slack revolution
Slackware was the first proper fork of a distro in history and is the oldest 
Linux distro alive today—and it probably isn’t going anywhere.
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Slackage management
Package management in Slackware is done 
through the pkgtools suite which includes self-
explanatory commands such as  installpkg ,   
 removepkg ,  upgradepkg , among others. 
A common complaint is that unlike almost any 
other modern package manager that you’d 
care to name, Slackware’s does not 
automatically resolve dependencies. We’ve 

already seen that this was commonplace in the 
early days, but for many users this will seem 
like something that we shouldn’t have to put up 
with in the 21st century. But it all depends on 
your philosophy—Slack users like to be in 
control, and they don’t necessarily feel that 
they are in control when they are asked to 
install one package (presumably one they know 

about, because why would a Slackware user 
install something without knowing all about it?) 
and all of a sudden the package manager goes 
ahead and installs all manner of other things 
(some of which the user may not be so familiar 
or trusting with). The Slackware way is to figure 
out or look up which dependencies are required 
and install them manually.

 Slackware is the parent of many of today’s well-known distros, including the SUSE family 
and VectorLinux. It also inspired Arch Linux.

“That’s right, development of 
the oldest living distro takes 
place behind closed doors.”



L
ike Volkdering, Ian Murdock (who 
tragically died at the end of 2015) was 
frustrated at the buggy state of SLS. 

So he set about making his own distro, 
which he called ‘the Debian Linux Release’, 
Debian being a portmanteau of Debra (his 
then girlfriend) and Ian. Murdock had tried 
modifying SLS but decided the best 
approach would be to start from scratch.

The first version, 0.01, was released about 
one month after the initial Slackware release, 
though this (and the next few releases) were 
only available internally. The first public 
release was 0.91 at the beginning of 1994. 
Murdock realised that one of the reasons for 
SLS’s shortcomings was that it was all the 
work of one individual. Why not, reasoned 
Murdock, use the community development 
model which, by this stage, had already proven 
itself through development of the Linux kernel. 

spirit of GNU
What made Debian special were the social 
and libre precepts that were baked into its 
make up at the very beginning, laid out in the 
Debian Manifesto and (later) the Debian 
Social Contract. Murdock said that Debian 
was driven by “providing a first-class product 
and not on profits or returns”. Murdock 
wanted to embrace the spirit of GNU and 
open development in order to create a better 
distro. His efforts were rewarded by the Free 
Software Foundation who provided 
sponsorship from 1994-95 and distributed 
Debian CDs and manuals at very near cost. 
This support provided an enormous boost to 
Debian’s early evolution.

In order to facilitate distributed 
development, Murdock drew inspiration from 
the development of the kernel itself. Each 
subsystem had its own maintainer so work 

could be naturally distributed. Murdock 
realised that packaging workloads in this way 
naturally led to the modern notion of packages. 
This would help cleanly divide the labour—by 
having clear and sane guidelines on what 
constituted a valid package individuals were 
free to create their own and submit them to the 
team. The specifications ensured that they 
would fit in with the underlying Debian base 
system and not tread on each other’s toes, and 
all of a sudden the arduous process of 
managing a distro becomes a little easier. 

Early on in the proceedings, the team 
realised that packages should consist of 
binaries rather than source code. This absolved 

users of some responsibility, but also made the 
process more reliable: In theory developers’ 
toolchains should be more reliable than those 
of end users.

The original packaging tool, dpkg, was 
written in Perl by Murdock and others, but still 
couldn’t handle complexities such as 
dependencies. This was rewritten in 1994 by 
Ian Jackson and by 1995 Debian, now with 
around 200 active developers was starting to 
look ready for prime time. Debian packages, in 
the spirit of openness, had adopted a 
standard archive format so that packages 
could be examined using the standard ar and 
tar utilities on any Unix-like system.

Debian
Frustrations with SLS were the inspiration for another famous distro too, 
albeit one with a much more open development model.
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Red Hat
A little known fact is that in August of 1994 
Murdock received an email from one Marc 
Ewing saying that he was starting a company 
called Red Hat (you may have heard of them) 
that was going to build a commercial product. 
So impressed with Debian was he that he 
planned to use it as the base for this new 
financially-motivated distro. Of course, things 
didn’t work out this, but Red Hat Linux 
nonetheless became the last of the ‘Big Three’ 
grandaddy distros—those from which most 

others were derived. The name comes from a 
Cornell University lacrosse hat, given him by his 
grandfather, which Ewing had worn during his 
time at Carnegie Mellon. 

In 1993, Bob Young formed a business, ACC, 
which sold, amongst other things, Linux CDs 
and software. In 1995, ACC acquired Red Hat 
and changed its name to Red Hat, Inc. Like 
Debian, Red Hat realised that a robust 
packaging mechanism would be key to a 
successful Linux distro. The company 

envisioned users installing new software (all 
nicely bundled and kept up to date by a 
package maintainer) and having the option to 
uninstall it, safe in the notion that nothing of 
the original will be left and nothing will break. 
Unlike Debian though, Red Hat has always been 
driven by the dollar. When the company went 
public in 1999 it set a record for a technology 
inital public offering, raising $84 million and 
seeing the eighth largest single day gain in Wall 
Street history.

 Red Hat Linux version 8 “Psyche”, with its characteristic Gnome desktop. 



Y
ou can find pretty much anything 
you like on the internet, provided you 
know where to look [stop looking at 

the internet and finish this feature—Ed], eg 
if you were looking for old Linux distros, 
then one of your first ports of call needs to 
be ibiblio.org (http://bit.ly/HistoricLinux). 
Here you’ll find MCC (1992), SLS 1.03 
(1993), Slackware 1.1.2 (1993), (Debian 0.91 
(1994) and Red Hat 2.0 (1995), among 
many others. 

Getting these (particularly the very old 
distros) to work in a virtual machine is 
sometimes tricky, primarily because the 
emulated hardware that the hypervisor 
provides isn’t understood by the primitive 
kernels of the 90s. IDE CD-ROMS weren’t 
supported by Linux until much later on, 
so unless you can figure out some way of 
emulating a SCSI CD-ROM drive then old CD 
images are more or less useless. However, as 
we’ll see later, other more determined people 
have done a lot of work here so there are pre-
installed images available.

The older distros that you’ll find will 
feature collections of floppy disk images. If you 
happen to have an early 90s PC (that still 
works) and a floppy drive (that also works) 
then perhaps you will derive some enjoyment 
from bringing it to life. Or maybe it will just end 
in tears—it is Linux after all. This should be 
obvious, but don’t be tempted to run one of 
these older distributions on new hardware. 

It will not run ‘quicker because distros back 
then weren’t so full of cruft’, it will likely not run 
at all. That hardware wasn’t invented when the 
distro was around. If it could run (which it 
couldn’t) you’d likely see magic smoke 
escaping from your monitor as you tried to 
run Xconfigurator. If you somehow managed 
to set that up (no one could set that up), then 
maybe you’d try and update the OS, but it 
wouldn’t work because those repos haven’t 
been there for 15 years. In sum, these sorts of 
things should only be run on virtual machines.

Virtualise the past
While some people prefer to use VirtualBox 
here, we’ve had much better luck using Qemu 
or Bochs. They seem to upset the older 
kernels significantly less. They are available for 
all good distros, eg on Ubuntu they can be 
installed with:
$ sudo apt-get install bochs bochs-x bochs-
sdl
$ sudo apt-get install qemu

We’ll use Bochs to run Yggdrasil 0.98.3, 
since someone has kindly prepared an image 
which you can download from http://www.
oldlinux.org/Linux.old/bochs/
yggdrasil-0.98.3-040515.zip. Unzip the file 
and enter the resulting directory. This image 
was made for an older version of Bochs so the 
following command may not work right away 
(Note: it didn’t for us):
$ bochs -q -f bochsrc-hd.bxrc

If it doesn’t work, edit the config file 
bochsrc-hd.bxrc and put a  #  in front of the 
lines beginning:
romimage: ...
vgaromimage: ...
vga_update_interval: ...
ips: ...

(Those lines are spread through the file). 
Try the command again and hopefully the 
emulation window appears. You’ll need to 
control execution from the terminal though, 
which is probably currently displaying some 
mysterious Assembly instruction. Press c to 
continue execution and you should see 
Yggdrasil Linux spring to life in the emulation 
window. After some time you can log in as root 
and type some commands. Classics like  tar  
and  ls  are all there and work much the same 
as they do today. Running  uname -a  we see
Linux linux 0.98.pl3-26 02/21/04 i386

The 2004 date comes from when the 
image was actually built (the install and kernel 
have been tweaked to work inside a virtual 
machine), but the actual kernel was state of 
the art back in October 1992. Does it chill you, 
dear reader, to be cavorting with an operating 
system that has been defunct for so long? 
No? Well good, there’s all manner of other 
distros to try out, the newer ones are much 
easier to get going, but beyond nostalgia 
value, there’s not much to be gained from 
them. Still, let us know what you manage to 
get running.

 Bochs—it doesn’t look like much, but it’s the only way we managed to fire up a 1992 distro 
(without jump starting Neil’s 386 which no one wanted to touch).

 FTP sites like this host all manner of 
historical distributions. Just don’t expect 
them to actually do anything useful.

Running old distros
If all this talk of old Linux distributions has you yearning to see what they 
were really like – or how much pain you can endure – then read on.
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T
he term ‘distribution’ didn’t really 
become commonplace until 1995. 
By now we have a fairly concrete 

(and relatively luxurious) notion that a 
distro consists of an installer; a set of 
customised packages compiled from 
(modified) upstream sources; a kernel 
(which is just a package); a desktop 
environment; documentation and so forth. 
We’ve come to expect some kind of support 
too, generally through forums and IRC 
channels often provided by the community.

We have also come to expect some means 
of creating your own packages, either in the 
hope that they will be included in a future 
release or just so that software unavailable 
through the standard repos can be cleanly 
added. But this word, ‘distribution’ has meant 
different things at different times, and its 
meaning continues to evolve with the 
creatures it denotes. Whatever a distro is, it’s 
unique to the open source world and acts as 
the magic glue that holds all the fragments 
together. Such a thing couldn’t exist if all those 
fragments were proprietary—there would be 
at most one way to put the bits together.

future gazing
Linux distros continue to evolve, whether its 
through cosmetic things such as desktop 
environments (eg Cinnamon, designed for 
Linux Mint) or more obscure things such as 
packaging systems. Fedora, the community 
distro sponsored by Red Hat, is often at the 
forefront of these developments. Looking at 
some recent innovations hint at where the 
future of Linux is going. One recent 
development is Fedora’s copr repos. It’s 
always been possible for anyone to make 
some RPM packages and a repo to put them 
in. But the process is complicated and the 

policies stringent, since they’re the same 
policies that apply to official packages. Copr 
repos aim to make it much simpler for the 
more casual user to create packages and 
share them with the wider world without 
having to understand the ins and outs of 

Fedora’s policies. New in Fedora 24 is support 
for the Flatpak format. This enables whole 
applications (which may be, in the current 
scheme of things, a group of packages or just 
a part of one package) to be distributed as a 
single entity which runs in its own sandbox. 
There are no traditional dependencies 

(beyond some standard runtimes) to speak 
of—a Flatpak is entirely self-contained. 
Ubuntu introduced a similar technology in 
16.04 called Snap packages. 

Both of these formats potentially solve 
what has been a distro bugbear for many 

years: how to 
get newer 
versions of 
software into 
fixed release 
distros without 
breaking 

everything. Of course, there are potential 
downsides to this method, such as ending up 
with many copies of the same libraries in many 
snaps, and the sandboxing aspect means 
applications can’t interface with the rest of the 
system so well. This is why traditional 
packages will be around for a while. LXF

 We continue to be impressed with the direction Linux Mint (see LXF214) has taken–it has 
evolved into something that is at once powerful and easy to use.

The Future of distros
What are they? Where are they going? Will they ever end?
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The End of Distros?
We’ve seen that in the early days, the distro 
was very much something that wanted to make 
your life easier. The first ones probably didn’t 
seem like they actually did that, but the huge 
popularity of Linux distros by the late 90s 
definitely suggests that they had become much 
nicer to work with, either that or they were just 
so useful that people had no choice but to work 
with them. Lately though, things seem to be 
changing. A small but interesting thing 
happened in 2014 when Gnome 3.12 was 
released. Or rather it didn’t happen. Gnome 
3.12 represented a major advance for the 

desktop; all manner of problems in 3.10 had 
been corrected. It was generally considered to 
be the first of the Gnome 3 series in which the 
desktop could be happily used by ‘normal 
people’. The trouble was that none of the major 
distros adopted it. 

The feature freeze for Ubuntu 14.04 had 
long passed and Fedora, a distro very much tied 
to Gnome, wouldn’t end up releasing version 21 
for another nine months. Other distros such as 
Mint and OpenSUSE had other desktop 
preferences and (for a time at least) Gnome 
3.12 was a desktop without a home. Certainly 

3.12 was soon available on rolling release 
distros, but these aren’t everyone’s cup of tea.

If you’ll permit some latitude here, then this 
hints at distros’ inherent shortcomings. In this 
case people wanted a particular desktop that 
distros, acting as gatekeepers (or even 
obstacles) couldn’t provide. If people wanted 
that desktop badly enough they would jump 
ship. Looking ahead we see a future of 
applications packaged in Flatpaks and Docker 
containers. These can run anywhere, they don’t 
care about the underlying distro, and in time, 
maybe, neither will we.

“Flatpak enables whole apps to 
be distributed as a single entity 
which runs in its own sandbox.”
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time so you don’t get the latest, eg Ubuntu 16.04 came with 
kernel 4.4.0 and it was already three months old at that point. 
A further three months later it’s using a slightly later revision 
of 4.4.0. The latest stable release from www.kernel.org is 
4.6.4. This isn’t a criticism of Ubuntu or any other distro, if you 
install their software you expect it to be well tested. However, 
you may want or need features in a more recent kernel, such 
as drivers for recent hardware ie the AMDGPU.

It may also be that your hardware requires a patch to the 
kernel to be fully supported, in which case a recompile of the 
existing kernel may suffice. If you want the maximum 
performance from your hardware – particularly if it’s low-end 
or embedded – a custom kernel may make quite a difference. 
And, of course, there are the geek points to be gained when 
you tell people that you roll your own kernel.

To the source
So where do we start? That depends on whether you want 
the latest release or want to work with your distro’s kernel. 
Most distros patch their kernels, for performance or 
compatibility, so starting with theirs may be a good idea. 
However, the patching is probably not as prevalent as it used 
to be, eg distros no longer need to patch for their init system 
as they almost all use Systemd. If you want to start with your 
distro’s kernel source, install it from your package manager in 
the usual way. In Ubuntu and friends, the package you want is 
called linux-source. After installing it, you should find a tarball 

Customise  
the kernel
Neil Bothwick shows you 
how to boost your geek 
cred and build your own 
Linux kernel.

W hen Linus Torvalds released the Linux kernel into 
the wild, 25 years ago, it was as source code. 
To use it, you had to configure and compile it. 

Things have moved on in the intervening years and 
distributions (distros) now supply a kernel already configured 
and compiled for the vast majority of hardware, yet still there 
are people that compile their own kernels. Why would you do 
this? There are a number of reasons for doing this that we will 
cover briefly before moving on to how to configure, compile 
and install a kernel and associated drivers.

Distro kernels are general purpose, they include almost 
everything that almost everyone needs, which means that 
you don’t need most of what they come with. They are also 
built for a generic CPU, which means by compiling it yourself 
you get a tighter kernel that is tailored to your hardware and 
usage. Distro kernels are generally well tested, but that takes 

 The kernel.
org website is 
the source of all 
kernel downloads 
(obviously).

You don’t need to 
be root to configure 
and compile a 
kernel. You only 
need to be root (or 
use sudo) to run 
make modules_
install//cends/ 
and make install/
cends/. You need 
to be root to update 
the bootloader too, 
so most people just 
do the whole thing 
as root.

Quick
tip
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of the source code at /usr/src/linux-source-x.y.z. If you 
want to use the latest source from www.kernel.org, download 
the tarball.

Whichever option you chose, it is now time to open a 
terminal, switch to root with  su  or  sudo -i ,  cd  to /usr/src 
and unpack the tarball with, eg  $ tar xf linux-source-4.6.4.tar.
xz . Before we go any further, we must make sure we have a 
compiler and associated build tools installed. With Ubuntu, 
this is done by installing the build-essential package. 
You also need to install libncurses5-dev to be able to use the 
kernel configuration program. Now we can  cd  into the 
directory we have just unpacked and start configuring the 
kernel. The kernel is configured in a text file called .config in 
the main source code directory, but don’t think about editing 
this by hand, it’s well over 4,000 lines long. There’s a program 
to help you with this, so maximise your terminal window and 
run  $ make menuconfig .

This presents a hierarchy of settings sections; move 
between them with the cursor up and down keys, descend 
into sections with Enter and toggle options with the space 
bar. Toggling on an option category will usually present more 
options. The left and right keys move between the actions at 
the bottom, Exit should really be labelled back, as that’s what 
it does. It only exits the configuration program when pressed 
at the start screen. Help is self-explanatory. Hopefully, the 
same description also applies to what you see when you 
press it, further information on the highlighted option. 
Despite previous comments about tailoring a kernel to your 
hardware, the first objective is to get a kernel that just works. 
That’s not too difficult as most of the options have sane 
defaults. Once you have a working kernel, you can decide how 
much time you want to devote to optimising and tweaking it.

Built-in vs Modules
In the early days of Linux, the kernel was truly monolithic. 
It was a single file that included all the drivers, filesystems, 
network code and other options selected when compiling it. 
This became unwieldy as the range of supported hardware 
grew, so modules were introduced. These are extra bits of the 
kernel that exist as separate files (in /lib/modules/kernel-
version) and are loaded into the main kernel when needed. 
When you press the space bar to toggle an option, some 
switch between showing a * for on and nothing for off. Others 
have a third option, M, which means the option will be built as 
a module. This is how distro kernels support so much 
hardware—they have modules for just about everything and 
the hardware detection magic loads the correct ones.

When building your own kernel, you don’t need to include 
everything. Not only do they occupy disk space but building 
everything takes a lot longer than compiling just what you 

need. How do you decide whether to build something as a 
module or into the kernel? When you are compiling for a 
specific machine a good rule is to build in drivers that you’ll 
always use but create modules for things that are only used 
some of the time, eg on a desktop or server system, it makes 
sense to compile the driver for the Ethernet card into the 
kernel as you will always need it. On the other hand, a laptop 
will sometimes use wired networking, sometimes wireless 
and sometimes neither, so modules make more sense. 
Similarly, whichever filesystem you use for your root partition 
and the driver for your hard disk controller (usually the 
generic AHCI driver) should be compiled in. FAT filesystems, 
as used on USB sticks, and the USB mass storage driver itself 
could be modules. If you don’t build in essential items, such 
as the root filesystem, you won’t be able to boot your kernel 
without an initramfs, which we will look at shortly.

The ncurses interface of menuconfig is extremely 
functional but pretty basic in interface terms. There’s also a 
nice GUI version, which require Qt. If you are using KDE, you 
already have this, otherwise install libqt4-dev. 

The pointy-clicky alternative
Then run  $ make xconfig. There’s also a GTK version called 
with  make gconfig , although it doesn’t have all the features 
of the Qt version. Whichever interface you use, the procedure 
is the same. Let’s start with some general features. Go to 
General Setup and enable ‘Kernel .config support’ and ‘Enable 
access to .config through /proc’. The first stores the current 
kernel config in the kernel and the second makes it available 
through /proc/config.gz. This can be incredibly useful when 
you are experimenting with different kernels. Go to Processor 
type > Features > Processor family. This will be set to a 
generic x86_64 CPU by default, which is fine unless you’re 
using something different. Unsetting the 64-bit kernel option 
will then give you a choice of 32-bit CPUs as well. This is the 
default when using a 32-bit OS.

 The ncurses 
menuconfig 
interface. It may 
not be pretty but 
it’s useful and 
very quick once 
you get the hang 
of it.

If the kernel boot 
messages flash 
past too fast for you 
to read, record the 
screen with a phone 
camera and watch 
it back at reduced 
speed, finger over 
the Pause button.

Quick
tip

Patching your kernel
As previously mentioned, many distros apply 
various patches to their kernels. It may be that 
you need or want to do the same. These patches 
may be to support additional hardware or to 
enable extra features. They may not be in the 
main kernel source because they are too new, 
have not been sufficiently tested or are 
otherwise unsuitable.

To show how it’s done we will apply a patch 
that gives a greater choice of CPU optimisations. 
Download the ZIP file from https://github.com/
graysky2/kernel_gcc_patch and unpack it. 

The latest release of the patch requires at least 
version 4.9 of the GCC compiler being installed. 
You can check which you have by running  gcc -- 
version . If yours is older, either upgrade or use 
one of the older versions of the patch from the 
ZIP file. Copy the patch file to your kernel source 
directory, cd there and run  $ patch - p1 <enable_
additional... .

The  -p1  option tells  patch  to ignore the first 
level of directories in the patch file. View the file 
to see what this means. Depending on the source 
of your patch, you may need to use a different 

figure here. The  patch  command will report a file 
not found if the value is wrong.

Now run  make menuconfig  and check the 
options under ‘Processor type and features/
Processor family’ and you will see plenty more 
choices. If you are compiling a kernel to run 
only on the same machine, or identical hardware, 
pick the Native Optimisations option and the 
compiler will determine and use the best 
optimisations for that system. This will give a 
better performing kernel that one built to run on 
all x86-64 systems, at the expense of portability.
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 The Qt 
configuration 
front-end, 
the most full-
featured of the 
choices. Here 
it is showing 
the extra CPU 
choices enabled 
by applying the 
kernel_gcc patch.

 If you have GTK but not Qt on your computer, this is the 
graphical front-end for you, invoked with make gconfig.

Next, you need to make sure the modules for your 
hardware are configured. This is generally quite easy, thanks 
to the  lspci  command. This command lists all the hardware 
on your motherboard, onboard chips as well as PCI cards, 
and with the  -k  option it shows the module used by each 
device. If you don’t already have a working kernel on your 
target machine, you can run this from a live CD.
$ lspci -k
07:00.0 Ethernet controller: Realtek Semiconductor Co...
 Subsystem: Gigabyte Technology Co., Ltd 
Motherboard
 Kernel driver in use: r8169

So I know I need the r8169 option for my network card, 
but where do I find that? Simple, if you are using the Qt 
configuration program, press Ctrl+f and type in the name of 
the module or anything else you need to search for. It will 
show you a list of matches, from where you can enable the 
one you want. Clicking on the option description shows 
information about it in the pane below. If you are using the 
ncurses configuration program in a terminal, press ‘/’ to 
search. This shows a list of search results, and whether each 
one is enabled or not. Press the number alongside the one 
you want to go straight to it. From there you can also view the 
help text for the option. 

Sometimes an option will show up in the search results 
but not be available as an option to select. This is because it 
depends on some other option being set first. The help 
screen for an option will often have a ‘Depends on:’ line that 
lists the options it needs and their current setting. Make sure 
they are all set to ‘y’ or ‘m’ (built -in or module). Usually there 
are only one or two to consider but sometimes it can be a bit 

of a treasure hunt tracking down all the options you need.

Making the kernel
So you have been through the configuration and got 
something you think is what you want, now it is time to build 
and install it. There are three commands to do this:
$ make all
$ make modules_install
$ make install

You can string them together in a single line like this
$ make all modules_install install

But it’s best to run each separately while you are getting 
the hang of things. If something goes wrong you will know 
which stage failed. You shouldn’t normally get errors during 
compilation unless you are using a patched kernel and the 
patches conflict. If you do get a build failure, paste the error 
message into your favourite web search engine. The first 
command builds the kernel and all the modules you asked 
for, the second installs the modules into /lib/modules/
[kernel-version] and the last one copies the kernel itself, and 
a copy of its config, to /boot.

If you built everything needed for the first part of booting, 
like the root filesystem and your disk interface controllers, 
into the kernel and not as modules, you are almost ready to 
try it. One final step is needed, to add an entry for your new 
kernel to the boot menu with one of  update-grub  or  grub-
mkconfig , depending on your distro:

Troubleshooting
The are two types of people: those whose first 
kernel compiled and booted correctly and those 
who tell the truth. It can take a few tries to get it 
right, look at the sub-version number on distro 
releases, but you cannot break your system. This 
is because installing a new kernel version 
doesn’t touch your old kernel, and your Grub 
menu will contain all the kernels it finds in  
/boot. So experiment away knowing you have a 
safety net. The most common failures, especially 
if you are not using an initramfs, are not 
including essential items like your hard disk 
controller and root filesystem type as built-ins. 
Remember, you cannot load any modules until 
the root filesystem is mounted.

The usual sign of a failure is a kernel panic, 
the kernel is doing it so you don’t need to, or it 

simply stops with an error message. Read the 
error messages onscreen, you can scroll back a 
bit with Shift+PageUp providing the kernel is still 
running. The default scrollback buffer is fairly 
small, but you can set it larger in the kernel with 

the  VGACON_SOFT_SCROLLBACK_SIZE  
option—press ‘/’ to find it! You can also override 

this setting by passing  fbcon=scrollback:Nk  to 

the kernel via the bootloader, where  N  is the 
size in KB, but it’s probably easier to set this to 
something like 128K in the kernel while you are 
experimenting. Speaking of bootloader options, 

you may want to disable the  GRUB_HIDDEN_
TIMEOUT  option in /etc/default/grub so you 
see a menu with the kernel choices, just in case 
you need to select your fallback kernel. You 

should also disable any splash screens in here 
so you can see what is going on.

When you go back into your kernel source, 
make some changes, recompile and install, the 
previous version will be renamed with ‘.old’. The 
old .old version will be lost. If you want to keep 
track of all your experimental versions, you can 

either set  LOCALVERSION  in the config or 
create a file called localversion in the source tree. 
The contents of these will be added to the kernel 
version, so you can increment them as you go 
along. That will mean you could have a lot of 
kernels in /boot, feel free to delete any you no 
longer need, along with the accompanying 
System.map and initramfs files. You should 
also delete the corresponding directories from  
/lib/modules.
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 You will see something like this during your early 
experiments, it is all part of the learning process. In the 
words of the Adams’ classic—don’t panic!

 The Ubuntu 
build-essentials 
package, and 
equivalents for 
other distros, 
installs all the 
tools you need 
for software 
compilation.

$ update-grub
$ grub-mkconfig -o /boot/grub/grub.cfg

Need an initramfs?
If you look in the /boot directory of just about any Linux 
distro, you will see at least one vmlinuz-version file, these are 
the kernels. You will usually see a matching initrd or initramfs 
file. These are initial ramdisks and are a way to have a kernel 
boot on all sorts of hardware without building everything into 
the kernel. The initial ramdisk is a filesystem that the kernel 
mounts as soon as it starts up. This filesystem mainly 
consists of a collection of modules, a few essential programs 
and a script – usually called init – that the kernel runs. This 
script runs the magic of detecting your hardware, loading the 
relevant modules, mounting your root filesystem and then 
passing control of the boot process to the real filesystem. 
The initramfs is unmounted when it is no longer needed, 
freeing up and memory it used.

There are a number of ways to create an initramfs, most 
distros have their own method, but there’s now a generic 
solution that makes the whole thing much easier. Dracut 
leverages the hardware detection abilities of udev to produce 
an initramfs that will then boot your kernel on any hardware 
for which it has support. The best part is that creating an 
initramfs this way is so easy, just run:
 $ dracut --kver=[kernel-version] .

This creates a suitably named initramfs file in /boot for 
the kernel you specify (if you don’t specify a version it’s built 
for the current running kernel). The run update-grub/grub-
mkconfig  and the initramfs will be added to your boot 
menu. Dracut can do more than this, such as assembling 
RAID arrays or unlocking encrypted partitions [see the 
tutorial p73, LXF197 for a more detailed explanation].

Third-party modules
So called ‘out of tree’ drivers are kernel modules that are not 
included with the kernel. The most common example of these 
are the Nvidia graphics drivers, closely followed by various 

Wi-Fi drivers, excluded from the kernel because they contain 
proprietary code. 

After compiling a new kernel, you will need to rebuild these 
drivers. You can wait until after you have rebooted, but that 
may mean you have no network connection, so make sure 
you have the driver packages available. You can usually 
reinstall them before you reboot, but they have to know which 
kernel to build for. The de facto standard way of doing this is 
to look for a symlink from /usr/src/linux to your kernel 
sources and build for that version, so it is a good habit to 
create this symlink whenever you unpack a new kernel. If you 
have to do some of these, it may be easier to use a short shell 
script to handle the various steps in compiling and building a 
kernel, something like:
#!/bin/sh
date -Iminutes >localversion
make all
make modules_install
make_install
dracut --kver=$(cat include/config/kernel.release)
update-grub
run nvidia installer
reinstall wireless drivers

This takes care of everything from giving each kernel a 
unique version to updating the bootloader and reinstalling the 
out of tree drivers.

We have mainly looked at using either the vanilla sources 
from www.kernel.org or our distro’s sources, but there are 
some other kernel versions out there. These are usually 
supplied as patchsets that you apply to the vanilla kernel 
source. One of the most well known is CK patchset from 
http://users.tpg.com.au/ckolivas/kernel but you should 
concentrate on learning to build a stock kernel before getting 
adventurous with these. If you want to get really adventurous, 
you can download the sources for the latest release candidate 
from www.kernel.org or even get the very latest sources with 
git from https://github.com/torvalds/linux. LXF 

Updating your kernel
After spending some time getting your 
customised kernel just the way that you want it, 
that annoying Linus Torvalds guy goes and 
releases a new version. You’re probably thinking 
that you’ll have to start all over again, right? 
Actually, you don’t. You’ll need to download and 
unpack the new sources. Apply any patches you 

want, bearing in mind that some may fail 
because you may need a new patch or even 
none at all as it’s now in the kernel. Next  cd  
into the source directory, copy your old .config 
file into it (there will be a copy in /boot and also 
in /proc if you set that option) and run  $ make 
oldconfig .

This command compares your existing  
.config with the options available in the new 
Linux kernel version and prompts you for any 
new options it finds. For a minor update, eg from 
version 4.6.3 to 4.6.4, there will most likely be 
nothing to do. Then you can compile and install 
the kernel as before.
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Mr Brown’s
Administeria

Jolyon Brown
When not consulting on Linux/DevOps, Jolyon 
spends his time bootstrapping a startup. His 
biggest ambition is to find a reason to use Emacs.

This segment has covered a few stories 
which touch on the current resurgence 
in artificial intelligence and machine 

learning. While we wait to see whether this will 
lead to a glorious future where servers look 
after themselves and our cars can drive us to 
work while we sleep or the enslavement of the 
human race, we should sit back, put our feet up 
and enjoy a beer brewed by a benign artificial 
intelligence. London based IntelligentX 
(http://intelligent.ai) has combined brewing 
with machine learning to create four different 
types of beers which will evolve over time 
thanks to customer feedback and 
interpretation of the data by the company’s 
Automatic Brewing Intelligence (or ABI, for 

short). Drinkers use Facebook Messenger to 
answer questions about the beer and 
IntelligentX say reinforcement learning and 
Bayesian decision making are involved in 
taking this data and having ABI suggest new 
recipes for the next version of the products 
(the version you are drinking is handily listed 
on the bottle label). The company’s brewers 
can also give feedback to the system which 
can suggest different ingredients and learn 
which are the most successful. The company 
aims to have one of its AI-generated recipes 
win a brewing competition some time in the 
future. LXF readers who live near Bermondsey 
might be lucky enough to pick up some 
samples and help fashion the next generation. 
As the recipes change, the company says older 
versions will be open sourced for anyone to 
make at home. 

Despite the FSF famously saying we should 
think of free software along the lines of “free 
speech, not free beer”, open source and beer 
have a shared history of course and the craft 
beer movement has resulted in an explosion of 
small breweries and interest in home brewing. 
BrewDog, the Scottish-based brewery, 
released its recipes online earlier this year and 
the likes of the BrewPi project and others are 
bringing like-minded brewers together with the 
aim of being able to automate the production 
of their own beer using the ubiquitous 
Raspberry Pi and Arduino platforms.

Esoteric system administration goodness from  
the impenetrable bowels of the server room.

Reinforcement learning and Bayesian decision 
making help IntelligentX evolve beer recipes by 
analysing customer feedback.

You have to pity the poor blighters 
tasked with putting together ‘end of 
year review’ editions of magazines 

and news programmes when it comes to 
2016. From David Bowie to Brexit and 
beyond, this year has been relentless in 
throwing up newsworthy events (tragically 
so, in some cases of course). While I’m 
loathe to get political in this column (you 
can get in touch with me on twitter via  
@Eddie_Catflap for that kind of thing) 

I found the aftermath of the EU 
referendum fascinating, particularly the 
changing fortunes of the key figures 
involved. One day you’re the Prime Minister 
and the next you’re on the backbenches; 
one moment you’re Lord Chancellor and 
Secretary of State for Justice ready to 
sweep into power and the next your 
so-called allies avoid you in the corridors of 
Westminster and a clown gets made 
Foreign Secretary. While politics by its 
nature is particularly predisposed to this 
kind of upheaval, I thought of it as a timely 
reminder that very little is permanent and 
situations can change quickly. 

I’ve written before here about having 
backups of your data, but that goes for 
careers as well. Do a mental exercise; if you 
had to change your job/amend your career 
path [What?!–Ed] today – right now – what 
would you want to do? How would you 
cope? Personally, I think it’s good to at least 
have some ideas and plans in place to 
mitigate unexpected upheavals. I’m also 
convinced that day to day work for me in 
five years time will be substantially different 
to what I’m doing now, and changes will 
happen relatively quickly as technology 
changes. For good or ill I’m not sure! My 
advice, gentle reader, is to keep learning, 
keep an eye on the horizon for new 
technologies and be ready to take 
advantage of opportunities that arise. Who 
knows? Perhaps one of you will end up in 
No. 10 Downing Street!
jolyon.brown@gmail.com.

AI beer brewer

Destiny’s child

 IntelligentX’s beer has version information 
on the label and the recipes are chosen by 
artificial intelligence. Not a sentence I ever 
thought I’d write.

Image credit: IntelligentX
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what the unikernel movement, if such a thing exists, means 
by the term now.

Some unikernels can trace their lineage back to research 
projects in the nineties – Library Operating Systems – with 
names like Nemesis and Exokernel (no, me neither). These 
were attempts to improve upon the existing operating system 
model by guaranteeing predictable performance for 
applications that needed it. They used libraries to access 
hardware directly without moving data between kernel and 
user space for example. Back then though, trying to do this 
on commodity (PC) hardware and maintain the device drivers 
for a relentlessly changing market was beyond the bandwidth 
of the teams involved. This issue has been resolved in recent 
efforts by targeting the virtual devices provided by modern 
hypervisors. This then leaves just the services of the 
operating systems as we know them to be replaced. Different 
projects have done this in different ways, but the gist of the 
idea is that for an application to run, a whole operating 
system does not need to sit underneath it. 

Reading research papers so you don’t have to, this month Jolyon Brown 
ventures into the cut down world of unikernels.

Unikernels

Last issue, I talked about keeping an eye on developing 
trends in the industry and looked at serverless 
computing, the name given to an approach to 

application development which seems to be rapidly gaining in 
popularity. Continuing in this vein, this month I’m going to 
look at unikernels, a term I’ve noticed popping up in my 
twitter feed with increasing frequency over the last few 
months. So what on earth are they?

Uni… What?
There are a few definitions floating around out there in the 
ether, the most popular of which is that ‘unikernels are 
specialised, single-address-space machine images 
constructed by using library operating systems’. I hope that’s 
clear. See you next month. Er, what do you mean, you want 
more detail? OK. A unikernel is an image designed to run 
directly on a hypervisor, such as KVM or Xen. They most 
definitely are not general purpose operating systems like say, 
the myriad GNU/Linux virtual machines I have running on my 
laptop at this very moment.  They are built generally using 
high-level languages which are then compiled down into the 
aforementioned ‘specialised’ images. They don’t need a 
traditional operating system to run on. Think of them like 
single-purpose appliances which treat the hypervisor like a 
stable hardware platform. Only the code which is needed to 
allow the unikernel to perform its designated task is baked 
into the image.

Proponents of unikernels say that this approach has many 
benefits. These include improved security by having a much 
smaller attack surface for any would-be assailant to try and 
breach; much smaller footprints overall when compared to a 
traditional OS and extremely low boot times—typically a 
unikernel can be fired up to deal with an incoming request 
(very reminiscent of serverless functions which I covered 
last month). 

So, like serverless computing, unikernels are not a brand 
new idea. The last couple of years in particular though have 
seen a flurry of activity and experimentation in their 
development and use, driven by the rise in cloud and 
container based computing. There are examples of similar 
systems over the last couple of decades really – ideas often 
get recirculated – but for brevity’s sake I’ll concentrate on 

OCaml resources and projects
Eagle-eyed readers will recall that LXF has 
covered OCaml in the past [see Code Academy, 
p88, LXF182], Juliet Kemp gave us a great intro 
to this high performance functional language. 

OCaml is descended from ML and as well as 
being functional in nature, also supports object 
oriented and imperative programming. It has a 
reputation for being very performant; indeed, 
the first I ever heard of it was on a website 
(www.tbray.org) where a typical file processing 
batch job was benchmarked using a variety of 

languages. OCaml for a while topped the charts 
on that particular task. Jane Street (a 
proprietary trading firm, https://www.
janestreet.com/technology) has long 
championed its use and has funded some of the 
development work which has gone into 
improving things like the OCaml package 
manager, OPAM. Its blog (https://blogs.
janestreet.com) is good place for OCaml 
related news. Of course, O’Reilly (who else?) has 
a tome dedicated to the language and have 

made an online version available for free 
(https://realworldocaml.org). 

Facebook has used OCaml for a number of 
development tools—its ‘Hack’ language (a 
version of PHP with static typing) compiler is 
written in it, and its newly launched ‘Reason’ 
(https://facebook.github.io/reason) is billed 
as a new interface to OCaml which can be used 
to rapidly build fast, safe systems. Finally, there’s 
http://ocaml.org, the ‘home’ of the language 
online with wide variety of tutorials and packages.

 There are 
quite a number 
of unikernel 
projects 
underway, many 
of which are 
listed at http://
unikernel.org.
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The Unikernel idea is a powerful one, especially in this era of 
cloud computing and the almost-here-but-never-quite 
‘internet of things’ era that will follow (any day now, 
apparently). The space, security – even power – benefits of 
running a much reduced stack are very attractive for the right 
scenarios. As such, there are a number of projects exploring it 
and putting forward their interpretation of how they should be 
built going forward. A handy (but not exhaustive) list can be 
found at http://unikernel.org/projects. The one I’ve seen 
the most interest in (specifically because elements of it were 
used by Docker to build its Docker for Mac product recently) 
is MirageOS (https://mirage.io). 

MirageOS
MirageOS uses OCaml as its language (see OCaml Resources 
and Projects bottom, p53). The originators of the project 
decided that, as they were replacing the services of the OS 
anyway, why not take the chance to also address the memory 
handling issues often associated with C development? Using 
a higher level language has all kinds of advantages—static 
type checking (where the compiler can detect errors involving 
variables being interacted with incorrectly), automatic 
memory management, mature module support and being 
able to use concepts such as metaprogramming. The trade-
off is usually performance, but OCaml has a reputation for 
being especially strong in this area. MirageOS requires the 
use of the Xen hypervisor to run the unikernels it produces, 
but as will become clear this is at the very end of the 
development workflow.

As ever, I find the best way to get to grips with something 
is just to dive in and get my hands dirty. For ease of 
installation, I fired up a new (64-bit) Ubuntu 16.04 VM. There 
was a bit of prep work to do before I started installing 
MirageOS related software. I tend to use cloud providers for 
quick testing these days; the friction between a local setup 

and the cloud is virtually nil for the kinds of things I do in this 
column. But getting MirageOS based unikernels up and 
running on a Xen-based cloud provider was out of scope for 
these pages (In fact, Amazon was the only one that had 
supporting documentation for booting these—and they 
didn’t, at the time of writing, have Ubuntu 16.04 available as 
an image). Making this easier will be a money spinner for 
someone, I’m sure. This time though, I switched back to my 
old Virtualbox setup so I could easily install Xen:
$ sudo apt-get install xen-hypervisor-4.6-amd64

I also needed to add a Xen bridge. (For details on this see 
https://help.ubuntu.com/community/Xen.)

Running a hypervisor under virtualisation is a terrible idea 
for performance of course, but for my testing purposes this is 
OK. After a reboot Xen commands became available to me.  
Running  $ sudo xl list  shows that my Ubuntu VM is now 
running under Xen control (as Dom 0). Once this was done 
however I was able to get going with the main event:
$ sudo apt-get update
$ sudo apt-get install opam
$ opam init
$ opam install mirage

This installed opam, the MirageOS package manager. The 
download was reasonably large (500MB) on a fresh 16.04 
host. For ease of use, I allowed opam to modify my local  
.profile file when prompted. To get MirageOS fully installed 
there were a couple of dependent packages that needed 
installing; this meant rerunning the install command a few 
times for extra passes, but I was quite impressed with how 
easily these problems were overcome (opam saying exactly 
what commands had to be run). For the record they were: 
$ opam depext conf-m4.1
$ opam depext conf-pkg-config.1.0

I won’t waste too much time on opam, but it seems fairly 
decent and robust. I have a love/hate relationship with 
language module managers such as this – thinking the OS 
package managers already exist and could do a better job – 
but they’re a fact of (sysadmin) life. Still, opam appears to be 
one of the better ones, at least for the basic operations I did 
with it. 

Our first unikernel
The workflow (with MirageOS at least) for building unikernels 
is to begin by building them as regular Linux applications. 
This process can follow regular development practices 
(source code management and version control etc). Once 
these have been tested, the compiler can be told to start 
replacing Linux elements, such as the TCP/IP stack, with their 
OCaml equivalents and finally a Xen kernel can be compiled 
ready to run wherever a Xen hypervisor is available. It’s simply 

What other unikernel platforms are available?

 To get the most 
from MirageOS, 
learn some 
OCaml. Note the 
double-humped 
Bactrian camel 
in the logo, which 
distinguishes 
it from the 
dromedary one 
that’s associated 
with Perl!

I’ve concentrated on MirageOS here which has 
garnered the most publicity in this relatively new 
market, but a look at the projects page on 
http://unikernel.org shows quite a few options 
available. The production supporting sysadmin 
side of me reels in horror at words like ‘early 
performance analysis’ and ‘research prototype’ 
however! MirageOS does have the momentum 
at the moment with its growing list of modules, 
but it isn’t the only game in town. There’s also 
rumpkernel (http://rumpkernel.org) which 

take a slightly different tack (the name is going 
to be a hard sell for any marketers though). 

Rather than go down the clean slate route, 
the rumprun unikernel targets software which 
runs on current operating systems like our 
beloved Linux. The project says it optionally 
supports a Posix-like application interface and 
has been tested to run plenty of unmodified real 
world software such as web servers and 
databases. This is intriguing and offers the 
possibility that being able to run generic 

applications as unikernels might be possible. 
The project wiki states that “if you want to run 
some arbitrary off-the-internet software as a 
unikernel, and do not feel like rewriting that 
software, you might find the software will just 
work on Rumprun.” The cynic in me suspects 
this covers up a world of pain, but the hacker in 
me really wants to try it out! Space prevents me 
from doing so here, but perhaps this might be 
an avenue to follow for a proof-of-concept type 
project with specific requirements.
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a question of telling the compiler to target a different back-
end in effect.

The project handily provides a ’skeleton’ project for new 
users building their first Unikernels (https://github.com/
mirage/mirage-skeleton). To get to grips with the basics it’s 
a good place to start and the ‘Hello world!’ of MirageOS 
Unikernels are simple to generate with the following five lines:
$ git clone git://github.com/mirage/mirage-skeleton.git
$ cd mirage-skeleton
$ cd console
$ mirage configure --unix
$ make

At the end of this a number of files will be generated in the 
directory, including a 64-bit ELF which can be executed via  
 $ ./mir-console . MirageOS generated a Makefile which the 
make command used to create this output for me. Changing 
this to a Xen back-end is just a case of changing the 
configure argument: 
$ mirage configure --xen
$ make

MirageOS handles all the changes needed to produce 
quite different output, with no amendments to the code. 
This time, a mir-console.xen ELF is produced; this can be 
booted as a standalone Unikernel proper. To test this I can 
use the console.xl file which has also been produced (I can 
ignore the console.xl.in version of this file for now, which is 
meant for production use and has parameterised 
placeholders in it) as a parameter to the  xl  command.
$  sudo xl create -c console.xl

Going Xen with unikernel
This is a trivial example of course but proved that my setup 
was up and running. On this page (https://mirage.io/wiki/
hello-world) are some more concepts which are worth 
following. It covers replacing Linux networking and 
filesystems with their OCaml equivalents through the 
development workflow. The build process for the project 
website (which is, of course, a unikernel) is a great example of 
this. I can take a look by cloning their repo in a new directory 
and building it as a regular Linux application.
$ git clone git://github.com/mirage/mirage-www
$ cd mirage-www
$ make prepare
$ cd src
$ mirage configure -t unix --kv_ro crunch --net socket
$ make
$ sudo ./mir-www

This brings the MirageOS site up on my local VM which I 
can browse to on port 80. Note that the app is using regular 
unix sockets here though and  kv_ro  which is a key/value 
store reading from the filesystem. I can replace both of these, 
making a Xen unikernel possible. To test these under unix 
though I need to supply a tap0 interface via the UML package. 
$ sudo apt-get install uml-utilities
$ sudo modprobe tun
$ sudo tunctl
$ sudo ifconfig tap0 10.0.0.1 up
$ mirage configure -t unix --net direct --kv_ro fat
$ make
$ sudo ./mir-www

This uses the OCaml TCP/IP stack and a built-in FAT 
filesystem. One step further will be to execute this as a Xen 
unikernel of course. I had all kinds of issues with this, finally 
overcome by doing the following:
$ mirage configure -t xen --network 0

$ make
$ ./make-fat_block1-image.sh
$ ./make-fat_block2-image.sh

The  network 0  flag here was key and seemed to fix a bug 
of some sort. The make-fat scripts create some images of the 
website data which are pulled into the running unikernel. 
In order for this to work I had to edit www.xl which was spat 
out by the  make  command and remove some extraneous 
entries from the  disk  line.  Finally, I was able to run  $ sudo xl  
create -c www.xl  and have Xen boot it up for me. Quite a lot 
of work, but it demonstrates how MirageOS can bundle 
application code and data together into a single image.

So, do I think unikernels are the future? I’ve only really 
looked at simple examples using MirageOS here of course 
and that in turn comes with a development workflow that I 
would need to adapt to. But this isn’t insurmountable and not 
too dissimilar operationally to say, packaging Java code up to 
run on Tomcat servers. I expect management and 
orchestration of unikernels to be an area with a lot of 
development effort thrown at it. Perhaps the nascent tools 
currently battling for mind and market share of containers will 
be the obvious choices here. Certainly deploying via the usual 
cloud providers isn’t that straightforward at the moment and 
given the Amazon investment in Lambda it’s not clear 
whether they would be all that bothered about developing 
tools for unikernels. The performance and troubleshooting 
aspects are somewhat opaque and need some planning and 
evolution too. Take a look at https://www.joyent.com/blog/
unikernels-are-unfit-for-production where the issues 
around supporting them are listed in quite damning fashion 
(although that’s a very opinionated piece). Perhaps they will 
best be suited to the internet of things after all—there is some 
talk online of ‘dust clouds’ of IoT devices and I can see how 
unikernels could hit the sweet spot of portability between 
platforms and a small execution size.

I expect unikernels written in other system languages to 
grow quite quickly – Go and Rust would be of particular 
personal interest to me, while Erlang has many supporters – 
as OCaml may be a bit too much of a switch for some 
organisations to handle. Overall? I don’t think we’ve seen the 
final form of unikernels by any means. They are niche, 
debugging is immature, support is sketchy at best—but for 
the right task they may be ideal. Take a look. LXF

 A copy of the MirageOS website running as a unikernel under the Xen hypervisor, 
which is, in turn, running as a VM on my laptop. What a time to be alive!
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“Gimp boasts modern 
split preview for GEGL-
enabled filters.”

 The new version of Gimp offers not only a dark theme by 
default, but also beautiful vector icons for the toolbar!

The new generation of Linux users 
are likely to be unaware of what 
the GTK toolkit’s name stands 

for. Many years ago, it was written 
specifically for the Gimp image editor 
and was known as the Gimp ToolKit. 
Gimp was one of the first bold and 
feature-rich graphical Linux 
applications, and its interface library 
later grew into the core part of many 
desktop environments, such as Gnome 
and Cinnamon etc.

Gimp doesn’t often supply new and 
fresh releases, but when it does the list 
of changes is always thrilling and 
amazing. The 2.9.4 version is a major 
milestone and a significant leap forward 

Gimp
since the 2.9.2 release [which we 
proudly covered in LXF207]. The first 
thing you’ll notice is the new tool icons— 
they are now monochrome and come 
in vector format (you need to enable 
this in the build configure options). 
The overall look is now much more like 
Photoshop. It was possible to achieve 
similar results with Gimp 2.8 (see 
http://bit.ly/1qSUKbT), but the new 
Gimp 2.9.4 is designed to look this way 

from the start and you don’t have to 
tweak anything.

There’s more good news. The now 
built-in colour management feature 
doesn’t depend on LittleCMS anymore, 
and there’s support for MyPaint 
brushes, symmetric painting mode, 
and more filters using the new GEGL 
engine, with a modern split preview for 
GEGL-enabled filters (move the curtain 
to compare ‘before’ and ‘after’). There’s 
Darktable integration for importing 
RAW images, a revamped screenshot-
taking tool as well as enhancements for 
selection tools and new shortcuts etc.

Also, Gimp can now handle batch 
commands without scripting or third-
party modules like this:
$ gimp -i -b ‘(with-files “*.png"(gimp-
file-save 1 image layer (string-append 
basename ".jpg") (string-append 
basename ".jpg")))(gimp-quit 0)'

This command converts all PNG files 
in the current directory to JPEG. You 
can enhance this macro to use more of 
the Gimp’s power, such as inverting, 
rotating images and applying effects etc.

To get the newest Gimp release, use 
bleeding-edge and rolling-release Linux 
distros or use the Ubuntu PPA at 
ppa:otto-kesselgulasch/gimp-edge.

Version: 2.9.4 Web: www.gimp.org

Gimp  Ghetto-Skype  Lepton  La Mapería  Qt WebBrowser  NaSC  
  Cumulus  Dolphin-emu  Extreme Tux Racer  Nutty  Qloud

Image editor

Exploring the Gimp interface...

Floating colour 
adjustments panels
When you change such 
settings as colour levels, 
the result is immediately 
previewed on the main image.

The main toolbar
Gimp now boasts new vector 
icons that automatically adopt 
your colour settings. If you 
prefer a light theme, the icons 
will get darker.

Main image area
Gimp is about images and so 
this area remains the largest 
one. Hold down the Ctrl key 
and use your mouse’s 
scrollwheel to zoom in and out.

Extra tabs
Many useful features are hidden in 
extra tabs on this panel—brushes, 
textures, gradients and text options.

Add more layers
Gimp supports layer groups and many 
advanced settings that you can specify 
for one or several layers.

Alexander Tolstoy
seeks out the best free and open 
source software with his legion of 
3D-printed drones and herds them 
into HotPicks for you to enjoy.

The best new open source 
software on the planet
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No, the sky hasn’t fallen: Skype 
remains proprietary 
communication software, but 

recently there’s been very interesting 
news on the world’s most popular VoIP 
client from Microsoft. Many of us use 
Skype to connect with family or 
colleagues, and the Linux version of 
Skype has served pretty well—to the 
extent that any potentially untrusted 
binary blob for Linux can. 

However, the last version, 4.3.0.37, 
came out back in 2014 and this fact 
raised some concerns about Microsoft’s 
willingness to keep on updating Skype 
for Linux at all. Redmond finally 
released the Alpha version of its next-
gen Skype for Linux in July, and 
everybody admitted that the new 
version is just a wrapper for the web-
based Skype online service. Microsoft 
had used Electron and Node.js to make 
a standalone application, which is 
virtually a Chrome-based wrapper. 

W e covered the lossless 
image encoder called FLIF 
[HotPicks, p57 LXF205] 

and were pleased to admit that it 
outperformed the convenient PNG 
encoder in terms of producing smaller-
sized files. Now another technology is 
out in nearly the same area. Lepton is a 
compression and decompression 
algorithm that has been open-sourced 
by the Dropbox company.

Lepton does with JPEG files what 
FLIF does with PNGs, and because the 
two image formats are completely 
different, we can’t compare their 
performance directly. You might want to 
use PNG for screenshots and JPEG for 
photos and now there are open source 
projects for both. Lepton offers lossless 
compression for JPEGs, which 
resembles convenient archiving. But 
unlike putting a JPEG file into a ZIP or 
TAR.GZ archive, which makes very little 

Ghetto-Skype

Lepton

Not only is it not very good, but there’s 
an open source project that does the 
same thing in a more elegant way.

Ghetto-Skype is an unofficial Skype 
client that has many parts in common 
with the official Microsoft Skype for 
Linux Alpha, but with Ghetto-Skype we 
have the code and can be sure that the 
application is safe. Ghetto-Skype uses 
the same connection as web-based 
Skype but also uses the benefits of 
Electron more efficiently. You get a tray 
icon with native desktop notifications, 
good integration with your desktop 
accessories (such as image viewer) 
and, more important, a working proxy 
detection. You can make audio calls, but 
no video calls yet. This isn’t the fault of 

sense in terms of saving disk space, 
Lepton really makes the output file 
smaller. Dropbox published a 
comprehensive article describing how 
the algorithm works (http://bit.
ly/29VqPnT), pointing out 
optimisations they implemented in 
encoding 8x8 pixel blocks, which are 
used in JPEG compression.

Building Lepton from source is very 
straightforward. Download the sources 
and execute the well-known sequence:
$ ./autogen.sh; ./configure; make; make 
check
$ sudo make install

Lepton has a simple syntax and 
while you can enjoy many advanced 

VoIP client

Image compression algorithm

Ghetto-Skype, but rather the downside 
of the web version of Skype. All the rest 
works well and is quite responsive.

You can get Ghetto-Skype sources 
and build it on your local machine with 
  $ npm install && npm start  in the 
application’s directory. The project 
website also has DEB and RPM binary 
packages for other Linux users.

features, you can start with this:
$ lepton input.jpg output.lep

If your JPEG file uses progressive 
encoding (eg Gimp uses this by default 
when exporting to JPEG), you’ll need 
the appropriate extra option:
$ lepton -allowprogressive input.jpg 
output.lep

To restore (decompress) your file, 
use the same command in reverse, 
swapping the  .lep  and  .jpg  elements. 
Lepton is quite effective: it can trim 
down your files by 15-20% without 
losing quality.

Version: 1.3.2 Web: http://bit.ly/GhettoSkype

Version: Git Web: https://github.com/dropbox/lepton

 The Ghetto-Skype application is smart enough to auto-
detect your http_proxy settings.

 Save around 20% of your disk space by squeezing 
more juice from JPEG encoding.

“Uses the same connection to web-
based Skype but also uses the benefits 
of Electron more efficiently.”

“Lepton can trim down 
your files by 15-20% 
without losing quality.”

 LXFHotPicks
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N ot long ago, [see p54, 
LXF212], we praised 
Qupzilla’s decision to switch 

from QtWebkit to QtWebEngine. The 
shiny new version boasted significantly 
better page rendering and perfect 
compatibility thanks to the Chromium 
code inside. This time we have another 
browser with exactly the same engine 
under the hood, but the rest is very 
different from any other desktop web 
browser. Qt WebBrowser has long been 
part of Qt’s commercial offerings, but 
recently it was open sourced.

What makes the browser special is 
the focus on mobile and embedded 
devices. Since Qt WebEngine does not 
support Android or iOS, the most 
popular mobile platforms are out, 
but you can still run the browser in 
custom-built kiosks or on the desktop. 
Qt WebBrowser has most of the 
essential features for everyday use, 

Qt WebBrowser
including searching from the address 
bar, tabs, bookmarks, history, support 
for streaming audio and video, and 
even a private mode with all traces of 
your activity removed after you quit 
the application.

Although the browser is optimised 
for touch input, it runs flawlessly on 
conventional computers—ie to 
emulate an onscreen keyboard it 
makes use of Qt Virtual Keyboard, a 
sister project from the Qt Company. 
Qt WebBrowser is shipped as a saved 
QtCreator project and for anyone 
curious about the hands-on, you’ll 
need to download the sources, as 
there are no binaries yet:

Web browser

$ git clone http://code.qt.io/qt-apps/
qtwebbrowser.git

Then open the PRO file in Qt Creator 
and run (or compile) the project from 
there. You’ll need a recent version of Qt 
Webengine (5.7 and above) to make the 
thing happen.

In our tests Qt WebBrowser 
performed as well as any Chromium-
based browser would do. If you like the 
idea of building open source embedded 
devices (kiosks. terminals) with touch 
input, make sure you have at least 1GB 
of RAM and an OpenGL-capable video 
setup for best performance.

Version: 1.0 Web: http://bit.ly/QtWebBrowser

 Browse the web like you used to with this compact 
Chromium-powered mobile browser.

“What makes the browser 
special is the focus on 
mobile and embedded.”

Y ou’ve probably heard about the 
recent crisis that tragically hit 
Gnome Maps and made this 

beautiful application nearly useless: the 
MapQuest service moved its 
infrastructure into the cloud and 
discontinued free access to the map 
tiles for third-party apps. Sadly, this 
meant finding a Gnome Maps 
replacement and the first that came to 
mind was Marble. If you’ve ever used 
Marble you might have noticed that 
while it does a very nice job of bringing 
OpenStreetMaps (OSM) to users’ 
desktops, the picture quality isn’t 
perfect: maps and topographical 
captions look somewhat blurred, and 
you can’t fix this easily by using the 
OSM website in your browser.

La Mapería is an open-source 
application for creating print-quality 
documents with high-resolution maps 
based on the OSM data. The app 
downloads tiles for a particular region 

La Mapería
and scales and places them onto a 
page. It draws a frame around the 
map’s contents, with arc-minute 
markings and draws a map scale so you 
know what distance on the map 
corresponds to the equivalent distance 
in the real world.

Making La Mapería work is quite 
easy as there are no binaries and just a 
set of Python scripts. Make sure you 
have all Python3 modules (eg gobject 
and cairo) and just run  $ ./lamaperia.py  
from the working directory. The first 
time you do this, the script will ask you 
to configure the application (be sure to 
consult the README.md file in order to 
fill in the required credentials). La 
Mapería uses the Mapbox service for 

Maps downloader

downloading map tiles, and you’ll need 
an account there in order to access 
tiles. After a brief config wizard 
completes, use the following syntax to 
generate a map:
$ ./lamaperia.py --config mymap.json 
--format pdf --output map.pdf

The referred JSON file should 
contain at least longitude, latitude and 
scale factor for your map. You can get 
geographical coordinates from the OSM 
website and select the scale. La Mapería 
works best for maps at scales 1:100,000 
and larger. There are many other 
configurables that you can add, such as 
page dimensions or different units.

Version: Git Web: http://bit.ly/LaMaperia

 The results are so good, you’ll want to frame them.

“La Mapería works best 
for maps at scales 
1:100,000 and larger.”

LXFHotPicks 
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Many students use standard 
calculator applications, which 
work nearly the same across 

all platforms. Apart from advanced 
mode – commonly called engineer/
scientific mode – calculators lack the 
intelligence to solve mathematical 
problems. The NaSC project is an 
attempt to plug this particular gap. 
There are many things that the NASC 
acronym can refer to, but the point of 
interest for us is the tiny and nifty open 
source application.

NaSC works like a normal calculator, 
although it’s focused on text input. Its 
main panel has numbered lines, just like 
an advanced text editor. You can simply 
put random text strings here, but once 
NaSC detects a solvable task, problem 
or equation, it will automatically solve it 
and display the answer in the right-
hand pane. NaSC is smart enough to 
find angles and their trigonometric 
values, find X in plain and second-

W hen a weather forecast is 
delivered right to your 
desktop, it makes decisions 

over whether to take an umbrella or 
leave it at home easier, and so life a little 
brighter and sunnier even if the weather 
itself isn’t. The Russian city where 
HotPicks is collected has been under 
showers and drizzle since 1703, and we 
suspect that people in the UK often 
suffer in the same way.

The number of desktop widgets, app 
indicators, plasmoids and standalone 
programs dedicated to displaying the 
current weather (and possibly a 
forecast as well) can hardly be counted. 
Cumulus is the new kid on the block, 
although it has interesting roots. A few 
years ago the Ubuntu Software Center 
featured Stormcloud, a weather 
application that was offered for $3 and 
featured nice desktop integration 
(interactive Unity launcher and native 

NaSC

Cumulus

degree equations, display atomic 
weights and other parameters of any 
element, and more. You can also use 
the right-hand pane for searching 
through a long list of maths functions— 
you can always guide NaSC manually 
and override its heuristic algorithm. 
Overall, NaSC can serve as an 
indispensable helping hand for 
students as well as software and web 
developers most of whom face the 
need to program animations and 
moves which require trigonometry.

NaSC not only solves problems, but 
also lets you share answers via 
PasteBin. You can give a name to your 
entry and set its expiry period as you 
like. The rest of NaSC is typical of 

notifications etc). Since then stormy 
circumstances have engulfed the app: 
Yahoo Weather, the data provider for 
Stormcloud, changed its API and the 
application became useless. Later it 
was resurrected as the open source 
Typhoon app, but unfortunately this 
was soon abandoned as well. Now we 
have Cumulus which is a nearly-
identical clone of the original 
Stormcloud app which is also still 
powered by Yahoo Weather.

Cumulus is a set of Python scripts 
with GTK bindings, but for end users it 
looks like a floating window with fixed 
size and modern flat design. In several 
desktop environments, including Unity, 

Maths problems solver

Weather app

applications that were developed to fit 
the Elementary OS design scheme: the 
UI is minimalistic and doesn’t have 
excessive configuration options. Getting 
NaSC to work is simple for anyone who 
runs a Ubuntu derivative on the 
desktop: just enable the PPA 
(ppa:nasc-team/daily) and install the 
application via the command line or in 
your package manager.

Pantheon and Gnome, Cumulus will 
show the interactive launcher icon with 
the current temperature in the small 
balloon, but we’ve found it to be 
perfectly useful on any desktop.

Currently, the project’s website 
offers the tarball with sources and the 
Deb package, so if you’ re not on 
Ubuntu or any of its relatives you’ll need 
to install the application manually.

Version: 0.2 Web: http://bit.ly/NaSCTeam

Version: 1.0 Web: http://bit.ly/CumulusApp

 Finding X has never been so easy and intuitive!

 You can set your location and adjust the look of the 
Cumulus widget to your taste.

“An indispensable 
helping hand for students 
and web developers.”

“Cumulus is a set of 
Python scripts with 
GTK bindings.”

 LXFHotPicks LXFHotPicks
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HotGames Entertainment apps

M any Linux users may know 
Dolphin as a file manager, 
here we’re talking about 

the Dolphin emulator, also known as 
dolphin-emu. This is a software 
emulator that enables you to run 
many Nintendo games for 
GameCube and Wii devices. Dolphin 
is a sister project to Pear PC, a 
solution for running old OS X versions 
on x86 machines, which means 
GameCube and Wii games compiled 
for Gekko and Broadbay CPUs of the 
PowerPC family will also run.

The emulator is open source, but 
in order to play anything you’ll need 
game ROMs. The official Dolphin-
emu project suggests that you 
should rip such ROMs from legal 
game copies that you own, but if you 
don’t have any, there are many 

Dolphin
abandonware sites that enable you to 
legally download and play legacy games. 
The emulator accepts ROMs in many 
formats, including ELF, DOL, CISO and 
WAD. To play a game, you hit the ‘Open’ 
button and locate the ROM. Usually 
most games work just fine, but if you 
want to tune the Dolphin performance, 
pay attention to the buttons on the 
right-hand side of the toolbar. These are 
quick links to general settings (Config), 
Graphics settings (Graphics) and the 
external controllers setup (Controllers).

Dolphin brings emulation to new 
heights—which can be seen if you 

 You can play many modern commercial titles with this 
open source emulator or go with classics.

GameCube/Wii emulator

simply look at the file sizes of 
different ROMs: the legacy DS 
games are as small as 30-60MB, 
whereas GameCube and Wii titles 
can weigh in at a couple of 
gigabytes and offer far more 
advanced graphics and gameplay. 
In addition, you can plug in 
gamepads or other controllers and 
enjoy a nearly-perfect gaming 
experience, provided that your 
Linux machine is powerful enough.

Version: 5.0 Web: https://dolphin-emu.org

“A software emulator 
that enables you to run 
many Nintendo games.”

This is one of the most 
recognisable Linux games 
because it feature the Linux 

mascot itself. The modern Extreme 
Tux Racer evolved from the famous 
Tux Racer game, which came out of 
the University of Waterloo in 1999. 
For years, Tux Racer was the premier 
open-source race simulator, which 
many Linux users were proud to 
show to their friends, although its 
first developers abandoned the 
original game soon after making it 
open source. Between 2001 and 
2007 various forks were introduced, 
but only one is still alive called 
Extreme Tux Racer (ETR for short).

In the game you control Tux 
rolling down a mountainside. Your job 
is to steer him to the finish line in the 
fastest time while collecting herring. 
When sliding down the icy surface 

ETR
Tux accelerates, whereas on the snowy 
path he keeps his current speed, which 
means that when you start moving on 
the snow, pressing the accelerate key 
(Up arrow) will get you started up to 
60kmh and you then need to keep 
manoeuvring with the Left and Right 
arrow keys. The final score is calculated 
by taking account of both your timing 
and the number of herring collected.

If you used to play the game in the 
past, the newest ETR may feel similar 
to Tux Racer. However, there was a gap 
between version 0.6 from 2013 and the 
latest 0.7.x series of recent months, 
with many improvements implemented. 

 Sliding down an icy arctic mountain at 166km an hour 
is a breathtaking experience in Extreme Tux Racer.

Race simulator

These include character selection— 
you can play as Tux and as a female 
penguin called Trixi, Boris the 
penguin, a seal named Samuel and 
the horned penguin Beastie. There 
are also many new levels, better 
rendering of the sky, a new shortcut 
for the energy jump (using the 
Spacebar instead of E), and many 
fixes, ie the game now starts in your 
screen’s native resolution and you 
can navigate through graphical 
menus with your keyboard etc.

Version: 0.7.2 Web: http://bit.ly/ExtremeTuxRacer

“There are also many 
new levels and better 
rendering of the sky.”

LXFHotPicks 
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Nutty is a small yet very useful 
utility for network discovery 
and diagnostics. It provides 

many useful bits of network-related 
information about your current network 
connections, ports, devices and more. 
For scanning available ports, Nutty 
relies on nmap, an open-source security 
scanner, which helps prevent attacks, 
data leakage and other vulnerabilities 
that can occur as a result of 
misconfiguring network ports.

The Nutty interface is very clean: 
it has six tabs for essential connection 
details (My Info), a traffic counter 
(Usage), which is a speed meter that 
fetches results from speedtest.net 
(Speed), the nmap-based ports 
scanner (Ports), and a network devices 
list (Devices).

There’s also a seventh tab, which 
warns about legal issues related to 
ports discovery in some areas—the 
Nutty developers sensibly notify the 

T ry finding anything useful about 
Qloud on the internet, you’ll 
probably be misunderstood by 

Google and guided towards cloud 
services of various sorts. This is wrong, 
of course, because Qloud is about audio 
and has nothing to do with storage. 
The developer claims that Qloud is the 
only application in its class and that 
it’s Linux-only. 

So what is it about? Qloud enables 
the user to generate a signal with a 
given length, sample rate, bit depth and 
frequency range, and then capture the 
response of your hardware. The idea 
behind Qloud is to measure all the 
parameters of loudspeakers, sound 
cards and amplifiers and show the 
results in graphical form. Qloud enables 
you to evaluate sound pressure (SPL), 
harmonics and step response of audio 
equipment (step response shows how 
the system will respond if given a 

Nutty

Qloud

end user that anything you do with 
Nutty is solely your responsibility.

There are many scenarios where 
Nutty can be extremely useful. 
For instance, you can find a very 
detailed network connection 
description under the NIC Info and 
Configuration sections in the My Info 
tab. The list includes network kernel 
driver, exact model and revision number 
of your hardware controller, its clock 
and bus speed and much more. Of 
course, you can collect all this from the 
command line by surfing the ACPI 
sections of the filesystem, but Nutty 
just saves your time. You can also 
control how much data was 
downloaded or uploaded; trace the 

perfect square wave as an input signal). 
This is a useful tool for audiophiles and 
people who want to construct home-
made speakers for the ultimate sonic 
experience. Qloud is indisputably the 
best friend of such DIY enthusiasts who 
need to find bottlenecks in their 
custom-tailored audio setups, eg the 
Harmonics tab is extremely useful for 
checking how your speakers perform 
with high frequencies (such as 
cymbals), mid frequencies (the main 
scene) and low frequencies (bass). 
The graph can indicate that the shape 
of the housing can be improved or 
better sealed or that you need to 
adjust ventilation.

Network utility

Audio application

Version: 0.1-r80 Web: https://launchpad.net/nutty

Version: 1.1 Web: http://gaydenko.com/qloud

“There are many 
scenarios where Nutty 
can be extremely useful.”

“Extremely useful for 
checking how your 
speakers perform.”

network route to any site and compare 
latencies; control the list of network 
cards and find out their MAC 
addresses—and there are still more 
Nutty features that you will find here 
and there across its tabs.

The application is mainly available 
from the project’s PPA at ppa:bablu-
boy/nutty.0.1 and also at OpenSUSE’s 
OBS service for various Linux flavours. 
It seems like the rest are left out in the 
cold, with the possible exception of 
AUR in Arch Linux, which contains 
almost everything.

 With Nutty you can learn pretty much everything about 
your network connection.

 Audio details for the serious enthusiast. A real high-end 
system can only be crafted in your garage.

The application is quite mature in 
terms of both age and feature set. 
Qloud’s first version dates from 2007, 
but it has been recently updated. 
However, Qloud is still a rare beast and 
it can’t be found as a ready-to-install 
binary package for anything other than 
openSUSE. If you decide to build from 
source, make sure you’re using the Qwt 
library built against Qt4, otherwise it 
may fail to compile. Also, Qloud needs a 
running Jack sound server, so you will 
probably want to disable PulseAudio, 
or start Jack on a different sound card, 
if you have one. LXF

 LXFHotPicks
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H
ard to believe it’s now a little 
over four years since I first 
got my hands on a 

Raspberry Pi. In that time I’ve taught 
myself Python, learnt to solder, 
gained an understanding of 
electronics and robotics and taken 
part in Pi Wars (the Raspberry Pi 
robot competition—I came a 
respectable fourth). I’ve also become 
a member of Cheltenham 
Hackspace, a volunteer at Cotswold 
Rasperry Pi Jam and met a whole 
bunch of extremely nice, positive 
people along the way.

Educated by Pi
I’ve always been slightly more than ‘a 
bit of a geek’ but the Pi opened up a 
whole new world of coding and 
hackery. I went to a pretty poor 
school full of overwhelmed and 
under-inspiring teachers – except for 
one teacher called Mr Glazier. He 
instilled in me a passion for 
computing and coding that never left 
me. However, university was not an 
option at that time. 

When I got my first Pi, I 
successfully completed an online 
MOOC in Python programming. Only 
after I completed the course did I find 
out that its content was identical to 
the programming module for a BSc 
in Computer Science.

With the knowledge that I’ve 
gained from experimenting with the 
Pi and the coding skills I’ve learnt, I 
attained a place at Hertfordshire 
University to read MSc Computer 
Science and I am lucky enough to be 
studying full-time. When the Pi has 
changed my life so much, I find it 
incredible that I still meet people who 
have never even heard of it.

Welcome...

DaviD PriDe is a maker 
who learnt to code and 
build projects all thanks 
to the Raspberry Pi. David 
loves re-purposing old  
toys into robots.

From the heights of space to the depths of 
the deep blue sea, the Raspberry Pi knows 
no bounds when it comes to exploring our 

surroundings! The latest Kickstarter project from 
an established underwater drone company is 
designing and building an all-new drone powered 
by the Raspberry Pi 3. The Trident OpenROV team 
has ported its software to run on Raspbian, which 
brings all manner of advantages to what is a low-
cost ($1,299) commercial-quality drone.
http://bit.ly/OpenrOvPi

Formula Pi is the latest Kickstarter project to 
come from PiBorg, the team that’s 
responsible for such marvels as the 

ZeroBorg motor controller (see our review, right). 
For a nominal fee, backers from around the globe 
can compete in a winter or summer event, racing 
autonomous Pi Zero-powered formula one cars 
around 23 laps. The PiBorg team has done most of 
the design work, but it’s up to you to enhance the 
code and make a winning car.
http://bit.ly/FormulaPi

Pi user
Pi Wars 2017!

Pident pod Formula Pi!

In the grim darkness of the far future there  
is only war, and Pi.

An underwater Pi drone. Self-driving racing drones away.

Giving you your fill of delicious raspberry Pi news, reviews and tutorials

The new date gives a much longer period in the 
usual school year (that starts in September) for 
teams to get their devices designed, built and 
properly prepped for battle. By giving teams an 
additional three months, the organisers hope to 
overcome this issue and therefore encourage more 
involvement from schools. Find out more at:
http://piwars.org/2017-competition

T he Pi Wars ran in 2015 and was a huge 
success, the event had various Raspberry 
Pi-powered combatants from teams of 

schools and enthusiasts from around the country. 
Battles were fought, tears were shed, harrumphs 
were said, prizes were awarded and good times 
were had. 

Held in Cambridge in the UK by the same team 
that runs the Cambridge Raspberry 
Jams, the obvious question is when is 
the Pi Wars 2016 event? The answer to 
that is that, it’s in 2017! It turns out that 
after listening to feedback from the last 
competition it was decided that a date 
in April would suit contestants better 
than the original date in December. 
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Add-on board Review

Verdict

In brief...
 A robot control 

board for the 
serious robot 
maker. It’s able to 
control four DC 
motors or two 
stepper motors 
and react to input 
from an infrared 
remote. Using I2C, 
this board can be 
stacked with 
others to provide 
multiple motor 
controllers for 
larger projects. 
It’s controlled via 
a simple Python 
interface that can 
be used with 
existing projects.

The roboteers from PiBorg have created another board in their quest to bring 
on the robot apocalypse. Can Les Pounder save us all?

PiBorg ZeroBorg

Features 8/10
Performance 9/10
Ease of use 9/10
Value 8/10

PiBorg ZeroBorg

 A great board for the serious roboteer. 
We just wish there were more built-in 
inputs for sensors and other input.

Rating 8/10

Developer: PiBorg
Web: www.piborg.org/zeroborg
Price: From £18 (On test £32.50)

Motor controllers
The ZeroBorg can control 
four DC motors with 
individual control of each 
motor’s power.

Features at a glance

Infrared Input
If you have a spare remote 
control, you can run the 
zbIrRead.py code to 
capture each button press.

the 4Tronix Picon Zero and the Cam 
Jam Robot kits.) The board can also 
control two stepper motors, which can 
be used for slow precise motion-control 
applications. ZeroBorg also comes with 
analog inputs for sensors, and the most 
useful is the infrared receiver, which will 
work with most remote controls. We 
tested the receiver with a cheap generic 
remote, captured the data received by 
the receiver and used it to control a 
series of motors attached to the board.

We fear change
The PiBorg ZeroBorg is a little different 
to other motor control boards. Given 
that it uses I2C, a data connection 
protocol, there can be multiple 
ZeroBorg controllers in a project—with 
each giving you control of four motors, 
so with three units you could drive 12 
individual motors.

Controlling the ZeroBorg is handled 
via a robust Python library, which is 
installed via an automated script on the 
PiBorg website. The Python library 
comes with a series of examples on how 
to use the ZeroBorg, including how to 
capture infrared remote signals and use 
joypads to control your robot. At the 
time of writing, a Python 3 library is 
being worked on and this should be 
released soon if it’s not already available.

The PiBorg ZeroBorg is a serious 
robot platform providing rock-solid 
control of motors, both DC and stepper. 

T he PiBorg team are well known 
for its robotic creations, which 
include DoodleBorg, a 

Raspberry Pi powered tank large 
enough to transport a person. For its 
latest project the team turned to 
crowdfunding for a smaller, Pi Zero 
focused design called ZeroBorg. This is 
the latest robot control board from the 
PiBorg team and it is rather impressive. 
Measuring 6.4cm by 4cm, this board is 
designed for both models of the 
Raspberry Pi Zero but it’s compatible 
with all models of Raspberry Pi as it 
uses the Inter-Integrated Circuit (I2C) 
interface, which requires only the first 
six GPIO pins. 

The board cradles the Pi Zero from 
below, with support posts at each 
corner of the board. Also present on the 
underside of ZeroBorg is a 9V battery 
connector, which can power the Pi and 
the board thanks to a 5V regulator built 
in to ZeroBorg. Connection between the 
ZeroBorg and the Pi is made via six 
General Purpose Input Output (GPIO) 
pins, and these can be soldered in place 
or pins can be bent into place. Both of 
these connections to the GPIO require a 
Pi Zero with no GPIO header pins 
soldered. For connection to other 
Raspberry Pi models, or for a 
temporary connection, you can use 
female to female header cables.

Primarily, the ZeroBorg is a motor 
control board capable of controlling 
four DC motors simultaneously, thanks 
to two full H bridge controllers. (Each 
one is a DRV8833, which is also used on 

The ability to add more of these boards 
to augment your creation is fantastic, as 
it enables you to combine different 
motors for varying functionality. The 
board was easy to use and it took us 
very little time to get going with our 
infrared-controlled motor project. 
Because it uses only six GPIO pins, you 
still have access to the remaining pins, 
requiring only that you solder a header 
pin to each GPIO pin you wish to use.

ZeroBorg isn’t a platform for 
everyone. For those starting out with 
robotics, something like the Picon Zero 
or the Cam Jam Robotics kit is more 
appropriate because it provides more 
inputs for sensors. But the ZeroBorg is 
the right piece of kit to build your next 
multi-motor monster.  LXF

 The ZeroBorg is remarkably small 
and offers plenty of power from 

such a diminutive board.
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Raspberry Pi TurtleRaspberry Pi Turtle

from time import sleep
So now let’s move on to the code that will draw a square. 

By default Turtle faces to the right of the screen, and it moves 
forward and backward using pixels as a unit of measurement. 
Turning left or right is handled in degrees. So let’s start 
drawing. Here’s the code for the bottom edge of our square. 
It moves us forward 100 pixels, then turns left 90 degrees, so 
the turtle points to the top of the screen.
forward(100)
sleep(0.2)
left(90)

Now we could repeat this code three more times to draw 
the other sides to our square and it would look like this:
forward(100)
sleep(0.2)
left(90)
forward(100)
sleep(0.2)
left(90)
forward(100)
sleep(0.2)
left(90)
forward(100)
sleep(0.2)

But there’s a clever programmatic way of doing it, and that 

Python Turtle:  
Draw shapes
Les Pounder loves pizza and knows no martial arts, although he has been 
known to wander the sewers at night, but he still has Turtle Power.

School children are introduced to coding through a 
series of applications but the underlying computer 
science and logic will be the same no matter the 

language or application. One of the first skills taught is 
understanding the principle of the algorithm, a sequence of 
code that works line by line to complete a task. In Scratch we 
build this block by block, in Python we do this with every line 
of code written. But how can we make this more fun? Well, 
this looks like a job for Turtle—and no it’s not a ninja.

For this project you only need any model of Raspberry Pi 
and the latest Raspbian release. All of the code for this tutorial 
can be downloaded from https://github.com/lesp/
LXF215-Turtle-Power/archive/master.zip.

Turtle is a simple Python library, in Python 2 and 3, that’s 
used to visually demonstrate programming concepts. It’s very 
similar to LOGO, another application commonly used in 
primary schools. Turtle is a powerful tool for learning, and it 
can be used to create some fiendishly clever drawings. So to 
get started, boot your Raspberry Pi to the Raspbian desktop. 
From the main menu, at the top left of the screen, click 
‘Programming’ and then open Python 3. You will now see the 
Python 3 shell window open. Click File > New to open a blank 
window. Save your work by clicking File > Save and name the 
file shapes.py. Remember to save often.

We start the shapes project and our introduction to Turtle 
by drawing a simple square. As always with Python, we start 
by importing the libraries needed. In this case we import all of 
the Turtle library using  * :
from turtle import *
forward(100)

This enables us to use the library without calling the name 
of it before using a function from it, eg if we imported as 
normal, then the  forward()  function would be called with the 
turtle library preceding it as such:
import turtle
turtle.forward(100)

We also import the sleep function from the  time  library 
and use this to slow the code so that we can see its progress:
from turtle import *

Why Turtle?
Why bother using Turtle? Well, quite simply, it’s a 
great introduction to Python because it offers 
something familiar to children. Scratch and 
LOGO both offer a similar tool to help children 
understand how a sequence of code works, but 

Turtle is also a great activity to introduce all 
aspects of coding, such as sequence, iteration, 
selection and decomposition are all key 
concepts that can be demonstrated with Turtle. 
In fact Turtle is a great introduction to robotics, 

with the turtle representing the robot. Once 
children understand how to move the turtle, they 
can control a real bot. I used a whiteboard on the 
floor, modelling clay and a whiteboard marker to 
demonstrate real-life turtle with a Pi robot.

Les Pounder
travels the UK 
helping the 
Raspberry Pi 
Foundation deliver 
its Picademy 
teacher training, 
specialising in 
Maker Skills. He 
writes up his 
adventures at 
http://bigl.es

Our 
expert

COMPATIBILITY

all 
Pis

 Our simple test draws a square using a for loop to repeat 
the code controlling the Turtle to draw lines and turn.
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Going further with Turtle

Love your Pi more: Subscribe and save at http://bit.ly/LinuxFormat

is by using a for loop. A for loop can be used to have a loop 
iterate for a set number of times, which is handy for drawing 
shapes. So let’s replace that code with.
for side in range(4):
    forward(100)
    sleep(0.2)
    left(90)

So all of the code in shapes.py should look like this:
from turtle import *
from time import sleep
for side in range(4):
    forward(100)
    sleep(0.2)
    left(90)

Save your code and then click Run > Run Module. You will 
see a new window open and the code will step line by line 
through the instructions and draw the shape on the screen. 
Once complete it will stop, enabling the window to be closed. 
If the code is a little too fast for you, change the sleep time to 
1 second (I use this when demonstrating to children).

Now let’s take this a step further and create an 
application. Click File > New to open a new blank document. 
Now click File > Save, and save the new document as shape-
generator.py. The goal of this application is to draw a shape 
with as many sides as the user requests. As always we start 
by importing the libraries for Turtle and Time.
from turtle import *
from time import sleep

We next create a variable called “play”, which will be used 
to store the answer to a question we later pose to the user. 
Right now we store the value “y”, to indicate that we wish to 
use the application: play = “y” .

We now create a loop, which will repeat as long as the 
value of the variable “play” is “y”. Remember that all code 
inside of the loop is indented by one tab press, or four spaces. 
while play == “y":

Our first line of code inside the loop is a variable called  
 sides , which is used to store that answer to a question posed 
to the user. Using input we can capture keyboard input and 
save it to the variable. To ensure that the data captured is an 
integer, we wrap the input in an integer helper function:
    sides = int(input("How many sides will the shape have?"))

With the user input captured, we move on to a for loop 
that will loop for as many times as there are sides to the 
shape. Here we use a range with a target that uses the 
contents of the  sides  variable that we have just created:
    for side in range(sides):

Indent the code, to show the code belongs inside the for loop.
        forward(50)
        left((360/sides))
        sleep(0.2)

We first move forward 50 pixels  forward(50) , then we turn 
left, but the degree of turn is controlled by a simple equation: 
360 degrees divided by the number of sides  (360/sides)  to 
the shape. We then sleep for 0.2 seconds before repeating the 
for loop until all the sides are drawn. 

We now come out of the for loop, but remain inside the 
main while loop, so we should be indented by one tab or four 
spaces. The last line of code is another question to the user.
 play = str(input(“Would you like to play again? Press y or n: 
“))

 We reuse the  play  variable and use it to store the answer 
to the question “Would you like to play again?” Once the while 
loop repeats it reads the value of this variable. If the value is 
‘n’, the application exits. With your code complete, save your 
work and click Run > Run Module to start the application. 
Enter a number into the shell and press Enter to launch Turtle 
which will draw your chosen shape. LXF

 This code can 
handle a shape 
with up to 360 
sides, but for 
large shapes 
you may want 
to reduce the 
number of pixels 
that it moves 
forward.

Drawing a circle can 
be accomplished 
by specifying that 
there are 360 sides 
to the shape, or 
you can use the 
circle function, 
circle(r), where 
r represents the 
radius of the circle.

Quick
tip

In this Raspberry Pi tutorial we’ve just scratched 
the surface of what Turtle can do. Turtle is an 
easy-to-use tool with a whole host of options 
and here are some of them:

 Coloured shapes Shapes can have a colour 
fill applied to them after they are drawn. You 
merely have to say which colour to use, when to 
start the fill, and when it ends.
fillcolor(“violet”)
begin_fill()
..CODE TO DRAW A SHAPE
end_fill()
 Pen colours You can change the colour of 

your pen by using the pencolor() function and 
passing it a colour. Colours can be passed as 
arguments to the function and they can be the 

name of the colour or the mix of red, green and 
blue, ranging from 0 to 1 per colour. Here we see 
the colour red represented in both formats:
pencolor(“red”)
pencolor(1,0,0)
 Lifting the pen When drawing using a pen 

and paper, we automatically lift the pen from the 
paper to move to a new section. This leaves no 
mark on the page, enabling us to create works of 
art. The same is possible with Turtle, but requires 
the use of two functions. The first lifts the pen 
from the paper:
penup()

The second places the pen back on the paper 
– you can’t draw if you don’t!
pendown()

You can read more about Turtle on the Python 
documentation website https://docs.python.
org/2/library/turtle.html.

 The Python project has lots of great 
documentation that can help you learn the 
key concepts of the language.
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# Dead Man’s Script
 
timelimit=86400 #Time period before tripping switch in 
seconds.
lastaccessed=$(stat -c %Y $BASH_SOURCE)
timenow=$(date +%s)
let timeleft=($timenow-$lastaccessed)

if [ $timeleft -gt $timelimit ]
then
#place commands here
#sh ./ftp.sh
#sh ./email.sh
#shred -u /home/pi/mysecretfile.txt
fi

END_SCRIPT
exit 0

The script naturally has to be placed into a file and made 
executable on the Pi. (See the box Set up your dead man’s 
switch.) This guide also includes templates for two very basic 
shell scripts which can be called by the Dead Man Switch 
script itself. One enables a web page to be updated to notify 
that the Dead Man’s Switch has been tripped. Another will 
send out an e-mail to any address with the message of your 
choice. If you decide to use the FTP script, you will need 
access to a domain which allows access via FTP. There are a 
number of providers that will allow free web hosting plans if 
you don’t have a domain of your own. The template for the 
email shell script makes use of a Gmail account. It makes 
sense to set one up specifically for the project.

In either case, if you wish to make use of these scripts, 
simply remove the  #  to uncomment the lines in the main 
switch script above. If you don’t wish to broadcast the fact the 
dead man’s switch has been tripped, it’s just as feasible to 
protect your files with a password or run a backup. There’s 
also a ‘reset switch’ script which will prevent the switch from 
being tripped for the next X hours. This would need to be 
executed periodically, for instance, by your dear old Nan to 
make sure an email isn’t sent out to prompt you to come and 
check on her. Where there’s a will there’s a way.

For the sake of simplicity we’ll assume that all scripts are 
located in the Pi’s home folder, but you can place them 
elsewhere if you wish. By now the basic premise should be 
clear, and we strongly encourage you to adapt it to your own 
needs. If the reset switch is not executed, the script will keep 
executing itself every X hours. This means, for instance, that 
the script for the web page will keep updating to say the dead 

Python: Dead 
man’s switch
Nate Drake shows how to turn your Pi into a handy dead man’s switch to 
send emails or update websites for you in case the worst happens.

Did you have the misfortune to sit through Superman 
IV: A Quest for Peace? If so, you’ll remember a scene 
where the Man of Steel is forced to stop a subway 

train that has shot off down a tunnel. After single-handedly 
halting the train and saving everyone on board, Superman 
takes the time to reassure the public that the subway system 
is one of the safest ways to travel. This is in fact true, because 
while the fictional Metropolis may not make use of them, real-
life subway trains have a dead man’s switch—a control that 
has to be continually pressed in order for the train to move.

With the invention of inexpensive computers, it’s now 
extremely easy to set up a digital dead man’s switch. 
Wikileaks for instance has released a number of encrypted 
files of classified information, the password for which will be 
released if anything happens to any of the founders.

Traditionally, a dead man’s switch is time-based, like 
Google’s Inactive Account Manager, which allows you to 
nominate someone else to access your emails, documents 
and photos if your account is inactive for a period of time.

Not all applications of the switch concept are a safeguard 
against being arrested or dying. The website TimeCave, for 
instance, enables you to schedule an email at any point in the 
future up until 31 December 2025. This naturally can be 
anything from the location of your family’s silverware to a few 
heartfelt messages for the people you love.

Dead man coding
In this tutorial we’ll show you how to turn your Raspberry Pi 
into a dead man’s switch. The Pi is perfect for this given the 
minimal amount of power it uses and the coding required.

In order to proceed, you’ll need a Pi, ideally with a clean 
install of Raspbian on it. The Pi Zero is ideal for this purpose 
as the Dead Man’s Switch is very low on system resources. 
This tutorial also assumes that you know how to connect to 
your Pi over SSH and know a few basic Terminal commands. 

It’s important before starting to decide what you wish your 
Pi to do. Perhaps you have an elderly relative who wants to 
check in with you regularly? Alternatively, you might want the 
Pi to delete your personal files if you fail to reset the switch 
after a certain amount of time.

The Dead Man’s Switch itself works by way of a shell script 
which is regularly invoked by the scheduling utility cron on the 
Pi. The script will check to see if the period of time you specify 
(by default this is 24 hours) has lapsed and, if so, carries out 
your commands.

The script itself couldn’t be simpler:
#!/bin/bash

This tutorial will 
work on any 
computer running a 
Debian based distro 
of Linux, so feel free 
to experiment with 
other computers if 
you wish.

Quick
tip

Nate Drake
is a freelance 
tech journalist 
specialising in 
cybersecurity. 
His dead man’s 
switch asks his 
long-suffering 
girlfriend to 
remember to 
water his rubber 
plants if he 
disappears.

Our 
expert

COMPATIBILITY

all 
Pis
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man’s switch has been tripped and list the date and time. This 
feature can be employed to create your own Warrant canary. 

Warrant canaries have sprung up in the wake of 9/11 in 
response to shadowy government organisations placing 
secret subpoenas on companies to hand over information. 
In 2013, Ladar Levinson, the founder of the privacy-oriented 
email service Lavabit, came under pressure from the NSA to 
insert a secret backdoor into his own software, supposedly in 
a bid to track down Edward Snowden, who had previously 
used the service. Levinson was bound by law not to alert 
users that their data could be compromised by this, and so 
chose to shut down his service rather than undermine users’ 
privacy. 

Canny canary
As an alternative to shutting down or facing arrest for 
breaking the law, some companies choose to publish regular 
reports saying that as of this date, they have not been subject 
to such an order. If the company fails to confirm that they 
have not been served a secret warrant, this may not violate a 
gag order but users will know that their data isn’t safe.

If you do decide to use the Pi as a Warrant Canary, you 
may wish to change the text of your web page or email to say 

words to the effect of ‘Nothing to see here’ or something 
more specific such as ‘As of today we have received no 
warrants for one or more users’ data.’

The Dead man’s switch isn’t foolproof. The legality of 
warrant canaries has yet to be tested in US/UK courts, and 
some countries such as Australia have banned them outright. 
The switch also needs to be physically secure, because if a 
burglar were to break into your old Granny’s house, they 
could trip the ‘reset’ switch as easily as she could, ensuring 
that her SOS e-mail wouldn’t be sent out. Also, if you’re 
relying on the device to send an email or update a web page 
but it’s disconnected from the internet for any reason, 
naturally the required action won’t be carried out even though 
the switch is tripped. Additionally, if you’re using your switch 
to delete data from a drive, it may be possible to use digital 
forensics to piece the data back together, so it’s probably best 
to couple it with an email asking one of your loved ones to 
physically destroy your SD card/USB stick too.

Note: The FTP script doesn’t encrypt data between the Pi 
and the website, so in theory someone could snoop on your 
connection and modify the website to suit themselves. You can 
circumvent this by using the sftp command or, if your domain 
provider allows, use SSH to connect to your website. LXF

Sendemail Simplicity
For the purposes of this guide, a Gmail account 
will be used to send an email when the switch is 
tripped, but the sendemail program can be 
used with any SMTP server provided you have 
the details. If you’re happy to use Gmail, head 
over to gmail.com and create an account. Next 
head to https://www.google.com/settings/
security/lesssecureapps to switch on access 
for ‘less secure’ apps.

Next, on the Pi, you’ll need to install the 
sendemail program and its dependencies
sudo apt-get install sendemail libio-socket-ssl-

perl
and once this is all installed, type  nano email.

sh  to create an empty file and paste in the 
following script, modifying it as needed:
#!/bin/bash
# Send e-mail scrippt
sendEmail -o tls=yes -f yourgmailaddress@

gmail.com -t recipientsaddress@domain.com -s 
smtp.gmail.com:587 -xu yourgmailaddress@
gmail.com -xp yourgmailpassword -u “Dead 
Man Switch” -m “Hi, This is an automated 
message from your Dead Man’s Switch. The 
switch has been tripped.”
END_SCRIPT
exit 0

Use Ctrl+x to exit, saving your changes. 

Next, run  chmod a+x email.sh  to make the 
FTP script executable.

Make sure to remove the  #  at the beginning 
of  #sh ./email.sh  in the main  script.sh  in 
order to invoke this if the switch is tripped.

 When setting up your email message, you 
may wish to come up with more original 
(and less Freudian) text to send yourself.

When it comes to 
creating a warrant 
canary try to be 
imaginative. Instead 
of just posting 
some text or an 
image, why not 
regularly record a 
video to say that 
as of this date, 
you’ve received 
no warrants?

Quick
tip

1  Create a switch script
In your Pi’s home folder, type  nano switch.sh 
to create a file. Next paste in the script from 
the tutorial. (You may want to comment out 
lines to invoke FTP/e-mail scripts.) When 
you’re done use Ctrl+x to quit, save, then run  
 chmod a+x script.sh  to execute the switch.

3  Create a reset switch
Type  nano reset-switch.sh  and paste in: 
#! /bin/bash
touch /home/pi/switch.sh

Exit and type  chmod a+x reset-switch.sh  to 
make the reset switch executable. In future 
run  ./reset-switch.sh  to reset the switch.

2  Schedule a cron job
Simply run  crontab -e  to open the Cron 
scheduling utility which will act as our 
countdown timer. Choose Option 2 to edit 
using nano and at the very bottom of the file 
paste  0 0 * * * /home/pi/switch.sh/  . Use Ctrl+X 
to exit, saving your changes.

Set up your dead man’s switch
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Terminal: 
Display settings

Terminal Learn to set, add and mirror 
display resolutions with xrandr

Nick Peers
finds xrandr an 
essential part of 
his Terminal 
armoury, given 
that many 
resolution 
settings are 
absent under 
Screen Display.

Our 
expert

connected –their positions in relation to each other (eg, 
1920x1080+1920+0 indicates the display in question is to the 
right of the main one, while 1920x1080+0+1080 would place 
it beneath the primary display). You’ll also see some 
additional information in brackets next to each input, eg, 
(normal left inverted right x axis y axis). This refers to the way 
the screen has been rotated.

Xrandr settings
Beneath this you’ll then see a list of supported display 
resolutions, from the highest resolution to the smallest. You’ll 
also see a list of numbers to the right of these. Each number 
refers to a supported frame rate (typically between 50Hz and 
75Hz), with the currently selected frequency and resolution 
marked with a *+ symbol. Framerates aren’t important on 
LCDs in the way they are on older cathode-ray models—as a 

Nick Peers goes beyond the confines of Screen Display settings to take full 
control of your display resolution settings with xrandr.

X randr is your best friend you’re looking for a way to 
manipulate your monitor’s display through the 
Terminal. It’s the command-line tool that gives you 

control over RandR (‘Resize and Rotate’), the protocol used 
for controlling the X Window desktop. RandR can be 
configured through the Screen Display Settings tool, but it’s 
limited in scope and as you’re about to discover, xrandr can 
do much more.

Let’s dive straight in and see what xrandr can do. First, 
open the Terminal and type  $ xrandr. This will list the 
following attributes:  Screen 0 , a list of supported inputs from 
the computer (a combination of LVDS for laptop displays, 
DVI, VGA and HDMI ports) and finally a list of configured 
desktop resolutions. 

Screen 0 is the virtual display—this is effectively made up 
of the outputs of all monitors attached to your PC (so don’t 
think of them as separate entities, but components of this 
larger, virtual display). Its maximum size is enough to 
comfortably fit up to eight full HD screens at once, although in 
practical terms you’re likely to have no more than 1-3 displays 
attached. The current size displayed here is the sum of all 
your displays, and reflects whether they’ve been configured 
to sit side-by-side or on top of each other.

Next, you’ll see that each supported display input is listed 
as disconnected or connected. Whichever input is connected 
will correspond to the display in question, either LVDS for a 
laptop’s internal display, or DVI, HDMI or VGA for external 
monitor connections. Next to this is the current resolution, 
plus – if two or more display monitors are currently 

Make xrandr changes persistent
If you want to make your edits permanent, you’ll 

need to edit some config files. The standard way of 
doing this is using xorg.conf, but it can be quite 
fiddly. If you’re looking for a fast and dirty way of 
changing screen resolution, and are happy to 
accept that it’ll affect the screen only after you log 
on as your user account do  $ nano ~./.xprofile .

Ignore the error, and this should generate an 
empty, hidden file called xprofile. Type your 
commands into the file as if you’re entering them 
into the Terminal, one per line. The following 
example creates and applies a new resolution 
setting on boot:
xrandr --newmode “1368x768_60.00”   85.25

1368 1440 1576 1784  768 771 781 798$
xrandr --addmode HDMI-1 1368x768_60.00
xrandr --output HDMI-1 --mode 1368x768_60.00

Press Ctrl+o to save the file, then Ctrl+x to exit. 
The file needs to be executable, so use: $ sudo 
chmod +x ~/.xprofile. Reboot your PC and you 
should find that it boots to the specified resolution.

 One of the main uses for xrandr is to open up Ubuntu to 
use all your display’s supported resolutions.
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rule of thumb, the default setting (typically 60Hz) should be 
fine, but some displays do support up to 144Hz.

The main use for xrandr is to change the display resolution 
of your monitor, which is done with the following command:
$ xrandr --output HDMI-0 --mode 1680x1050

Substitute  HDMI-0  for the connected display, and
 1680x1050  for the desired mode from those supported. 

You can also set the frame rate by adding  --rate 60  to the 
end, but as we’ve said, this isn’t normally necessary.

If you’ve got only one display attached, you can replace 
both  --output  and  --mode  flags with a single  -s  flag, which 
tells xrandr to set the resolution for the default display to the 
specified size  $ xrandr -s 1680x1050 .

Add new resolutions
Thanks to bugs in your hardware or drivers, the full set of 
resolutions your monitor supports aren’t always detected. 
Thankfully, one of the big advantages of xrandr over the 
Screen Display utility is its ability to configure and set 
resolutions that are not automatically detected. The cvt 
command allows you to calculate the settings a particular 
resolution requires, then set up a new mode for xrandr to use 
before finally applying it to your target display. Start by using 
the cvt command like so:  $ cvt 1920 1080 60 

The three figures refer to the horizontal and vertical sizes, 
plus the desired refresh rate (in most cases this should be 
60). This will deliver an output including the all-important 
Modeline. Use the mouse cursor to select everything after 
Modeline, then right-click and choose Copy. Next, type the 
following, adding a space after --newmode and without 
pressing Enter  $ xrandr --newmode . Now right-click at the 
cursor point and choose ‘Paste’. This should produce a line 
like the following:
$ xrandr --newmode “1920x1200_60.00”  193.25  1920 2056 
2256 2592  1200 1203 1209 1245 -hsync +vsync 

Now hit Enter, then type  xrandr  and you should see that 
the mode has been added to the end of the list of supported 
resolutions. (Should you wish to remove it at this point, use 
the  --rmmode flag , eg  xrandr --rmmode 1920x1200_60.00 .) 

Next, you need to add the mode to the list of supported 
resolutions. To do this, type the following:
$ xrandr --addmode HDMI-0 1920x1200_60.00

Again, replace HDMI-0 with your chosen input, and make 
sure 1920x1200_60.00 matches exactly what was listed 
inside the quotation marks by the  cvt  command.

If the resolution is supported, you should now be able to 
switch to it:
$ xrandr --output HDMI-0 --mode 1920x1200_60.00

Should you subsequently want to remove this mode for 

any reason, first make sure you’re not using it, then issue the 
following command:
$ xrandr --delmode 1920x1200_60.00

There are many more screen-related tricks up xrandr’s 
sleeve. First, if you have multiple displays connected and you 
wish to quickly disable one, simply enter this line:
$ xrandr --output VGA-0 –off

If you want to bring it back, just replace  -off  with  --auto  
for the default resolution, or  --mode 1368x768  for a specific 
supported resolution.

If you have two or more monitors set up, you may wish to 
change their positions within the virtual display. This is done 
by moving one display relative to the other using the following 
flags:  --left-of ,  --right-of , above and below, eg:
$ xrandr --output VGA-0 --left-of HDMI-0

This would move the VGA-connected monitor’s display to 
the left of the display connected via your HDMI port.

Mirror displays
But what if you’d like your two displays to mirror the contents 
of each other? For this, use the  --same-as  flag:
$ xrandr --output VGA-0 --same-as HDMI-0

If one display has a higher resolution than the other, the 
display with the lower resolution will chop off the bits it can’t 
show; by using the  --panning  flag you can have the display 
move with the mouse to ensure it’s always onscreen—simply 
set it to match the resolution of your main display:
$ xrandr --output VGA-0 --panning 1920x1080

Use these features with care—the only way we’ve found to 
disable mirroring and panning settings is through a reboot.

Even this isn’t all that xrandr can do—type  man xrandr  
for a comprehensive list of its capabilities, including how to 
rotate, invert and scale the screen. One major limitation of 
xrandr is that its changes aren’t persistent—in other words, 
they don’t survive when you reboot or when you log off. (To 
get around this problem, check out Make Xandr Changes 
Persistent box). LXF

Troubleshoot display issues
Xrandr is a powerful tool, but as with all good 
command-line tools, things can go wrong. If your 
displays get messed up, then simply logging off 
and back on again should reset them to their 
defaults, or you can try  xrandr -s 0  to reset the 
main display to its default setting.

If you’re unsure about whether or not a 
resolution will work correctly, try the following 
line when setting a new resolution:

$ xrandr --output HDMI-0 --mode 
1920x1200_60.00 && sleep 10 && xrandr --output 
HDMI-0 --mode 1920x1080

This will attempt to set your new resolution, 
then after 10 seconds revert to the original 
resolution. If the display goes blank for this time, 
the new resolution isn’t supported.

Sometimes you may get a BadMatch error 
when attempting to add a resolution. This could 

be down to a number of issues. Try doing a web 
search for the error. We experienced a  BadMatch 
(invalid parameters)  error when attempting to 
add our own custom modes, eg this may have 
reflected the fact that one of our displays was 
connected through a KVM switch, but in the 
event switching from the proprietary Nvidia 
driver back to the open-source Nouveau driver 
resolved the issue.

 Panning allows 
you to display 
larger resolutions 
on smaller 
displays without 
making them 
too cramped

Next issue: Terminal shortcuts
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port on the side of the Pi Zero and as long as you purchased 
the kit you should have the standard USB to micro USB 
converter ready to get the dongle fitted. 

In the first part of this feature we’ll take a look at how to 
connect using Linux and go on to open the APM software 
which will enable us to start calibrating the drone so that level 
flight is possible.  Once that’s out of the way we’ll make a 
huge leap in the functionality of the drone by fitting a GPS 
module, this part is surprisingly easy. 

Making a wireless connection
Before connecting the dongle make sure that the four 
propellers, along with the bolts and washers, are removed 
from the motors. Some of the commands and features that 
we’ll be looking at may fire up the motors, and with the dongle 
connected the result could get a bit messy. The wireless 
dongle is quite large and in this project we’ll only be using it to 
configure the drone, and to make sure that all settings are 
correct and the drone itself is properly configured. So once 
configured and before flight remember to remove it.

Connect the dongle to the USB port of the Raspberry Pi 
Zero using the  micro-B-to-female-A USB cable. 

Now make sure that the APM Planner 2.0 software is 
downloaded and installed on your system from http://bit.
ly/APMPlanner2_0. This is the main product page and there 
you’ll find a link to the download for the Linux version. 

Depending on your version of Linux you’ll also need to 
download and install the software drivers for the wireless 
dongle. Once you have the software and dongle installed, and 
the drone prepared, connect the power and let the Pi Zero 
boot. Once it has run through the boot sequence you’ll hear 
the familiar beep highlighting that everything is correct. 

Now go to your computer’s Wi-Fi connections and select 
‘erle-brain-mini-denim’ and enter the password ‘holaerle’ after 

Drones: Flying 
your own drone

Raspberry Pi Calibrate your Pi-powered 
drone using APM Planner 2.0 for Linux

Assembling the PXFMini drone is only the start—now the construction’s over 
it’s time to fine tune. Here Alastair Jennings shows you how.

L ast month, we showed you how to build your own 
drone [Features, p44 LXF214]. If you were lucky then 
once you’d fitted all the cables and powered up, you 

would have been able to enjoy your first flight. However, if 
you’ve found that your drone has a tendency to fly off in a 
random direction or doesn’t seem to respond in the way that 
you want then this month we’re going to take a look at the 
delicate process of connection and calibration.

The calibration of the drone will be carried out using 
software called APM which enables us to calibrate the RC unit 
with the PXFMini autopilot module. We’ll also need to do 
some more primitive calibration through the RC transmitter 
in order to get the four electronic speed controllers (ESC) 
outputting the same power to the motors to enable even and 
steady flight. We’ll also take this one stage further by 
attaching a GPS module.

Before we get started you’ll need to make sure that you 
have your drone built, and that you’re using the PXFmini and 
Pi Zero as the heart and brains respectively. You’ll also need to 
have connected a PPM compatible RC unit and receiver to 
the PXFMini. In order to connect the drone to your Linux 
system you’ll also need a wireless connection as the PXFMini 
doesn’t have a network socket, and you can’t create the 
connection required through USB.

The wireless dongle we’ll be using will create a 5GHz 
connection so you’ll need to make sure that your computer’s 
Wi-Fi is compatible. The dongle used has been bought 
directly from Erle Robotics and is the Edimax ACEW-7811UAC 
(Make sure you buy this version rather than the USC). This 
wireless dongle is going to slot directly into the micro USB 

 The small micro-B-to-female-A cable is required in order 
to fit the dongle. This is included in the Pi Zero kit.

Alastair 
Jennings
has been flying 
drones for the 
past four years 
and has recently 
started working 
towards getting a 
full commercial 
drone licence. 
Once qualified, 
he thinks he’ll be 
having too much 
fun to think about 
use it for any 
commercial jobs.

Our 
expert

Testing is an 
exciting part of the 
process, but before 
you start make sure 
you have removed 
the propellors, nuts 
and washers. Then 
spin up the motors 
to check that 
they’re all running 
at the same rate. 
If not you’ll need 
to run through the 
electronic speed 
controller (ESC) 
calibration process.

Quick
tip
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a few moments the connection should be made. Now load up 
APM Planner 2.0. 

The guy’s at Erle Robotics have already done a great deal 
of the hard work for you when it comes to the hard coding of 
the autopilot. All we need to do is finetune these settings for 
the drone we have built. In APM click the ‘Mandatory’ tab. 
The section we need to look at is the Drone type, just to make 
sure that ‘‘X’ Style’ is highlighted. 

Now we need to look at the three types of calibration for 
the drone; Compass, Accel Calibration, Radio and finally ESC 
Calibration. Click onto ‘Compass’ and make sure you have 
enough room to swing a cat (or drone). This space is essential 
for this part of the setup process. If you’re not quite sure what 
is required and need a more visual guide then there are plenty 
of videos online! The basic premise is that you need to rotate 
the drone around every axis, this includes swinging the drone 
around in large arches and rotating the drone. To get started 
and for more detailed instructions just hit the ‘Live 
Calibration’ button.

Once the process is complete click on ‘Accel Calibration’. 
Again click the ‘Calibrate’ button to get started. When you 
start following the instructions for this section it all seems 
quite easy, laying the drone upright, nose-up and nose-down 
etc, but it’s critical that you get these as accurate as possible. 
These levels will be used by the drone in flight so if they’re 
slightly out you will find that the drone will become erratic 
and unflyable. A good tip here is to use a table pushed up 
firmly against a wall. The skirting around a floor gets in the 
way for this process so the perfect flat surfaces of the 
tabletop and wall make perfect level and vertical guides for 
the drone during this part of the calibration process.

Now before we go on to configure the RC Unit and ESC 
we’ll just check that the changes that we’ve made have had 
an effect. Click on the ‘Flight Data’ menu option at the top of 
the screen. On the top-right of the screen you’ll see the 
Primary Flight Display which shows the drones level. Here the 
image should show the green horizon meeting up with the 
two horizon markers. If not, as we found when we first did the 
calibration using the floor and wall with Skirting, you may see 
the line slightly askew or not quite central to the lines.

If all looks good with the level horizon then pick up the 
drone and tilt and move it to see the effect. You should see 
the horizon onscreen adjust as you move the drone around, 
showing that the on board sensors are active and working.

Radio calibration
The RC unit is the most important part of the drone setup as 
this is your sole way to communicate with the drone once the 
Wi-Fi dongle has been removed. Out of the box it’s unlikely 
that everything is 100% calibrated so you’ll need to start by 
checking the transmitter settings.

Depending on the transmitter and receiver combo you 
have selected, the setup and calibration process can be quite 
different. Erle Robotic’s have a good section on its website 
that details compatible handsets, looking through these I 
went for the FLYSKY FS-i6 with the latest FS-iAB receiver this 
will set you back around £50.

When you’re looking to buy your own be careful that you 
go for this later receiver type, which is PPM compatible rather 
than the traditional multi channel (Although it does offer 
multi channel as well). This is due to the way these drones 
work, rather than each ESC requiring it’s own physical 
channel, all channels are connected through one connection.

As standard, the receiver won’t be set-up to be used for 
PPM so you’ll need to enter the System Setting and Select RX 
Setup, scroll through the menu for your handset and select 
PPM Output and then make sure this is switched to on.

 Calibrating the 
accelerometer 
requires space 
as you need to 
spin and rotate 
the drone in large 
circles and archs.

Once you have 
calibrated the 
compass and 
the ESC are all 
spinning in harmony 
make sure you’re 
connected to APM 
and check out the 
level preview. Spin 
up the motors 
with the propellers 
removed and tilt the 
drone, you should 
feel the motors 
adjust as the drone 
tries to correct itself.

Quick
tip

Locked on target
After quite a bit of work your drone should now 
be at the flying stage and with a bit of practice 
and quite a few replacement propellers you 
should have your creation airborne.

Don’t worry if it takes a while to get to grips 
with the controlling this drone as at present it’s 
about as raw as it gets and lacks any of the 
niceties of the expensive commercial drones you 
can by on the high street.

Just because you built the drone yourself it 
doesn’t means that you can’t rely on a few of the 
more advanced features to help stabilise flight 
and make the whole flying experience a little 
easier. The first essential is to fit GPS.

The cheapest option is to purchase the GPS 
unit at the same time as the PXFMini, otherwise 
search around for the ‘UBlox Neo 8M’. It’s unlikely 
that you’ll find it with the right connectors so a 

little creative wiring will be needed to attach the 
right ones to connect to the PXFMini.

The PXFMini uses a new type of connector 
these are set out by the latest dronecode 
Autopilot standard. They’re almost identical to 
the standard DF13 four- and six-pin and are 
called JST GH and again these come in both 4- or 
6-pin. Knowing this will save you time and money 
when buying a GPS unit for use with the PXFMini 
as the majority of GPS units use DF13.

Once purchased and fitted with the right 
connectors, the GPS unit can be plugged into the 
top of the PXFMini using the two connectors, one 
for power that goes to the four pin and the other 
to data. After connecting the GPS power up the 
drone and you’ll see the GPS lights illuminate. 
In order for the PXFMini to take advantage of the 
additional data that the GPS will provide you’ll 

need to wait for the GPS to pick up the satellites 
which can take a couple of minutes. You’ll see the 
yellow LED flash once full connection is made.

 The GPS can be fully configured in the 
Config/Tuning Menu > Full Parameter list. 
If you make any changes make sure you 
hit the ‘Write to’ button to save it.
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Before attaching 
the GPS make sure 
that the drone is 
capable of steady 
flight. Although 
GPS aids the ease 
of flight and will 
help to iron out 
some flight issues if 
you haven’t got the 
basics sorted then 
your drone will still 
fly erratically.

Quick
tip

Did you miss the last issue? Head over to http://bit.ly/MFMissues now!

 The small bars 
show the max 
and minimum 
movement of the 
RC units sticks

 The small preview on the APM 2.0 screen highlights the 
level of the drone, the preview should correspond to the 
movements that you make.

 Use a dedicated voltmeter to check the overall voltage 
output of the battery to calibrate the power module.

Now you’ll need check on the transmitters Stick Mode, 
again this setting is usually found in the System settings and 
you should be looking for Mode 2. This mode sets the left 
stick’s up and down to Channel 3, the left and right to 
Channel 4 and on the right stick the up and down is set to 
Channel 2 and, finally, left and right to Channel 1.

Once you’ve checked these settings it’s time to make sure 
that the full motion of each of the control sticks, as well as 
any of the other switches on the transmitter that you want to 
activate, are also correct. Back in APM Planner click onto the 
‘Initial Setup’ tab followed by ‘RC Calibration’. Here you’ll see a 
series of black bars and green bars within. These green bars 
highlight the full range of movement that each stick has.

Click ‘Calibrate’ and then move both sticks through the full 
range of movement. As you do this, you’ll see the bars move 
and also see where the maximum and minimum levels are. 
You should also see in the bottom left just under the bars that 
the Mode is highlighted as ‘2’. Once you’ve finished the RC 
Units calibration click ‘Done’ to save the settings. Now turn off 
the handset and disconnect the battery. 

Calibrating the ESC
The last stage is to calibrate the Electronic speed controllers 
(ESC). Out of the box these small devices are generally pretty 
similar but inevitably need calibration as well. They basically 
control the speed at which each of the propellers spin, so all 
need to be perfectly synced so all props give the same 
amount of lift.

Before you start, make sure the propellers have been 
removed, reconnect the battery and switch on the 
transmitter, then prime the motors by moving the left hand 
stick down to the bottom right position for a few seconds. 
The propellers should start to spin.

Watch the propellers as the spin starts and you’ll probably 
see that one is a little slower on the takeup compared with 
the others or in the case of our drone one started a lot later 
than the other three. Now lift the drone and increase the 
throttle as you tilt the drone you should feel the motors adjust 
to compensate the tilt.

Put the drone down and make sure that everything is 
switched off, and power to the drone is disconnected. 
Switch on the transmitter and push the left stick (Throttle) to 
its maximum position. Connect the power to the drone and 
you should see that the LEDs will cycle through red, blue and 
yellow—this just shows that the drone will go into ESC 
calibration mode the next time you connect the power. 

Disconnect the power and reconnect. Wait for the ESC to 
emit a sound as it beeps for each cell in your battery pack, 

then it will emit another two beeps to indicate that maximum 
throttle has been reached.

Pull the throttle to the minimum position and a long tone 
will be emitted to show that the minimum throttle has been 
reached. This also highlights that the calibration process has 
been completed and that the motors are primed. To check 
increase the throttle and all motors should spin in harmony.

Don’t kill the LiPo
One of the biggest issues with drones is power and this 
comes in the form of lithium-ion polymer (LiPo) batteries. 
They’re small, relatively lightweight and pack a punch when 
it comes to supplying enough power to the small motors to 
create lift.

Unfortunately, this power is relatively short-lived and even 
with the small drone that we’ve built, you really can’t expect 
more than five minutes of actual flight time per charge. 
Once the juice runs low the drone is prone to either dropping 
out of the sky or in the worse case scenario flying off.

But a crashing drone is the least of your worries, when it 
comes to LiPo batteries it’s easy to forget that they’re 
extremely volatile, and if used incorrectly can explode or 
catch fire. The big problem with LiPos is that it’s extremely 
easy to abuse the small cells without realising it and we need 
to do everything we can to limit the possibilities of any 
damage to the cells or the drone itself.

Part of the beauty of building a Linux-based drone is that 
you can program in failsafes through the APM Planner 2.0 
software. The two main settings that we’ll need to cover are 
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 For larger self-built drones, the analyser is handy for a 
quick visual guide to the status of your battery.

 Mode 2 is 
usually set as 
standard and 
just refers to the 
layout of the RC 
Unit’s sticks, with 
the throttle, eg, 
being controlled 
by the vertical 
movement of the 
left stick.

Throttle Failsafe and Battery Failsafe. We also need to do a 
little more hardware calibration, this time for the power 
module. This module is the extremely expensive and 
seemingly redundant circuit that sits between the PXFmini 
and battery and is what enables you to gauge the voltage of 
your battery and avoid over discharging.

ill the LiPo
Before we set the limits in the Failsafes, it’s worth knowing a 
little about the basics of the LiPos themselves. The battery 
we’re using contains three cells each with a voltage of 3.7V 
giving a total of 11.1V. In real terms this voltage will be higher 
when fully charged, up to 4.2V per cell and a lower 3V per cell 
when discharged. More or less than these voltage values and 
the battery will sustain damage.

What we need to do is calibrate the power module so that 
it sends back the correct information about the battery so if 
the voltage of the battery falls below 3V per cell it knows to 
kick in the Battery Fail Safe and land.

As with the ESC this needs calibrating through APM, 
but first we need to read the actual voltage of the battery with 

a voltmeter. You should find that full ycharged this is above 
11.1V—in our case the battery was reading 11.9V.

Now you need to boot up the drone and wirelessly 
connect to your computer and open APM. Click Initial Setup 
> Optional Setup > Battery Monitor and click ‘3DR Iris 4 in 1 
ESC’. Click the ‘Advanced’ Tab and have a look at the ‘Voltage 
from AutoPilot (Calced). You’ll see that this is probably 
reading much lower than the value you just read, click back 
on basic and enter the voltage you can see under the Entered 
Measured Value.

Now when you click back onto the Advanced tab you’ll see 
that the value in the Voltage from Autopilot (Calced) is now 
matching or at least almost identical to that of the value that’s 
read with the voltmeter, which will show that the power 
module is now calibrated. 

Now to set the Failsafes in APM click Initial Setup > 
Mandatory > Fail Safe. Click on the ‘Land’ option for both the 
Throttle and Battery failsafe. You can fit a low-voltage alarm or 
power analyser to the battery as a further level of protection 
for the battery.

Once we fit GPS module we can return to this section 
and change these to RTL (Return to Launch). Setting these is 
a great place to start as mounting the GPS can take a while 
to get right. LXF

GPS mounting
The GPS module is a sensor and works by 
picking up a series of satellites that map the 
drone’s location. As the drone we’ve built is quite 
small it won’t be as accurate as larger craft, 
but it will still have a positive effect on the quality 
of flight possible. 

Mounting the GPS module can be an issue as 
it can be difficult to find a place on the drone 
that doesn’t get in the way of the propellers. 
Also take into consideration that every few 
flights your drone will need recalibrating, and 
this will involve you placing the drone on its back 
so the GPS pole will need to be removed.

Once connected to the drone the GPS needs 
to be mounted. Unlike all other components 
that need to be packed onto the frame and 
bound in tight, the GPS module needs to be 
mounted proud of the craft so that it gets a good 
clear view. The separation from the rest of the 
electronics also helps to avoid any magnetic 
interference that’s caused by the ESC and 

motors. Finally, it’s important that the wires are 
all tucked in and wrapped away from the 
spinning props to ensure your drone doesn’t 
impersonate a brick in mid-flight when flapping 
wires are accidentally shredded.

Once mounted you will need to repeat the 
compass calibration in the Initial Setup > 
Mandatory Setup > Compass. After 
re-calibrating you are ready to fly.

To check that the GPS is working use Wi-Fi to 
connect to the drone and, making sure it’s a 
bright day, power-up and leave the drone 
outside for a couple of minutes. On your 
computer navigate to the APM config/tuning > 
parameters window and check that the follow 
GPS perimeters are:
Min Sat => 6 and HDOP < 2. 

The Linux operating system used by the 
PXFMini and Pi Zero means that further sensors 
can be added and configured through the APM 
Planner 2.0 software.

The Pi Zero is a great way to get started but 
take a look at some of the more powerful 
options, including the Erle Brain 2 (http://bit.
ly/ErleBrain2). However, the drone is just one 
project that can be created with the PXFMini— 
intelligent boats and cars can all be built using 
the same system.

 Make sure you mount the GPS  
unit away from all the electronics  
to avoid any interference.
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special configuration is required. Before loading the software 
components for the GPS server to the Pi, however, it’s a good 
practice to ensure that the OS is updated from the source 
repository. This ensures that all the newest packages versions 
are installed.
$ sudo apt-get update 
$ sudo apt-get upgrade 

With the Pi powered off, plug the GPS HAT module into the 
Pi board, ensuring pin 1s are aligned. The plug for the external 
antenna cable adaptor fits into the socket on the HAT board, 
and this connection is just a compression fit. To ensure that 
there was no strain on the connection, I secured the cable to 
the HAT board using a small tie-wrap—but don’t cinch the 
cable tie too tight. Compressing the transmission media will  
potentially impact on the performance. The external antenna 
was fastened to the cable adaptor, and the long cable 
provided was sufficient to allow the antenna to rest on the 
window sill, with the Pi sitting securely on a desk.

Power up the Pi. When the boot routine is completed, log 
in. You will need a command line interface (that is, a terminal 
session if using the GUI) to make the configuration changes 
required to support the GPS HAT.

Set the serial port
By default the Raspberry Pi’s serial port (pins 8,10) is 
configured as a serial input/output (I/O) console. During the 
Raspberry Pi boot information is sent to the serial port. In 
order to use the serial port for communication with the GPS 
HAT, the serial port console needs to be repatriated. So, using 
your favourite text editor, edit the file /boot/cmdline.txt and 
you’ll need to locate the following line in the cmdline.txt file:

GPS: Precise 
device location 

Geolocation Install and configure  
a HAT to gain GPS support

Sean Conway explains how and why you should pair a postage-stamp-sized 
Adafruit Ultimate GPS receiver HAT with a Raspberry Pi.

The Raspberry Pi opens up a host of technology 
opportunities to explore in its own right, but a HAT 
(Hardware Attached on Top) expands the quantity 

and type of input and output resources available for use by a 
Pi. In our case, a pairing of the Pi with an Adafruit Ultimate 
GPS HAT (http://bit.ly/GPSHAT4Pi) provides any 
technology explorer with the ability to delve into 
geopositioning satellite triangulation.

The Adafruit website provides information to get the GPS 
HAT operational. However, while the guide will explain how to 
do each step, it won’t provide much detail on why it’s being 
done. This tutorial covers both the how and why.

We’ll be using a GPS HAT connected to a Pi 2, for this 
tutorial. We’ve attached the GPS receiver to an external 
antenna using a cable adaptor—knowing the limited signal 
strength used in GPS and our physical location in Canada, an 
external antenna was needed to assure sufficient satellite 
signal strength was available for the GPS receiver to get a 
satellite signal lock. Without the lock, you just have a Pi 
wearing a useless (but stylish) HAT.

The Pi for this setup is a Pi 2 Model B with an 8Gb 
memory card running Raspbian “Jessie” 8, which we 
downloaded from the repository at www.raspberrypi.org. No  The HAT board provides space for breadboard ideas.

Sean D. 
Conway had 
formal training in 
electronics and 
half a career  
spent in aviation, 
so he really knows 
where he is with 
implementing a 
GPS receiver  
on a Pi.

Our 
expert

The format of the 
data is specified 
in the standards 
published by the 
National Marine 
Electronics 
Association 
(NMEA – www.
gpsinformation.
org/dale/
nmea.htm). The 
sentences contain 
satellite position, 
time and velocity 
information 
produced from 
the receiver. Each 
sentence is self-
contained and 
independent of 
other sentences.

Quick
tip
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dwc_otg.lpm_enable=0 console=ttyAMA0,115200 
kgdboc=ttyAMA0,115200 console=tty1 root=/dev/mmcblk0p2 
rootfstype=ext4 elevator=deadline rootwait

Remove the references to the serial port ttyAMA0, 
console=ttyAMA0,115200 kgdboc=ttyAMA0,115200 . After 
your edits the line should look like this:
dwc_otg.lpm_enable=0 console=tty1 root=/dev/mmcblk0p2 
rootfstype=ext4 elevator=deadline rootwait 

An alternative method for changing the serial port 
configuration is to use the raspi-config command tool. Step 
through the menus to the serial port option and disable it. 
This however results in a serial port configuration change 
without the knowledge of how.

To enable the serial port using raspi-config:
dwc_otg.lpm_enable=0 console=tty1 
console=ttyAMA0,115200 root=/dev/mmcblk0p2 
rootfstype=ext4 elevator=deadline fsck.repair=yes rootwait

To disable the serial port using raspi-config:
dwc_otg.lpm_enable=0 console=tty1 root=/dev/mmcblk0p2 
rootfstype=ext4 elevator=deadline fsck.repair=yes rootwait 

Since the serial port console is reconfigured, there’s no 
need for it to start during the boot sequence. Stop and 
disable the serial service that is managed by systemd: 
$ sudo systemctl stop serial-getty@ttyAMA0.service
$ sudo systemctl disable serial-getty@ttyAMA0.service 

The serial port transmission characteristics need to be 
configured in order to have a correct receiver data output 
stream. Using stty, configure the device (dev/ttyAMA) to 
output raw data. Set the bit rate to 9600 baud, establish 8 
data bits (cn8), disable modem control off (ie clocal) and one 
stop bit (ie -cstopb):
sudo stty -F /dev/ttyAMA0 raw 9600 cs8 clocal -cstopb

In order for the setting to be available after a reboot, use a 
text editor and add the line to the /etc/rc.local file. To test 
the configuration, enter:  sudo cat /dev/ttyAMA0 .

Each line of data is referred to as a sentence. The first 
word of each sentence prefixed with  $GP  (ie global 
positioning) is called a data type and defines what data is 
contained in the sentence. The data is ASCII text, comma 
delimited. The character string at the end of the sentence, 
asterisk (*) followed by two hexadecimal digits, is a checksum 

value to confirm the integrity of the data. Let’s examine the 
$GPRMC sentence to better understand some of the data 
that’s available.
$GPRMC,235510.000,A,4948.1727,N,09706.7739,W,0.01,287.
00,180216,,,D*7C

When examining Latitudinal and Longitudinal data it’s 
important to understand the format to ensure accurate 
positioning information. The data can be written in three 
formats. The table (below) provides examples. The three 
formats are all for the same location. 1 degree latitude equals 
60 nautical miles, 1 minute equals 1 nautical mile and 1 
second equals one-60th of a nautical mile.
49 x 60 + 48 x 1 + 10.45/60 = 2988.174166667
49 x 60 + 48.1742 x 1 = 2988.1742
49.803069 x 60 = 2988.18414

GPS data
Now that the GPS HAT is spewing data, let’s examine how to 
control what data is being provided. To accomplish this task 
there is a set of tools – that is, scripts – developed to 
communicate with the MT3339 chip. The different scripts 
contain sequences of GlobalTop’s PMTK commands that 
configure the MT3339. The user simply provides parameters 
to the script, saving the trouble of having to build an 
instruction set from the ground up. Some documentation for 
the MT3339/PA6H based GPS tools can be found at 
https://github.com/f5eng/mt3339-utils.

To begin, you’ll need to get hold of the mt3339 tools and 
decompress the file:
 $ sudo wget  https://github.com/f5eng/mt3339-utils/archive/
gps.zip 
 $ sudo unzip gps.zip 

 The NEMA data-type sentences contained in this data stream from the GPS HAT.

The skinny on GPS
Global Positioning System (GPS) depends on a constellation 
of satellites orbiting the planet (31 are operational at time of 
writing). These continuously transmit their position and time 
data. Receiving a signal from at least four satellites, a GPS 
unit on Earth can determine its location using a geometry 
called trilateration. (The speed of radio waves is known, so 
the time data enables the GPS unit to correct for the time it 
took for the position data to arrive.) 

The system was developed by the US government to 
improve on existing navigational systems. It was intended for 
military use but is now available to anyone with a receiver 
that can pick up the radio signals from the satellites.

An awesome animated graphic showing a constellation of 
satellites in motion can be found at the Sparkfun learning 
site, https://learn.sparkfun.com/tutorials/gps-basics. 
This company also sells GPS receiver modules.
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 The $GPRMC sentence structure which supplies the minimum specific GPS data.

 cd mt3339-utils-gps 
The first script to become familiar with is gpsinit. This 

performs an initialisation and establishes the configuration 
for the data-types sentences the GPS will output. The script 
also downloads an Extended Prediction Orbit (EPO) data file 
from the vendor’s website and uploads the contents of the file 
into the GPS chip flash memory.
$ sudo ./gpsinit -s 9600 -f gpsinit_reset.conf  /dev/ttyAMA0 

This command (above) establishes a communication 
baud of 9600, reads parameters from the gpsinit_reset.conf 
file and applies them to the device  ttyAMA0 . The output 
from the script will be displayed on the screen. The loading of 
the EPO data is the last step completed when the script is 
executed. You can observe the output messages on the 
screen as the data is being loaded.

A practical way to demonstrate the effectiveness of EPO 
data is to cold start the GPS without EPO and record how 
long it takes to get a TTFF (time to first fix, see the GPS 
Satellites box below). Then cold start the GPS with EPO data 
and record its time to TTFF. A simple way to perform this test 
is to make a copy of the gpsinit_reset.conf file and call it 
gpsinit_factory.reset. Using your favourite text editor, 
remove the line of code that causes the loading of EPO data:
epoloader -n -c -s ${SPEED} @/etc/gpsinit_loc.conf /tmp/
MTK14.EPO ${DEVICE} 

Initialise the gpsinit using each different parameter file and 
cold start the Pi. The difference is noticeable. If you’re 
wondering how to determine TTFF when you’ve only seen 
data scrolling up a screen, here is a command for that:
 sudo ./gpsstatus /dev/ttyAMA0

This command will provide a text display from the raw 
GPS data-type sentences provided. You can also see the TTFF 
field that we’ve mentioned. If the status command hangs 
when executed then there is a conflict for access to the serial 
device. During testing, eg, we discovered that if the time 
daemon tries reading data while the  status  command is 
running, the command fails.

Once the GPS module gets a fix, verify the location with 
Google Maps or some other mapping software. Remember 
that GPS is often accurate to only 5-10 metres, or worse if 
you’re indoors or surrounded by tall buildings, since this can 
interfere with the signal. 

Now that we have GPS data being collected, how about 
making it available at our host Raspberry Pi’s computer’s TCP 
port? The following software tool will make this possible. It 
does the heavy lifting by munging the raw data and providing 
different displays. 

GPS on your Pi
From the command line, install the software and supporting 
packages for a daemon called gpsd:
$ sudo apt-get install gpsd gpsd-clients python-gps 

Full documentation for the GPS service daemon can be 
found at www.catb.org/gpsd. Some configuration is required 
to get everything in order. Using your favourite text editor, edit 
the file /etc/defaults/gpsd an add the device code:
DEVICES="/dev/ttyAMA0” 

Save and close the file and restart the gpsd daemon:

GPS fix
In order for a GPS receiver to produce 
accurate data, it requires a fix. The fix is 
obtained by receiving data from enough 
satellites (minimum four) to determine 
its location. The GPS HAT has an LED 
connected to the data output of the 
MT3339 to provide a fix status 
indication. If the LED blinks once a 
second, the receiver doesn’t have a fix. 

This may require moving the antenna to 
another location that provides an 
unobstructed line of sight to the sky. 
During testing our receiver failed to 
obtain a fix while located in the 
basement. Only after positioning the 
antenna on the second floor was a fix 
obtained. This is indicated by the LED 
blinking once every ten seconds.

The Adafruit GPS HAT
The Adafruit Ultimate GPS HAT is built 
around the LadyBird Family of GPS 
modules manufactured by GlobalTop. 
The part number FGPMMOPA6H uses 
an MT3339 chip mounted to a printed 
circuit board backplane that’s secured 
to the HAT board. You can find the 
specification at http://bit.ly/
GlobalTopPA6H. For our testing setup 
an external antenna was attached. 
A battery holder containing a coin-size 
lithium battery enables the integrated 
circuit to retain positional data in the 
event of Vcc power loss. A 24C32 EEPROM chip (not shown 
in the drawing) can also be found on the HAT board. 

The integrated circuit contains the name and maker of the HAT. 
The HAT vendor, in this case, suggests the EEPROM may hold 
promise for future development.
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  sudo service gpsd restart
The gpsd daemon installation provides a few programs to 

display the data. The desktop screenshot (above) displays 
the output from the three programs gpsmon, xgps and cgps 
from left to right.
 sudo gpsmon /dev/ttyAMA0

The output from this shows at the top left of the screen 
where the data is available: Tcp://localhost:2947. The 2947 
is the port the daemon is supporting. The screen also 
provides different channels (that is, different satellites), and 
GPS data displayed and understandable now that we have a 
clear understanding of the difference between decimal 
degrees verses decimal minutes  sudo xgps .

Displaying GPS data
If you’re accessing the Pi via a standard SSH connection 

you will have received an error. If you’re on your Pi via the GUI 
desktop or a remote desktop application like TigerVNC, you 
would have received a graphic display of data. The graph 
shows the satellites the GPS receiver is attempting to process.

If your Raspberry Pi is set up with the GUI as the default 
login, you do have another option available and that’s to 
display the screen using SSH. Provide the additional attribute 
shown in the command line:

  ssh -Y pi@<your_pi_ip_address>
The  -Y  (this must be a capitalised) enables trusted X11 

forwarding via SSH. The command pops up a screen as if you 
were calling the command from the desktop. The assumption 
made for this to work is that no security protocols have been 
applied to the configuration that prevent X11 forwarding.

The final command provides the same output as the 
graphic but in text form instead:  sudo cgps  with no special 
tinkering with SSH to see the data.

Take some time to explore the data by making changes to 
the GPS initialisation. You will discover that you can’t see 
satellite data if all you have the GPS producing is time and 
date with $GPZDA data-type sentences.

Note that if you wish to turn off the gpsd daemon for 
some reason, you may need to do a little clean-up from the 
command line to free up resources that are no longer being 
used by the daemon:
sudo service gpsd stop
sudo killall gpsd
sudo rm /var/run/gpsd.sock

Recall that we indicated that the gpsstatus application 
failed to work because it didn’t like sharing the GPS 
resources. The clean-up will assist you in keeping those 
sharing wolves at bay. There we have it. A tutorial on how to 
configure a GPS receiver in order to producing data you tailor, 
with a few answers to whys thrown in. In the next tutorial we 
will set up the GPS data to help our Pi keep accurate time. LXF

Working out the 
longitude is more 
complicated 
because the length 
of 1 degree varies 
depending how far 
north or south of 
the equator you are.

Quick
tip

GPS satellites
GPS satellites send information about 
their location and time in data 
sentences, but in order for a GPS 
receiver to retrieve the information the 
signal must of a specific strength for a 
specific duration. If the signal is 
degraded because of obstructions while 
your receiver is trying to get a fix, the 
data is lost and the unit must start over. 

To assist GPS units in locating satellites, 
the manufacturers make available 
ephemeris data from their FTP sites. 
The data can be downloaded and then 
uploaded into the GPS unit’s flash 
memory. Then, when the GPS unit 
starts, its has information on the 
satellites that assists it in establishing 
time to first fix (TTFF) more quickly.

 One page that correlates all the data for GPS status.

 The gpsd 
daemon offers 
a few different 
programs for 
presenting the 
GPS data.

Next issue: Accurate GPS time
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code), and automatic (which are dynamically executed when 
something specific happens). Controlling tracing is what you 
can do using the  lttng  command line utility. The following 
command displays all available tracing events related to the 
Linux kernel:
$ sudo lttng list --kernel
$ sudo lttng list --kernel | wc
    234    1389   17062

(You can see a small part of the output from  lttng list 
--kernel , bottom, p81). If the previous commands fail then 
there’s a chance that the LTTng kernel module isn’t running, 
which you can check with:  $ lsmod | grep -i ltt .

In that case, you can start LTTng as follows:
$ sudo /etc/init.d/lttng-sessiond start
[ ok ] Starting lttng-sessiond (via systemctl): lttng-sessiond.
service.

If you try to run the  LTTng list command without root 
privileges, you will get an error message instead of the 
expected output:
$ lttng list --kernel
Error: Unable to list kernel events: No session daemon is 
available
Error: Command error

Should you wish to avoid running all LTTng-related 
commands as root, you should add the desired users to the 
tracing group as follows:
$ sudo usermod -aG tracing <username>

To start an LTTng tracing session use:
$ lttng create new_session

LTTng: Tracing 
apps in Linux

LTTng Learn how to track behaviour 
and analyse data from your system

Mihalis Tsoukalos introduces the essentials of software tracing and how to 
use LTTng for understanding what’s happening on a running system.

LTTng is an open source tracing framework that runs on 
Linux. This enables you to understand the interactions 
between multiple components of a system, such as the 

kernel, C or C++, Java and Python applications. On the 
Ubuntu 16.04 distribution (distro) you can install LTTng as 
follows:
$ sudo apt-get install lttng-tools lttng-modules-dkms liblttng-
ust-dev

After a successful install you will see at least one process 
related to LTTng running (see above, right for how the  
installation process looks in more detail):
# ps ax | grep -i ltt | grep -v grep
3929 ?        Ssl    0:00 /usr/bin/lttng-sessiond

You can find the version of LTTng you are using with:
$ lttng --version
lttng (LTTng Trace Control) 2.7.1 - Herbe à Détourne

Using LTTng
LTTng does two main things: instrumenting and controlling 
tracing. Instrumenting is the task of inserting probes into 
source code, and there are two types of probes: manual, 
(which are hardcoded at specific locations in the source 

 Ubuntu 16.04 requires lttng-tools, lttng-modules-dkms 
and liblttng-ust-dev for LTTng to run properly.

Mihalis 
Tsoukalos
(@mactsouk) has 
an M.Sc. in IT from 
UCL and a B.Sc. in 
Mathematics. He’s 
a DB-admining, 
software-coding, 
Unix-using, 
mathematical 
machine. You can 
reach him at www.
mtsoukalos.eu.

Our 
expert

Software tracing 
is the process of 
understanding 
what’s happening 
on a running 
software system. 
A trace application 
can trace both 
user applications 
and the OS at the 
same time. If you’re 
an amateur Linux 
user, you may find 
tracing difficult 
to understand, so 
try using simple 
examples until it 
makes more sense.

Quick
tip
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Session new_session created.
Traces will be written in /home/mtsouk/lttng-traces/new_
session-20160608-111933
$ lttng list
Available tracing sessions:
  1) new_session (/home/mtsouk/lttng-traces/new_
session-20160608-111933) [inactive]
    Trace path: /home/mtsouk/lttng-traces/new_
session-20160608-111933

Use lttng list <session_name> for more details
$ lttng list new_session
Tracing session new_session: [inactive]
    Trace path: /home/mtsouk/lttng-traces/new_
session-20160608-111933
$ lttng destroy new_session
Session new_session destroyed
$ lttng list
Currently no available tracing session

The first command creates a new LTTng session named 
new_session and the second command lists all available 
sessions. The third command displays more information 
about a particular session while the fourth command 
destroys an existing session. The last command verifies that 
the new_session session has been successfully destroyed.

Although the  destroy  command looks dangerous, it’s 
not—it just destroys the current session without touching any 
of the generated files that contain valuable information.

Please note that LTTng saves its trace files in ~/lttng-
traces. The directory name of each trace follows the session_
name-date-time pattern.

Tracing behaviour
This section will trace the behaviour of a Linux system after 
executing LibreOffice Writer. However, before you start the 
actual tracing, you should tell LTTng which events you want to 
trace. This command tells LTTng to trace all kernel events:
$ lttng enable-event -a -k 
All kernel events are enabled in channel channel0

The above command must be executed at a specific time 
and the list of commands you’ll need to execute must follow 
this order:
$ lttng create demo_session
$ lttng enable-event -a -k
$ lttng start
$ /usr/lib/libreoffice/program/soffice.bin  --writer &
$ lttng stop
Waiting for data availability.

Tracing stopped for session demo_session
After  lttng stop  has finished, the contents of ~/lttng-

traces should be similar to the following:
$ ls -lR /home/mtsouk/lttng-traces/demo_
session-20160615-154836
/home/mtsouk/lttng-traces/demo_session-20160615-154836:
total 4
drwxrwx--- 3 mtsouk mtsouk 4096 Jun 15 15:48 kernel

/home/mtsouk/lttng-traces/demo_session-20160615-154836/
kernel:
total 143480
-rw-rw---- 1 mtsouk mtsouk 145408000 Jun 15 15:51 
channel0_0
drwxrwx--- 2 mtsouk mtsouk      4096 Jun 15 15:48 index
-rw-rw---- 1 mtsouk mtsouk   1503232 Jun 15 15:48 metadata

/home/mtsouk/lttng-traces/demo_session-20160615-154836/
kernel/index:
total 32
-rw-rw---- 1 mtsouk mtsouk 31096 Jun 15 15:51 channel0_0.
idx
$ file metadata
metadata: Common Trace Format (CTF) packetized metadata 
(LE), v1.8
$ file channel0_0
channel0_0: Common Trace Format (CTF) trace data (LE)
$ file index/channel0_0.idx
index/channel0_0.idx: FoxPro FPT, blocks size 1, next free 
block index 3253853377, field type 0

As you can see, the size of the  channel0_0  is about 

 This lttng command shows all tracing events related to kernel operations.

The philosophy of 
tracing is similar 
to the way you 
debug code: if you 
have no idea what 
you are looking 
for and where, no 
tool can help you 
find your problem. 
As a result, some 
preparation is need 
before using tools 
such as LTTng.

Quick
tip

Comparing LTTng to similar tools
There are many tracing tools for Linux including 
DTrace, perf_events, SystemTap, sysdig, strace 
and ftrace. SystemTap is the most powerful tool 
of all but LTTng comes close, apart from the fact 
that it doesn’t offer an easy way to do in-kernel 
programming. DTrace is in an experimental state 
on the Linux platform, its biggest advantage is 
that it also works on other Unix platforms 
including Solaris and Mac OS X. Alternatively, 

perf_events can solve many issues and is 
relatively safe to use and as a result it is very 
good for amateur users who don’t need to 
control everything on a Linux machine. Built into 
the Linux kernel, ftrace has many capabilities but 
doesn’t offer in-kernel programming, which 
means that you’ll have to post-process its output.

LTTng has the lowest overhead of all tools 
because its core is very simple and generates 

trace files in CTF format, which allows you to 
process them remotely or put them in a 
database such as MongoDB or MySQL. However, 
as you have to post-process the generated trace 
files, you cannot get real-time output from LTTng.

The key to successful tracing is to choose a 
powerful tool, learn it well and stick with it. LTTng 
makes a perfect candidate but don’t choose a 
tool until you try several of them first.
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The lttng view 
command can 
help you view 
the recorded 
trace records if 
you execute it 
after lttng stop 
and before lttng 
destroy. However, 
lttng view still 
executes babeltrace 
in the background.

Quick
tip

Improve your Linux skills Subscribe now at http://bit.ly/LinuxFormat

 As the output 
of babeltrace 
is in plain text 
format, you can 
use any text 
processing tool 
to investigate a 
trace file, such 
as grep, awk, sort 
and sed etc.

145MB, whereas the metadata file is significantly smaller. 
However, both files are stored in CTF format. So far, you have 
your trace files. The next section will use the BabelTrace utility 
to examine the generated trace data.

Analysing tracing data
The BabelTrace utility will be used for parsing the produced 
trace files. The first thing you can do on a trace file is:
$ babeltrace ~/lttng-traces/demo_session-20160615-154836

which prints the full contents of the trace file on your screen 
and allows you to get a good idea about the captured trace 
data. However, finding what you want is hard when you have 
lots of data. The next logical thing to do is filter the output in 
order to get closer to the information you really want.

As the output of  babeltrace  is plain text, you can use any 
text processing utility, including grep and awk, to explore your 
data. The following awk code prints the top 10 of all calls:
$ babeltrace ~/lttng-traces/demo_session-20160615-154836 
2>/dev/null | awk {'print $4'} | sort | uniq -c | sort -rn | head

Similarly, this awk code prints the top 10 of system calls:
$ babeltrace ~/lttng-traces/demo_session-20160615-154836 
2>/dev/null | grep syscall_ | awk {'print $4'} | sort | uniq -c | 
sort -rn | head

You can see the output of both commands (pictured 
above). The first shows that the total number of recorded 
entries in demo_session-20160615-154836 is 3,925,739! After 
this, you can count the total number of write system calls:
$ babeltrace ~/lttng-traces/demo_session-20160615-154836 | 
grep syscall_entry_writev | wc
$ babeltrace ~/lttng-traces/demo_session-20160615-154836 | 
grep syscall_exit_writev | wc

Please bear in mind that each system call has an entry 
point and an exit point, which means that you can trace a 
system call when it’s about to get executed and when it has 
finished its job. So, for the  writev(2)  system call, there exists  
 syscall_entry_writev  and  syscall_exit_writev .

As our executable file is LibreOffice Writer, the next output 
will tell you more about its system calls:
$ babeltrace ~/lttng-traces/demo_session-20160615-154836 
2>/dev/null | grep -i Libre

The command (below) will show which files were opened:
$ babeltrace ~/lttng-traces/demo_session-20160615-154836 
2>/dev/null | grep syscall_entry_open

However, in this case, the  syscall_exit_open  trace point is 
more useful, because it also shows the return value of the  
 open(2)  system call:

$ babeltrace ~/lttng-traces/demo_session-20160615-154836 
2>/dev/null | grep syscall_exit_open | grep “ret = -1”
[15:49:17.175257726] (+0.000000719) LTTng syscall_exit_
open: { cpu_id = 0 }, { ret = -1 }

If you read the man page of open(2), you’ll find that a 
return value of -1 signifies an error. This means that such 
errors might be the potential root of the problem. As you can 
see, only your imagination can stop you from taking 
advantage of the captured tracing data. The next sections will 
talk about tracing your own code.

Although the process of making LTTng to trace your own 
C code is relatively easy to follow, it involves many steps. The 
first is creating your own trace events. As you will see, each 
trace event needs a provider name, a tracepoint name, a list 
of arguments and a list of fields.

The initial version of the C code you want to trace, saved 
as fibo.c, is the following:
#include <stdio.h>

size_t fibonacci( size_t n )
{
 if ( n == 0 )
  return 0;
 if ( n == 1 )
  return 1;
 if ( n == 2 )
  return 1;

 return (fibonacci(n-1)+fibonacci(n-2)); 
}

int main(int argc, char **argv)
{
    unsigned long i = 0;
    for (i=0; i<=16; i++)
    printf("%li: %lu\n”, i, fibonacci(i));
 return 0;
}

In order to trace fibo.c, you will need the following LTTng 
code, which defines a new trace event:
#undef TRACEPOINT_PROVIDER
#define TRACEPOINT_PROVIDER fibo

#undef TRACEPOINT_INCLUDE
#define TRACEPOINT_INCLUDE "./fibo-lttng.h”

#if !defined(_HELLO_TP_H) || defined(TRACEPOINT_
HEADER_MULTI_READ)
#define _HELLO_TP_H

#include <lttng/tracepoint.h>

TRACEPOINT_EVENT(
    fibo,
    tracing_fibo,
    TP_ARGS(
        size_t, input_integer
    ),
    TP_FIELDS(
        ctf_integer(size_t, input_integer_field, input_integer)
    )
)
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 Here we are processing the output of traceMe.c 
using babeltrace which reveals that there is a serious 
performance problem in traceMe.c.

#endif /* _HELLO_TP_H */
#include <lttng/tracepoint-event.h>

This is saved as fibo-lttng.h and defines a new trace event 
with a full name of  fibo:tracing_fibo . The  input_integer_field  
is the text that will be written in the trace files. According to 
the C standard, the size_t type, used in both fibo-lttng.h and 
fibo.c, is an unsigned integer type of at least 16-bit.

You are also going to need a file named fibo-lttng.c:
#define TRACEPOINT_CREATE_PROBES
#define TRACEPOINT_DEFINE

#include “fibo-lttng.h”
The main purpose of fibo-lttng.c is to have fibo-lttng.h 

included in it in order to compile it:
$ gcc -Wall -c -I. fibo-lttng.c
$ ls -l fibo-lttng.*
-rw-rw-r-- 1 mtsouk mtsouk    84 Jun 17 19:09 fibo-lttng.c
-rw-rw-r-- 1 mtsouk mtsouk   497 Jun 17 19:11 fibo-lttng.h
-rw-rw-r-- 1 mtsouk mtsouk 11600 Jun 17 19:12 fibo-lttng.o

So, now that you have fibo-lttng.o, you are ready to make 
the necessary changes to fibo.c and compile it. The final 
version of fibo.c will be saved as traceMe.c. This output uses 
the  diff  command to show the differences between fibo.c 
and traceMe.c:
$ diff fibo.c traceMe.c
1a2,3
> #include <unistd.h>
> #include “fibo-lttng.h”
4a7
>  tracepoint(fibo, tracing_fibo, n);
11c14
<  return (fibonacci(n-1)+fibonacci(n-2));
---
>  return (fibonacci(n-1)+fibonacci(n-2));
16a20
>  sleep(10);
20a25
>

As you can see, you must include one extra header file – 
the one you created earlier – as well as an extra  tracepoint() . 
You can call  tracepoint()  as many times as you want 
anywhere in the C code. The first parameter of  tracepoint()  is 
the name of the provider, the second is the name of the trace 
point, and the rest is the list of parameters you’re 
inspecting—in this case, you are inspecting just one variable.

The last thing to do before executing traceMe.c is to 
compile it:
$ gcc -c traceMe.c
$ gcc -o traceMe traceMe.o fibo-lttng.o -ldl -llttng-ust

You should enable the trace event defined in fibo-lttng.h 
after starting a tracing session:
$ lttng create fibo_session
$ lttng enable-event --userspace fibo:tracing_fibo

After starting the new session, you can finally execute 
traceMe.c, allow it to finish and stop the tracing process:
$ lttng start
$ ./traceMe
$ lttng stop
$ lttng destroy

Running the command (below) while  ./traceMe  is still 
being executed will reveal all available user space trace 
events, including the one you declared in fibo-lttng.h:
$ lttng list --userspace

In order to get any output from this, the traceMe.c 
executable must be running—this is the reason for calling  
 sleep(1)  in traceMe.c. (See the output below).

The data from the trace can be found at ~/lttng-traces/
fibo_session-20160617-193031. As traceMe.c uses a 
recursive function, its output has 5,151 lines, but usually you 
will get less output when tracing a single event.

Analysing C code
The output of babeltrace would be similar to the following:
$ babeltrace ~/lttng-traces/fibo_session-20160617-193031
[19:31:26.857710729] (+?.?????????) LTTng fibo:tracing_fibo: 
{ cpu_id = 0 }, { input_integer_field = 0 }
[19:31:26.857753542] (+0.000042813) LTTng fibo:tracing_fibo: 
{ cpu_id = 0 }, { input_integer_field = 1 }
$ babeltrace ~/lttng-traces/fibo_session-20160617-193031 | 
wc
   5151   72114  540934

An awk script will reveal the number of times traceMe.c 
calculates each Fibonacci number:
$ babeltrace ~/lttng-traces/fibo_session-20160617-193031 | 
awk {'print $13'} | sort | uniq -c | sort -rn

(The output can be seen, left), as you can understand, 
traceMe.c needs to be optimised! If you want to trace Python 
applications, you will need to install one extra package:
$ pip search lttn
lttnganalyses             - LTTng analyses
lttngust                  - LTTng-UST Python agent
$ sudo pip install lttngust

Tracing Python code is beyond the scope of this tutorial 
but you can learn more about it at http://lttng.org/
docs/#doc-python-application. LXF

The BabelTrace tool
BabelTrace is a tool that helps you deal 
with various trace files, including the 
trace files generated by LTTng. It allows 
you to read, write and convert trace files 
using the Common Trace Format (CTF) 
and is very useful for presenting CTF 
files onscreen. If BabelTrace isn’t 
already installed, you can get it with:
$ sudo apt-get install babeltrace

The babeltrace-log utility that comes 
with the babeltrace package enables 

you to convert from a text log to CTF 
but you will not need it if you are only 
dealing with LTTng.

You can learn more about babeltrace 
at http://diamon.org/babeltrace. 
You could also try using Trace Compass 
(http://tracecompass.org) to view 
LTTng trace files, which is a graphical 
application. You can also learn 
more about the CTF format at  
http://diamon.org/ctf.
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Starting redis-server:  redis-server .
$ ps ax | grep redis | grep -v grep
 2779 ?        Ssl    0:00 /usr/bin/redis-server 127.0.0.1:6379       

As you can see from the output of  ps , Redis listens to 
port number 6379 using the 127.0.0.1 IP address. You can 
check that everything works as expected using  redis-cli :
$ redis-cli ping
PONG

If the answer is  PONG  then everything is OK. However, if 
the answer is similar to the following, then Redis client cannot 
connect to the Redis server:
$ redis-cli ping
Could not connect to Redis at 127.0.0.1:6379: Connection 
refused

Stopping the Redis server can be done as follows:
$ sudo /etc/init.d/redis-server stop
Stopping redis-server: redis-server.

The configuration files of Redis can be found inside /etc 
but you will not have to deal with them very often:
$ ls -l /etc/redis
total 56
drwxr-xr-x   2 root root  4096 Jun  6 11:00 ./
drwxr-xr-x 137 root root 12288 Jun  6 11:00 ../
-rw-r--r--   1 root root 30176 Jan 14  2014 redis.conf
-rw-r--r--   1 root root  5662 Jan 13  2014 sentinel.conf

Finally, finding what version of Redis you are using is as 
easy as executing the following:
$ redis-server --version
Redis server v=2.8.4 sha=00000000:0 malloc=jemalloc-3.4.1 
bits=64 build=a44a05d76f06a5d9

The basics
A Redis database doesn’t have a schema; therefore you 
cannot create a table as if you were using MySQL or any 
other relational database. However, you can create as many 
key-value pairs as you want! Additionally, Redis doesn’t 
support the SQL language.

Redis comes with its own client, named redis-cli. If you 
execute  redis-cli  without any command-line arguments, you 
will go to the Redis interactive shell, which shows the IP 
address and the port number of the Redis server process you 
are connected to:
$ redis-cli
127.0.0.1:6379> 

However, if you give a valid Redis command as a 
command-line argument to redis-cli, it will execute the 
command and put you back to the Linux shell:
$ redis-cli TIME

Redis: NoSQL 
data stores
Mihalis Tsoukalos explains all you the essentials you’ll need to know about 
getting started with Redis, the in-memory data structure store.

R edis (REmote Dictionary Service) is a NoSQL key-
value data store, or more precisely a data structure 
server. Although Redis is similar to Memcached in 

functionality, it differs from Memcached because Redis is 
persistent, which means that data is saved on your hard disk, 
and supports more data types. Redis stores its entire data set 
in RAM, so it is extremely fast. The latest major version of 
Redis has support for clustering, which allows Redis to scale 
better. In this tutorial, we’ll look at Redis installation and usage 
as well as Redis data types. Then, we’ll examine an example in 
Python and talk about administering a Redis database. The 
best place for learning more about Redis is http://redis.io.

Installing Redis
The latest stable version of Redis is 3.2.0. If your Linux system 
has a ready-to-install package, we’d highly recommended 
using it to install Redis; otherwise, you can follow the 
instructions at http://redis.io/download. You can install 
Redis on Ubuntu using the following command:
$ sudo apt-get install redis-server redis-tools

To start the Redis server use the following command:
$ sudo /etc/init.d/redis-server start

Mihalis 
Tsoukalos
(@mactsouk) has 
an M.Sc. in IT from 
UCL and a B.Sc. in 
Mathematics. He’s 
a DB-admining, 
software-coding, 
Unix-using, 
mathematical 
machine. You can 
reach him at www.
mtsoukalos.eu.

Our 
expert

There are various 
applications that 
can help you use 
Redis from a web 
browser, such as 
Redsmin (www.
redsmin.com), 
Redis Desktop 
Manager (http://
redisdesktop.com) 
and redis-browser 
(http://bit.ly/
RedisBrowser).

Quick
tip
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What makes Redis special?
Redis has two unique characteristics: it runs in 
memory and it supports many unusual data 
types. One of the benefits of Redis running in 
memory is that it’s really fast! 

This can be proven by the fact that most 
operations on Redis data types have a time 
complexity of O(1), which is a constant time 

regardless of the amount of data stored in the 
Redis database. 

Additionally, the data types supported by 
Redis offer unique design capabilities to the 
developer. Redis is better than Memcached 
because Redis offers built-in persistence. Redis 
requires you to think in a different and a more 

contemporary way when designing applications, 
which can give a new perspective to your 
applications, and adds support for clusters, 
which makes it scalable. Finally, Redis uses a 
simple configuration file, so instead of dealing 
with the various configuration options you can 
start developing your application.

1) "1465797399"
2) "913202"

You can also get the current time in Unix timestamp 
format as follows:
127.0.0.1:6379> TIME
1) "1465797446"
2) "201615"

Quite strangely, the  TIME  command returns two things: 
the Unix time in seconds and the number of microseconds 
elapsed in the current second. If you want to find information 
about a command, you can do it as follows:
$ redis-cli help @generic
$ redis-cli
127.0.0.1:6379> help LPUSH

The first command (above) finds help about a given 
category whereas the second command finds help about a 
specific command. The supported categories are  @generic ,  
 @list ,  @set ,  @sorted_set ,  @hash ,  @pubsub ,  
 @transactions ,  @connection , @server ,  @scripting  and  
 @hyperloglog . As you’ll discover, Redis supports an unusual 
and somewhat cryptic set of commands that you need to get 
used to.

If you want to find out where Redis keeps its data files, you 
can execute the following command:
$ redis-cli config get dir
1) "dir"
2) "/var/lib/redis"

If the Redis server isn’t running, you can find the data 
directory of Redis by looking at its configuration file:
$ grep dir /etc/redis/redis.conf | grep -v ‘^#’
dir /var/lib/redis

You can insert a new key-value pair to Redis as follows:
127.0.0.1:6379> SET aKey “Mihalis”
OK

You can retrieve the value of aKey using GET:
127.0.0.1:6379> GET aKey
"Mihalis"

All Redis commands are case insensitive, which means 
that the  GET  command can also be entered as  get ,  Get ,  
 gET  etc. However, it’s good practice to type Redis 
commands in uppercase to differentiate them from the rest 
of the input.

Data types
Redis supports many different data types: strings, lists, sets, 
sorted sets, hashes, hyperloglogs and bitmaps.

The string is the most common data type in Redis. 
The good thing is that it’s safe to store binary data on a string 
variable. The maximum size of a string variable is 512MB. 
A list is a list of strings, sorted by insertion order. It’s possible 

to insert additional elements into an existing list on the head 
or on the tail of it, using  LPUSH  and  RPUSH  respectively. 
A new list is created by using  LPUSH  or  RPUSH  on an 
empty list. As you will see, a List can contain duplicate values.

A set is an unordered collection of strings. Redis sets can’t 
have repeated members. Redis enables you to perform 
unions, intersections and differences of existing sets. The  
 SADD  command enables you to add new elements to a set. 
A sorted set has a score associated with each one of its 
members that’s used for ordering the members of the set, 
starting from the smallest score up to the biggest score, and 
this is the most advanced Redis data type.

As you might expect, a Redis hash is a mapping between 
string fields and string values, which makes it the perfect 
candidate for storing objects. Finally, both bitmaps and 
hyperLogLogs are data types that are based on the String 
base type with different semantics.

You can create a new list in the following way:
127.0.0.1:6379> LPUSH aList "123"
(integer) 1
127.0.0.1:6379> LPUSH aList "Mihalis"
(integer) 2
127.0.0.1:6379> RPUSH aList "Tsoukalos"
(integer) 3
127.0.0.1:6379> RPUSH aList Tsoukalos
(integer) 4

The return value of  RPUSH  and  LPUSH  is the total 
number of list elements. You can store a set as follows:
127.0.0.1:6379> SADD aSet 32 21
(integer) 2

 This screenshot shows some insert, update and delete 
operations using various Redis data types.

You can find the 
source code of 
Redis at https://
github.com/
antirez/redis. You 
can also find Redis 
documentation at 
http://redis.io/
documentation.

Quick
tip
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 This screenshot shows insert.py, query.py and delete.py, and demonstrates 
how they interact with a Redis database server.

127.0.0.1:6379> SADD aSet 11 21
(integer) 1

The first command added both  32  and  21  to the set, 
which is why it returned the value  2 . The second command 
added only  11  to the set because  21  is already a member 
of the set and therefore returned the value  1 .

Similarly, you can store a hash using the following:
127.0.0.1:6379> HMSET myHash:1 CC 2000 Turbo 1 make 
VW colour Black
OK

Retrieving all previously stored values can be done as:
127.0.0.1:6379> LRANGE aList 0 -1
1) "Mihalis"
2) "123"
3) "Tsoukalos"
4) "Tsoukalos"
127.0.0.1:6379> SMEMBERS aSet
1) "11"
2) "21"
3) "32"
127.0.0.1:6379> HGETALL myHash:1
1) "CC"
2) "2000"
3) "Turbo"
4) "1"
5) "make"
6) “VW”
7) "colour"
8) "Black"

The  LRANGE  command allows you to print certain 
elements of a list. The first parameter is the name of the list, 
the second parameter is the index of the first element you 
want to display and the third parameter is the last element 
you want to display. A value of  -1  denotes the last element of 
the list. You can print all elements of a set using the  
 SMEMBERS  command—you can see that, for instance, 
number  21  appears only once. Similarly, you can print all 
elements of a hash using the  HGETALL  command. Please 
note that  myHash:1  is different from  myHash:2 , so this 
technique gives you a way of having multiple hashes with 
similar names. However, since you cannot query on the 
properties of a hash key, you will need to build and maintain 
indexes on your own in order to perform queries, which might 
complicate things.

Knowing the name of a key, you can find its type using the   
 TYPE  command:
127.0.0.1:6379> TYPE foo
string
127.0.0.1:6379> TYPE myHash:1
hash

As you’ll hopefully begin to see, Redis is pretty flexible 
about what kind of data you can store (pictured on the 
previous page are various insert, update and delete operations 
with various data types as performed on a Redis database) 
and you can find more about Redis data types at  
http://redis.io/topics/data-types-intro.

Python and Redis
In order to let Python talk to a Redis server, you should first 
install a Python package:
$ sudo pip install redis

After installing the redis package, you should execute the 
following Python code to make sure that you can connect to 
the server properly:
import redis
r = redis.StrictRedis(host='localhost’, port=6379, db=0)
myVal = r.set('One’, ‘Two')

if myVal == True:
 print “Set operation was successful.”
       else:
 print “Operation failed!”

myVal = r.get('One')
print “The value of One is: " + myVal

Executing connect.py will generate the following output:
$ python connect.py
Set operation was successful.
The value of One is: Two

Now that you know how to connect, insert and query a 
Redis database using Python, it’s time to create a small 
application. The application will be a basic phone book 
application. Each entry will have a name, a surname and a 
telephone number. The allowed operations will be insert, 
query and delete, supported by three Python scripts called 
insert.py, query.py and delete.py respectively. Please note 
that the unique key for each ‘entry’ is the telephone number. 
(You can also see the three scripts in action, above).

Three Python scripts
The contents of insert.py is:
import redis
import sys
r = redis.StrictRedis(host='localhost’, port=6379, db=0)
     if len(sys.argv) != 4:
 print ‘Wrong Number of arguments’
 print ‘insert.py phone name surname’
 sys.exit(1)

telephone = sys.argv[1]
name = sys.argv[2]
surname = sys.argv[3]

myTel = r.rpush(telephone, telephone)
myName = r.rpush(telephone, name)
mySur = r.rpush(telephone, surname) 
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The Python code of query.py is:
import redis
import sys
if len(sys.argv) != 2:
 print ‘Wrong Number of arguments’
 print ‘query.py phone’
 sys.exit(1)

r = redis.StrictRedis(host='localhost’, port=6379, db=0)
telephone = sys.argv[1]
aList = r.lrange(telephone, 0, -1) 

if aList:
 print aList
else:
 print ‘Telephone not found!’

The delete.py script is similar to query.py but it uses the 
 r.delete()  function to delete an entry. All three Python scripts 
have a common preamble, which is the code that’s needed to 
connect to the Redis server and check that the user gave the 
correct number of command line arguments. insert.py uses 
the  r.rpush()  function, query.py uses the  r.lrange()  function 
and delete.py uses the  r.delete()  function.

Redis admin
When using a Redis database, you will need to be able to 
administer it and perform various important tasks. You can 
change the number of available databases using the 
‘databases’ setting in the Redis configuration file:
$ grep databases /etc/redis/redis.conf | grep -v ‘^#’
databases 16

You can get the same information using the Redis client:
127.0.0.1:6379> CONFIG GET databases
1) "databases"
2) "16"

As you can see, the default Redis configuration creates  16  
databases that you can access as 0, 1, ..., 15. You can select 
the database you want with the help of the  SELECT  
command. However, note that using multiple databases in 
one Redis process is not recommended. Redis offers no way 
of finding the index number of the current database.

The next command shows all the keys that exist in the 
current database:
127.0.0.1:6379> KEYS *
1) "One"
2) "foo"
127.0.0.1:6379> SELECT 1
OK
127.0.0.1:6379[1]> KEYS *
(empty list or set)

As you can see, the initial database has two keys whereas 

the database with index number  1  has no keys; in other 
words, the database with index 1 is empty. Please note that 
executing  KEYS *  in production environments is highly 
discouraged because it can return too much output. Filtering 
the output is highly recommended: eg, the  KEYS a*  
command will return all keys that begin with  a .

The following command shows useful statistics about 
your Redis server process:
$ redis-cli INFO

You can see a part of the previous output (pictured below) 
processing the output of the  INFO  command using a utility 
such as grep will help you find what you are looking for. 
You can find more information about the meaning of each 
field at http://redis.io/commands/INFO.

You can back up a Redis server by making a copy of its 
data file. It’s safer to copy a Redis data file when Redis isn’t 
running because Redis doesn’t save its data immediately but 
does so from time to time. Hence, if you want all your data to 
persist and survive a hardware failure, you should make sure 
that the  SAVE  command is manually executed quite 
frequently. You can restore a backup by just copying the data 
file to the desired location. This means that backing up Redis 
can be easily automated using a script and the Cron utility.

The last command shows all of the Redis databases that 
are in use:
$ redis-cli INFO | grep ^db
db0:keys=6,expires=0,avg_ttl=0

The http://redis.io/topics/admin page contains useful 
Redis setup hints, have fun and enjoy! LXF

When not to use Redis
The people who develop Redis strongly suggest 
running production Redis servers on Linux 
because the Linux platform is where they do 
most of the Redis development and testing. 
However, Redis also runs on Mac OS X, FreeBSD 
and OpenBSD.

As you already know, Redis can replace 
Memcached and can be used for caching 
operations. Redis is also really good at storing 
frequently-updated real-time data. The 

interesting thing is that it handles writes faster 
than it handles reads, so if you know you are 
going to have lots of write operations, you 
should consider using Redis. Additionally, the 
data types supported by Redis will make your 
life easier if they suit your needs.

However, if a traditional database, such as 
MySQL or PostgreSQL does your job, don’t 
consider replacing it with Redis. The reason 
being that Redis doesn’t have support for 

sharding, so if you need sharding you might 
want to consider using MongoDB instead. 
As you can easily understand, you have to have 
enough RAM on your Linux machine to hold the 
entire data set.

Finally, if you need to perform many queries 
on your data, Redis may not be a good choice 
because it doesn’t support traditional query 
operations and requires a complete redesign of 
your application.

 The INFO 
command 
returns 
information and 
statistics about 
the current 
Redis server 
process in 
a plain text 
format that can 
be easily read 
by humans 
and parsed by 
command line 
utilities.

Next issue: The Phoenix framework
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The _thread module offers low-level primitives for 
working with multiple threads in Python 3.x. It’s considered 
more difficult to use than the threading module but it offers 
greater control over the whole process. The following  
code presents a simple Python 3 example that uses the  
_thread module:
>>> import _thread
>>> def callBack(message):
...     print(message)
>>> _thread.start_new_thread(callBack, (“Hi there!”,))
140546007074560
>>> Hi there!

As you can see, apart from the differences in the module 
name and the way print() is called in Python 3, all the other 
commands are the same as they were using thread.

You can learn more about _thread by visiting its web 
page: https://docs.python.org/3/library/_thread.html.

The threading module
The threading module offers higher-level threading 
interfaces on top of the lower level _thread and thread 
modules. Using the threading module you can execute  
any Python function in its own thread. A thread will not  
be executed until you call the start() method—only when 
you call start() the target function with the provided 
arguments gets executed.

The following code presents a simple Python 3 example 
that illustrates the use of the threading module in Python 3:
>>> from threading import Thread
>>> import time
>>> def printMessage(message):
...     print(“Message: “, message)
...     time.sleep(10)
...
>>> aThread = Thread(target=printMessage, args=(“A 
Message from a Thread!”,))
>>> aThread.start()
Message:  A Message from a Thread!

It’s pretty easy to understand what is going on here; you 
first create a function that will be executed using a thread, 
then you define a thread that will use the function and, 
finally, you start the thread that executes the previous 
function. The actual execution of the thread is fully 
managed by the operating system itself and you have no 
control over it.

The  time.sleep()  function call is used for generating  
a small delay in order to increase the life of the thread—
if you are running a time-consuming thread then the use of  

Python: Using 
Threads
Want maximum flexibility and power? Mihalis Tsoukalos shows you what 
you need to know to start creating threads using Python.

Developing concurrent applications is a difficult 
subject and threads are the root of many nasty 
bugs, so you should try to make your applications 

as simple as possible. However, threads allow you to use 
your CPU, including its various cores, to its full potential.

How processes, threads and variables are related can be 
seen in the diagram (pictured below). As you’ll see a thread 
can access two kinds of variables: local and global ones.

This article will use both Python versions—you can find 
out which Python version is used by looking at the first line 
of a Python script; for Python version 2.7.x the first line of  
a script will be /usr/bin/python and for Python version 3.x  
it will be /usr/bin/python3. Please bear in mind that the 
methodology used is more important than the version.

The thread module is available in Python 2.7.x but not
in Python 3.x. Additionally, Python 2 users are advised to 
use the threading module instead. As you will see a little 
later on, Python 3.x has renamed the low-level module 
thread to _thread.

Creating a new thread using the thread module in  
the Python shell is very easy. It’s as simple as executing the 
following commands:
>>> import thread
>>> def callBack(message):
...     print message
>>> thread.start_new_thread(callBack, (“Hi there!”,))
140102059955968
>>> Hi there!

As you’d likely expect, you will have to import the thread 
module and call the start_new_thread() function to start a 
new thread. The first argument of start_new_thread() 
is the name of the function that will be executed and the 
second argument is a list that holds the arguments of 
the function.

 This diagram 
shows how 
threads are 
related to each 
other and to the 
process that 
created them.
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 time.sleep()  isn’t necessary. The use of the  time.sleep()  
function inside the shell does not make any difference 
because the  start()  function returns immediately.

This autonomous Python 3 script (checkAlive.py) 
shows how to check whether a thread is still running or not:
#!/usr/bin/python3

from threading import Thread
import time
def printMessage(message):
    print(“Message: “, message)
    time.sleep(10)

aThread = Thread(target=printMessage, args=(“A Message 
from a Thread!”,))
aThread.start()

if aThread.is_alive():
    print(“aThread is alive!”)
else:
    print(“aThread is not alive!”)
    
# give time to aThread to finish
time.sleep(12)
# Check again
if aThread.is_alive():
    print(“aThread is alive!”)
else:
    print(“aThread is not alive!”)

Executing checkAlive.py produces the following output:
$ time ./checkAlive.py
Message:  A Message from a Thread!
aThread is alive!
aThread is not alive!

real 0m12.042s
user 0m0.024s
sys 0m0.000s

The  aThread is alive!  message is printed because the 
thread is still running even if ‘running’ means waiting for  
 time.sleep()  to finish. However, the 12-second delay gives 
the thread enough time to finish. Therefore, the second call 
to the  is_alive()  function returns false and produces the  
 aThread is not alive!  output. So, the  is_alive()  method 
does the job of checking if a given thread is still running or 
not which is quite handy.

The output from the  time(1)  utility proves that the main 
program as well as the thread are being executed in 
parallel—therefore the entire program takes about 12 
seconds to execute and not the sum of the delays produced 
by the two  time.sleep()  function calls. The join() method 
that you will see in action later in this tutorial 

(aBetterThread.py) allows you to join with a thread and 
wait for it to terminate.

You can also execute a thread as a service, without a 
controlling terminal, with the help of the daemon property 
as follows:
aThread = Thread(target=printMessage, args=(“A Message 
from a Thread!”,), daemon=True)

When a thread runs as a service, you will not be able to 
join with it—nevertheless, a thread that runs as a service is 
automatically destroyed when the main thread terminates.

Now let’s quickly cover Mutex. This is an abbreviation for 
Mutual Exclusion. Mutex variables are mainly used for 
thread synchronisation and for protecting shared data 
when multiple writes can occur at the same time. If many 
threads are waiting for the same lock, you cannot tell which 
one will get the lock because that depends on many 
parameters that you cannot control or predict.

You’ll be able to see how to use a mutex to lock and 
unlock a thread later in this tutorial. If you are impatient, 
you can see the code of the aBetterThread.py script.

A simple example, aThread.py 
You are now going to look at the Python code of a small 
script that uses the threading module and creates four 
threads that do some printing on your screen:
#!/usr/bin/python

import threading
import time

class myThread (threading.Thread):
    def __init__(self, name):
        threading.Thread.__init__(self)
        self.name = name
    def run(self):

Improve your code skills Subscribe now at http://bit.ly/LinuxFormat

Advantages and disadvantages of threads
Both advantages and disadvantages of threads 
lie in their lightness—is it always the right 
solution to a problem?

The main advantage of threads is that creating 
one or more threads has almost no overhead—

conversely, creating a new process has a 
considerable overhead as it requires the 
duplication of the entire parent process.

Additionally, threads can have control over 
threads of the same process while processes can 

only control their child processes. The biggest 
disadvantage of threads is that you will need to 
write extra code for dealing with their 
synchronisation in case threads must be 
synchronised in order to solve a problem.

 This is the 
output from the 
aThread.py  
script. Sadly 
the output will 
not always be 
the same. It’s 
up to you to 
synchronise 
the threads 
of a process 
when needed.

We’ve uploaded 
the code to the 
mighty Linux 
Format Tower’s 
steam-powered 
servers. Grab it 
from: linuxformat.
com/files/code/
LXF215.python.
code.zip

Quick
tip
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        print “Starting “ + self.name
        printMessage(self.name)
        print “Quitting “ + self.name

def printMessage(threadName):
    for x in range(0, 10):
        print “Hello from “ + threadName + “: “ + str(x)
        time.sleep(1)

# Create new threads
thread1 = myThread(“thread 1”)
thread2 = myThread(“thread 2”)
thread3 = myThread(“thread 3”)
thread4 = myThread(“thread 4”)

# Start the four Threads
thread1.start()
thread2.start()
thread3.start()
thread4.start()
print “Program finished!”

You first import the two necessary Python modules and 
then you define a class named  myThread . You also define 
a helper function named  printMessage  that’s used for 
printing various messages. Then you create four new 
threads and start the actual execution of the threads—the 
function that is executed by each thread is the  run() 
function of the  myThread  class.

The following command executes aThread.py and saves 
its output to a file named run1:
$ ./aThread.py > run1

Similarly, the next command runs aThread.py once 
more and saves its output to a different file named run2:
$ ./aThread.py > run2

Now you can compare the output from the two different 
runs of aThread.py using the diff utility:

41a42,43
> Hello from thread 1: 9
> Hello from thread 2: 9
44,45c46,47
< Hello from thread 2: 9
< Hello from thread 1: 9
---
> Quitting thread 1
> Quitting thread 2
48,49d49
< Quitting thread 2
< Quitting thread 1
$ wc run1
  49  226 1082 run1
$ grep -n “Program finished!” run1
7:Program finished!

The conclusion is that different executions of aThread.
py can produce different output—imagine what could have 
happened if one thread had to create a file that the other 
threads of the same process would have to process! 
The crazy thing is that sometimes the output of two 
aThread.py runs can be the same!

Another major issue is that aThread.py prints the  
 Program finished!  message earlier than expected, which is 
before all threads have finished their jobs. You can tell that 
because the  Program finished!  message isn’t printed at 
the last line of either run1 or run2!

As we’ve just proved, you currently have no control over 
the way the four threads get executed. Additionally, the  
 Program finished!  message doesn’t signify the end of the 
script. In the next section we will deal with both of these 
problems. (Note: See the bottom of the previous page for the 
full output of aThread.py.)

Improving aThread.py
It’s now time to overcome the limitations of aThread.py. 
The following output presents the source code of 
aBetterThread.py which is our improved version of the  
aThread.py file:
#!/usr/bin/python

import threading
import time

class myThread (threading.Thread):
    def __init__(self, name):
        threading.Thread.__init__(self)
        self.name = name
    def run(self):
        print “Starting “ + self.name
        # Get the lock
        threadLock.acquire()
        printMessage(self.name)
        print “Quitting “ + self.name
        # Release the lock
        threadLock.release()

def printMessage(threadName):
    for x in range(0, 10):
        print “Hello from “ + threadName + “: “ + str(x)
        time.sleep(1)

About threads
Strictly speaking, a thread is a subset of 
a process that is being executed within 
the context of a process and shares the 
same resources given to the process by  
the kernel. 

A thread is the smallest unit of 
execution schedulable by the process 
scheduler of the OS. Each process 
starts with a single thread but it’s 
allowed to create additional threads.

This means that when a process 
creates a thread, apart from its own 
flow of control and stack, a thread 
shares everything with the process that  
originally created it, such as global data 
and other resources, as well as file 
descriptors and the current working 
directory. So, strictly speaking, you 
can’t really consider threads to be 
autonomous entities.

 Here we have 
the output of the 
aBetterThread.
py script, which 
is an improved 
version of 
the aThread.
py script. 
aBetterThread.
py uses a lock 
(mutex) to 
synchronise the 
execution of the 
four threads.



September 2016 LXF215    91

Python

www.techradar.com/pro

threadLock = threading.Lock()
threads = []

# Create new threads
thread1 = myThread(“thread 1”)
thread2 = myThread(“thread 2”)
thread3 = myThread(“thread 3”)
thread4 = myThread(“thread 4”)
# Start the four Threads
thread1.start()
thread2.start()
thread3.start()
thread4.start()
# Add threads to thread list
threads.append(thread1)
threads.append(thread2)
threads.append(thread3)
threads.append(thread4)
# Wait for all threads to finish
for t in threads:
    t.join()

print “Program finished!”

Locking threads
The aBetterThread.py script uses a lock using  
 threading.Lock()  to synchronise threads and  join()  to 
make sure that all threads have finished theirs jobs.  
A thread tries to get a lock using  threadLock.acquire() .  
The key is remembering to release the lock with  
 threadLock.release()  to allow the other threads to get the 
lock and do their job in order for aBetterThread.py to 
terminate normally. Failing to release the lock will result in 
a deadlock situation.

Trying to join with a thread before executing the  start()  
method is not allowed and will fail with a message similar to 
the following:
Traceback (most recent call last):
  File “./checkAlive.py”, line 29, in <module>
    anotherThread.join()
  File “/usr/lib/python3.4/threading.py”, line 1055, in join
    raise RuntimeError(“cannot join thread before it is 
started”)
RuntimeError: cannot join thread before it is started

By looking closely at the output of the script (see p90 for 
the output of the aBetterThread.py file), you can see that 
despite the fact that threads 2, 3 and 4 start before thread 1 
has actually finished, the threads just print the  Starting ...  
message and don’t continue with the  Hello from ... 
messages. Although you cannot fully control the order that 
all the threads will get the lock with the help of the  
 threadLock.acquire()  command, you are sure that the 
thread that will get the lock will fully finish its job before 
another thread begins. Last, in this case the  Program 

finished!  message is printed when expected—at the end of 
the script output.

Let’s move on to our last example script, where you will 
learn how to make threads communicate with each other—
as you might have guessed, you are going to need another 
Python module for that. The specifif Python module that’s 
going to be used in the queue module. The presented 
example will calculate Fibonacci numbers, where each 
thread calculates a different number and stores the result 
into a Priority Queue structure. (See the output from 
executing the communicate.py Python script, above.)

If you look closely at the implementation of the 
fibonacci() function, you will see that it uses a for loop 
instead of the usual recursion – this happens because the 
for loop is better in this case. What is important is that you 
use the put() method to insert an element into the queue 
and get() to extract it from the queue.

You can learn more about the queue module at  
https://docs.python.org/2/library/queue.html.

About GIL
The Python interpreter is protected by a mechanism called 
GIL, which is an acronym for Global Interpreter Lock. This 
only permits one single Python thread to execute at any 
given time. Unfortunately, this mechanism doesn’t allow a 
Python program with multiple threads to take advantage of 
a CPU with multiple cores.

It’s important to realise that this might be a problem  
in applications that spend most of their time computing 
things—in other words, in applications that are constantly 
working and not waiting for things to happen such as 
applications that perform file I/O and network 
communication where you don’t get data all the time. 
For CPU-bound applications, it’s better to make the 
algorithm faster than trying to parallelise it with threads.

There exist two main techniques for getting away from 
the GIL limitation: These are using the ‘multiprocessing’ 
module or developing the heavy and intensive tasks in C in 
order to make the C code overcome the GIL limitation and 
allow your Python code to perform other tasks while C does 
its job. The multiprocessing module circumvents the Global 
Interpreter Lock by using subprocesses instead of threads. 
However, you should bear in mind that a subprocess is a 
much bigger and heavier entity than a thread.

As you can probably understand from the description of 
both of these techniques, programming computationally 
intensive tasks in Python using threads might not 
necessarily be the best idea.

Talking more about GIL is tempting, but we’re out of 
space this month and it’s beyond the scope of this intro to 
threads tutorial. There are many more applications for 
threads than the ones we’ve presented here—what’s 
important is you making sure that using threads is the right 
way to approach a problem. Good luck! LXF

 This screenshot 
shows the 
output from the 
communicate.py 
Python script file 
that calculates 
Fibonacci 
numbers using 
threads.

Next issue: Cloud data & Jenkins



Win!

Get into Linux today!

Enter our competition
way more copies than any other 
Linux mag in the UK. As we like giving 
things to our readers, each issue the Star 
Question will win a copy or two of our 
amazing Guru Guides or Made Simple 
books – discover the full range at:  
http://bit.ly/LXFspecials.

For a chance to win, email a question to 
lxf.answers@futurenet.com, or post it at 
www.linuxformat.com/forums to seek 
help from our very lively community. 
 See page 94 for our star question.

Linux Format is 
proud to produce 
the biggest and 
best magazine that 

we can. A rough word count of LXF193 
showed it had 55,242 words. That’s a few 
thousand more than Animal Farm and 
Kafka’s The Metamorphosis combined, but 
with way more Linux, coding and free 
software (but hopefully less bugs). That’s as 
much as the competition, and as for the best, 
well… that’s a subjective claim, but we do sell 

Got a question about open source? Whatever your level, email it to lxf.answers@futurenet.com  for a solution.

1  Adding 
packages from 
a DVD
2  Using SSH 
without a shell
3  Multi-session 
Blu-ray discs

4  Editing /etc/
fstab correctly
5  Erasing a distro 
to install another
★ Creating 
desktop icons 
for URLs

1  Update from DVD
 I have recently installed Ubuntu 

Studio 16.04 and I have heard that it 
is possible to add extra software 

from discs of other versions of Ubuntu. I 
have burnt the ISO of Kubuntu 16.04 from 
the LXF212 cover disc to a DVD, but how do I 
use this to add software to Ubuntu Studio?
Susan Springfield
 Sorry, what you are asking isn’t 

possible. There are two main ways in 
which distro installer discs work: 

The traditional way was for the disc to contain 
a collection of software packages and an 
installer. During installation, you selected the 
packages you wanted and they were installed. 
When distros started producing installable live 
discs, they had to come up with 

a different approach. The live disc contains a 
large file that’s an image of a hard drive install, 
and the live desktop boots from that. When you 
install, it basically copies the whole thing to 
your hard drive and adds a few tweaks to make 
it work from a hard disk. So there are no 
packages on the disc to install to another 
distro. Ubuntu and its derivatives use the latter 
approach. They used to have an alternate 
install disc that contained packages but they 
don’t do those any more.

You have two alternatives: The normal 
approach is to use the package manager to 
install whatever you want, downloading the 
packages it needs. This assumes you have a 
reasonable internet connection. The other way 
is to download the packages you need on 
another computer. This needs to be done using 
the terminal, and you’ll need a USB stick 
plugged in and mounted.

If you have any sort of internet connection 
on the computer, you should update the 
package database first. This is a fairly small 
download and it means your system knows 
about the newest versions of everything, so run 
this command first: $ sudo apt-get update .

Now run these commands:
$ sudo apt-get upgrade --print-uris -qq | awk 
‘{print “wget " $1 “-O " $2}’ >get-packages.sh
$ sudo apt-get install PACKAGE NAMES 
--print-uris -qq | awk ‘{print “wget " $1 “-O” 
$2}’ >>get-packages.sh

The first of these updates existing packages, 
the second takes a list of the packages you 
want to install. The other options are the same: 

 This month we   
 answer questions on:

 Live DVDs have plenty of pre-installed software but no packages you can use elsewhere.
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Y
ou normally exit a program by clicking 
a close button or pressing a command 
key. But software misbehaves 

sometimes and we need to tell it to go away 
in rather more forcible terms. The basic 
program for this is kill, which takes the PID 
of the program to kill. How do you know 
that? With  pgrep . Let’s say that you have 
an SSH session that has hung—maybe the 
remote computer has gone away. You can 
find the PID like this
$ pgrep -fa ssh
4022 ssh hactar

And then we can kill it with the following:

$ kill 4022
Kill can send a number of signals, but the 

default is  TERM  or  15 . This is the same 
signal that Ctrl+c sends a terminal program 
and tells the program to shut down cleanly, 
closing any open files etc. If the program is 
really locked up, this may not work and we 
have to get more brutal with the  KILL  or  9  
signal. This just kills the program regardless, 
so try TERM first. These two are equivalent:
$ kill -KILL 4022
$ kill -9 4022

The other commonly used signal is  HUP  
or  1 . This doesn’t actually kill the program 
but tells it to reload its configuration files. You 
can use it after editing the configuration. 

To save looking up the PID each time, you 
can use  killall  with the program name:
$ killall -HUP crond

Be careful with  killall , though: as you’d 
likely expect from its name, it will kill all 
processes, whereas  kill  affects only the one 
process. To stay with the SSH example, if you 
have sessions open to more than one host 
and you  killall ssh  they will all be 
terminated, which is not usually what 
you want.

Finally, we have  xkill . When you run this 
from a terminal, your X cursor changes into 
something more ominous and the next 
window you click on will be killed, along with 
its processes.

$ sudo apt-get upgrade
$ sudo apt-get install PACKAGE NAMES

To make life easier, we’ve included a script 
on the LXFDVD that will generate the package 
list for you. Instructions are on the DVD.

2  No SSH shell
 I have a user that I want to give SSH 

access to a computer so that they 
can copy files, but I don’t want to 

give them a shell. Is there a way to limit their 
activities to  scp, sftp and rsync? I suspect 
any solution would not depend on the distro, 
but I am using Debian 8.5.
Sam Boan
 As with so many such questions, there 

are several ways to accomplish what 
you want, for example using .ssh/

authorized_keys to limit what a user logging in 
with a specific key can do. One of the simplest 
options is to use the rssh shell, which is 
designed for just this task. Install rssh from 
your distro’s repositories (repos). Then you 
need to set the default shell of the user you 
want to restrict to /usr/bin/rssh. If you 
haven’t yet created the user, use the  -s  option 
to  useradd , eg:
$ sudo useradd -m -s /usr/bin/rssh someuser

If the user already exists, you could use  
 vipw  to edit /etc/passwd, but it is simpler to 
use  chsh , like this:
sudo chsh -s /usr/bin/rssh someuser

If that user tried to ssh in, they will now be 
denied access. Initially, they will also be denied 
scp and rsync operations, so we need to set 
this up. The file to edit is /etc/rssh.conf – 
on some distros this is installed at /etc/rssh.
conf.default, so copy or rename it. Near the 
top of the file you will find the following:
#allowscp
#allowsftp
#allowcvs

#allowrdist
#allowrsync
#allowsvnserve

As you can see, all options are commented 
out, which is why everything failed. Remove the  
 #  from the services you want to allow, and 
save the file. Now your user can access those 
services, without being able to log in. There is 
also a umask setting here, which affects files 
copied to the remote host.

We have used  user , in the singular, but this 
file applies to all users that have rssh as their 
default shell. So what happens if you want to 
give different permissions to one user? Add a 
line like this to /etc/rssh.conf:
user = username:022:10011:

This has four fields separated by colons (we 
have left the fourth blank because it only 
applies to chroots). The first is the username, 
the second is the umask and the third is a six-
digit binary mask that controls the services. In 
order, these are: rsync, rdist, cvs, sftp, scp and 
subversion. Use a 1 for the services the user is 
allowed to use and a 0 for those they are not. 
This setting overrides all the defaults at the top 
of the file, so users defined here must have 
everything they can and cannot use specified 
explicitly. For further security, you can also 
restrict users to a chroot jail – the rssh.conf 
man page explains this fully.

3  Blu-ray additions
 Four months ago I moved from 

Windows to Linux on my desktop. 
I ultimately chose OpenSUSE 42.1, 

having tried several different distros. 
The only activity that I have been unable to 
replicate from Windows (on any of the 
distros I tried) is the ability to drag and drop 
files onto a Blu-ray disc (packet writing). 
This is possible with DVD-RAM discs by 
dragging and dropping using the Dolphin file 

 -qq  suppresses information about the 
number of packages,  --print-uris  means that 
instead of installing the packages, it prints their 
download locations. This information is sent to 
the AWK command, which creates suitable 
download commands—this is more complex 
than you might expect because some 
packages need to be renamed after download.

The output is sent to a file using the  >  and  
 >>  operators. The first command overwrites 
whatever is in the file, the second uses  >>  to 
add to the existing contents. Copy this file to a 
USB stick, plug it into a connected Linux box 
(one running from a live DVD is fine), open a 
terminal, change to the stick’s directory and 
run the script:
$ cd /media/usbstick
$ sh ./get-packages.sh

When the files are downloaded, plug the 
stick back into your computer and copy the 
contents to /var/cache/apt/archives. Now 
you can run  apt-get  to install them, using the 
above commands without the  --print-uris  
or redirection:

A quick reference to...

Killing me softly

Terminals and 
superusers

We often give a solution as commands to type in  
a terminal. While it is usually possible to do the same 
with a distro’s graphical tools, the differences between 
these mean that such solutions are very specific. 
The terminal commands are more flexible and, most 
importantly, can be used with all distributions.

System configuration commands often have to 
be run as the superuser, often called root. There are 
two main ways of doing this depending on your distro. 
Many, especially Ubuntu and its derivatives, prefix the 
command with  sudo  , which asks for the user password 
and sets up root privileges for the duration of the 
command only. Other distros use  su , which requires the 
root password and gives full root access until you type 
logout. If your distro uses  su , run this once and then run 
any given commands without the preceding  sudo .
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$ growisofs -M /dev/dvd -D -R -J -V 
“Session_2” file3 file4 dir1

The  -V  option names the disc, while  -R  
and  -J  enable long file name support for Linux 
and Windows systems. If you want to use really 
long file names, add  -joliet-long . As you are 
recording to Blu-ray, it’s possible you will be 
recording files larger than 2GB, so add  -iso-
level 3  too. Finally, you can keep each session 
in a separate directory with the  -root  option, 
like this:
$ growisofs -M /dev/dvd -DRJ --iso-level 3 
-root Session3 -V “Session_3” dir3

4  Fiddly fstab
 I want to connect my new desktop 

PC to my NAS, so that I can share 
files etc. The NAS and PC are 

connected to the same switch, and the 
modem/router is downstairs. They are all 

connected via Ethernet. I created static IPs 
for my devices and added the hostname of 
my desktop PC to the hosts file on my NAS. 
I added the mount points for my NAS’s 
shared directories to /etc/fstab on desktop 
PC and added the permissions for the 
desktop PC to my NAS. I rebooted both the 
PC and NAS but get this error message:
An error occurred while accessing ‘/volume1/
photo on Hoth’, the system responded: mount: 
only root can mount Hoth:/volume1/photo on /
mnt/photo_share/photo

GeordieJedi
 You’ve gone into all the details 

regarding your network setup and 
made a simple, but far from obvious, 

mistake in the fstab entries. Each entry you 
have is like this:
Hoth:/volume1/photo  /mnt/photo_share/photo
 nfs 0 0

★ Icons for all
 I would like to create files or desktop 

icons that open Firefox and go to a 
particular web page. Ideally, I would 

prefer them to use an existing Firefox 
window, if present, in a new tab, instead of 
opening a new window. I’m using Linux Mint 
17.3 with the Cinnamon desktop.
William Earnshaw
 Linux desktops have a standard way 

of launching programs and opening 
files or URLs from icons, the .desktop 

file. Create a file in ~/Desktop, say somesite.
desktop, containing the following:
[Desktop Entry]
Encoding=UTF-8

This month’s winner is William Earnshaw. Get in touch with us to claim your glittering prize!Winner!
Name=Some web site
Type=Link
URL=http://www.somesite.com/
Icon=text-html

The name is unimportant (as long as it’s 
recognisable to you), but it must have a  
.desktop extension. As soon as you save the 
file, an icon will appear on your desktop and 
(double-)clicking it will open the specified URL 
in your default browser. As to whether Firefox 
will open the link in a new window or a new tab, 
that comes down to whether you tick the ‘Open 
new windows in a new tab’ box in the General 
page of its preferences.

If you want to organise a lot of links like this 
without cluttering up your desktop with a 
gazillion icons, you can create a folder in  

~/Desktop, which will appear on your 
desktop, and put the individual link files in 
there. You can open .desktop files from 
anywhere—put them in any folder you like 
and open them from your file manager. 
Desktop files are also used to create menu 
entries: look in /usr/share/applications to 
see the system ones. You can add the link files 
to your desktop menu with your desktop 
environment’s menu editor, creating a links 
sub-menu and adding them there. You can 
also do this by copying, or linking the files to 
~/.local/share/applications. Don’t keep 
separate copies of the same file in different 
places, use symbolic or hard links instead. You 
may also want to add a  Categories=  line to 
the desktop file to specify where it shows up. 

 Graphical optical disc software, like K3b, can handle multi-session discs, even Blu-ray ones, 
but their results can be a bit patchy. This time the command line really is best.

manager but other types of disc don’t 
appear to work. Is there an application (or 
possibly command line) that will allow this 
type of writing to Blu-ray discs?
Neil Robinson
 What you are looking for is multi-

session recording and it applies to all 
optical media, not just Blu-ray. 

Normally, you write files to a data disc and then 
close it, meaning no more files can be written 
to it (apart from blanking RW discs). With 
multi-session, you close an individual track, but 
then you can write further data to another 
track. When you mount the disc, the contents 
of all tracks are visible. If a file exists on more 
than one track, the most recent one shows up, 
although there are tricks to access the older 
version if you need to.

GUI disc writers can create multi-session 
discs, but for some reason they aren’t always 
reliable. K3b can give errors for no obvious 
reason, while Brasero may say it’s recording as 
multi-session but close the disc anyway. So the 
safest option is to use the command line and  
 growisofs , part of the dvd+rw-tools package. 
You can call it in two ways. For the first write to 
a disc, use this command:
$ growisofs -Z /dev/dvd -D -R -J -V 
“Session_1” file1 file2 dir1

Note that if you give a directory name,  
 growisofs  will include the contents of that 
directory but not the directory itself. There are 
various ways around this, like the  -graft-points  
option, but you could also copy or symlink the 
objects you need into a single directory and 
then pass that to  growisofs . In that case, add 
the  -f  option to follow the symlinks and  
 growisofs  calls mkisofs, the standard ISO 
image creation software, and all the options 
but the first in this example are passed directly 
to that program. To add a subsequent session, 
use  -M  instead of  -Z :
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 I often hear talk of file links 
and symlinks. What are they?
A link is a way of accessing a file or 
directory from more than one 
location or name. There are two 
types: hard links and symbolic 
links, which is often shortened 
to symlinks.

 Why would I want to do that?
There are plenty of reasons. 
You may have a directory on your 
hard drive that would be more 
convenient to access from within 
your home directory, so you create 
a link there. At a system level, 
32-bit systems keep libraries in  

/lib, but 64-bit systems need 
separate directories at /lib64 and 
/lib32. They then have a link from 
/lib to /lib64 so that software can 
find the libraries on any system.

 What is the difference between 
hard and symbolic links?
Symbolic links are easier to explain: 
they are a file containing the real 
location, but marked as a link. The 
length of the file is the same as the 
length of the location it’s pointing 
to. They are easy to use, work 
between different filesystems or 
partitions, and can be used for 
directories as well as files.

 So what is a hard link and why 
bother with using one?

Symbolic links point to the name 
of a file, so if you delete that file 
the link no longer works. In 
contrast, a hard link points to the 
contents of the file. So if foo is a 
hard link to bar, both appear as 
normal files, because they are, and 
neither is dependent on the other. 
Delete one and the other still 
works—you only lose the contents 
of the file when you delete both. 
You could even consider a normal 
file to be a hard link with just one 
name. But hard links work only 
on files and only for files on the 
same filesystem.

 How do I create them?
The  in  command in a terminal 
does the job:

$ ln source dest
$ ln -s source dest

The first command creates a hard 
link while the second a symlink.

 So I’ve got to mess around on 
the command line then?
No, most graphical file managers 
will also let you create symbolic 
links at least, eg with Gnome’s 
Nautilus, you’ll need to hold down 
Shift and Ctrl while you drag and 
drop a file to create a link instead 
of copying or moving it. KDE’s 
Dolphin will ask whether you want 
to copy, move or link when you 
drag and drop a file—or you can 
hold down Shift and Ctrl to make 
a link.

to reformat everything and put on either 
Ubuntu again or preferably Kubuntu. I’ve the 
new issue of LXF with Kubuntu 16.04 on the 
DVD. Can you give me some basic tips on 
wiping clean and reinstalling please?
Barry Johns

 Most distro installers, including the 
Ubuntu one, will take care of 
reformatting or partitioning your drive. 

The first point to consider is whether there’s 
anything on the drive that you may need. If so, 
you can install Ubuntu in such a way as to 
preserve your home directory, but it may be 
better to copy the files you want to keep to a 
USB device or cloud service, then put them 
back after installation. You can do this while 
booted into the current Ubuntu 14.04 system, 
or you can do it after booting from the DVD, 
while in the live Kubuntu environment. The 
former option is generally easier, unless there 
is a problem with the Ubuntu 14.04 system.

The Kubuntu installer has a disk set up page 
where you choose how you want to install. The 
default on your system will be to wipe the disk 
and install Kubuntu on it, but you can use the 
manual option to set up the partitions yourself. 
As you are new to Linux and you want to wipe 
the disk for a fresh start, the safest option is to 

The format of /etc/fstab is strict. Each line 
that describes a mount should contain six 
fields, but yours have only five:

 Source This can be a device node, a 
filesystem UUID or label or a network identifier.

 Mount point Where the filesystem is to be 
mounted. The directory must exist. If it isn’t 
empty, its original contents will not be visible 
while the filesystem is mounted on it.

 Filesystem type The type of filesystem, 
such as ext4 or nfs. You can also use auto to 
have the kernel work it out for itself.

 Mount options Any special options to use 
when mounting the filesystem; the mount man 
page details the options for each filesystem. 
If you don’t want to set any options, use the 
word  defaults .

 Dump and Pass These are rarely used these 
days, but still included. If in doubt set both of 
these to  0 , especially for network and 
removable filesystems.

If fewer than six fields are present, the 
remaining ones are set to the defaults for that 
filesystem. This means you can omit fields 
from the end of the line, but not the middle. By 
omitting the options field you set the options to 
 0  and left out the pass setting. Had you also 
left off the two zeroes at the end of the line, the 
options would have been set to  defaults  and it 
would have worked! But the safest approach is 
to make sure you set all the fields, like this:
Hoth:/volume1/photo  /mnt/photo_share/photo 
nfs defaults 0 0

If you want to change the NFS-specific 
options, read the nfs man page first.

5  Erase and install
 I am newish to Linux but have been 

left a laptop with Ubuntu 14.04 by 
my work. It’s only a year old but 

does have many things on it and I would like 

Frequently asked questions…

accept the default. Just be aware that once you 
do this, anything previously on the disk is 
history, so first back up anything you think you 
might need.

Copying the DVD or the Kubuntu ISO to a 
USB stick is neither better nor worse. It’s faster 
to install this way, although once you have 
answered the installer’s questions you can walk 
away and let it get on with the job. However, 
any time you save will have been lost when you 
copied the ISO to the USB stick in the first 
place. The main advantage of being able to 
install from a USB stick is when you want to 
put the distro on a computer with no DVD 
drive. If you do go the USB route, it’s faster and 
easier to copy just the Kubuntu ISO from the 
DVD rather than the whole LXFDVD. Copy it 
with dd. See the FAQ on the DVD for more 
information on copying ISOs or the whole DVD, 
to USB sticks. LXF

File links

 The Kubuntu distro installer will take care 
of repartitioning your hard disk, and will 
completely erase it if you want it to.

Help us to help you
We receive several questions each month that we are 
unable to answer, because they give insufficient detail 
about the problem. In order to give the best answers to 
your questions, we need to know as much as possible.

If you get an error message, please tell us the 
exact message and precisely what you did to invoke it. 
If you have a hardware problem, let us know about the 
hardware. If Linux is already running, use the Hardinfo 
program (https://github.com/lpereira/hardinfo) that 
gives a full report on your hardware and system as an 
HTML file you can send us.

Alternatively, the output from lshw is just as useful 
(http://ezix.org/project/wiki/HardwareLiSter). 
One or both of these should be in your distro’s 
repositories. If you are unwilling, or unable, to install 
these, run the following commands in a root terminal 
and attach the system.txt file to your email. This will  
still be a great help in diagnosing your problem.
uname -a >system.txt
lspci >>system.txt
lspci -vv >>system.txt
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Distros, apps, games, books, miscellany and more…

On the disc

Neon 5.7.2We tend to 
take our 
software 

for granted, regularly using the 
same features of a program 
without realising it has so much 
more to offer. Take Grub as an 
example, most people use it to 
boot their computers without 
even thinking about it. I am 
something of a power user as I 
have to create new boot settings 
for the Linux Format DVD every 
month, so I am well used to 
editing its configuration files—no 
wimpy auto-configuration for me! 
Yet this month I wanted to add 
something else to the boot menu, 
as a result of a request from a 
reader, so I dived back into the 
Grub manual and discovered all 
sorts of capabilities that I was 
either unaware of or had vaguely 
recalled from a time gone by.

As a result, I was not only able 
to add the requested feature, but 
improve some other parts of the 
menu too; hiding information until 
it was relevant. Grub may seem an 
unusual example, but I’ll bet that 
every one of you has a program 
you use regularly that has 
features you’re completely 
unaware of, features that could be 
useful to you. RTFM shouldn’t 
be limited to the 
first time you use 
a program, go on, 
surprise yourself.

Cutting-edge KDE

Cutting-edge desktop

KDE Plasma is at version 5 and in rapid 
development with updates appearing every month. 
That means that your distro is already out of date, 
even on the day of release, because of the time 
distros need to leave for thorough testing. That’s a 
good thing as those who recall the early versions of 
distros using KDE 4 that weren’t ready for daily 
use. The KDE team are aware of this and use Neon, 
which has the latest release of KDE so you can try 
the new features that normal distros miss out on.

Fedora is an important distro for a number of 
reasons. It’s based on Red Hat, which is a purely 
commercial distro but with all of its code released 
as open source. Fedora is used, among other 
things, as a test bed for Red Hat’s software and 
they probably contribute more software to Linux 
than any other company. Things like Systemd and 
PulseAudio are now ubiquitous but they first saw 
the light of day in a Fedora release.

It was also one of the first distros to offer Gnome 3. 
So if you want cutting edge software in a 
community developed and supported distro, but 
with the backing of a major company, Fedora is an 
obvious choice. Cutting edge doesn’t mean 
unstable, Fedora still gets plenty of testing, so if you 
want to try new software, particularly at the system 
level, before other distros get it, Fedora is the one 
to try.

Distros

Fedora 24

64-bit

64-bit

The best of the internet, crammed into a phantom-zone like 4GB DVD.

Defective discs
For basic help on running the disc or in the 
unlikely event of your Linux Format 
coverdisc being in any way defective, 
please visit our support site at: 
www.linuxformat.com/dvdsupport 
Unfortunately, we are unable to offer 
advice on using the applications, your 
hardware or the operating system itself.

Important
NOtICE!
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New to Linux?
Start here

Voyager 16.04

Are you reading 
this on a tablet?
Download your DVD from  
linuxformat.com/archives

Cutting-edge Xubuntu

Cutting-edge booting

There are plenty of distros based on Ubuntu. Voyager 
is one such distro. It’s actually based on Xubuntu and 
uses the Xfce desktop, but it’s an excellent example 
of how different a desktop can appear with just some 
configuration changes. Other distros have shown 
this, but Voyager shows how much can be done 
with one of the more lightweight desktops. Voyager 
is developed in France and some of the tooltips are 
in French, but a quick trip to the language settings 
should fix that—unless you’re French of course.

Some distros and software have somewhat cryptic 
names that give you no clue to their purpose or 
whether they are from Planet Earth. This doesn’t 
appear to be the case with rescue discs; recently 
we have included System Rescue Cd and Rescatux 
and now we have the modestly named Ultimate 
Boot CD. This is a collection of various pieces of 
rescue and diagnostic software that’s been put 
onto a CD with everything easily accessible from a 
menu tree. The most well-known software on there 
is probably GParted, the disk partitioning tool, but 

there’s every thing from memory diagnostics to 
CPU stress testers.

As you never know when things may go wrong, 
it is always good to have a rescue disc lying around, 
so having one handy on your LXFDVD seems a 
good idea, and it runs directly from the DVD. 
The initial menu appears to be built on the fly as it 
takes a while to appear, you get a blank screen for a 
few seconds after selecting the UBCD option from 
the main menu, maybe it should have a splash 
screen with ‘Don’t Panic’ in large, friendly letters. 

 What is Linux? How do I install it?
 Is there an equivalent of MS Office? 
 What’s this command line all about?
 How do I install software?

Open Index.html on the disc to find out

And more!

Ultimate Boot CD 5.3

64-bit

32-bit

System tools
Essentials
Checkinstall Install tarballs with your 
package manager.

Coreutils The basic utilities that should 
exist on every operating system.

HardInfo A system benchmarking tool.

Kernel Source code for the latest stable 
kernel release, should you need it.

Memtest86+ Check for faulty memory.

Plop A simple manager for booting 
OSes, from CD, DVD and USB.

RawWrite Create boot floppy disks 
under MS-DOS in Windows.

Smart Boot Manager An OS-agnostic 
manager with an easy-to-use interface.

WvDial Connect with a dial-up modem.

Reading matter
Bookshelf
Advanced Bash-Scripting Guide  
Go further with shell scripting.

Bash Guide for Beginners Get to grips 
with Bash scripting.

Bourne Shell Scripting Guide  
Get started with shell scripting.

The Cathedral and the Bazaar Eric S 
Raymond’s classic text explaining the 
advantages of open development.

The Debian Administrator’s Handbook  
An essential guide for sysadmins.

Introduction to Linux A handy guide 
full of pointers for new Linux users.

Linux Dictionary The A-Z of everything 
to do with Linux.

Linux Kernel in a Nutshell An 
introduction to the kernel written by 
master hacker Greg Kroah-Hartman.

The Linux System Administrator’s 
Guide Take control of your system.

Tools Summary A complete overview 
of GNU tools.
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Get into Linux today!

Contents of future issues subject to change – we might be too wired to write anything!!!

Kali Linux
There’s protecting your privacy and there’s crashing 
your way in through the front door, let’s do that.

3D printers
Get yourself the best 3D printer for your maker group, 
school or man-shed, we put five of the best to the test.

Coffee Pi control
Build the ultimate espresso machine by combining a 
Raspberry Pi, real-time control and open source.
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