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Chapter 13:  Signal Analysis

13.A  Introduction.

The analysis of signals often involves the addition, multiplication, or
convolution of two or more waveforms.  Since each of these operations has its
counterpart in the frequency domain, deeper insight into the results of signal
analysis can usually be obtained by viewing the problem from both the
space/time domain and the frequency domain.  The several theorems listed in
the previous chapter, especially the convolution theorem, were derived within
the context of communications engineering to answer questions framed like "if a
time signal is manipulated in such-and-such a way, what happens to its Fourier
transform?"  In this chapter we demonstrate the utility of this general approach
by examining the common operations of windowing and sampling.

13.B  Windowing

Windowing is the process of multiplying a signal by another function which
has value zero everywhere except for some finite interval of time or space.  This
operation is illustrated in Fig. 13.1 where the arbitrary signal function s(x), which
is defined for all x, is multiplied by a rectangular windowing function w(x) which
is zero everywhere except over the interval -a to a.

Fig. 13.1  Windowing Convolves Spectra
Time/space domain Frequency domain
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Forming the product g(x)=s(x)w(x) is analogous to looking at the signal through a
"window" that reveals just a small segment of the original waveform.  Notice that
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since each of the functions in Fig. 13.1 is defined over all time, each may be
subjected to the Fourier transform operation to produce a corresponding
spectrum as shown.  Any window that has a Fourier transform can be analyzed
by the general method given below.

According to the convolution theorem, the Fourier transform of the product
s(x)w(x) is equal to the convolution of the spectrum S(f) of the original function
and the spectrum W(f) of the window.  That is,

G( f ) = S( f ) ∗ W( f ) [13.1]

Recall that, in general, the spectral functions S(f) and W(f) will be complex-
valued.  If we represent each of these functions explicitly as the sum of a real and
an imaginary component and then apply the distributive property of
convolution, we find that the solution involves four separate convolutions

G( f ) = Re S( f )[ ] +i Im S( f )[ ]{ } ∗ Re W( f )[ ] + iIm W( f)[ ]{ }
= Re S( f )[ ]∗ Re W( f )[ ]− Im S( f )[ ]∗ Im W( f )[ ]

+i Re S( f )[ ]∗ Im W( f )[ ] + Im S( f )[ ]∗ Re W( f )[ ]{ }
[13.2]

If the window is symmetric about the origin, as is the case in Fig. 13.1, then the
imaginary component of W(f) is zero (by symmetry arguments) and so eqn. [13.2]
reduces to

G( f ) = Re S( f )[ ]∗ Re W( f )[ ]+ i Im S( f )[ ]∗ Re W( f )[ ]{ } [13.3]

If convolution is conceived as a smearing, or blurring operation, then this result
says that the effect of windowing is to blur the spectrum of the original signal by
an amount which varies inversely with the width of the window.

An important example of the foregoing result is that of a sinusoidal signal,
s(x) = cos(2 f0x), viewed through a rectangular window of width w which,
according to eqns. [11.12] and [11.16], has the Fourier transform w sinc(wf ) .  In
this case,

cos(2 f0 x) ↔
( f − f0) + ( f + f0 )

2
(signal) [13.4]

rect(x /w) ↔ wsinc(wf) (window) [13.5]

cos(2 f0 x)rect(x/ w) ↔
( f − f0 ) + ( f + f0 )

2
∗ wsinc(wf ) (product) [13.6]

In these equations the special function rect(x) is defined as
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rect(x) = 1, −0.5 ≤ x ≤ 0.5

= 0, otherwise
[13.7]

Applying the distributive property of convolution, plus the sifting property of
the delta-function, the spectrum of the product simplifies to

cos(2 f0 x)rect(x/ w) ↔
wsinc w( f − f0) + w sincw( f + f0 )

2
[13.8]

In words, the effect of the windowing a sinusoid is to change the spectrum from
a pure delta-function with zero bandwidth to a sinc-function with bandwidth
that varies inversely with the width of the window.  A specific example is
illustrated in Fig. 13.2 in which a 2 Hz sinusoid is viewed through a window of
duration 2 seconds.

Fig. 13.2  Windowing a Sinusoid
Time/space domain
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13.C  Sampling with an array of windows

Point-sampling of a continuous waveform can be viewed as multiplying the
waveform by a sequence of unit delta-functions located at the x-values for which
sample points are desired.  If the sample points are equally spaced, then the
individual delta functions look like the teeth of a comb.  Accordingly, it is useful
to define the special function comb(x) to mean the sum of unit delta-functions
separated by unit distance.  That is,

comb(x) = (x − n)
n =−∞

∞

∑ [13.9]

Since comb(x) is a periodic function with unit period, it is not surprising that the
Fourier transform of comb(x) is comb(f).  Consequently, the operation of
sampling in the space/time domain corresponds to convolution of the spectrum
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of the signal with the comb(f) function.  This replicates the original spectrum
around every delta function in the frequency domain as illustrated in Fig. 13.3
(imaginary component of result is not shown).  We can state this result
quantitatively as follows.  If d is the distance between samplers, then

s(x) ↔ S( f) (signal) [13.10]

comb(x / d) ↔ d comb( fd) (sampler) [13.11]

s(x)comb( x / d) ↔ S( f )∗ d comb( fd) (product) [13.12]

Fig. 13.3  Sampling Convolves Spectra
Time/space domain Frequency domain
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Another way to arrive at this result is to start with the known Fourier series
of a train of narrow pulses.  If the pulse height is made inversely proportional to
pulse width in order to keep pulse area constant, then in the limit all the
harmonic coefficients will have the same amplitude as the pulse width
approaches zero.  Thus, the Fourier series for comb(x) will be
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comb(x) = 1 + 2 cos(2 kx)
k =0

∞

∑

= (ei 2 kx − e−i 2 kx )
k =−∞

∞

∑
[13.13]

Since multiplication of the signal by comb(x) can be done one harmonic at a time,
application of the modulation theorem says that multiplication by the k-th
harmonic will halve the amplitude of the signal spectrum and shift it to the right
(positive frequency direction) and to the left (negative frequency direction) by an
amount equal to the frequency of the k-th harmonic.  The result of this operation
for all of the harmonics is the replication of the signal spectrum at every
harmonic of the sampling frequency.

It is important to understand that multiple copies of the frequency
spectrum S(f) exist because the sampled function s(x) remains a continuous
function.  In other words, the space between samples is known to be zero.  This is
very different from the situation in Chapters 3,4 where the signal was unknown
between sample points.  In that case the data were discrete, not continuous, and
therefore the Fourier spectrum was also discrete, with a finite number of
harmonics.  Classical engineering applications of sampling theory usually treat
the sampled signal as continuous because that signal typically undergoes
additional filtering, amplification, and transmission by analog devices.
However, if the samples represent the output of an analog-to-digital conversion,
then the value of the signal between samples is indeterminate, not zero, and the
spectrum of the sampled data is finite, not infinite.

13.D  Aliasing

As is evident in Fig. 13.3, if the bandwidth w of the signal being sampled is
large compared to the distance between delta functions in the frequency
spectrum, then they will overlap.  This is the phenomenon of aliasing
encountered previously in Chapter 7.  To avoid aliasing requires that w < R / 2,
which means that the bandwidth of the signal must be less than half the
sampling frequency.  The critical value R/2 is called the Nyquist frequency.

From the graphical perspective, Shannon's sampling theorem says that as
long as the replicated spectra do not overlap then it is possible to recover the
original spectrum without error.  A simple method for retrieving the original
signal from sampled values is described next.

13.E  Reconstruction by interpolation

In order to recover the original signal from the sampled signal, it is only
necessary to send the sampled signal through a low-pass filter (assuming the
replicated spectra do not overlap).  As indicated in Chapter 12, the output signal
will then be equal to the convolution of the sampled signal and the impulse
response of the filter.  Equivalently, the spectrum of the output will be the
product of the input spectrum and the transfer function of the filter.  An ideal
low-pass filter has a rectangular transfer function, rect(f/w), where w is the
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bandwidth of the filter.  The impulse response of such a filter is wsinc(wx), which
means that the original signal can be recovered by convolving the sampled signal
with the sinc(wx) function, as shown graphically in Fig. 13.4.  For this reason, the
sinc(x) function is often called the interpolating function.

Fig. 13.4  Spectral Windowing Interpolates 
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13.F. Non-point sampling

The situation often arises in which signals are sampled not at a single point,
but over some interval which cannot realistically be assumed to be zero.
Depending upon the circumstances, there are two different ways in which the
sampling operation can be formulated.  In the first of these (Fig. 13.5) sampling is
a multiplication of the input with a continuous sampling function for which the
delta functions of Fig. 13.3 are replaced by pulses of non-zero width.  The output
in this case is a continuous function which is describable in the frequency domain
by the Fourier transform.  The second case, described further on, results in a
discrete output that is appropriately described by a Fourier series.

To determine the spectrum of the sampled signal in Fig. 13.5 when all of the
sampling elements are of the same size, we describe the array of samplers as an
array of delta functions convolved with a weighting function that accounts for
the extent of the sampling element.  For example, if the sampling element
weights the input equally throughout the sampling duration, then a one-
dimensional description of the sampling function q(x) would be
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q(x) = rect(x / r) ∗comb(x / d) [13.14]

In this expression, the parameter r is the (positive) radius of the sampling
aperture and the parameter d is the (positive) distance between samplers.

Fig. 13.5  Non-point Sampling 
Time/space domain Frequency domain
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Using the same approach as in section 13C above, we can formulate this
sampling problem as follows.

s(x) ↔ S( f) (signal) [13.15]

rect(x /r) ∗ comb(x /d) ↔ rsinc( fr) ⋅ d comb( fd) (sampler) [13.16]

s(x) ⋅ rect(x /r) ∗ comb(x /d)( ) ↔ S( f ) ∗ rsinc( fr) ⋅d comb( fd)( )   (prod.) [13.17]

According to eqn. [13.16], the impact of non-zero width of the sampler is to
modulate the comb(f) spectrum with a sinc(f) function as illustrated in Fig. 13.5.
As a result, the high-frequency copies of the signal spectrum are attenuated.

The second scenario to be considered is when discrete sampling elements
(sensors) integrate the input over some finite area we might call the receptive zone.
For example, the retinal image is sampled by photoreceptors which integrate
light over an entrance aperture which has a diameter significantly greater than
zero.  If these sampling elements are tightly packed, then the center-to-center
spacing of the sampling array is equal to the diameter of individual sampling
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elements.  Physical constraints often prevent individual sensors from actually
overlapping, but sometimes these physical constraints no longer apply.  Fore
example, the cone photoreceptors do not overlap on the retina but do overlap
when procected into object space by the eye's optical system.  A specific example
is illustrated in Fig. 13.6 which depicts a single point source stimulating
overlapping receptive fields to produce a distributed neural image.  A similar
situation arises in astronomy where an array of receiving antennas with
overlapping coverage of the sky is used to sample radio or light waves arriving
at the earth's surface.

Fig. 13.6.  Neural image for a point 
source of light.
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by sampling a convolution waveform.

The simplest case to analyze is when individual sensors respond linearly to a
weighted combination of the stimulus falling across its receptive zone.  In this
case the response r  of an individual sensor to the input signal i(x) would be
found by integrating the product of the input with the weighting function w(x)
over the receptive zone (rz) of the sensor.  That is,

r = i(x) ⋅ w(x) dx
rz
∫ [13.18]

If every sensor in the array has the same characteristics, then we may apply the
shift theorem to determine the weighting function wj(x) for the jth element in the
array which has a receptive zone centered at position xj

w j = w(x − x j) [13.19]

The corresponding response rj  is found by combining [13.18] and [13.19] to give
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rj = i(x) ⋅ w(x − x j) dx
rz
∫ [13.20]

The result embodied in [13.20] can be viewed from a more familiar vantage
point by temporarily ignoring the fact that the sampled image is discrete.  That is,
consider substituting for xj the continuous spatial variable u.  Then equation
[13.20] may be re-written as

r(u) = i(x) ⋅ w(x − u) dx
rz
∫ [13.21]

which is recognized as a cross correlation integral.  In other words, the discrete
function we seek is interpolated by the cross-correlation of the input with the
receptive weighting function of the sensor.  We may therefore retrieve the
discrete function by evaluating the cross-correlation result at those specific
locations xj which are represented in the array of samplers.  Using standard
pentagram (★) notation for cross correlation, this result is written

  
rj = w(x)★i(x)( )

x = x j
[13.22]

Replacing the awkward cross correlation operation with convolution (✳) yields

rj = w(−x)∗ i(x)( )
x = x j

[13.23]

In summary, the discrete sampled image is found by first convolving the
input with the spatial or temporal weighting function of the sensor and then
sampling the result at the locations occupied by the sensors.  To see how this
works, consider the problem of finding the sampled output for a point source
input.  If we represent this input i(x) by an impulse delta (δ) function, then the
sifting property of the impulse function yields

rj = w(−x)∗ (x)( )
x = x j

= w(−x j )
[13.24]

In words, this equation says that the sampled output of a homogeneous array
of linear sensors in response to a point stimulus is equal to their common
receptive weighting function, reflected about the origin, and evaluated at those
positions occupied by the array.  This output might be called the discrete point-
spread function (p.s.f.) of the sampling array.

An example of the response to an arbitrary input is illustrated in Fig. 13.7.
The discrete neural image is seen to be the result of three sequential stages of
processing.  First the object o(x) is optically filtered (by convolution with p(x), the
optical p.s.f.) to produce an optical retinal image.  Next this retinal image is
neurally filtered (by convolution with the neural p.s.f. n(x)=w(-x)) to form a
hypothetical, continuous neural image.  Finally, the continuous neural image is
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point-sampled by the array of ganglion cells to produce a discrete neural image
ready for transmission up the optic nerve to the brain.  Notice the change of
viewpoint embodied in eqn. [13.23].  Initially the output stage of the retina is
portrayed as an array of finite, overlapping receptive fields which
simultaneously sample and filter the retinal image.  Now this dual function is
split into two distinct stages:  neural filtering by the receptive field followed by
sampling with an array of point samplers.  Thus we see that neural filtering by
non-point samplers is equivalent to more traditional forms of filtering, such as
that provided by optical blurring.

13.G. The coverage factor rule

Since non-point samplers include an element of  low-pass filtering, they may
be an effective anti-aliasing filter if the receptive zone is relatively wide
compared to the spacing of the array.  We can develop this idea quantitatively
without detailed knowledge of the shape of the receptive field weighting
function by employing Bracewell's equivalent bandwidth theorem.  This
theorem, which is based on the central ordinate theorem, states that the product
of equivalent width and equivalent bandwidth of a filter is unity.  By definition,
the equivalent width of a function is the width of the rectangle whose height is
equal to the central ordinate and whose area is the same as that of the function.
In the present context, the equivalent width of the sensor is the equivalent
diameter dE  of the receptive zone.  The equivalent bandwidth of this filter is the
bandwidth of the ideal, low-pass filter which has the same height and area as the
Fourier transform of the receptive field.  The equivalent cutoff frequency fc
would be half the equivalent bandwidth (which runs from -fc to +fc) and
therefore by the equivalent bandwidth theorem  fc = 1/dE.

A 

S
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R

θ

S = R

 B

Figure 13.8. Coverage of visual field by square array of circular receptive fields.  Left (A):
visual field is subdivided into nearest-neighbor regions.  S = spacing between fields, R =
radius of field.  Right (B):  critical case where cutoff spatial frequency for individual
receptive fields just matches the Nyquist frequency of the array.  = period of grating at
the Nyquist frequency for the array.

To avoid aliasing, the cutoff frequency fc of the filter must be less than the
Nyquist frequency (0.5/S) as set by the characteristic spacing S of the array. Thus
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aliasing will be avoided when dE > 2S, that is, when the equivalent radius of the
receptive field exceeds the spacing between fields.

A similar line of reasoning applies also for two-dimensional receptive fields.
In Fig. 13.8 the visual field is tessellated by an array of square tiles, with each tile
containing the circular receptive field of a visual neuron.  Assuming radial
symmetry of the fields, the generalization of Bracewell's theorem to two
dimensions states that the product of equivalent width and equivalent
bandwidth is 4/   and so (by the above criterion) the cutoff frequency for

individual neurons will be 4/(πdE ).  The Nyquist frequency of the array will vary
slightly with grating orientation, but 0.5/S remains a useful lower bound.  Thus
the anti-aliasing requirement is that dE  > 8S/ .  In other words, aliasing will be

avoided if the equivalent radius of the receptive field exceeds 4/   times the
spacing between fields.  To within the level of approximation assumed by this
analysis, 4/π is the same as unity and so the one-dimensional and the two-
dimensional requirements for avoiding aliasing are essentially the same.  Thus,
we conclude from these arguments that effective anti-alias filtering requires that
the radius of receptive fields be greater than the spacing between fields (i.e., R >
S).  The critical case (R = S) is depicted in Fig. 13.8B, along with that grating
stimulus which is simultaneously at the Nyquist frequency for the array and at
the cutoff frequency of the neuro-optical filter.

Neurophysiologists are well aware of the importance of aliasing for the
fidelity of the visual system and so have devised a simple measure called the
"coverage factor" to assess whether a given retinal architecture will permit
aliasing.  Conceptually, the coverage factor of an array measures how much
overlap is present.  For a one-dimensional array, coverage equals the ratio of
width to spacing of the fields.  The utility of this measure here is that it
encapsulates in a single parameter the importance of the ratio of size to spacing
as a determinant of aliasing.  Stated in these terms, the above result says that
coverage must be greater than unity to avoid aliasing.  In other words, the
receptive zones must overlap.

For a two-dimensional array the coverage must be even greater to prevent
aliasing.  To calculate coverage we tessellate the visual field into nearest-
neighbor regions (also called Voronoi or Dirichlet regions) as illustrated for a
square array in Fig. 13.8A and then define

Coverage =
Area of receptive field

Area of tile
=

R2

S2  [13.25]

For a hexagonal array the area of a tile is 0.5S2/√3 and thus coverage is
2π(R/S)2/√3.)  The utility of this measure of overlap is that it encapsulates into a
single parameter the importance of the ratio of receptive field size to receptive
field spacing as a determinant of aliasing.  For the critical case shown in Fig.
13.8B, R=S and therefore the coverage factor equals π (for square array) or 2π/√3
(for hexagonal array).  In other words, if the coverage is less than about 3 we can
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expect aliasing to result.  Physiological evidence suggests that coverage may
have to be as high as 4.5 to 6 in order to avoid aliasing completely since retinal
ganglion cells in cat and monkey continue to respond above noise levels to
gratings with spatial frequency 1.5 to 2 times greater than that estimated from
their equivalent diameter.1  Such responses to very high frequencies may
represent a kind of "spurious resolution" in which the phase of the response
reverses, as is to be expected when the receptive field profile has sharp corners or
multiple sensitivity peaks.

---------

1Thibos, L. N. & Bradley, A. (1995). Modeling off-axis vision - II:  the effect of
spatial filtering and sampling by retinal neurons. In Peli, E. (Ed.), Vision Models
for Target Detection and Recognition (pp. 338-379). Singapore: World Scientific
Press.


