
Chapter 9:  Hypothesis Testing for Fourier Coefficients

9.A  Introduction.

In Chapter 8 we looked at Fourier coefficients from a new viewpoint.
Although a Fourier series consisting of D terms will fit a discrete data function
exactly at D sample points, this series may still not represent a physical system
correctly because of measurement errors in the original data values.  Thus, from
a statistical point of view, the computed Fourier coefficients are merely estimates
of the true values which would have been obtained had there been no
contamination by noise factors.  Because of the presence of noise, these computed
coefficients will rarely equal zero when coefficients of the underlying signal is
zero.  For example, a square wave in sine phase has only odd harmonic
components but when noise is added to the square wave then computed
coefficients will not necessarily be zero for the even harmonics.  Since the
ultimate purpose of Fourier analysis is typically to create a reasonable model of
the system under study, it becomes important to develop strategies for deciding
whether a particular harmonic term is to be omitted from the model on the
grounds that noise alone could account for the particular value computed for the
coefficient .  In other words, we seek methods for testing the null hypothesis that
a particular Fourier coefficient is equal to zero.

The problem dealt with in this chapter is similar to that encountered in
Chapter 7.  There we were investigating the consequences of omitting certain
terms from an exact Fourier series model of a deterministic function.  We found
that although deleting terms introduces error into the model, the amount of error
introduced cannot be made any smaller by adjusting the coefficients of the
remaining terms in the Fourier series.  In other words, the truncated Fourier-
series model minimizes the mean squared error.  Now we have a slightly
different problem wherein the error in the model is caused not by deleting terms
but by the inclusion of additive, Gaussian noise which contaminates the data.

A more general problem is to use repeated measures of a vector of Fourier
coefficients to determine whether the mean vector is different from a given
vector.  The given vector might be zero, in which case the question is essentially
this:  is there any signal at all in the data, or is there only noise?  A strategy for
dealing with this problem is discussed in section 9E.

9.B  Regression analysis.

In the statistical theory of regression, a common method for approaching the
"goodness of fit" of a model is to investigate the statistic S defined by the ratio

S =
variance of data accounted for by model

residual variance
[9.1]

The basic idea here is that the reason a recorded waveform has variance (i.e., is
not just a constant) is because of two factors:  some underlying, deterministic
function and random error.  In linear regression, for example, the underlying
deterministic function is assumed to be a straight line, which has two free
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parameters: slope and intercept.  Such a model predicts a certain amount of
variance in the data (the numerator in [9.1]) but some residual variance is not
accounted for by the model (the denominator of [9.1).  If S is large, the
implication is that the model is acceptable because it does a good job of
accounting for the variance in the data.  In the context of Fourier analysis, the
words we introduced in Chapter 8 for these two factors which introduce variance
were: signal and noise.  Thus, the statistic S is very much like the SNR defined
earlier since the numerator is a measure of the strength of the underlying signal
and the denominator depends upon the amount of noise present.

The use of a summary statistic such as S to test an hypothesis about the
adequacy of a model is called a "parametric test" in statistics.  In order to develop
useful tests of this kind, one needs to know the probability distribution of S.
Perhaps the most widely known distribution of this kind is Snedecor's F-
distribution (named in honor of Sir R.A. Fisher) that applies when the numerator
of eqn. [9.1] is a χ2 variable with a degrees of freedom, divided by a, and the

denominator is a χ2 variable with b degrees of freedom, divided by b.  That is,

a
2 / a

b
2 / b

~ Fa ,b [9.2]

Given the results of Chapter 8 in which it was shown that harmonic power is
distributed as χ2  when Gaussian noise alone is present, it should not be
surprising to find that an F-test can sometimes be used to test the goodness of fit
of a Fourier series model.  Hartley (1949) was first to develop such a test and his
method is described below.

We know from the version of Parseval's theorem given in eqn. [3.45] that the
variance of D sample points is equal to the sum of the powers of the
corresponding harmonic components.
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Therefore, if the Fourier model under consideration included all D harmonic
components, then it would account for all of the variance of the data, there
would be zero residual variance, and the model would fit the data exactly.  On
the other hand, if only some of the harmonics are included in the model, then the
harmonics omitted would account for the residual variance.  In this case, we can
create a statistic like S to decide if the model is still adequate.

To see how this would work, suppose that we include only the k-th harmonic
in the Fourier model.  In other words, assume all of the other harmonics are
noise.  According to eqn. [3.45] above, the variance accounted for by this model
would be pk.  We found earlier in eqn. [8.14] that if we normalize pk by dividing
by the expected amount of power under the null hypothesis that only noise is
present, then the "relative power" is distributed as χ2

 with 2 degrees of freedom.
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pk
2 / D

~ 2
2 [9.3]

Clearly this quantity would serve well as the numerator of an F-statistic.  To get
the necessary denominator, recall that there would be D-3 residual harmonics in
this case.  The total amount of relative power in these residuals is the sum of
R=(D-3)/2 random variables, each of which is χ2

 with 2 degrees of freedom,

which is therefore distributed as χ2
 with 2R = D-3 degrees of freedom

pj
2 / Dj =1

R

∑ ~ 2 R
2 [9.4]

Now to formulate Hartley's statistic, we divide each of these variables by their
respective number of degrees of freedom and form their ratio

H =

pk

2 2 / D
1

2R

pj

2 / Dj =1

R

∑
=

relative power in k -th harmonic

average rel. power in residuals
~ F2,2 R [9.5]

Fortunately, the unknown quantity σ appears in both the numerator and
denominator and therefore cancels out to leave

H =
pk

1

R
p j

j ≠ k
∑

~ F2,2 R [9.6]

Thus, Hartley's test of the null hypothesis that the signal power in the k-th
harmonic is zero is would be to reject the null hypothesis if H > F2,2R. To
administer this test for a chosen significance level (typically 5% or 1%), look up
the corresponding value of F in tables of the F-distribution.  If the computed test
statistic is larger than the tabulated value, reject the null hypothesis that the
signal power in this harmonic is zero.  The significance level is interpreted as the
probability of falsely rejecting the null hypothesis.

An example of a signal with additive Gaussian noise is shown in Fig. 9.1A
and its magnitude spectrum is shown in Fig. 9.1B.  The data vector and vector of
complex Fourier coefficients for this dataset (D=11) are given in Table 9.1.  The
total variance in the data is 1.49, computed either from the Fourier coefficients
(excluding the constant term, c0) or directly from the data values.  The variance in
the harmonic with greatest power, which is the fundamental in this example, is
0.57 and so Hartley's statistic has the value H=2.46, which is not significant
compared to the tabulated F-statistic (4.46) at the alpha=0.05 level, with 2 and 8
degrees of freedom.
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Table 9.1  Example data for Fig. 9.1
Data values Fourier coefficients

    0.7712    0.4456 + 0.0961i
   -2.1036    0.4158 - 0.0679i
    1.1951    0.0969 - 0.0971i
    1.8159   -0.2377 - 0.0036i
    0.7476   -0.4580 + 0.2711i
    1.1402    0.2459
    0.4931   -0.4580 - 0.2711i
    0.5502   -0.2377 + 0.0036i
    0.2417    0.0969 + 0.0971i
    0.0489    0.4158 + 0.0679i
   -2.1952    0.4456 - 0.0961i

Figure 9.1  Example waveform (A) and its magnitude spectrum (B).
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9.C  Band-limited signals.

Another common situation in which Hartley's test is used is when the signal
is band-limited to W and deliberately oversampled.  In this case, the exact
Fourier series would be

f (x) = a0 / 2 + ak ⋅ coskx + bk ⋅sin kx
k =1

W

∑ + ak ⋅ coskx + bk ⋅sin kx
k =W +1

N

∑ [6.1]

and the model would be obtained by truncating the series at the W-th harmonic.
The higher harmonics are omitted on the grounds that since the signal is band-
limited, power in the higher harmonics represent noise.  Thus the number of
residual harmonics is R=(D/2)-W and Hartley's statistic is

H =

1
2W

p j

2 / Dj =1

W

∑
1

2R

p j

2 / Dj = W + 1

N

∑
=

relative power in model

average rel. power in residuals
~ F2 W,2 R [9.7]
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It is worth remembering that Parseval's theorem provides an indirect method for
computing the residual power without actually computing the Fourier
coefficients for all of the higher harmonics created by oversampling.

9.D  Confidence intervals.

One of the most important results of elementary statistics is the specification
of confidence bounds for the sample mean of a population.  If we review the
logic of that result it will be a useful starting point for obtaining the confidence
intervals for Fourier coefficients.  Suppose that x  is the mean of N samples and
we want to be able to assert with 95% confidence (i.e. less than 5% chance of
being wrong) that the true population mean µ falls in the range

x − A ≤ ≤ x + A [9.8]

The question is, what is the value of A?  An approximate answer to this question
is 2 times the standard error of the mean.  To see why this is true, recall that the
standardized sample mean t , also known as Student's t-statistic,

t =
x −
s / N

[9.9]

has the t-distribution with N-1 degrees of freedom.  In this equation, s is the
sample standard deviation and s / N = s(x ) is the standard error of the mean.
Student's t-distribution is really a family of distribution functions which are
parameterized by the number of degrees of freedom.  A typical example might
look like that in Fig. 9.1  On the left is the probability density function and on the
right is 1 minus the cumulative probability distribution, i.e. it is the area under
the density function beyond some criterion c, as a function of c.

Fig. 9.1   Student's t-distribution
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The exact value of c required to bring P(c) down to 5% depends on D, but for
large samples c is approximately 2.  This means that the probability that t is
greater than about 2 is only 5%.  Now according to eqn. [9.9], this means
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 = 5% [9.10]
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The inequality in this expression can be restated in a form similar to that of eqn.
[9.8] as

Prob x − 2s(x ) < < x + 2s(x )( ) = 95% [9.11]

In other words, the 95% confidence bounds for µ are x ± 2s(x ) .

Following the same line of reasoning, we know from eqn. [9.6] that Hartley's
ratio of harmonic power to the residual power has the F-distribution under the
null hypothesis.  If we drop the null hypothesis restriction then we must revert
back to the form of the numerator shown in eqn. [8.11], namely,

H =
( ˆ a k − ak )2 + ( ˆ b k − bk)

2

1

R
p j

j =1

R

∑
~ F2,2 R [9.12]

The analogous equation to [9.10] is therefore

Prob
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This inequality which defines the confidence bound has a simple geometrical

interpretation shown in Fig. 9.2.  If we draw a circle centered on the point ( ˆ a k , ˆ b k )

and with radius ρ given by

2 =
F2,2 R

R
p j

j =1

R

∑ [9.14]

then with 95% confidence we can assert that the true value of the Fourier
coefficients (ak ,bk )  correspond to a point somewhere within this circle.  If this
circle contains the origin, then the power in this k-th harmonic term is not
significantly different from zero.

Fig. 9.2   Confidence bounds for Fourier coefficients
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To summarize, the analysis described above is aimed at determining which
harmonics should be included in a Fourier series model.  We then used
information about variability in the Fourier coefficients at those harmonic
frequencies that do not contain a meaningful signal to create confidence limits for
those harmonic frequencies that do contain a meaningful signal.  In many
experiments the frequencies of interest are known a priori because a physical
system is being forced by some signal of known spectrum and therefore a
response is expected at the same frequencies as the stimulus, or its harmonics in
the case of non-linear systems.  In cases where the frequency of interest is not
known in advance, an efficient strategy is to rank the coefficients by their
magnitude and then analyze each in turn, starting with the largest.

9.E  Mulitvariate statistical analysis of Fourier coefficients.

In this section we examine the related problem of using repeated measures of
a vector of Fourier coefficients to determine whether the mean vector x  is equal
to a given vector  specified in advance.  For example, we may wish to know if
any of the harmonic components are statistically significant, in which case we
would be asking if x = = 0 .  A similar question is to ask whether the mean
Fourier vector x  determined for one population is the same as the mean Fourier
vector y  determined for some other population.  These are common problems in
the field of multivariate statistics and a variety of strategies for obtaining answers
are described in standard textbooks (e.g. Anderson, Krzanowski).  The simplest,
most straightforward approach is based on Hotelling's (1931) generalization of
Student's t-statistic.  To make this generalization, the quantities x   and µ in eqn.
[9.8] are conceived as vectors rather than scalars.  Hotelling's generalization of
Student's t-statistic in eqn. [9.9] is the T2 statistic,

T2 = N(x − ′ ) S−1(x − ) [9.15]

where N is the number of Fourier vectors used to compute the mean vector x 
and S is the sample covariance matrix.  This is eqn. 5.2 of Anderson (1984).  As
for Student's t-statistic, it is assumed that each component of the vector x is a
Gaussian random variable.  Furthermore, it is assumed that each component is
statistically independent of every other component, in which case the vector x is
said to be a multivariate Gaussian random process.  Given these assumptions,
Hotelling's T2 statistic is directly proportional to an F-statistic.

To test the hypothesis that the mean vector is equal to a given vector, x = ,
we first compute T2 according to eqn. [9.15].  Next, we compute an F-statistic as

Fdf 1, df 2 =
T 2

N − 1

df 2

df1
[9.16]

where the lesser degree of freedom df1 = D is the length of the Fourier vector x
and the greater degree of freedom is df 2 = N − D .  If the value of this F-statistic is
greater than the tabulated F-distribution for the given degrees of freedom and
specified significance level α, then we may reject the hypothesis that x = .
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Specifying the confidence region for the mean vector is harder.  Geometrically we
can interpret the mean vector x as a point in D-deminsional space.  Thus the
confidence region is a closed ellipsoid in this hyperspace, centered on the mean.
An equation defining this ellipsoid is provided by Anderson (eqn. 11, p. 165).
We can assert with confidence 1-α that the true mean lies somewhere inside this
ellipsoid.  If attention is focused on a single harmonic frequency, then the
confidence region reduces to an ellipse in the 2-dimensional space of Fig. 9.2.  If
we further assume that variability in the measured Fourier coefficients is due to
additive, Gaussian noise that is independent of the signal being measured, then
the Fourier coefficients will be uncorrelated Gaussian random variables.
Consequently, the confidence ellipse will reduce to a circular region.  An
alternative method for computing the radius of this circular confidence region
has been described by Victor and Mast (1991) in terms of their novel statistic Tcirc

2 .

To test the hypothesis that the mean vector x  computed from a sample size
N1 is equal to a different vector y  computed from a sample size N2, we first
compute the T2  statistic

T2 =
N1N2

N1 + N2

(x − y ′ ) S−1(x − y ) [9.17]

Next we compute an F-statistic as

Fdf 1, df 2 =
T 2

N1 + N2 − 2

df 2

df1
[9.18]

where the lesser degree of freedom df1 = D is the common lengths of the two
Fourier vectors and the greater degree of freedom is df 2 = N1 + N2 − D − 1.  If the
value of this statistic is greater than the tabulated F-distribution for the given
degrees of freedom and chosen significance level α, then we may reject the
hypothesis that the two population mean vectors are equal.
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