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A modern, elegant and comfortable operating system which 
works out of the box, with full multimedia support and is 

extremely easy to use. This DVD is a live bootable edition of 
MATE and Cinnamon Desktop (32 and 64 bit). It also comes 

with 64-bit Xfce edition of Linux Mint.
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Innovating to Stay Ahead
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The LFY team deserves a pat on the back! 
First of all, I would like to congratulate the LFY team for such a 
fabulous performance and for consistently improving the quality 
of the magazine. I have been reading LFY since 2009. I really 
marvel at the way LFY has converted me into a dedicated and 
satisfied Linux user. Currently, I'm studying for my masters in 
Computer Engineering from an elite institute in Mumbai. Being a 
final year student, I want to do my project or research internship 
in open source and Linux.

Could you kindly guide me by answering the following 
questions:
1. Are there research or project internships in India for a period 

of 6-8 months?
2. Which organisations are ready to take on interns like us?
3. How can we contribute to the development work happening 

in India?
—Aniruddha Tekade,

taniruddha39@gmail.com 

ED: Thanks a lot for your wonderful feedback. Mails with such 
enthusiasic appreciation always egg us on to keep the good work 
going. This also helps us consistently deliver to our readers’ 
satisfaction. It is indeed great to hear that you have realised the 
significance of FOSS and are even thinking of making a career 
in the field. I would suggest that you post this query on our 
Facebook page http://www.facebook.com/LinuxForYou as you 
would get a number of varied replies. And we are sure this will 
definitely help you in your future endeavours. 

Fedora 17: A unique experience!
I really enjoyed using the Fedora 17 DVD that was enclosed with 
the July 2012 issue. It was indeed a unique experience. I would 
appreciate it if you could let me know more about software 
testing. Could you write about it in upcoming editions? Looking 
forward to your next issue. 

—T Janakiraman,
Tirupur

ED: It indeed gives us great pleasure when our readers update 
us on their experiences with LFY. We will definitely try to 
cover software testing in future editions. Keep reading LFY!

jQuery, well explained! 
I liked the article ‘Programming with jQuery’.  I am a professor 
who believes in conceptual teaching. I was in search of some 
good and simple references for jQuery (along the lines of ‘write 
less, do more’) so that I could share them with my students.  The 
way the author explained the subject with appropriate figures was 

exemplary and quite understandable.
The ‘Developer's Column’ is another wonderful feature of 

your magazine. Thank you LFY for guiding me with regard to 
open source software. I currently teach OSS in our college (Sona 
College of Technology, Salem, Tamil Nadu). 

—AC Kaladevi,
kaladeviac@gmail.com

ED: Thanks for your feedback. We will definitely convey your 
compliments to our author, Janardan Revuru. We aim to continue 
publishing well-informed articles so that our readers get to know 
anything and everything about OSS. Happy reading!  

Rajnish Singh:
Hi LFY! Can you provide a tutorial on ap-
plication clustering in CentOS 5? Thanks!

LINUX For You: Hi Rajnish! In the re-
cent past, we haven't really covered 
a lot on CentOS. A review, rather 
than a tutorial on CentOS 5.3, was 
carried in the August 2009 issue. 
Here's the link to that article, http://
bit.ly/M1KOtx. But a tutorial would 
be a good idea as well! We will try 
and carry it in one of our forthcoming 
issues.

Uday Mittal:
I've been reading the series of articles on ‘Cy-
ber Attacks Explained’. I am really impressed 
with the content and the simple way in which 
the author, Prashant Phatak, explains the 
concepts. The latest part on 'Man in the Middle 
Attacks' was very informative and it even an-
swered a question I was asked in an interview.

LINUX For You: The author has 
expressed his thanks by email. He 
says, “Great… Thanks! This helps 
me get the energy to write more in 
this wonderful magazine.”

CORNER

Need a tutorial on CentOS 5

Love reading the articles on cyber attacks!
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Ramesh Jothimani:
Can I post queries related to my future 
career plans in Linux or Android pro-
gramming here? Thanks!

LINUX For You: Yes, you can!

Azad Ansari: 
It would be great if you could add a few 
more articles on Linux device drivers, 
especially for wireless devices.

LINUX For You: Thanks for the sug-
gestion, Azad. We'll definitely try to 
publish more of such articles in forth-
coming editions. Till then, you can 
take a look at the series on ‘Linux 
Device Drivers’, authored by Anil Ku-
mar Pugalia, from our earlier issues 
or from the link http://www.linuxforu.
com/tag/linux-device-drivers-series.

Hope this helps.

Raghul Ramu: 
The July edition of LFY was simply amazing, 
especially the interview with Anuj Kumar. I 
did get to learn a lot from it. Thanks LFY.

LINUX For You: Thanks for the 
feedback, Raghul! We will certainly 
convey your words of appreciation 
to Diksha P Gupta, the author of 
the interview!

Abhilash Thekken Thottathil:
Hi, we expect more tutorials on shell/Perl 
scripting in the upcoming editions.

LINUX For You: Thanks for the sugges-
tion, Abhilash. We will try and include 
these tutorials in forthcoming editions.

Include articles on device drivers

Anuj Kumar’s interview rocks! 

Tutorials on shell scripting 

Careers in Linux programming

Please send your comments or suggestions to:
The Editor

LINUX FOR YOU Magazine
D-87/1, Okhla Industrial Area, Phase I, New Delhi 110020
Phone: 011-26810601/02/03, Fax: 011-26817563
Email: lfyedit@efyindia.com, Website: www.linuxforu.com

www.electronicsforu.com www.ffymag.comwww.linuxforu.com www.efyindia.comwww.eb.efyindia.com
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OS: 

Android 4.0
Launch Date:

June 2012
MRP: 

` 9,990
ESP: 

` 9,890
Specification: 
7.0 inches, WVGA 
LCD Capacitive 
Touchscreen, 800 x 400 pixels resolution, 2 MP 
rear camera, Front camera 1.3 MP, 24 GB stor-
age, expandable upto 32 GB, 3G, WiFi.

Retailer/Website:  
ebay India

iBerry AUXUS AX03G
OS: 

Android 2.3
Launch Date:

June 2012
MRP: 

` 6,685
ESP: 

` 6,685
Specification: 
8.1 cm Bright LCD 
display,  650 MHz 
processor,  1400mAh 
battery, 3.2MP camera,  
VGA front camera, 3G, WiFi.

Retailer/Website:  
www.flipkart.com

iBall Andi 3e

OS: 

Android 4.0
Launch Date:

July 2012
MRP: 

` 11,990
ESP: 

` 11,990
Specification: 
7 inches capacitive multi touch LED screen, 
800 x 480 pixels resolution,1.5 Ghz processor, 2 
megapixel rear camera, front VGA camera, 512 
MB DDR3 RAM, 8 GB internal storage, expand-
able upto 32 GB, 3G, WiFi.

Retailer/Website:  
www.snapdeal.com, www.naaptol.com 

Zync’s Z-999 Plus

Mercury mTab Neo2
OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

` 14,999
ESP: 

` 13,990
Specification: 
17.8 cm capacitive 
touchscreen display, 
800x480 pixels 
screen resolution, 1GHz processor, 512MB RAM, 
3400mAh battery, front 0.3MP camera, 1080p HD 
video recording, 3G, WiFi.

Retailer/Website:  
www.maniacstore.com

OS: 

Android 4.0
Launch Date:

May 2012
MRP: 

` 5,250
ESP: 

` 5,250
Specification: 
17.8 cm capacitive 
touchscreen, 800x480 
pixels sceen resolution, 
1.5GHz processor, 512MB RAM, 3000mAh battery, 
3G, WiFi, G-Sensor

Retailer/Website:  
www.wickedleak.org

Wammy 7

OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

` 3,999
ESP: 

` 3,999
Specification: 
17.8 cm TFT display, 
800x480 pixels 
screen resolution, 
512MB RAM,1GHz processor, 1450mAh battery, 
0.3MP camera, 3G, WiFi.

Retailer/Website:  
www.mercury-tab.com

Kobian Mercury 
iXA Tab OS: 

Android 4.0
Launch Date:

May 2012
MRP: 

` 5,399
ESP: 

` 5,399
Specification: 
17.8 cm capacitive 
multi touch WVGA, 
800×480 pixels 
screen resolution, 1.2GHz ARM Cortex A8 processor, 
512MB RAM, 3800mAh battery, 4GB internal memory, 
external memory expandable upto 32GB, 3.5 mm 
audio jack, WiFi.

Retailer/Website:  
http://www.telmoco.com/www/pre_book

Attitude Daksha
OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

` 11,999
ESP: 

` 11,999
Specification: 
17.8 cm capacitive 
TFT touchscreen, 
800×480 screen resolution, 1GHz ARM Cortex A8 
processor, 440mAh battery, 8GB internal memory, 
32GB internal memory, 512MB RAM, 1080p HD 
video recording.

Retailer/Website:  
www.flipkart.com

iBall Slide i7218

OS: 

Android 4.0
Launch Date:

April 2012
MRP: 

` 6,499
ESP: 

` 6,499
Specification: 
17.8 cm capacitive touch 
screen, 800×480pixels screen 
resolution,1.2GHz cortex A8 processor, 
2800mAh battery, 4GB NAND storage, external 
memory expandable upto 32GB, VGA front facing 
camera, 2160p HD video recording.

Retailer/Website: www.flipkart.com

Micromax Funbook
OS: 

Android 4.0
Launch Date:

April 2012
MRP: 

` 10,990
ESP: 

` 10,200
Specification: 
17.8 cm multi-touch 
capacitive touch-
screen, 800×480pix-
els screen resolution, 1GHz processor, 3500mAh 
battery, 512MB RAM, 4GB NAND storage, external 
memory expandable upto 32GB, 2MP front camera.

Retailer/Website: www.letsbuy.com

HCL ME Tab X1

Tablets

OS: 

Android 4.0
Launch Date:

July 2012
MRP: 

` 6,199
ESP: 

` 6,199
Specifica-
tion: 
7-inch capacitive touchscreen, 800×480 pixels, 
1.2GHz processor, 512  MB RAM 1.3MP (front)  
camera, 4GB Storage,  expandable up to 32GB.

Retailer/Website:  
www.homeshop18.com

Zen Ultratab A100
OS: 

Android 4.0
Launch Date:

July 2012
MRP: 

` 5,990
ESP: 

` 5,990
Specification: 
7 inch captive touchscreen, 
800x400 pixels resolution, 1 Arm Cortex 
A8 processor, 1 GB of DDR3 RAM, 0.3 MP 
front camera, 4GB storage, expandable upto 
16GB, 3G, Wifi.

Retailer/Website:  
ADdo Technology, Bangalore, Contact: 
080-40916780

iBerry Auxus AX01

OS: 

Android 4.0
Launch Date:

July 2012
MRP: 

` 6,500
ESP: 

` 6,000
Specification: 
7-inch LCD multi-touch 
display, 1.5GHz processor, 512MB RAM, 1.3 MP 
front camera, 4GB internal storage, expandable 
memory up to 32GB, WiFi, 3G.

Retailer/Website:  
www.buytheprice.com

Wishtel IRA thing 2

OS: 

Android 2.3
Launch Date:

June 2012
MRP: 

` 16,499
ESP: 

` 15,490
Specification: 
17.8 cm WVGA display, 
800x480 pixels screen 
resolution, 1GHz proces-
sor, 4400mAh battery,  8GB built-in memory, 
external memory expandable upto 32GB, 2MP 
front camera, WiFi, Bluetooth.

Retailer/Website:  
www.adexmart.com

iBall Slide 3G-7307
OS: 

Android 4.0
Launch Date:

May 2012
MRP: 

` 7,999
ESP: 

` 7,290
Specification: 
17.8 cm capacitive 5 
point multi touch screen, 
1.2GHz processor, exter-
nal memory expandable 
upto 32GB, 2MP front camera, 3D G-Sensor for 
Gaming Experience, 3G, WiFi.

Retailer/Website:  
www.infibeam.com

Karbonn Smart Tab 1
OS: 

Android 4.0
Launch Date:

May 2012
MRP: 

` 23,250
ESP: 

` 19,300
Specification: 
17.8 cm WSVGA TFT 
capacitive touchscreen, 
1024x600 pixels screen 
resolution, 1GHz dual core processor, 4000mAh 
battery, 1GB RAM, external memory expandable 
upto 32GB, 3MP rear camera, 3G, WiFi, A-GPS.

Retailer/Website:  
www.flipkart.com

Samsung Galaxy 
Tab 2 310
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Netbooks

OS: 

MeeGo
Launch Date:

August 2011
MRP: 

` 12,290
ESP: 

` 11,840
Specification: 
25.7 cm WSVGA anti-reflective LED,1024×600 
pixel screen resolution,1.33GHz Intel ATOM 
processor, 1GB DDR3 memory, Intel GMA 3150 
graphics, 250GB HDD, 3 cell (40 W) battery, 4-in-1 
card reader, 1.03kg.

Retailer/Website:  
Croma Store, Saket, New Delhi, +91 64643610

Samsung N100
OS: 

MeeGo
Launch Date:

August 2011
MRP: 

` 12,499
ESP: 

` 12,000
Specification: 
25.7 cm LED-backlit screen, Intel Atom processor 
N455 CPU, 1GB DDR3 RAM expandable upto 2GB, 
220GB storage, Bluetooth 3.0, Wi-Fi 802.11 b/g/n, 
17.6mm thick, 920g.

Retailer/Website:  
Eurotech Infosys, Nehru Place, Delhi, 9873679321

ASUS EeePC X101 Acer Aspire One Happy
OS: 

Android
Launch Date:

March 2011
MRP: 

` 17,999
ESP: 

` 15,490
Specification: 
25.7 cm WSVGA high-brightness display with a 16:9 
aspect ratio, dual-core Intel Atom N455, 1 GB RAM, 
Intel graphics media accelerator 3150 and internal 
hard disc memory of 320 GB, Bluetooth 3.0+ HS 
support, Wi-Fi, built-in multi-in-one card reader.

Retailer/Website:  
Vijay Sales, Mumbai, 022-24216010

OS: 

Android 4.0
Launch Date:

July 2012
MRP: 

` 11,999
ESP: 

` 11,999
Specification: 
9.7 inch display LCD, 
1.2GHZ multi-core 
processor, 2MP rear 
& VGA front camera, 1 GB RAM, 8 GB Internal 
memory and expandable upto 32 GB, 3G, WiFi.

Retailer/Website: Technocrat Infotech Pvt. Ltd., 
M-17 , Hemkunt Chamber, 89, Nehru Place, 
New Delhi-19

Mercury mTab Rio

NEW

NEW
NEW

NEW

NEW NEW NEW
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Motorola Defy XT
OS: 

Android 2.3
Launch Date:

June 2012
MRP: 

` 16,190
ESP: 

` 16,190
Specification: 
9.4 cm display, 1GHz 
processor, 1650mAh 
battery, 512MB RAM, 
external memory ex-
pandable upto 32GB, 5MP rear camera with auto 
focus and LED flash, 720p HD video recording, 
Water resistant and repellent and dust resistant.

Retailer/Website: www.flipkart.com

OS: 

Android 2.3
Launch Date:

June 2012
MRP: 

` 6,999
ESP: 

` 5,699
Specification: 
8.128 cm multi-
touch screen, 1GHz 
processor, 1280mAh 
battery, external 
memory expandable upto 32GB, 256MB RAM, 
2MP camera, 3G, WiFi, Bluetooth.

Retailer/Website:www.themobilestore.in

Micromax A52 
Superfone AISHA

Micromax A45 Su-
perfone PunkOS: 

Android 2.3
Launch Date:

June 2012
MRP: 

` 28,990
ESP: 

` 28,990
Specification: 
10.9 cm TFT LCD capacitive 
touchscreen, 800x480 pixels 
screen resolution, 3D auto stereoscopic display, 
1.2GHz dual core processor, 1520mAh battery, 
external memory expandable upto 32GB, 1GB 
RAM, 5MP rear camera,  720x1280p HD video 
recording, 3G, WiFi, Bluetooth.

Retailer/Website:www.flipkart.com 

LG Optimus 3D Max

OS: 

Android 4.0
Launch Date:

June 2012
MRP: 

` 14,299
ESP: 

` 14,299
Specification: 
8.9 cm HVGA display, 
320x480 pixels screen 
resolution, 600MHz 
processor, 1230mAh battery, 512MB RAM, 25GB 
of Dropbox space, 5MP camera with LED flash, 
Beats Audio, GPRS, Bluetooth, WiFi, A-GPS.

Retailer/Website:www.buytheprice.com 

HTC Desire C
OS: 

Android 4.0
Launch Date:

June 2012
MRP: 

` 43,180
ESP: 

` 37,990
Specification: 
12.19 cm capacitive 
touchscreen, 720x1280 
pixels screen resolution, 
1.4GHz quad core processor, 2100mAh bat-
tery, 16GB RAM, external memory expandable 
upto 64GB, 8MP rear camera, 3G, WiFi, A-GPS.

Retailer/Website: www.adexmart.com

Samsung Galaxy SIIIMicromax Suferfone 
A80 Infinity

OS: 

Android 4.0
Launch Date:

June 2012
MRP: 

` 14,299
ESP: 

` 14,299
Specification: 
8.9 cm HVGA display, 
320x480 pixels screen 
resolution, 600MHz processor, 1230mAh 
battery, 512MB RAM, 25GB of Dropbox space, 
5MP camera with LED flash, Beats Audio, GPRS, 
Bluetooth, WiFi, A-GPS.

Retailer/Website:www.buytheprice.com 

Samsung Galaxy Ace 
Duos (GT- S6802)

OS: 

Android 2.3
Launch Date:

April 2012
MRP: 

`  4,990
ESP: 

` 4,990
Specification: 
7.1 cm capacitive 
touchscreen, 650MHz 
processor, 1200mAh 
battery, 2MP rear camera, external memory expand-
able upto 32GB, 512MB RAM, 3G, Bluetooth, WiFi.

Retailer/Website: www.flipkart.com/www.
letsbuy.com

Micromax A50 
Ninja

OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

` 17,399
ESP: 

` 16,499
Specification: 
8.9 cm scratch-resistant 
TFT touchscreen, 
854×480 pixels screen 
resolution, 1GHz dual 
core processor, 5MP 
rear camera with auto focus, FM, WiFi.

Retailer/Website: www.flipkart.com

Sony Xperia U
OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

` 10,000
ESP: 

` 8,845
Specification: 
9.7 cm capacitive 
touchscreen, 800x480 
pixels screen resolution, 
1GHz processor, external 
memory expandable 
upto 32GB, 1600mAh battery, 5MP HD rear 

camera with dual LED flash, FM, 3G, WiFi.
Retailer/Website:www.adexmart.com

LG Optimus L3 E400
OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

` 25,799
ESP: 

` 22,990
Specification: 
10.2 cm TFT display, 
960x540 pixels screen 
resolution, 1GHz dual 
core processor, 1GB 
RAM, 16GB internal 
memory, 1305mAh battery, 8MP rear camera 
with auto focus and LED flash, 1080p HD video 
recording, 3G, WiFi.

Retailer/Website: www.adexmart.com

Sony Xperia P
OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

` 9,000
ESP: 

` 7,599
Specification: 
8.1 cm TFT LCD 
capacitive touch 
display, 240×320 
pixels screen 
resolution, 800MHz processor, 384MB 
RAM, 1540mAh battery, 3MP camera, 
MP3, 3.0 Bluetooth, A-GPS.

Retailer/Website: www.infibeam.com

LG Optimus L3 E400 Sony Xperia Sola
OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

` 20,499
ESP: 

` 19,999
Specification: 
9.4 cm capacitive 
touch screen display, 
854×480 pixels screen 
resolution, 1GHz dual core processor, 5MP rear 
camera with auto focus, 512MB RAM, 8GB 
internal memory, external memory expandable 
upto 32GB.

Retailer/Website:  www.flipkart.com 

OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

`  32,549
ESP: 

` 30,999
Specification: 
10.9 cm TFT capacitive 
touchscreen, 1280×720 
pixels screen resolution, 
1.5GHz dual core proces-
sor, 1750mAh battery, 
1GB RAM, 12.1MP rear camera, 1.3MP front 
camera, 720p HD video recording.

Retailer/Website: www.flipkart.com

Sony Xperia S
OS: 

Android 2.2
Launch Date:

May 2012
MRP: 

` 5,850
ESP: 

` 5,799
Specification: 
7.1 cm TFT capacitive 
touchscreen, 528 
MHz processor, 
1250mAh battery, 
3.2MP primary 
camera, external memory expandable upto 
32GB, 3G, WiFi.

Retailer/Website: www.flipkart.com

Idea ID280
OS: 

Android 2.3
Launch Date:

May 2012
MRP: 

` 26,790
ESP: 

` 23,749
Specification: 
10.2 cm capacitive 
super AMOLED touch 
screen display, 1GHz 
dual core processor, ex-
ternal memory expandable upto 32GB, 1500mAh 
battery, 6GB RAM, 5MP rear camera, 1.3MP front 
camera, WiFi, 3.0 Bluetooth.

Retailer/Website: www.letsbuy.com

Samsung Galaxy 
S Advance

OS: 

Android 2.2
Launch Date:

May 2012
MRP: 

`  7,999
ESP: 

` 7,999
Specification: 
8.9 cm TFT capacitive 
touchscreen, 600 MHz 
processor, 1250mAh 
battery, 512MB 
RAM, 3.2MP camera, 
external memory expandable upto 32GB, 3.5 mm 
audio jack, 3G, WiFi.

Retailer/Website: www.flipkart.com

Idea Blade

SMARTPHONES

Spice Stellar Mi-425
OS: 

Android 2.3
Launch Date:

June 2012
MRP: 

` 10,000
ESP: 

` 10,000
Specification: 
10.2 cm TFT LCD capaci-
tive multi-touch screen, 
480x800 pixels screen 
resolution, 1GHz proces-
sor, 2000mAh battery, 
external memory expandable upto 32GB, 5MP rear 
camera with LED flash, 3G, WiFi, Bluetooth. 

Retailer/Website: www.naaptol.com 

OS: 

Android 2.3
Launch Date:

June 2012
MRP: 

` 5,499
ESP: 

` 5,479
Specification: 
8.9 cm multi-touch 
capacitive touch screen, 
320x480 pixels screen 
resolution, 650MHz processor,1300mAh battery,  
256MB RAM, external memory expandable upto 

32GB, 2MP camera, Bluetooth, GPRS. 

Retailer/Website: www.naaptol.com 

OS: 

Android 4.0
Launch Date:

June 2012
MRP: 

` 18,990
ESP: 

` 18,990
Specification: 
10.9 cm TFT LCD 
capacitive touchscreen, 
800x480 pixels screen 
resolution, 1GHz 
processor, 1700mAh battery, external memory 
expandable upto 32GB, 5MP rear camera, Bluetooth, 
MP3, 3G, A-GPS.

Retailer/Website:www.flipkart.com 

LG Optimus L7

OS: 

Android 2.3
Launch Date:

July 2012
MRP: 

` 8,490
ESP: 

`  8,490
Specification: 
3.6-inch full-
touchscreen,800MHz 
processor, 5 MP rear 
camera, front camera 0.3 MP, 2,500 mAh LiON 
battery, expandable memory upto 32 GB

www.Infibeam.com, www.flipkart.com
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NEW PRODUCTSNEW PRODUCTSNEW PRODUCTS NEW PRODUCTS

Price: ` 6,999
Address: Karbonn Mobiles, 39/13,  
Off  7th Main, HAL II Stage, Appareddy Palya, 
Indiranagar, Bengaluru 560038 
Email: info@karbonnmobiles.com 
Ph: 080-41378858  
Website: http://www.karbonnmobiles.com/

Address: G'Five, Level 8, Tower 
B, Windsor IT Park A1, Sector 125, 
Noida 201301 
Email: serviceindia@gfivemobile.com 
Ph: 91-120 4060555 
Website: www.gfivemobile.com/

The ICS Karbonn  
Smart Tab 1
Last month, Karbonn Mobiles launched the Karbonn Smart 
Tab 1 for the Indian market. The tablet runs Google's 
Android 4.0 (Ice Cream Sandwich).  It features a 17.8 cm 
(7 inch) capacitive 5-point touch screen, 8 hours video 
playback and 7 hours Internet surfing. It comes packed with 
a 1.2 GHz X-Burst processor, 3700 mAh battery, 3D gravity 
sensor, Wi-Fi and 3G support through a USB dongle, HD 
Video up to 1080p, HDMI out, 32 GB expandable storage 
capacity, a 2 MP front camera.

G'Five launches five 
Android phones in India
Chinese mobile phone manufacturer, G'Five International 
Ltd, has launched five Android smartphones in the range of 
Rs 6000-12000. The company is focused on cashing in on the 
mobile Internet phenomenon in India. All the five smartphones 
from G'Five come packed with mobile Internet technology 
called 'G-Cloud', which provides 5.55 GB of cloud storage for 
consumers to store valuable data and easily synchronise data 
with their laptops, phones, tablets and netbooks. So, even if you 
lose your mobile phone, your data (contacts, messages, music, 
etc) is stored in the cloud. It means that users can access all 
their data even if they lose their smartphone. They can transfer 
the data from their lost phone to the new G-Five phone with 
just a single click via G-Cloud.

G'Five A79: 
A 10.2 cm (4.0 inch) HVGA 320X480 capacitive multi-touch 
screen, 5 MP camera, Android 2.3, BCM21552 832 MHz 
processor, WCDMA 3G/wireless Internet connection, a 1850 
mAh battery, GPS/AGPS and G-Sensor. Price: ` 6,999

G'Five A86:  
A 10.2 cm (4.0 inch) WVGA 480X480 capacitive multi-touch 
screen, Android 4.0, 8 MP rear camera, 0.3 MP front camera, 
1 GHz processor, WCDMA 3G/wireless internet connection, 
2800 mAh battery, GPS/APGS, E-Compass and G-Sensor. 
Price:  ` 7,999

G'Five I88+:  
A 10.9 cm (4.3 inch) WVGA 480X480 capacitive multi-touch 
screen, 8 MP camera, Android 4.0, ROM of 4 GB EMM + 
RAM of 512 DDR2, MTK6575 1 GHz processor, WCDMA 

3G/wireless Internet connection, 2800 mAh battery, GPS/
AGPS, E-Compass and G-Sensor. Price: ` 8,899

G'Five G95:  
A 13.5 cm (5.3 inch) WVGA 480X800 capacitive multi-touch 
screen, 8 MP camera, Android 4.0, ROM of 4 GB EMM 
+ RAM of 512 MB DDR2, MTK6575 1 GHz processor, 
WCDMA 3G/wireless Internet connection, a 2800 mAh 
battery, GPS/AGPS, E-Compass, G-Sensor. Price: ` 9,499

G'Five G3D:  
A 10.9 cm (4.3 inch) glass-free 3D multi-touch screen, 8 MP 
camera, Android 4.0, ROM of 4 GB EMM+RAM of 512 
MB DDR2, MTK6575 1 GHz processor, HDMI output and 
back-up battery expansion, WCDMA 3G/wireless Internet 
connection, 2800 mAh battery, GPS/AGPS, E-Compass and 
G-Sensor. Price: ` 11,799

The specifications of the devices:
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Zorin OS 6 makes Windows to Linux transition easy!
Tech lovers can now be more 
gung-ho about switching over to 
the Linux platform. While there 
are existing user friendly distros 
such as Ubuntu Linux and Linux 
Mint, Zorin OS 6 is specifically 
designed to make the Windows 
to Linux switch smooth. No 
wonder, this Ubuntu-based Linux 
distribution is called the ‘gateway 
to Linux for Windows users’.

The platform offers a new desktop environment, a multiple interface option, 
a browser manager, a five-year security guarantee and lots of updates.

Flipboard for Android 
Flipboard, the much talked about news reading and content 
consumption application, which was earlier available 
only on the iOS platform, has finally arrived 
on Android too. Flipboard for Android can 
be downloaded from Google’s Play Store. This 
application converts Web content to a magazine 
format, and the interface was initially launched for the 
iPad only. The Android version of the application can 
also be downloaded from the Amazon App store and 
from Nook Apps for users of Kindle Fire and the Nook 
tablet in the United States.

Check out Red Hat's JBoss Enterprise  
Application Platform 6
Tech lovers have a reason to feel good. 
Red Hat, Inc., the world’s leading provider 
of open source solutions, announced the 
general availability of JBoss Enterprise 
Application Platform 6, which features 
a new cloud-ready architecture, new and 
improved management capabilities and 
significantly enhanced usability. This will help enterprises and their 
developers decrease time-to-market for application delivery and reduce the 
operational costs. 

JBoss Enterprise Application Platform 6 provides developers and enterprises 
with a high-performance, low-footprint, easy-to-manage solution designed to 
help enterprises build applications with ease on the cloud. The new platform 
offers greater agility than previous versions of the solution, allowing customers 
to move their application development and deployment to the cloud without 
the need to re-skill or diverge from open industry standards. Platform 6 is the 
run-time engine that drives Java workloads in Red Hat OpenShift, Red Hat's 
Platform-as-a-Service (PaaS) offering.

Here’s an open source 
version of webOS
Hewlett-Packard has released an 
open source version of webOS that 
can be used on legacy TouchPad 
tablets, the Open webOS project 
team announced recently. The 
‘Community Edition’ enables users 
to learn how the TouchPad works and 
how to modify the device.

The code can be used to modify 
TouchPads in order to let developers 
learn how the OS works and prepare 
them to apply that knowledge to Open 
webOS 1.0 in the future, the team 
said on their website. Developers can 
use the Community Edition release to 
modify the card view, launcher and 
notifications, among other things.

The source code was made 
available online for download and can 
be used under the Apache License, 
Version 2.0, which is one of the 
more permissive licences, allowing 
developers to mix open source code 
with their own inventions and sell 
products using the combined code.

The Open webOS team worked 
closely with the webOS Internals team 
to release the Community Edition. 
The release of webOS Community 
Edition comes in the run-up to the 
release of Open webOS 1.0, planned 
for September 2012. The 1.0 release 
will include modernised technologies 
to enable developers to port webOS to 
their own hardware, according to the 
team. Besides, the September release 
will allow developers to integrate 
open source technologies such as 
the BlueZ Linux Bluetooth protocol 
stack and the GStreamer open source 
multimedia framework.
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PUNE: GRRAS Linux Training
and Development Center 18,
Sarvadarshan, Nal-stop, karve
Road, Opposite Sarswat-co-op Bank,
Pune 411004
M: +91-9975998226

+91-7798814786
Email: info.pune@grras.com

JAIPUR :

Tel:

Email:

GRRAS Linux Training
and Development Center 219,
Himmat Nagar, Behind Kiran
Sweets, Gopalpura Turn, Tonk
Road, Jaipur(Raj.)

+91-141-3136868,
+91- 9887789124,
+91- 9785598711,

info@grras.com

NAGPUR: GRRAS Linux Training and
Development Center 53 Gokulpeth,
Suvrna Building, Opp. Ram Nagar
Bus Stand and Karnatka sangh Building,
Ram Nagar Square, Nagpur- 440010,
Phone: 0712-3224935,
M: +91-9975998226,
Email: info.nagpur@grras.com

DELHI : GRRAS Linux Training
and Development Center Sector
12/508 1st Floor, Shiva complex,
Near dominos pizza Vasundhara,
Ghaziabad UP, Pin 201012
Phone: 0120-3144834,
Email: info.vasundhara@grras.com

www.grrasspace.com
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Shared Hosting

Sever Management

Domain Registration
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Get tuned with Google Ears
Music aficionados have all the reason to be on a high. The neat new feature of 
Jelly Bean, called Google Ears, which is basically a sound search, listens to 
music playing in your surroundings and tells you what you’re listening to. This 
Jelly Bean update can be used on all ICS devices and ROMs. 

Google Ears will not only listen to a song for you, but also bring up the 
artist, album and a direct link to the Google Play Store so that you can buy 
it. It seems to work just as quickly as other music listening services such as 
SoundHound and Shazam, the Android community reports.

Google Ears does not offer any history or previous tags like its 
competing apps do, but the direct one click link to the Play Store to buy the 
song is quite interesting. Also, anyone with an ICS device or ICS ROM can 
avail the Google Ears services. 

Adaptxt beta version 1.0 for Android tabs 
KeyPoint Technologies, a pioneer in developing innovative user-interface products 
that target a wide range of mobile and connected platforms, has announced the 
launch of Adaptxt beta version 1.0 for Android Tablets. Powered by Predictive Text 
2.0, it is designed to learn and 
adapt to the writing styles of 
users, and allows them to write 
more with minimal keystrokes. 
It provides highly accurate and 
relevant text prediction, error-
correction and auto-correction 
inputs by combining the best 
of artificial intelligence and 
computing technology. 

Users can now choose 
between split and standard keyboard layouts; the Adaptxt keyboard for tablets 
has a new ‘ergonomically’ designed keyboard layout, which makes typing with 
two hands a breeze. The repositionable suggestion bar has been specifically 
designed for heads-up and heads-down users and can be adjusted according to 
the user’s preference.

Android on Moto Razr and Maxx! 
For all the Android lovers, here is a piece of good news. Motorola Razr and 
Maxx owners will soon be able to upgrade their devices to the latest version of 
Google's Android operating system, the manufacturer announced.

Android 4.0, known as Ice Cream Sandwich, offers improvements to the 
way the platform works and this announcement follows international trends.

Some have raised concerns that the latest version of the operating 
system may not work on under-powered devices and, in Japan, mobile 
operator NTT DoCoMo announced that it was halting the Ice Cream 
Sandwich update for Xperia devices.

New features on Ice Cream Sandwich include an improved contacts app 
that includes bigger images and the ability to take screen shots and send them 
to friends. Some of the features are available on the Samsung Galaxy SIII, 

Mageia Linux gets popular
Mageia Linux, the not so known 
distro, is now in the No. 4 spot for 
rankings over the past six months, 
behind only Mint, Ubuntu, and 
Fedora, claim sources. 

It's not uncommon for individual 
distributions to shift up and down 
slightly on the list over time. Still, 
this is quite a big jump. Long time 
Linux fans will remember that Mageia 
is a fork of Mandriva Linux that 
was launched in late 2010. Whereas 
its beleaguered French parent is a 
commercially run distribution—now 
at No. 27 on DistroWatch—the 
Mageia project is community-based 
and non-profit. Released this May, 
Mageia 2 is the latest stable version 
of the free and open source operating 
system, and it offers a number of 
compelling features.

Most interesting, in fact, is the 
plethora of desktop environments Mageia 
users can choose from. Not only does 
Mageia 2 include KDE 4.8.2, GNOME 
3.4.1 and Xfce 4.9 as desktop options, it 
packs three others as well: LXDE, E17 
and the lightweight Razor-qt 0.4.1.

Mageia's look has also been updated 
in this second release of the software for 
"a smoother appearance regardless of 
desktop," the project team says.

Among the many power-packed 
applications that come along with it 
are the new GIMP 2.8, LibreOffice 3.5, 
Digikam and Showfoto 2.6 photo-
management systems, the VLC 2.0.1 
media player, Amarok 2.5, Flash Player 
Plugin 11.2, Chromium Browser 18, 
and the business-oriented Extended 
Support Release of Firefox 10.
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which already runs Android 4.0. Motorola offers features like the data 
cap setting on its Razr.

Unique to Motorola is SmartActions. This app automates a variety 
of functions to extend battery life and allows the override of silent 
settings for specific callers.

Open source robotic vehicle  
making waves, literally! 
For all those who wish to explore the depth of an ocean, here is some 
interesting news. The OpenROV kit, a do-it-yourself kit that assembles into 
an underwater robot, is creating a lot of buzz. 

The brainchild of Eric Stackpole, the kit involves soldering, 
gluing and wiring of electronics. Stackpole began 
by developing this ROV (remotely operated 
vehicle) along with a community of 
engineers and scientists from over 
50 countries. As the community 
grew, the OpenROV project 
found immense applications, 
be it monitoring of pollution 
in streams or species 
identification in Antarctica. The 
OpenROV is 30cm long, 20cm 
wide and 15cm tall. Designed to 
go as deep as 100m, it weighs just 
2.5 kg. It is powered by three 800 kv 
brushless motors. While two horizontal thrusters allow the ROV to move 
forward and aft as well as rotate, a vertical thruster allows the (neutrally 
buoyant) vehicle to change depth. 

Mozilla to launch Firefox OS in 2013
Google and Apple will have to face some competition in the 
smartphone arena, as the Mozilla Foundation is 
planning to launch its Firefox operating 
system devices in early 2013. 
Mozilla previously named the 
mobile platform as the Open Web 
Devices platform (OWD), and now 
it is called the Firefox OS.

Alcatel One Touch and ZTE have 
been selected to make Firefox 
OS devices using Snapdragon 
chips from Qualcomm. It is 
expected that the first lot of 
devices will be launched in 
Brazil in early 2013 through the 
Spain-based telecom giant Telefónica. 
The technical specifications of the smartphone 
are still not available. 

Chrome 20 gives security net 
to Linux users
Chrome version 20 is welcome news 
for Linux users, especially because it 
introduces a new sandbox concept, which 
regulates and filters the system. Security 
features and other add-ons in the Chrome 
browser did not recognise Linux till now. 
Features like restricting hazardous plug-ins 
like Flash to a secure sandbox were mainly 
restricted for the Windows versions. 

In February, this year, Google 
introduced Pepper Flash for 64-bit Linux, 

which primarily isolates the plug-in 
process and blocks communication with 
other processes. Fortunately, the recently 
announced Chrome 20 adds a secure 
computing sandbox for Linux users.

Seccomp is a security extension for the 
Linux kernel, which restricts the system calls 
a thread can make. It was originally designed 
to limit calls to just reading and writing 
via previously opened file handles (read(), 
write()) and proper termination (exit(), 
sigreturn()). If a restricted thread attempts 
to make any other system call, the kernel 
terminates it directly. To make it more widely 
usable, the developers added the ability to 
have system calls sent to a special broker, 
which checks calls against a list of permitted 
functions and checks any arguments before 
forwarding them to the system.

According to Google developer, 
Chris Evans, Chrome 20's native 64-bit 
Flash plug-in is, at least in the current 
Ubuntu 12.04, isolated within a seccomp 
sandbox, thus complimenting the Pepper 
Flash sandbox.
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Beta version of VLC player in Google Play  
on your platter
The VLC mobile team has finally released the beta version of the VLC player 
on Google Play Store. It was a much-awaited release, but the not-so-good 
news is that it’s not meant for all of us. The VLC team says that the beta 
version of the app, dubbed as Neon, is available only for devices powered by 
ARMv7 processors. However, the team has assured that other devices will be 
supported by other applications. 

VLC is a free and open source multimedia player, 
and is capable of opening just any media file. One 
added advantage is that it offers an audio-video 
media library, which has full search capabilities. It 
also offers support for network streams, subtitles and 
HLS. Since it is the beta version, the developers have 
clarified that it is unstable and slow, and also needs 
performance improvements and UI facelift. Also, it 
will work with only a limited set of hardware.

Some of the features that it brings include: playing of video and audio files 
like in the desktop version of VLC, widget for audio control and support for 
audio headsets. 

Cricket live scores on your desktop in a jiffy
Cricket lovers are sure in for a treat! GillyCricket is an open source 
application, which provides the scores of each match live. The scores of a live 
match reach your screen within a fraction of a second.

Prasanna Venkadesh, the maker of the app, informed, "By using this 
app in your desktop, you can get the live score in maximum 6-7 seconds 
and minimum of 4 seconds, even if you have a slow Internet connection! 
Obviously, the time consumed will be less in a fast Internet connection." 
They say necessity is the mother of invention. It was Venkadesh's necessity 
that inspired him to design an app like this. He said, "I was in a place where I 
did not have fast Internet connection and television. All I had was a slow USB 
wireless Internet connection. I wanted to keep myself updated with the scores 
in IPL 2012. But the slow Internet connection was a major hindrance. So, I 
thought of making an app that fetches scores really fast."

An Android healthcare smartphone for you
LifeWatch V is the latest offering from LifeWatch Technologies, Israel, which 
can help you check your body temperature, blood glucose and perform a 
25-second ECG. The company touts it as the first healthcare smartphone.

LifeWatch Technologies has paid a lot of attention to the hardware of the 
device, apart from the software. It has used specific sensors for the purpose of 
medical testing. It also stores the health data of individuals on the cloud so that 
a comparison with medical history is possible, whenever required. Users can 
also share the data with any external source via an e-mail or a message.

The smartphone has some integrated apps for setting the medication reminders, 
planning a diet and monitoring exercise logs. LifeWatch has also provided call-
centre support, which offers users expert medical help whenever they ask for it. 
These services, including diet and exercise planning, are offered at a premium.

Ubuntu TV likely to hit 
Indian shores next year
Broadening the horizons of its open 
source operating system beyond 
the PC domain, Canonical recently 
ventured into the television division 
with Ubuntu TV. The company had 
unveiled the first Ubuntu TV at 
CES in Las Vegas this year. Ubuntu 
TV is likely to reach users around 
early next year. The device will 
be launched in India around the 
same time, said Jane Silber, chief 
executive officer, Canonical.

Silber said, “Ubuntu TV is about 
using the same Ubuntu core and 
underlying platform (and similar 
Unity-based but not identical user 
experience) and bringing the same 
Ubuntu principles that we bring 
to the desktop to the TV. So the 
simplicity and the dynamics remain 
the same, which we think is needed 
in a smart TV. TVs are becoming 
computers these days. People now 
have computing power in their 
smart displays. I think we will 
see the same convergence that is 
happening in phones and desktops in 
the TVs too. People now download 
an operating system for their 
computers but, in future, they will 
do that for their TVs. We hope to 
see Ubuntu TVs shipping early next 
year. Ubuntu TVs should possibly 
ship in India around the same time 
as in other global markets.” 
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ESDS bags Business & Service Excellence award!
ESDS Software Solution Pvt Ltd, led by entrepreneur Piyush Somani, has bagged 
yet another prestigious award for the ‘Most Promising Banking Technology 
Solutions & Services Provider’ at the ‘Business & Service Excellence Awards 
2012’ held at Navi Mumbai. The award was presented by actor Anupam Kher in the 
presence of a distinguished gathering.

The ‘Business & Service Excellence Awards’ are conducted annually by 
BIG Brands Research, an organisation with several business interests including 
market research and brand management. These awards are given to businesses and 
professionals annually, based on their service quality, leadership position in the 
industry, dedication to 
customer satisfaction, 
positive entrepreneurial 
initiatives, exemplary 
business practices, 
feedback from the 
end customers and the 
business’ growth. 

ESDS has been 
conferred the 'Most 
Promising Banking Technology Solutions & Services Provider' for the giant strides 
it has taken in the last couple of years to augment its services portfolio to the 
Indian banking sector. ESDS offers end-to-end core banking services along with 
microfinance and financial inclusion services, all at an affordable cost. The banking 
industry has evolved over a fairly short period and grown exponentially around an 
entire gamut of products. ESDS claims to provide the banking sector with the right 
products, through the right channels, 24/7.

ESDS' suite of services include its core banking offering for banks and credit 
societies, hosted core banking solutions or SaaS, Disaster Recovery as a Service 
(DRaS), data centre turnkey solutions, data centre hosting for banks and financial 
institutions, and document management systems. Sources at ESDS claim that its 
DRaS, which is called eNlight Cloud, saves up to 90 per cent of typical DR costs. 
It is a completely automated solution, and cuts the time required to set up a DR site 
and restore the  main site in case a disaster strikes. eNlight Cloud enables banks 
to utilise a single DR site to act as a backup for multiple bank branches across 
the globe. The company claims that this solution can save 50-85 per cent of the 
hardware costs since only one DR site takes care of all the branches.

To judge the winners from among various nominated companies and 
professionals, BIG Brands Research conducted a study for over six months and 
with more than 50 field executives collecting the data from across the different cities 
in Maharashtra and Goa. The primary objectives of this comprehensive market 
research study were to identify and acknowledge service excellence, the associated 
innovations and best practices that lead to exemplary performance, and to highlight 
the importance of pursuing customer satisfaction in today’s competitive and ever-
evolving business environment. 

Said Piyush Somani, CEO and MD of ESDS, "It is an extremely proud moment 
for ESDS to be conferred this award and this will further boost the resolve of our 
team to work even harder in the future."

Get the Samsung Galaxy 
Note with an updated OS 
Samsung Galaxy Note users waited 
long enough for their dose of Ice 
Cream Sandwich, which they finally 
received this May. To make up for 
the delayed update, the company had 
promised some very interesting features 
for device owners, like the S Pen. 
And while you may still be relishing 
those add-ons, here comes some more 
delightful news for Note owners... 
Samsung has announced yet another 
upgrade for the Galaxy Note that has a 
few tweaks and improvements for the 
OS of the smartphone. 

This update has a few more features 
that are inspired by the recently launched 
Samsung Galaxy SIII. Moreover, the 
OS version of your device will go from 
ICS 4.0.3 to 4.0.4. As part of this update, 
Samsung has added a 'Video POP-up 
Play' feature, which enables users to play 
a video while working on other apps. 
This will ensure that you never miss any 
e-mail or text message while watching 
your favourite video.

The second feature that needs 
special mention is the Signature Unlock 
function—you can simply sign your 
name using Samsung S Pen to gain 
access to the phone’s contents, along 
with the traditional PIN or Pattern Lock 
security features.
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leaders. We believe in making technology simpler, and 
our focus on improving and innovating on the above three 
parameters helps us to differentiate ourselves in the crowded 
tablet marketplace, says she.” 

Straight from the brand 
At a time when tablets are being churned out into the Indian 

market and brands are 
scrambling to be in the race, 
how are companies that offer hi-
end models able to carve a niche 
of their own? “At Samsung, 
we launched the first Galaxy 
Tab in 2010 and pioneered 
the convergence era in India, 
creating a niche for ourselves 
in this market. It would not be 
out of place to say that tablets 
have emerged as converged 

devices that have created a unique user experience, thereby 
revolutionising the lifestyle of the Indian consumer. We offer 
the widest range of tablets in terms of screen sizes ranging from 
17.78 cm (7”) to 25.65 cm (10.1”) and across price points—
from Rs 19,000 to Rs 34,000,” 
says Ranjit Yadav, country head, 
Mobile and IT, Samsung.

While Samsung has managed 
to make a grand entry in the era 
of tablet computing, Sony is not 
far behind. “When it comes to 
design, it has to be Sony,” feels 
Sachin Thapar, head, IT and the 
Mobile Business, Sony India. 
“Sony tablets are optimally 
designed, and this is what sets 
them apart. With its uniquely asymmetric design, Sony’s Tablet 
S is similar to a magazine that’s been folded over, which makes 
it a wonderful experience to use for hours on end,” says Thapar. 

Milagrow, a home-grown brand, has launched what it 
claims is the slimmest tablet in 
India. “Innovation is our key 
driver to success. From being 
the first to launch the tablet 
with the most ports (a SIM 
card slot, a full USB, an HDMI 
port, a memory card slot and 
a 3.5 mm audio jack, all in 

one), to launching India’s only tablet specially designed for 
women and rolling out the thinnest tablet—the TabTop 7.4—
we have done it all,” quips Rajeev Karwal, CEO, Milagrow. 

Adopting the open source policy! 
Intex, that claims to be the first to have launched an 
Android tablet in the budget segment, is charting out 

of the firm, “With more tablets 
entering the market, product 
awareness and tech knowledge 
are on the rise among users. Now 
there is a tablet for every budget, 
and with the entry of many 
promising domestic players, the 
market will undergo a significant 
change. We see other brands 
that offer the Android OS as 
competition since many of them 
offer the same features we do 
in terms of hardware, software, 

multimedia usage, apps, etc. But we definitely have an extra 
edge, as we are the pioneers of the 4.0 ICS low-cost tablet in 
India.” 

Android on the go
Blessed with several nifty and inimitable features, the Android 
OS has caught the imagination 
of the young tech junkies. That 
probably explains why it is easy 
to see Android tablets topping the 
popularity charts among gadget 
freaks. So what makes Android 
so special? Is it cost effectiveness 
or something beyond that? Asus, 
which launched its Eee Pad 
Transformer Prime with a fabulous 
3D graphics performance that has 
previously never been seen on a 
tablet, is gung-ho about Google’s 
OS. "Android is a multi-channel, multi-carrier OS. It facilitates 
users in many aspects like security, privacy, speed, updated 
user interface design, audio, graphics, and input enhancements 
for game developers, etc. Android tablets are packed with the 

security and other exciting 
features that promise to deliver 
the most complete computing and 
satisfying experience," says Alex 
Huang, country manager, System 
Business Group, ASUS India. 

With the Android OS 
swamping the tablet market 
and sending the cash registers 
ringing, how do buyers 
differentiate between brands? 
Sushmita Das, country 

manager India, Kobian Pvt Ltd, which recently launched the 
Android 4.0-based mTab Rio, comes up with a remarkable 
answer. “A tablet has three main features that decide its 
position in the market—the display, the processor and 
connectivity. We understand the market and the product as 
we are the manufacturers who work closely with technology 

Ashish Garg, director, 
Zync Global Pvt Ltd

Alex Huang, country manager, 
System Business Group,  

ASUS India

Rajeev Karwal, CEO, Milagrow

Sushmita Das, country manager 
India, Kobian Pvt Ltd

Ranjit Yadav, country head, 
Mobile and IT, Samsung

www.LinuxForu.com | LINuX For You | August  2012 | 27

Feature For U & Me

WorldMags.netWorldMags.net

http://worldmags.net/


Samsung 
Galaxy Tab 
2 310

ASUS Eee 
Pad Trans-
former Prime 
TF201

Sony 
Tablet S

Kobian 
Mercury iXA 
Tab

Intex iTab
Milagrow 
TabTop 7.4

Go Tech 
Funtab Fit 

Zync Z-999 
plus    

Operating 
system

Android 4.0 Android 4.0 Android 3.2 Android 2.3 Android 2.3 Android 4.0 Android 4.0 Android 4.0 

Display 18 cm
25.7cm  
Full HD display

23.9 cm 
45.2 cm 
TFT display

20.3 cm 
5-point 
multi-
touch 
capacitive 
display

17.8 cm 
capacitive 5 
point touch 
screen in 4:3 
Format

17.8 cm 
capacitive 
touchscreen

17.8 cm 
capacitive 
touchscreen 

Resolution
1024 x 600 
pixels

1280 x 800 1280 x 800 800 x 480 800 x 600 800 x 600 800 x 480 800 x 480 

Camera 
(front)

No No 0.3 MP 0.3 MP
Front fac-
ing VGA 
camera

0.3 MP 0.3 MP

Camera 
(rear)

3 MP 8 MP 5 MP Unknown No 1.3 MP NA 2 MP

Processor
1GHz 
dual-core 
processor

NVIDIA Tegra 3
NVIDIA 
Tegra 2 
1GHz

1 GHz dual 
core proces-
sor

1 GHz 
cortex 
A8 core 
processor

1.2 GHz 
ARM cortex 
A8

1 GHz pro-
cessor

1.5 GHz 
processor 

Memory 8  GB 1 GB 1 GB 512 MB 8 GB 16 GB 4 GB 8 GB

Storage 16 GB 32 GB
16 GB or 
32 GB

16 GB or 32 
GB

32 GB 32 GB 32 GB 32 GB

USB ports Yes
On keyboard 
unit

MicroUSB 
2.0

Unknown
USB and 
microUSB 
ports

USB 2.0
Mini USB 
host

Micro USB

HDMI 
output

No MicroHDMI No Unknown Yes Yes Unknown Yes

WIFI Yes Yes Yes Yes Yes Yes Yes Yes

3G Yes No No Yes Yes Yes Yes Yes

Battery life
Up to 7 
hours

Up to 18 hours
Up to 8 
hours

Unknown
Up to 6 
hours

2-3 days
Up to 12 
hours

Unknown

GPS Yes Yes Yes Unknown Yes Yes Unknown No

LATEST TABLETS FROM THE FEATURED BRANDS

strategies to target the open source community. “Android 
has a strong fan base in the open source sector and we 
are in the groove to cash in on this aspect. We are in 

touch with open source app developers to come up with 
applications that are India-specific. That apart, we are 
focusing on the youth segment, as we believe that open 
source has ardent young followers. Our motto is to 
provide them relevant and useful content related to their 
fields through Android technology,” says Sanjay Kumar, 
general manager, Mobile Business, Intex Technologies 
(India) Ltd. 

By Priyanka Sarkar

The author is a member of the LFY Bureau. She loves to weave 
in and out the little nuances of life and scribble her thoughts and 
experiences in her personal blog.

Sanjay Kumar, GM, Mobile Busi-
ness, Intex Technologies (India) Ltd

Sachin Thapar, head, IT and the 
Mobile Business, Sony India
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For U & Me

So let's say you're a Windows user—perhaps your 
school, college or institution requires you to use certain 
Windows-exclusive software. Or, even worse, your 

workplace considers proprietary software to be awesome—
and so you have to use Windows on your machine too (you 
could seriously consider changing your job!). Maybe the 
others in your family prefer Windows over Linux?

The reasons (excuses?) for using Windows can be 
many—MS Windows remains a necessary evil. Even if you 
are an open source enthusiast, you cannot remain aloof from 
Windows—at least, not for the next decade and a half.

Another reason used by Windows fans is that gaming can 
be enjoyed properly only on a Windows device. I have covered 
gaming on Linux multiple times in the past (http://goo.gl/
uNTiU and http://goo.gl/d8v8u). However, there is a second 
angle to the Windows-is-awesome-for-games myth: most anti-
freedom folks keep claiming that the best games are, in general, 
proprietary. Visit any gaming website, pick any of their top 10 
and you can bet that nine of them will be closed source!

So, does this mean Windows users cannot enjoy a taste of 
freedom while playing games on their computers? Definitely 
not! In this article, we challenge the misconception that good 
games are generally closed source, and suggest some open 
source gaming options for Windows users. And now, without 
further ado, let’s move on to the list.

 Note: In order to keep the list relevant, I've only 
included top games that work flawlessly on Windows, whether 
Vista or XP. These games are not alpha or beta releases, nor 
are they semi-obsolete community projects with bugs.

Cube 2: Sauerbraten
Trust me; no list of open source games is ever complete unless 
it begins with Sauerbraten. If you're wondering about the 
name, Sauerbraten means 'pot roast' in German. The game is 
a first person shooter, based on the original Cube FPS gaming 
engine. The code is entirely open source and comes with a 
ZLIB licence. Plus, Cube 2: Sauerbraten is also available 
for Mac OS and Linux. The game features vintage episodic 
campaigns, both in single and multi-player modes. Speaking 
of multi-player mode, you can either play online against fellow 
humans or offline against bots. The game-play is fast-paced and 
comes with a lot of frantic action and in-game map editing.

Website: http://www.sauerbraten.org/

PlaneShift
PlaneShift is a massive multi-player online game 
belonging to the role-playing model. The game itself is 
open source and absolutely free to use, and is set in a 

In this article, we take a look at some of the major open source games that 
you can enjoy on your Microsoft Windows computer.

For U & Me Overview
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3D virtual fantasy world. Other supported platforms are 
Linux, Mac OS, FreeBSD and Solaris. There are several 
playable worlds, and you can start your own character 
from scratch, building it as you progress through the 
game. Your progress is automatically synced with the 
PlaneShift server, so you can rate your gaming skills with 
other players all around the globe.

The source code of the game comes with a GPL license. 
Also, just in case you're interested, PlaneShift accepts fan art 
and other graphics created by users worldwide.

Website: http://www.planeshift.it/

Hedgewars
If you are looking for some fun and a comedy-based action 
game, look no further than Hedgewars! It is a turn-based 
strategy game, wherein you command a team of Hedgehog 
soldiers and wage war against the enemy. The landscape 
of the game is innovative and diverse, ranging from the 
depths of so-called Hell to the deepest and farthest points 
of the universe. The game has 22 different environments, 
47 hilariously funny weapons and 18 game modifiers. 
You can also customise it to your heart's content—when 
choosing your army, you are presented with over 120 
costumes, 12 forts and over 100 flags. Still need more 

convincing? When your soldiers die, you can even select 
the type of grave they are buried in (there are as many as 
30 different 'designs' for graves).

The game has turn-based combat support for multi-player 
mode too, up to a maximum of eight players. It is licensed under 
the GPL v2 license, and is also available for BSD and Linux.

Website: http://www.hedgewars.org/

0 A.D.
An awesome name, isn't it? 0 A.D. ('zero AD') is an open 
source game developed by Wildfire Games. It has a historical 
setting, and the action takes place in western civilisations 
that rose to power between 500 BC and 500 AD. The game is 
licensed under GPL, and comes with extensive artwork and 
sound effects that  make history come alive.

As a real-time strategy game, 0 A.D. may not be your 
cup of tea if you are seeking hack-and-slash arcade gaming. 
However, if you are fond of strategy games such as Age of 
Empires, be assured, 0 A.D. will impress you unimaginably! 
The game has a loyal community, which can be seen in its 
extremely active and lively forums.

The game comes with OpenGL rendering, and for the 
most part has been coded in C++, along with a generous use 
of JavaScript. It is also available for Linux and Mac.

#401,Prashanthiram Towers,Ad j Chaitanya Techno school Sarathi studio lane, Ameerpet, Hyd - 29.

Tel. 27733174/66334399/9393733174

#844/1, Mahendra Hills, East Marredpally, Secunderabad - 500026.
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If nothing else, the game will surely enhance your 
knowledge of history. The game's website features Wikipedia-
length articles on ancient and early medieval Europe, as well 
as the Roman and Persian civilisations.

Website: http://wildfiregames.com/0ad/

FlightGear
FlightGear is an open source flight simulator game that 
comes with a GPL license and supports multiple platforms. 
Apart from gaming, FlightGear also intends to provide a 
starter-level simulation mechanism for academic usage, pilot 
training, research, and so on.

The project, currently at version 2.6 (released in February 
2012), is backed by numerous contributors and volunteers all 
around the world. It probably isn't something you'd like to play 
as a hard-core gamer, but if you are just looking for an interesting 
way to relax and kill time, FlightGear is surely worth a try.

Website: http://www.flightgear.org/

Warzone 2100
Warzone 2100 is a strategy game in which you command 

your forces to rebuild the world after everything has been 
destroyed by a nuclear war. The game has three major 
modes—single-player skirmish, multi-player and campaign. 
The game is also available for Linux and Mac, and you can 
download additional maps and add-ons to enhance your 
gaming experience.

The latest version, 3.1, is currently in public beta, and 
was released in June this year. The game has been localised 
into certain languages, though Indian languages are not 
yet represented, sadly. Plus, there is an active forum for 
discussions and the game development team offers a decent 
level of support to fans and users.

If you are new to strategy games, Warzone 2100 also 
offers an in-depth game-play guide that you can use to 
hone your skills. However, the guide can only be viewed 
online, as of now.

Website: http://www.wz2100.net/

Battle for Wesnoth
Battle for Wesnoth is a turn-based strategy game 
featuring a fantasy theme. The game is available in both 
single and multi-player modes, and is licensed under 

Figure 1: Sauerbraten

Figure 2: Planeshift

Figure 3: Hedgewars

Figure 4: 0.A.D.
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The author is a freelance writer, graphics/Web designer, programmer 
and photographer. His prime areas of interest include FOSS, Web/
mobile development, Web CMSs and vector art. He is also the editor 
of an e-journal named Brave New World (http://www.bravenewworld.
in/). You can visit his website at http://www.sufyan.co.nr/ or find him on 
Facebook at http://facebook.com/sufyanism..

By: Sufyan bin Uzayr

Figure 5: Flightgear Figure 7: Battle for Wesnoth

Figure 6: Warzone-2100 Figure 8: Frogatto with Friends

GPL. During the game, you build your own army, and 
wage warfare at different fronts in order to regain the 
throne of Wesnoth (which, by the way, belongs to you, 
but has been usurped by evil powers). Sounds great? The 
game has supernatural characters such as Orcs, as well 
as multiple worlds with extensive details to provide you 
with hours of entertaining game-play.

Supported on Linux, BSD, Solaris, Mac OS, AmigaOS4 
and many other platforms, it has been localised into 35 
languages and also has its own players’ manual and forum.

Website: http://www.wesnoth.org/

Frogatto and Friends
If strategy and role-playing games are too serious for your 
liking, and you prefer a more casual approach to gaming, 
you should consider trying Frogatto and Friends. In 
this game, you help a frog named Frogatto complete his 
journey by avoiding obstacles and, well, jumping around! 
In fact, it is more of a 2D adventure game like Super 
Mario—you have to fight monsters, collect coins, and 
complete ‘levels’.

It is freely available for Linux and Mac OS, and as a paid 

version on the iPhone (though all versions are open source – 
in this last case, 'free' needs to be interpreted as in 'freedom').

Website: http://www.frogatto.com/
With that, we come to the end of this article about 

open source games for Windows. There are many other 
noteworthy mentions, which we have already covered 
in the past (links cited at the beginning of this article). 
Happy gaming!

 Note: Certain screen-shots have been obtained from 
the websites of the respective games. 
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in edit mode, create a wall using the automasonry script. Now 
go ahead and scale up the circle to a great extent, so that you 
are able to get the shape of your tower, as shown in Figure 2.

The appearance of the tower in the camera view shows 
whether you have been able to arrive at an approximate shape. 
Once you are satisfied with tweaking the height and width of 
the tower, apply the modifier and move the tower aside. After 
the tower wall is created, you now need to create a roof for it. 
That is done in a similar fashion, but to make a cone-shaped 
roof, you would have to rotate the newly created circular wall 
in the X direction to get the cone shape. Try to rotate it till you 
get a conical roof like the one shown in Figure 3. Once you 
are satisfied with tweaking the shape of the conical roof, apply 
the modifier in the stack, and move the roof to position it just 
above the circular wall. You have managed to create the tower 
of your castle rather quickly—see Figure 4.

Now create a plain wall intersecting the tower. Once you 
have created it, duplicate it with Alt+D four times. Place the 
four walls and four towers in the correct positions to form 
the simple castle boundary (Figure 5), which can thus be 
created in a few minutes. You could add other elements to the 
building and make it as detailed as you like. 

By: Sri Ravishankar Sarma

The author is good at handling programs like Adobe Photoshop 
and Blender. He is also skilled at programming in Linux software.

Figure 1: Default wall Figure 3: Conical roof 

Figure 2: Scale in edit mode Figure 4: Apply modifier and place on top 

Figure 5: The complete boundary

This small exercise was to briefly guide you on how to 
use the automasonry script to make a simple castle boundary. 
Human imagination has no limits. With further experiments 
using this script, you could arrive at marvellous structures 
never dreamt of before. 
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The author is a Red Hat Certified Engineer on RHEL6. Currently, 
he works as a freelance Linux trainer in Bareilly. He loves to explore 
open source technologies and has good knowledge of a number 
of open source tools like Joomla, Moodle and Wordpress. His blog 
https://www.hackstips.worpdress.com has a number of articles on 
Linux, the Internet and security. 

By: Vinayak Pandey

Figure 1: Changing kernel parameters

Figure 2: Boot to a Bash shell

Figure 3: Changing password from the Bash shell

Figure 4: Applying password to GRUB

Figure 5: Password protected GRUB edit modeparameters to boot into single-user mode. This time we’ll 
again play with kernel parameters, but we will instead add 
init=/bin/bash to the kernel parameters (see Figure 2).

As Figure 3 shows, we try to use passwd to assign 
a new password—but it fails because the / partition 
is mounted read-only, so the new password cannot be 
written to the disk. We remount it in read-write mode 
with mount -o remount,rw / and then use passwd again to 
change the password. After that, just restart the system; 
the root account is yours again.

What's the solution to this problem? We prevent 
tweaking of kernel parameters in GRUB, by assigning a 
password to GRUB. Just go to your terminal, run grub-
md5-crypt and enter the password you want to apply to 
GRUB. The utility outputs an encrypted string; select it 
and copy it. Now edit the grub.conf file and add a line 
with password--md5 and paste the copied string after 
that (see Figure 4). Now, to change kernel parameters, 
you’ll have to enter this password, as you see in the 
lower left of Figure 5. 

We have almost solved our problem, but there is 
still a small glitch. We can also remove the password 
applied to GRUB, by using Linux rescue mode. Set 
your first boot device to CD, boot the system with 
the RHEL6 DVD, and select Rescue Installed system. 

Once you're in the rescue mode environment, the 
installed system will be mounted under /mnt/sysimage. 
Now just run chroot /mnt/sysimage, edit grub.conf (e.g. 
vim /boot/grub/grub.conf) and delete the password line 
from it. Save and quit. Now you can get out of rescue 
mode by entering the exit command twice. Reboot the 
system (from the hard disk) and you won’t find any 
GRUB password. The best solution for this problem is to 
block external devices like CD drive and USB ports, so 
that an outsider can’t boot with a CD or USB drive. 

I hope you’ve enjoyed and learnt something through 
this drill. Do remember that security is not a game; it 
needs to be strictly applied, intensely monitored and 
regularly updated to stay ahead of intruders who may try 
to break into your system. 
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GanttProject is an open source task and project management tool that can display Gantt 
charts and PERT. It is available on Windows, Linux and Mac OS. New project leaders or 
managers will find GanttProject very user friendly, as it will not overwhelm them with 
numerous scheduling techniques and options, the way MS Project does.

This cross-platform application is written in Java, and 
in the sourceforge.net repository. It has the widely 
used capabilities of the commercially available MS 

Project. Going by the Pareto principle that 80 per cent of the 
time we use just 20 per cent of the features, GanttProject is 
just sufficient for both new and seasoned project managers.

Not only project managers, but just about anyone can 
use it for task management. Wherever there is a need to plan 
tasks performed by different people, and when tasks have 
dependencies between them, GanttProject is a great choice.

Why use Project Management (PM) tools?
At some workplaces, applications such as Microsoft Excel 
are used for task tracking and PM! Spreadsheets are not 
really meant for this. Users find Excel easy to use, as 

they can control every cell, and there is nothing ‘behind 
the scenes’ for them to understand. However, computing 
duration, starting and ending dates manually for each task 
is a sheer waste of time. And even when done, there is no 
alert when your plan is flawed.

One of the fundamental problems of planning a project 
in a spreadsheet is that you never know when an engineer 
(or task owner) is overloaded or not available (vacation). 
Planning a project without considering the holidays and 
vacation of individual task owners only leads to trouble, 
right from the beginning.

PM tools have a lot of advantages when it comes to 
project planning and tracking. They allow you to get an 
overview of the project visually, by presenting the schedule 
as a Gantt chart. This clearly shows the duration of a task, 

Project Management with 
GanttProject 
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Figure 1: Application window with task and Gantt chart panes 

Figure 2: Control chart display using buttons above the chart 

the start and end dates, dependencies between tasks, and the 
critical path (the set of tasks that are dependent on each other, 
with delays in one of the tasks impacting the end date of the 
project). There are options for a project holiday calendar and 
per-resource holiday calendar, where the project manager 
can define holidays when no resource will work, and also the 
option of a separate calendar for a resource. For example, a 
software tester going on a two-week Himalayan trip during 
the last month of a project in test phase has a different impact 
than if his vacation was during the first half of the project.

Project planning and tracking basics
Proper planning is the first step towards successful project 
execution. Planning should be practical and detailed, and take 
into consideration all the constraints. The project manager 
plays a key role during planning, by asking the right questions 
on the effort it takes to complete a task, the dependencies with 
other members or teams, the potential delays involved and the 
risks that can be foreseen. Getting a buy-in from all project 
team members is the key to success. The project manager does 
not own the schedule—the team does.

Many projects use tools during the planning phase, 
but when it comes to tracking, these tools are abandoned. 
Tracking the project outside the tool poses problems, such 
as not knowing the impact of delayed tasks, or the tasks 
that are ahead of time. A tool that shows the critical path is 
handy here (see an example of the critical path in the next 
section). So, tracking using a tool like GanttProject is as 
essential as using it for planning.

One of the reasons many engineers don’t have access to 
MS Project is due to the cost. The licence fee inhibits its use. 
A free and open source tool like GanttProject can be installed 
on every machine, and the Gantt file can be shared on a server 
using WebDAV.

Setting up GanttProject
GanttProject is available at http://www.ganttproject.biz/ and 
also sourceforge.net. The latest version is 2.5.3. As with 
any other software installation, the best part of Windows 
is the wizard-based easy installation. Accept the licence 
agreement, click Next a few times, and then Finish; you're 
now ready to use it! The screen-shots in this article are of 
GanttProject 2.5.3 on Windows 7.

In this article, we will focus on creating a new project 
called the ‘Sample GUI Project’. This is a software 
development project that uses the waterfall model, and goes 
through the typical requirements, design, coding and testing 
phases. We also have team members (resources) who will play 
different roles—the architects, developers, testers, etc.

A first look at GanttProject
The application has two panes: the left one lists tasks and their 
details; the right pane displays the schedule in Gantt format 
(or, when the user chooses the PERT option from the menu, 

Figure 3: Project settings—entering project details 

it projects the PERT chart). For more details on PERT charts, 
please refer to Wikipedia.

Like any other Windows application, you have a menu 
bar on top, a context-sensitive toolbar below it and a status 
bar. To vertically navigate the chart, scroll the mouse in 
the Task pane (left). Horizontal navigation of the chart is 
done by using the buttons and menu item just above the 
chart (Figure 2). Scrolling the mouse in the Gantt view 
alters the zoom. If there are a large number of tasks in the 
project, or the project is of a long duration, the Gantt chart 
will exceed the window size. To see the complete chart, one 
has to ‘Zoom Out’. This can make the task bars in the chart 
too small to be legible, though. ‘Zooming In’ increases the 
granularity of the duration from months, to weeks and days.

Users can view portions of the project using the drop-
down menu, which has options like Project Start, Today, 
Project End and Selection. Project Start will pan the Gantt 
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tab in the left pane. You can add new resources, and their roles, 
by selecting New Resource from the Resources menu.

Adding tasks
A project is a set of tasks performed by resources. Tasks have 
a duration, with dependencies between them. When using a 
PM tool such as GanttProject, always remember to use the 
tool's capability to schedule the task, instead of entering the 
start and end dates. The ideal way to enter tasks is to enter 
the task name and its duration, and link to its predecessor or 
successor. The start and end dates are computed by the tool 
based on dependent tasks, their duration, resource availability 
during that time, and company working days.

Adding resources
Resources are added into the Resource Chart pane with 
additional details like the default role. After assigning 
resources to tasks, you get a list of tasks and work loads 
for each resource in the Resource Chart. This helps the 
manager assess the duration when a resource is overloaded, 
and to perform an operation called ‘resource levelling’. This 
operation is available in MS Project but not in GanttProject.

You can see in the example in Figure 6 that two 
developers have more than 100 per cent load in August and 
September. In the Resources Chart tab, on the left are the 
resource names and roles; the right pane shows their load 
each week.

Features in GanttProject
We can classify the features of GanttProject as input, process 
and output. Input is the various formats that GanttProject can 
accept. Process features are the real value-additions the tool 
provides, such as charts, dependencies and computation to 
create schedules. The output comprises the formats in which 
we can export the project schedule.

The tool accepts MS Project format and text files, 
other than its own .gan format. The .gan file is in XML 

Figure 5: Tasks pane with details

Figure 6: Resources chart tab  
Figure 4: Resource roles for the project

chart to the beginning of the project, and Today will bring it to 
the current week. Selection will move the focus of the chart to 
the task selected in the left pane.

Project set-up
The first step in creating a new project is to update 
Properties in the Project menu. Here, you enter project 
details such as name, organisation and URL. You can then 
select the Calendar option to select a suitable holiday 
calendar, and working days that are applicable to all 
resources in the project. Unfortunately, there is no calendar 
for Indian holidays packaged with the tool. Resources allows 
you to create new resource roles. Later, in Resources Chart,  
the role appears as a drop-down for each resource added.

You can add resources to the project via the Resources Chart  
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Figure 7: Critical path in the sample GUI project

The author is PMP certified, and has been practising project 
management for the last seven years. He is currently working 
as a project manager at Hewlett Packard. He is interested in 
open source productivity tools for work and fun.

By: Janardan Revuru

format. The tool has provision to enter tasks, resources, 
a holiday calendar and dependencies, manually, to create 
a new project plan. As part of the process features, 
GanttProject generates the Gantt chart and PERT charts 
based on the provided input. It allows the exporting of 
project data into MS Project format, images, HTML 
reports, CSV files and PDF reports.

GanttProject allows you to view the critical path in the 
project. In Figure 7, you can see that during the design and 
implementation phase, the GUI stream is on the critical path, 
and not the back-end.

There is also a feature to save baseline versions of 
the project. This is useful during the initial stages of draft 
versions, and also when you freeze the schedule before starting 
execution. The tool allows you to create multiple baselines.

Other free PM tools
Two other products worth mentioning in the category of PM 
tools are OpenProj and Open Workbench. The former is also an 
open source tool developed in Java, available from sourceforge.

References

[1] GanttProject home: http://www.ganttproject.biz/
[2]  GanttProject Tutorial video: http://www.youtube com/

watch?v=5rHCSa5ad34
[3]  Open Workbench latest version 2.0.0 and 2.0.1 

download location: http://www.itdesign.de/en/ppm/
open-workbench/overview.html

[4]  A good introduction to project scheduling techniques:  
http://mba.tuck.dartmouth.edu/pages/faculty/robert.
shumsky/Project_scheduling_note.pdf

[5]  Sample software project used in article: 
SampleGUIProject.gan, download from http://www.
linuxforu.com/

net. It has much higher capabilities, such as filtering based on 
task status, sorting and grouping. It also has multiple views 
such as the ‘work breakdown structure’, resource breakdown 
structure, network view, etc. The user can also select the split 
view, which enables you to take a look at the work breakdown 
structure on the top pane, for instance, and task usage in the 
bottom pane. The UI and features are closer to MS Project.

Open Workbench is a freeware alternative to MS 
Project. The latest version, 2.0.0, has a ‘ribbon’ bar 
similar to recent MS Office versions. The features are 
comparable, and advanced features such as resource 
levelling, variance analysis and auto scheduling are 
available. Open Workbench is suitable for seasoned project 
and program managers, who need to manage complex or 
multiple interrelated projects. The version available at 
sourceforge.net is old (1.1.4). To get the latest version, 
visit the link mentioned in References. CA Clarity PPM is 
the commercial enterprise version of the same PM tool.

GanttProject is an ideal choice for novices as well as 
experienced project managers. It is simple to use and has all 
the basic capabilities to schedule, create a baseline, and assess 
the critical path of a project. The map can also be exported as a 
PDF or an SVG file.  
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Powered By

Santosh Komtee: 
How do we convert .exe to rpm for CentOS?
Like . comment

Swaroop Shankar V: You can't convert .exe to 
rpm. .exe is a Window specific executable format, 
while rpm is a package management system for 
Linux. You my try running the exe file using Wine 
software.

Santosh Komtee: Hey thanks! I'll try this out.

Mahesh Sale:
Could I use MS Office in Linux using Wine?
Like . comment

Pranit Patil: Yes, MS 2003 worked fine on Wine 
for 2 years for me.

Mahesh Sale: Thanks Pranit!

Arjun A  Arjun:
What is a Live CD? Does LFY provide these types of 
CDs?
Like . comment

Sunil K Mathew: Live CDs are those with which 
we can run an operating system without installing 
it in our computer. Ubuntu linux 12.04 is the latest 
live CD provided by LINUX For You in their June 
edition. Nothing to do. Put the CD in the tray and 
boot your computer from the CD.

Arjun A Arjun: Thank you!

Vineeth Vasanthavilas: But Ubuntu doesn't work 
like the Operating System, Windows XP or others. 
It's application and software are limited right?

Sarun Sadanandan: That's true, but Ubuntu 
also has a high net speed, image clarity, etc.

Mahesh Patil: If you are able to run an entire 
OS from a CD, then imagine the power of Linux!

Rushit Chokashi:
Can anyone recommend how to learn Android app 
development? Any good website or books?
Like . comment

Azad Ansari: Try this out http://developer.android.
com/index.html

Sarfaraz Alam:
Hi friends, I'm new in Linux so please help me how 
can I browse internet on the terminal.
Like . comment

Shekhar Singh: Use "links" command to 
open command line browser.

Aboobacker Mk: You can use elinks for it, if 
you are using ubuntu, install it from software 
center , or just type sudo apt-get install elinks.

Sarfaraz Alam: Ok,  I'll try and thanks for it

Pradeep Singh :
How to install Java 1.6 JDK on Linux 12.04. I 
had tried on my PC. sudo add-apt-repository 
ppa:ferramroberto/java sudo apt-get update sudo 
apt-get install sun-java6-jre sun-java6-plugin.
Like . comment

Srikanth Chitturi: Type javac if java is not 
installed it will say a command like: Sudo apt-
get install jdk

Shou Man:
I have a Linux packge programme and I want to 
know how to install it.
Like . comment

Jatin Khatri: What package do you have ? It's 
.rpm or .deb or the tar?  If you have .rpm package, 
you can use rpm -ivh package_name.rpm as root. 
If you have .deb package for debian or ubuntu, you 
can use dpkg -i package_name.deb as a root to 
install the package.

Shou Man: Thank you so much Jatin. The pack-
age is .deb.

Image quality is poor as the photos have been directly taken from www.facebook.com
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Rakesh Kumar Aavula:
Please recommend Linux distro for my Old laptop : IBM 
T43, Specs are 1.86 Hz Intel Pentium and 1 GB RAM
Like . comment

Azad Ansari: Ubuntu 10.4

Mohana Rao SV: DSL

Cody Stephenson: Ubuntu, but switch to fluxbox/
openbox for GUI. Xubuntu is a less resource inten-
sive window manager/desktop environment if you 
don't know how to change the window manager. It 
still should all be easy to set up though.

Bhavin Mistry: Ubuntu 12.04 or Ubuntu 10.04.4 
LTS (recommended), with 1 GB of RAM works fine 
with GNOME 2. But if you want more performance, 
you can also use XFCE desktop. You can also have 
both the desktops, and can switch between them.

Rakesh Kumar Aavula:  Thanks all! Will try with 
Ubuntu 12.04 and with lower GUI like XFCE.

Siva Prakash:
Which link to download .rpm format software for 
Redhat?
Like . comment

Jatin Khatri: Have a look at http://rpmfind.net/or 
http://rpm.pbone.net/

Thiyagarajan Varadharaj: Instead of looking 
rpm one by one for all packages, make a yum 
repo. It will help you to install packages using 
single command. Have a look on following link, it 
may help you out. http://tutarticle.com/technology/
rhel6-yum-server-configuration.

Jimit Shah:
Is there any free tool available to make bootable USB 
from Ubuntu to install some other Linux Distro?
Like . comment

Sai Prasad: Use unetbootin to make a 
bootable USB. It is available to Windows as well 
as Linux. You can get it from sourceforge.net.

Arun Laluz Sadanandan Vbz:
How to solve the resolution problem in RHEL6?
Like . comment

Thiyagarajan Varadharaj: Give a brief about 
your issues. If its just resolution problem, you can 
adjust the setting navigating by display settings.

Pradeep Singh:
What is the diffrence between ipython and python?
Like . comment

Aboobacker Mk: Pyhton is a programming 
language, ipython is one of the interactive shell 
for python.

Jyothish Jose:
Hello geeks i want to go for a linux certificate train-
ing. It should have good demand in the market and 
should have demand in the future also.
Like . comment

Aboobacker Mk: Why not RHSE

Jyothish Jose: @Aboobacker Mk: RHSE or 
RHCE?

Jatin Khatri: RHCE 

Note Id Lv: RHCE

Aboobacker Mk: RHCE , Sorry for spelling 
mistake.

Jyothish Jose: Thanks to all. Can u suggest 
any good training centres in Bangalore? 

Thiyagarajan Varadharaj: CMS Bangalore 
(Jayanagar) 

Chirag Kansara:
Hello friends, can you help me out in Ubuntu 12.4 
desktop edition install with Windows 7 ultimate 
edition on my notebook. So tell me how to reset 
my master boot record entry in for single OS use 
(Windows 7) to run smoothly.
Like . comment

Bhavin Mistry: First install Win7 on your laptop 
with at lest 3 partitions, and then install Ubuntu 
12.4. Once you install it, just open terminal in 
Ubuntu & run “sudo gurb-update.”

Image quality is poor as the photos have been directly taken from www.facebook.com
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of interest at the Translation Project. You may find that it is 
either not translated, is partially done or is fully translated. 
If it is not translated, you can download the pot file from the 
package host site or from the Translation Project site, and start 
localisation. In case you find the translation completed for your 
language, you can review the localised application and identify 
any improvements that are needed. Then you can download the 
current localisation file (.po) from the Translation Project, and 
continue with the following process, to improve it.

Poedit
Poedit needs to be installed manually; a simple sudo apt-get 
install poedit will do it. Run Poedit and you will be prompted 
to enter a few details that will be useful as you work with the 
tool—your user name, email ID, etc. If you are already using 
Ubuntu with your locale, you can get the benefit of generating 
the translation memory from your current set-up—select 
the 'Translation Memory' tab in Preferences and add your 
language; then select Generate Database. A screen (Figure 4) 
with suggested paths of localisation catalogues will be shown. 
If you continue, all .mo files in those directories will be read, 
and a translation memory database will be created.

Poedit has three panes: the top one shows the messages 
catalogue (both the source language message in English, 
and the target language message, if already translated), 

In this article, let us focus on localising an application by picking a typing tutor called Klavaro 
as an example. It is simple and requires to be localised for most Indian languages. Please note 
that the author has tried the tasks mentioned in this article on Ubuntu 12.04 with Telugu locale 
and you may need to adapt the instructions suitably for your locale/language of  interest.

As Klavaro is not part of the default installation disk, it 
needs to be installed manually. Please select Ubuntu 
Software Centre, search for Klavaro and install it—or 

in a terminal, run sudo apt-get install klavaro.
For a localiser, it is important to explore the application 

to understand its functioning, and review how menus appear. 
The first screen you see when you run it is shown in Figure 1. 
You will notice that Klavaro has a simple menu structure at 
the bottom part of the screen. In the top portion, you will find 
a few big buttons, which lead to the basic steps of how to use 
the program. As these are examples of help files, containing 
text about how to use the application, I will cover such 
localisation for them in a future article.

The first thing to do is to click 'About' to learn more about 
the application. From this, you will find the version number 
and a link to the site (http://klavaro.sourceforge.net/) where 
code and other information is available. On that site, you will 
find information about localisation (see Figure 2) and also 
the platforms or environments in which the localisation is 
coordinated. From the Web page, we learn that it uses Gettext 
for i18n and Translation Project (http://translationproject.org/) 
as the platform for l10n. 

One also finds Poedit as part of the sample tools suggested 
for localisation, so let’s use it to localise this package. Take a 
moment to check the status of localisation for your language 

Localise an Application Menu
Localisation
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the second 
pane shows the 
source string, 
and the third one 
shows the target 
language message 
edit box. The 
status row at the 
bottom presents 
the statistics of 
the file like % 
translated, total 
strings, fuzzy 
strings, etc.

Rename the 
downloaded 
pot file or po file 
as klavaro<<languagecode>>.po (for Telugu, Klavarote.
po) and open it in Poedit. You will find the panes populated 
with information from the file. If your translation is zero 
per cent done, it is better to seed the localisation with 
messages that are in use from the previous localisations of 
other applications, if there is a match. Select 'Automatically 
translate using translation memory' from the 'Catalogue' 
menu. You will find some strings automatically translated, 
but marked as fuzzy. Scroll down to see the fuzzy 
translations. A moment's study will help you identify the 
correct and incorrect translations (see Figure 5). 

Update the project settings with the package name and other 
details (see Figure 6). You may need to browse the plural forms 
site (http://translate.sourceforge.net/wiki/l10n/pluralforms). 

Now let us just focus on the UI elements in the launch 
screen. You can search for these strings, review the existing 
fuzzy translations, if any, and update the translation (see Figure 
7). After doing this, save the file and exit the application. A 
.mo file is automatically generated when you close the file 
being edited. Now copy the .mo file to the appropriate location, 
as klavaro.mo, using the following command (you will need 
administrator privileges; this uses  the location for Telugu):

$sudo mv klavarote.mo /usr/share/locale/te/LC_MESSAGES/klavaro.mo

After this, relaunch the application and Klavaro will be 
in your locale (see Figure 8 and compare with Figure 1). 
Please verify the localisation, and repeat the process if any 
mistakes are found which  need to be fixed. In this manner,  
localisation can be improved to   cover  all messages.

After confirming that the localised user interface is working 
locally, you need to perform the important step of placing the 
localised files in the upstream for this project (this means the 
Translation Project). For this, you need to contact the localisation 
coordinator listed for your language at the Translation Project 
and become a member of the language team. Note that it is 
important to disclaim any rights over your translations, so that 

Figure 1: Klavaro with the English UI

Figure 2: The Klavaro website, translation page

Figure 3: Poedit preferences

Figure 4: Poedit translation memory set-up

they may be reused without any constraints, by sending a signed 
declaration to the Translation Project coordinator.  Traditionally, 
this entailed sending a scan of a paper certificate by email and 
waiting for the response, which, at times, stretched to a few 
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responds with any errors, those need to be addressed before 
attempting to send the attachment again. Once the attachment 
is accepted, your localisation will be picked up by all Linux 
distributions and will reach the end users in due course of time.

 Note: As multiple input methods are used in the 
Indian language alphabet keyboard, short cut keys of 
English should be retained  in the localisation by adding 
them in parentheses. For example, "_Language:"  becomes 
localised as <localised name for Language>(_L)

There are several other standalone tools like 
Gtranslator, Virtaal and Lokalize, which can be used for 
localisation. Lokalize is a bit more advanced, as it shows 
the progress of localisation graphically for the entire set 
of PO files for an application and provides additional 
features like glossary support. We will explore it in 
forthcoming articles in this series. Please try localising 
any software of interest and write in with your questions 
on any aspect of localisation.  

Figure 5: After automatic translation (tick-mark annotations)

Figure 7: Completed translations for the launch screen menu

Figure 6: Project settings

Figure 8: Klavaro with the Telugu UI

months. This process is now being Web-enabled to make it easy 
for users. Then you need to send an email with the package-
version.language.po on the subject line and the localised file 
as an attachment to robot@translationproject.org. If the robot 

The author is an independent consultant in the areas of IT, 
program/engineering management and open source. He is 
also the president of Wikimedia India and the WG Chair for 
the IEEE-SA project P1908.1 “Virtual keyboard standard for 
Indic languages”. He can be reached through his website 
http://arjunaraoc.blogspot.in and his Twitter ID: @arjunaraoc.

By: Arjuna Rao Chavala
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In languages like C or C++, functions 
are associated with a specific piece of 
work that needs to be done. So we define 

functions, which take inputs in the form of 
arguments passed to them or through global 
variables, then operate on their inputs, either 
in terms of computations or performing I/O, 
and then return a result value to the caller. 
Typically, functions are invoked using the 
function name directly, or through a function 
pointer. Passing functions as arguments is not 
that common, except as function pointers in 
C, or as functor objects in the case of C++. 
A typical example of a function passed as an 
argument to another function is C’s qsort, 
which is the quick-sort implementation in the 
C Standard library. Here is its declaration:

void qsort(void *start, size_t num_elems, size_t 

elem_size, int (*my_comparator)(const void *, 

const void *));

In the above declaration, qsort takes 
four arguments; the last is a function, 
which does the comparison between two 
elements of the array to be sorted, and 
returns an integer, which is the result of the 
comparison. One would typically invoke 
qsort as below:

int my_comparator(const void* elem_ptr1, const 

void* elem_ptr2)

{

   /* perform your comparison here */

}

int main(void)

{

 ……………

 Qsort(int_array, N, sizeof(int), my_

comparator);

}

This is an example of what is known 
as a higher-order function—one which 
either takes a function as an argument, 
or returns a function as its return value. 
A typical use-case for passing functions 
in operating systems code is as ‘callback 
functions’. This will be executed when 
a certain condition (such as the elapsing 
of a timer) is met. Functions that are not 
higher-order functions are known as first-
order functions. 

Now, you may ask why we’re talking 
about higher-order functions. You will see 
these very frequently in JavaScript, so it 
would help to be familiar with them.

This month’s column continues the discussion on JavaScript language 
features. For the last couple of months, the topic of dynamic languages 
such as JavaScript and how they differ from traditional statically 
compiled languages like C/C++ has been covered. In this column, the 
focus is on the functional nature of JavaScript.
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‘This’ pointer and scopes
Those of us who have programmed in C++ are familiar 
with the ‘this’ pointer, which is a special type that points 
to the object of which a non-static member function is 
being invoked. Let ‘X’ be a class, and my_A an object of 
class X. We have a member function in X named foo.

class X

{

      int age;

      int birthyear;

      string my_name;

      public:

        void set_birthyear(int year) {

                              this->birthyear = year;

                  }

}

....

X  my_A;

// equivalent to my_A.set_birthyear(&my_A, 1971)

my_A.set_birthyear(1971);

Consider the code snippet above. In the member 
function set_birthyear, we used this->birthyear  to refer 
to the data member birthyear of the object on which 
the function set_birthyear is invoked. Note that we 
typically do not write this->birthyear, but just write the 
assignment as birthyear = year; since the usage of ‘this’ 
is implicit. When you invoke my_A.set_birthyear(1971), 
it is as if you have written the invocation as my_A.
set_birthyear(&my_A, 1971). The first argument is the 
this pointer, which is the pointer to the receiver object 
on which the function is invoked. Note that we cannot 
explicitly declare the this pointer, nor can we assign 
a different object to the this pointer in C++. It is not 
possible for me to pass a my_B object address as the 
this pointer in the above call, to set_birthyear. However, 
‘this’ behaves differently in JavaScript, and it would be 
useful to understand the difference. Before we discuss 
this, let us briefly explore scopes.

In C or C++, you can create a new scope by 
block statements. Whenever you open a new curly 
brace, it creates a new scope. For example, consider 
the following code:

int my_var = 1;

int main(void) {

     int my_var = 10;

    /* start a new scope here by a block */

    {

           int my_var = 20;

           int your_var = 30;

           //This prints 20  and 30

           printf(“%d is my_var and %d is your_var \n”, 

my_var, your_var);

    }

    print(“%d is my_var”, my_var); //This prints 10

    /* this will give a compile time error saying undefined 

variable

    printf(“%d is your_var”, your_var); */;

}

In the above code snippet, there is a global named 
my_var. Inside the main function, we defined a 
function local called my_var, whose definition hides 
the global my_var definition. We then started a new 
‘block’ scope, and defined a block local variable 
my_var. The scope of the block-local variable is just 
the block where it is defined. Therefore, when we 
print the value of my_var, outside the block and inside 
main, we get the value of my_var as 10. The function-
local my_var has the main function as its scope. On 
the other hand, in JavaScript, the only way of creating 
a scope is by means of functions. You can’t use block 
statements represented by curly braces, or for loops, 
or anything else to create a new scope. The variables 
in JavaScript follow lexical scoping, which means 
that their scope is determined by the physical position 
of their definition in the source code—not by where 
the function is being called from.

Now let us get back to ‘this’ in JavaScript. It refers to 
the current context, which is basically the receiver object 
of the method being invoked. Consider this JavaScript 
code snippet:

var Employee = {

    name: “Sandya”,

     joinyear:2012,

     age:40,

     salutation: function () {

             return “Hi “ + this.name + “You joined in“ + 

this.joinyear”;

     }

};

Employee.salutation();

In the above code snippet, we defined a JavaScript 
object Employee and invoked the salutation function 
of that object. Inside the salutation function, we 
used the ‘this’ context to refer to the receiver object 
(Employee, in this case). This is very similar to the 
behaviour you would see with C++. Now consider the 
following code snippet:

var bad_call = Employee.salutation();

bad_call();
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interests include compilers, multi-core technologies and 
software development tools. If you are preparing for systems 
software interviews, you may find it useful to visit Sandya’s 
LinkedIn group, ‘Computer Science Interview Training India’ 
at http://www.linkedin.com/groups?gid=2339182.

By: Sandya Mannarswamy

Now the output is ‘Hi undefined You joined in 
undefined’. Basically, the fields this.name and this.
joinyear are now undefined. Why does this happen? 
In the above code snippet, when we invoked bad_
call, the ‘this’ does not point to Employee. Instead, 
it points to the ‘global object’ and not the Employee 
object. The fields name and joinyear are undefined 
in the ‘global object’, and hence you get the 
output for their values as undefined. Therefore, in 
JavaScript, the context pointed to by ‘this’ changes, 
depending on how a function is called. Let us next 
take a quick look at closures.

Closures in JavaScript

function greet(){

       var name = “sandya”;

       function greet_by_name() {

                    alert (“hello “ + name);

       }

        greet_by_name();

}

In the above code snippet, there is an inner function 
greet_by_name, which is defined inside an outer 
function greet. The variable name inside the inner 
function will match the variable name defined in the 
closest enclosing scope—which, in this case, is the 
variable name defined in the outer function, greet. 
Therefore, we can print the name as ‘sandya’ in the 
inner function greet_by_name. Now let us consider a 
slight modification to the above code:

function greet(){

       var name = “sandya”;

       return  function greet_by_name() {

                    alert (“hello “ + name);

       };

}

//This is where the closure is created

var greet_sandya = greet();

//the closure function is invoked

greet_sandya();

If you run the above code, you will see the same 
output as before. However, note that we returned a 
function greet_by_name from the function greet. So 
when we executed the statement ‘var greet_sandya 
= greet();’, we only executed greet, and assigned the 
return value greet_by_name to the variable greet_
sandya. We did not actually execute the function 
greet_by_name. 

When we executed greet_sandya in the next 

line, we executed greet_by_name, since it had 
been assigned to the greet_sandya variable earlier. 
Now, the question is: How is greet_sandya able to 
access the variable name defined inside its outer 
function greet successfully, even though greet has 
already finished executing? Well, the answer lies 
in closures. A closure not only includes a function 
definition, but it also includes the environment 
where the function was defined. This allows greet_
sandya to access the variables defined inside greet 
when it is actually executed. However, it is not all 
that simple. Since name is a local variable allocated 
on the stack of the greet function, how can it still 
be available when the function greet  has already 
finished execution and is no longer active on the 
call stack? Well, that will be answered when we 
discuss closures in detail next month.

My ‘must-read book’ for this month
This month’s must-read book recommendation comes 
from me, and it is for a book titled ‘Cracking the 
Systems Software Interview’, published by TMH, 
and co-authored by Ganesh (author of the ‘Joy of 
Programming’ column) and me. This book was in 
response to the requests by many of our readers for 
a quick refresher to prepare for systems software 
interviews in product companies. It covers coding 
questions, algorithms, operating systems, computer 
architecture and concurrency. It is based on our 
experience of conducting interviews in product MNCs 
over the last 10 years. Please do let me know your 
comments and suggestions to improve the book.

If you have a favourite programming book or article 
that you think is a must-read for every programmer, 
please do send me a note with the book’s name, and 
a short write-up on why you think it is useful so I can 
mention it in this column. This would help many readers 
who want to improve their coding skills.

If you have any favourite programming puzzles 
that you would like to discuss on this forum, please 
send them to me, along with your solutions and 
feedback, at sandyasm_AT_yahoo_DOT_com. Till 
we meet again next month, happy programming, and 
here’s wishing you the very best! 
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The success of a Web application depends on factors 
like managing high traffic, maintaining site code, 
quick updates, bug tracking, ready-made tools, code 

re-usability, help for code development, etc – all of which 
become important in a Web framework. There are a lot of 
Web frameworks available that have been written in various 
programming languages. In reality, only a few are used 
extensively and are recommended by the industry. So what is 
so special about those few?

Django is a framework developed for Lawrence.com by 
Simon Willison and Adrian Holovaty. It is written in Python. 
Every Web framework is an effort to counter identified 
loopholes in an existing technology. Django was developed 
for the same reason. Initially, at Lawrence.com, code was 
being written in PHP, but code maintenance was a big 
headache for developers. That’s when Willison and Holovaty, 
both fond of Python, decided to write a Web framework based 
on Python. One of the basic features of Django is that it’s a 
URL-driven Web framework. Developers could design their 
own URLs, and choose what was to be shown for that URL, 
quite unlike the frameworks existing at the time.

As I mentioned earlier, when it comes to choosing the right 
Web framework, there is now a ‘problem of plenty’. Since 
there are many options, comparison is inevitable. I do not 

intend to make this article a battle between Django and other 
frameworks. I would rather aim at discussing a few points 
that forced me to use Django as our core Web framework for 
AppSurfer (http://www.appsurfer.com).
1. Coding standards: Code readability is one of the most 

important aspects of software development. It becomes 
crucial when more than one person works on a code 
piece. Python believes in ‘The One True Way’—i.e., there 
should be a single way of writing any code. Therefore, 
rather than two or three different options on syntax, 
method calls, etc, there’s usually one option in Python.

2. Python: Django is based on Python, and hence benefits 
from all the advantages of Python. Python has a clean 
and elegant syntax, and is supported by a large library 
of standard and contributed modules, which cover 
everything from multi-threading to the zipping of files. 
The language’s object-oriented model is especially suited 
for MVC-style development. Sooner or later, performance 
will become a major concern with Web projects, and 
Python’s runtime environment shines here, as it is known 
to be fast and stable. Python supports a wide range of Web 
servers through modules, including the infamous Apache. 
Furthermore, it is available for all the major platforms: 
UNIX, Linux, Windows, and Mac. Python also supports a 

In the era of cloud computing, Web frameworks have great importance in a Web 
developer’s life. Choosing the right one is crucial to the success of a Web application. 
This article explores one such (not so) popular Web framework—Django.

Django  
A Web Framework with Immense Potential
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wide array of database servers, but you won’t have to deal 
directly with them; Django provides a unified layer of 
access to all available database engines. 

3. MTV architecture: MTV architecture: M stands 
for ‘Model’, the data  access layer, which contains  
everything about the data—how to access it, how to 
validate it, its characteristics, and the relationships 
between data. T stands for ‘Template’, the presentation 
layer, which contains presentation-related decisions—
how something should be displayed on a Web page. 
These are HTML files with some Django tags which are 
processed while being rendered. V stands for ‘View’, 
which basically acts as controller which renders an 
HTML page using templates and models.

4. A Robust ORM system: Django has a powerful Object-
Relational Mapping system. It supports a large set of 
database systems, and switching from one engine to 
another is a matter of changing a configuration file. This 
gives the developer great flexibility if a decision is made 
to change from one database engine to another.

5. Beautiful URLs: Compare a URL from any Django 
website to those of an ASP or PHP site, and you’ll 
notice a big difference. You can read the Django URL. 
And that’s good for you, and Google, since it’s factored 
into the page’s importance. Some Web frameworks 
come close to Django in URL construction. But what 
makes Django’s URLs extra-nice is the ease with 
which you can create them.

6. A powerful template system: Django has a very powerful 
template system to inject programming logic inside 
templates. The framework is great at simplifying complex 
things, and the template system is no exception. It is clear 
and easy to adopt, which speeds up development.

7. Automatic admin interface: Django comes up with a 
ready-made admin interface, which allows a developer 
to control Web applications via a Web portal. This admin 
interface is generic, and can be extended and customised, 
depending upon project requirements.

8. Complete development environment: Django provides 
a complete development environment. It comes with 
a lightweight Web server for development and testing. 

When the debugging mode is enabled, Django provides 
very thorough and detailed error messages, with a lot of 
debugging information—which, in turn, makes debugging 
easier, and allows one to quickly isolate bugs.

9. A rapidly growing community:  The Django community 
is growing really fast. A strong community is always 
helpful when you need some help, training, reusable 
modules, utility tools, etc. Django has its own packages 
for almost all types of reusable modules like error 
logging, automated deployments, social networking 
integrations, blogging and so on.

Django project architecture (Django 1.3)
An empty Django project folder structure (see Figure 1) 
contains three important files:
 � settings.py: This contains project settings, such 

as database connection information, email server 
configuration, installed apps, media folder location and 
static folder location with their URLs, template folder 
location and  reference to some Django modules.

 � urls.py: Can be considered the ‘DNS’ of our Django app. 
Each request to the application goes through urls.py, and 
entries in the urlpatterns list in this decide which request 
is to be forwarded to which view of a particular app.

 � manage.py: Contains commands that, as the name 
suggests, are used for managing our Django project—for 
example, startapp, syncdb, etc.
Each Django Web application comprises small modules 

called apps. If we consider Wikipedia as our project, the 
project would contain user as one app, which would handle 
all functionality related to user management. Page would 
be another app, handling all page-related functionality, and 
would be used by the user app, since each page is related to a 
user that created or modified it.

Each app inside our project contains three files:
 � models.py: models.py: This is the place for all your 

application data (that you want to be persistent). These 
are basically classes extending models.Model, which is 

url(r’projects$’, ‘akshaydeodotme.
dashboard.views.projects’),

Usesmapped to
view

High level MTV workflow mapped to the files

R
enders htm

l

Request

http:akshaydeo.m
e/projects

return render_to_resposne
(projects.htm

l’..)

def projects(request):
           ...

class Project(models.
Model):

models.pyviews.py

Browser

urls.py

Figure 2: Flow of an HTTP request in a Django Web application

ApplicationApplication

App1 App2 urls.pysettings.
py

manage.
py

tests.pymodels.
py

views.py

Figure 1: Folder structure of a Django application
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output returned to the browser as the result of the request.
Before concluding this article, I would like to mention 

one site whose valuation has shocked everyone—
Instagram, which was developed in Django. Instagram 
was one heavily used site, and each transaction had to 
be processed in real time. But the power of Django, and 
Instagram’s engineering talent, made everything possible. 
So keep coding, and start using Django!

By: Akshay Deo

Akshay is a co-founder of RainingClouds Pvt Ltd and core 
technology lead of AppSurfer. His start-up has won quite a few 
accolades over the last year. AppSurfer was nominated among 
the ‘Top 5 Start-up Products’ at the Super Angels show of the 
Economic Times Now TV channel and grabbed funding from the 
One97 mobility fund. Besides Django, he works on Android (both 
app and source code), Flex and C#.Net. He can be contacted at 
akshay@rainingclouds.com or at akshaymdeo@gmail.com.

[1]  http://www.quora.com
[2]  http://www.blog.pythonlibrary.org/2011/12/07/python- 
 voted-best-programming-language-3-years-running/
[3]  http://djangoproject.com
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provided by Django ORM library. It is recommended 
that business logic should be written in models so that it 
remains intact with models and can be used by any other 
app of your Django project.

 � views.py: This is the place where you render HTML pages 
for the HTTP requests that are redirected to particular view 
function via urls.py.Basically, views contains functions, 
each of which get the HTTP request as first parameter. 
They get data from models and render HTML pages using 
Templates, or redirect to another view function.

 � tests.py: This is the place for your test cases. These are 
functions performing unit test cases. This file should be 
effectively used for regression testing (to check the side 
effects of your code changes).

The flow of an HTTP request
To explain the flow of an HTTP request through a Django 
Web application, let us look at my personal website, http://
akshaydeo.me. As Figure 2 shows, the HTTP request is sent to 
the Web application’s urls.py, where URL-regular expressions 
are sequentially applied to it; the first match is accepted, and 
the request is forwarded to the corresponding view. In views.
py, that particular function performs the required processing, 
which might include communication with models in the 
database; then, the HTML template is rendered, and the 
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Before we begin, I assume that you have already installed 
any one of the following popular Linux distros—
Fedora, CentOS, Red Hat, etc. I tried this on Fedora 16 

with Apache for the Web server, MySQL as the database server, 
and PHP for server-side scripting (i.e., the LAMP stack). Since 
you can find many articles on the Net about configuring LAMP 
on your system, I’m skipping this part.

As mentioned on Zend’s website, “Zend Studio is the only 
Integrated Development Environment (PHP IDE) available 
for professional developers, providing the capabilities needed 
to develop business applications.” So you get an editor to play 
with PHP, with quick file management, smart intelliSense, 
code refactoring and many other features, including 
management of CSS and JavaScript files. This will take you 
to the next level in PHP Web application development.

Systems requirements
According to Zend, the systems requirements are as follows:
 � Supported OSs: Windows x86 (XP, Vista 7 and Server 

2003); Linux (x86 and x86-64) or Mac OS X (10.5 
Leopard, 10.6 Snow Leopard and 10.7 Lion)

 � Minimum hardware requirements: An 800 MHz processor 
(1.5 GHz or better recommended), 1 GB RAM and 700 
MB of free hard disk space.
Zend Studio supports PHP version 4.x and later.

Downloading and installation
From http://www.zend.com/en/products/studio/downloads, 
download the latest Zend Studio 9, either 32-bit or 64-bit, 
depending on your system. I downloaded the 32-bit tarball. 
Then, from http://www.zend.com/en/products/server/
downloads, download the Zend Server installation script 
(choose the DEB/RPM installer script according to your 
distro's package format).

Basically, you just need to extract the downloaded Zend 
Studio .tar.gz file to a directory, and run it from there. I put 
it in /opt so it would be accessible to all users of the system. 
Assuming you downloaded to your home folder, you'd open a 
terminal and run something like the following commands:

su 

cd /home/rahul

tar –xvzf ZendStudio-9.0.1-x86.tar.gz –C /opt

This gives you the folder /opt/ZendStudio with the extracted 
files. Add read permissions to all files in the ZendStudio folder:

chmod -R +r /opt/ZendStudio

This requires you to run Zend Studio from the above 
directory, and since it's not in the PATH, to run it from a 

The aim of an integrated development environment (IDE) is to give you, the 
developer, support and help while building applications. This article demonstrates 
how to set up Zend Studio, a PHP IDE, in Linux. It also explains how to quickly set up 
Zend Server, which is a PHP application server.
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terminal you'd have to run it with an 
absolute path every time (e.g., /opt/
ZendStudio/ZendStudio), which gets 
irritating. Instead, you can simply create a 
link to it in /usr/local/bin or /usr/bin, with 
something like what follows:

ln -s /opt/ZendStudio/ZendStudio /usr/local/

bin/zendstudio

After this, you should be able to run it 
from a terminal with just zendstudio.

On first running it, you will get the 
licence agreement screen, which asks 
you to enter a licence number or choose 
to use it on trial for 30 days. If you have 
purchased a licence then enter its number, 
or choose the trial mode. After this, you 
will be asked to install the Zend Firefox 
Toolbar, to make debugging and profiling 
possible directly from the browser.

If you want to create a desktop short-
cut for ease of use, create a file in your 
Desktop folder, named ZendStudio.desktop, 
with the following contents:

[Desktop Entry]

Version=9.0

Type=Application

Terminal =false

Icon[en_GB]=/opt/ZendStudio/icon.xpm

Name[en_GB]=ZendStudio

Exec=/opt/ZendStudio/ZendStudio

Name=ZendStudio

Icon=/opt/ZendStudio/icon.xpm

Save the file and close your editor. 
Now, as the root user, move this file to /usr/
share/applications:

mv ZendStudio.desktop /usr/share/applications

cd /usr/share/applications

chmod 644 ZendStudio.desktop

chown root:root ZendStudio.desktop

Now, from your GNOME 3 Desktop 
menu, you can find the ZendStudio item to 
launch it.

Installing Zend Server
Zend Server is an integrated PHP and 
Apache stack that sets up a simple PHP 
environment running with minimal effort on 
your part. Extract the archive ZendServer-

Figure 1: Installing the Zend Firefox toolbar 

Figure 2: Zend Studio running on Fedora 16, 32-bit 

Figure 3: Zend Server’s administrative interface dashboard 

56 | AUgUst  2012 | LINUX For YoU | www.LinuxForU.com

Developers Let 's  Try

WorldMags.netWorldMags.net

http://worldmags.net/


1, Vikas Permises, 11 Bank Street, Fort, Mumbai, India - 400 001.  Mobile: 09326087210.  info@technoinfotech.com1, Vikas Permises, 11 Bank Street, Fort, Mumbai, India - 400 001.  Mobile: 09326087210.  info@technoinfotech.com

Figure 5: Creating a new PHP file 

Figure 4: Selecting the host 

5.6.0-RepositoryInstaller-linux.tar.gz and in 
a terminal, as the root, run the installer script. 
For me, it was extracted to /home/rahul/
ZendServer-5.6.0-RepositoryInstaller-linux. 
The script needs one parameter, your PHP 
version, which would be either 5.2 or 5.3, so 
the commands could be as follows:

cd /home/rahul/ZendServer-5.6.0-

RepositoryInstaller-linux

./ install_zs.sh 5.2

yum clean all

You can also pass ce as a second argument 
to install the Community Edition of the server, 
which is free of cost, but with less features. 
Learn more about it on Zend’s website. 
Installation of both is almost the same.

Now, many Linux distributions come 
with SELinux enabled, for better security. If 
you're using SELinux, set it to Permissive 
for the duration of set-up:

setenforce permissive

service zend-server start

You can also run service control 
commands with a Zend script, like:  /usr/
local/zend/bin/zendctl.sh start. Next, enable 
Zend Server to start automatically on boot:

chkconfig zend-server on

Now in your browser, navigate to 
http://localhost:10081/ZendServer or if 
that doesn't work, change the port number 
to 10082. This will open Zend Server’s browser-based user 
interface, which will guide you through the registration 
wizard on the first run. Set the password and enter the licence 
code, if you have bought one—or, like me, get a 30-day 
licence key on request. As soon as registration is over, 
you will see the administrative interface dashboard with 

information about your server, and related components and 
PHP development tools like the debugger, optimiser, etc.

Now, you do not want to compromise on security by 
leaving SELinux in permissive mode permanently; so, here 
are the steps to set SELinux permissions for some modules. 
While SELinux is still in permissive mode, in a terminal, as 
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root, run the following commands (put 2 or 3 in place of * 
in the second-last line, depending on the version of PHP you 
use—5.2 or 5.3):

service zend-server stop

#allow port 10083 for http context to access UI vhost##

semanage port -a -t http_port_t -p tcp 10083

#mark binary or shared library as not requiring executable 

stack##

execstack –c /usr/local/zend/lib/libssl.so.0.9.8

execstack –c /usr/local/zend/lib/libcrypto.so.0.9.8

execstack -c /usr/local/zend/lib/apache2/libphp5.so

execstack –c /usr/local/zend/lib/debugger/php-5.*.x/ZendDebugger.

so

execstack –c /usr/local/zend/lib/php_extensions/curl.so

If you face a problem in running execstack, install prelink 
with yum install prelink. Now we have to change the context, 
according to the SELinux policy:

chcon -R system_u:object_r:httpd_tmp_t /usr/local/zend/tmp

chcon -R system_u:object_r:httpd_log_t /usr/local/zend/var/log

chcon -R system_u:object_r:tmp_t /usr/local/zend/tmp/pagecache /

usr/local/zend/tmp/datacache

chcon -t textrel_shlib_t /usr/local/zend/lib/apache2/libphp5.so /

usr/lib*/libclntsh.so.11.1 \ /usr/lib*/libociicus.so /usr/lib*/

libnnz11.so

Start the Zend Server with /usr/local/zend/bin/zendctl.
sh start or service zend-server start. Now that you have 
completed the configuration, reboot the system. The 
SELinux policy will be set as Enforcing after reboot. 
Once again visit the Zend Server administrative interface, 
log in with the password you set previously and if it 
works, you've done it all right.

Now launch Zend Studio and create 
a new project (File > New > Local PHP 
Project). Give the project a suitable name, 
and click Next. Choose a host from the 
drop-down menu (Figure 4). For RPM/DEB 
installations, choose http://localhost (because 
Apache’s distribution is used), and the rest 
may choose http://localhost:10088 (as Zend 
Server modifies the configuration to listen on 
port 10088). Click Next and then Finish. You 
will get your project folder on the left panel 
of Zend Studio, as can be seen in Figure 5.

Right-click the folder and choose New 
> PHP File. Type in a new filename (see 
Figure 5). Click Next > Finish. In the new 
file, type the following code:

<?php

phpinfo();

?>

Save your file, set the run configuration to Run as Web 
Application, and press Ctrl+F11 to run the program. You will 
get the PHP set-up information of your system in the IDE's 
internal browser (Figure 6). Now you are ready to begin any 
PHP project. Happy coding!

Some post-installation configuration
Every time you restart your Zend Server, you will get the 
following message in the terminal:

httpd: could not reliably determine the server’s fully qualified 

domain name, using fe80::221:ff:fec9:de31 for servername

To solve this problem, add the following line to /etc/httpd/
conf (the location may vary depending on the distribution). Put the 
name of your server host in the brackets; in my case, it is localhost:

ServerName [server name]

Restart Zend Server, and there you go! You have set up 
the Zend PHP IDE with Zend Server. 

Figure 6: Viewing PHP output 
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The features module is great for managing Drupal projects.

Drupal 7: Features 
and Tracking Changes

Graphical development in a CMS like Drupal 7 is 
wonderful. It is possible to develop complex sites with 
very little coding. It is also great for getting started, 

especially for small sites. The anxiety begins when the site starts 
getting larger—and there's a set of developers, not just you alone.

As the complexity of the site increases, you need to 
separate the development environment from the production 
environment. You may want to have a separate testing 
environment as well. For development, you need minimal 
representative data. For testing, you may need simulated data in 
order to test for scalability and performance. The last thing you 
want, as a developer, is to be remembered for messing up live 
content—and the safest way to ensure that doesn’t happen is to 
stay away from the operational site!

Since the data about the site and the content are in the same 
database, you may want to selectively back up and restore 
parts of the database. However, it is usually simpler to do the 
development, and when everything is working well, repeat the 
steps on the test and the deployment sites.

If the steps are being repeated, how do you ensure that no 
mouse click or field entry is different in the live site from the 
development site? And later, when multiple developers are 
involved, you will need to know who did what, and when.

How do you keep track of features being added to your 
site? It would be much simpler if the changes you make in 
Drupal 7 using the graphical interface could be saved as a text 
file, which could be used to implement the same changes in 
the test and deployment servers. You could further implement 
source code control using a repository like Git or Subversion. 
This is what you may do with UML modelling tools like 
ArgoUML, or form design tools like Glade.

Since this need is hardly unique, in all probability, 
somebody must have implemented a solution—and, indeed, 
they have. The features module (http://drupal.org/project/
features) is one such solution.

The features module
It is very easy to overlook this module. The name is very 
inappropriate for a Google search! Plus, it seems to add 
nothing to the development. The usage statistics are, however, 
impressive. Over 75,000 sites have installed it, and the number 
continues to grow with Drupal 7. You will find the current 

statistics at http://drupal.org/project/usage.
I agree with the following comment in http://codekarate.

com/blog/top-ten-best-drupal-7-contrib-modules : “If you aim 
to become a serious Drupal developer, you can't live without the 
features module. You may think of a feature as a use case. Or 
you may want to group all changes you made to a Drupal site 
that implement some user need.” 

But what does that mean?
Your new requirement may be to add new vocabulary in the 

taxonomy module. The next step would be that you may require 
additional content types, which may use the additional vocabulary 
you have defined. Finally, this content needs to be viewed—for 
which you may need to define custom views. Subsequently, you 
will need to define menu links, permissions, etc.

After you have added the needed functionality, you are ready to 
define a new feature. Give it a suitable name, and edit components 
to add to this feature. It is remarkably simple. You will need to add 
the strongarm module in order to export the vocabulary.

When all the components have been added to the feature, export 
it as a tar file, which can then be deployed on any other system. 
You may want to go through a tutorial to understand the steps—for 
example, http://www.ostraining.com/blog/drupal/features/.

If you make changes to any of the components, or add 
components to your features, you can re-export the revised 
feature, and deploy the updated version on the other systems. 
The content of the tar file can be added to a repository like Git, 
and you have version control for the feature. If every capability 
of your site is part of some feature, your entire site is managed 
by version control. The code for the site is now in the repository 
and distinct from the content.

You can choose to apply (or ignore) the advice and 
methodologies of software engineering while developing 
Drupal 7 projects as well—but you won't be able to say that it 
can't be done! 
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A process is defined as a program in execution. We all 
use the ps or top commands to get a list of running 
processes and more information about them. But how 

do you create a process using the C language interface in Linux? 
Use the fork() system call, as in the myfork.c code below.

#include<sys/types.h>

#include<stdio.h>

int global =20;

main() {

    int localvar = 30, ret;

    pid_t pid; /* See the Note below */

    ret = fork ();

    if (ret == 0) /*Child Code */ {

        global++; localvar ++;

        exit (0);

    }

    else /*Parent Code */ {

        printf ("My Child's PID =%d, My Id =%d\n", ret, getpid 

());

    }

    printf ("My PID= %d, global=%d, local=%d\n", getpid (), 

global, localvar);

    exit (0);

}

 Note: C data-types are normally not used in order 
to avoid OS or architecture-specific implementation 
differences. Most data-types used in such programs are 
available as typedefs in the sys/types.h header file.

Now what will be the output of the above code? Two lines 
will be printed, by the two printfs, and the values of localvar 
and global will be 20 and 30, and not 21 and 31.

And why is this so? The fork call creates a new process, 
which is a copy of the parent. This child process runs 
independently in a separate address space. It starts executing, 
not from the main function, but after the fork call (ret = fork()). 
The fork function is different from other calls; it is called once, 
and returns twice—once in the parent, and once in the child.

Code in each process can distinguish which of the two it is 
by checking the return value—fork returns 0 to the child and a 
non-zero value (the child’s process identifier) to the parent.

The statements incrementing the two variables are actually 
executed in the child, but since it runs in a separate address 
space, the variables are not shared. Thus, the last printf statement, 
executed by the parent process, uses the parent’s copy of the 
variables, which are not incremented. So the output is 20 and 30.

The fork call is how processes are created and used by most 
programs. Let's look at a common example—executing an external 
program from a C program. See the call_wc.c code, which you can 
get from the archive at www.linuxforu.com. In that code, invoke 
the program wc via the function execlp; wc reads the file myfile. 
The final output will be the number of characters, words, and 
lines of myfile. This is the case when execlp is successful—you 
won't get the last write executed. (If execlp fails, then the line is 
executed.) The execlp function loads the executable wc, passing 
command-line arguments (myfile, NULL) to it. NULL here means 
a null pointer, which is used to mark the end of the argument array. 
The main function of a standard C program receives the number 
of command-line arguments in argc, and an array of pointers to 
individual arguments, represented as strings, in argv, as seen in the 
typical signature int main (int argc, char *argv []).

Now what does execlp do? Briefly, it copies into memory the 
image of the ‘wc’ program, overwriting the current process, and 
sets up the execution environment for the new program. Since 
the ‘old’ code (of the current process) no longer exists after a 
successful invocation of execlp, on successful completion, the 
function never returns. This is why you should not get the last-

Systems  
Programming in C—  
Processes and Signals
In this second article in the series, let us try to understand the concept of processes, 
loading a program and handling signals in the context of Linux-like operating systems. 
These concepts are implicitly used even by those who are not programmers, so 
understanding them will help you get more out of Linux.
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line output in call_wc.c, if execlp succeeds.
When end-users run C programs from a Linux shell, the shell 

creates the argument array and invokes the loader—just as we 
have done earlier. In general, user-level commands that are run in 
a shell are classified into three types: external commands, internal 
commands and scripts. You can use the Bash command type to 
find what type a particular command is—type ls will show you 
that it is external, and type cd is a shell built-in. When the shell 
encounters an external command (like ls or wc), it calls fork() to 
create a copy of itself;  and in the child process, it calls execlp with 
the external command (wc) as the argument, like we have seen 
above. (Internal commands should be implemented as function 
calls in the shell. For shell scripts, the loader checks the #! first line 
of the script and calls an appropriate interpreter.) Thus, even as 
ordinary users, we implicitly use fork and exec calls everyday!

Please note that the original system call that loads a 
program is execve. Its prototype is:

int execve (const char *filename, char *const argv [], char *const 

envp []);

There are a number of library functions (execl, execlp, 
execle, execv and execvp) built on top of it. I have used execlp 
to simplify our discussion. In these function names, l means list, 
and p, path. For functions with l, you can provide arguments 
in the form of separate character pointers (as used above); for 
functions with v, arguments are an array of character pointers. 
Obviously, the second is more flexible, since normally you do not 
know how many arguments the user will enter. The letter p in the 
name means the function is expected to find the executable by 
searching a standard path list, normally the PATH environment 
variable, which has paths separated by a colon.

You can even change the environment variables available 
to the loaded program by using the envp parameter of the exec 
calls. Please refer to the manual page for more details.

More concepts: Zombies, orphans and wait
To quote Wikipedia, “When a process ends, all memory and 
resources associated with it are deallocated, so they can be used 
by other processes. However, the process' entry in the process 
table remains; this entry is needed to let the parent process 
read the child's exit status. When a (child) process completes 
execution, but its entry is still in the process table because its 
parent has not retrieved the child's exit status, the child is called a 
zombie or defunct process. If the parent executes the wait system 
call and collects the exit status of the child, the zombie entry is 
removed from the process table.”

An orphan process is one that is still executing, but whose 
parent has died. These do not become zombies; instead, they 
are adopted by init (process ID 1), which waits on them and 
reads their exit status.

How does a parent process wait for children to complete? 
See the mywait.c code, in the downloaded archive. Compile the 
code with gcc mywait.c –Wall (it's always preferable to compile 

with –Wall to enable all warnings). Run it with arguments, like 
/a.out 10 20 and you will get the output My child returned 30—as 
expected, which is the sum of the two arguments. The parent waits 
for the child to exit; when the child process terminates, the wait call 
returns, and the exit status of the child is stored in exitstatus. Later, 
it is printed using the macro WEXITSTATUS. This is because wait 
also updates the variable at the integer pointer (ours is &exitstatus) 
with more information, like whether the child process terminated 
abnormally, whether a memory image (core file) has been generated, 
and so on. To extract only the 1-byte return value (so only numbers 
up to 255 are possible), use the WEXITSTATUS macro. 

We can check the return status of the last executed command by 
echoing the shell variable $? and this is implemented using wait.

The sample code in myzombie.c (in the downloaded archive) 
will create a zombie or defunct process. Compile the code, and 
run it in the background (./a.out &). Then run the ps command to 
see the defunct entry, like the following:

bash-3.00$ ./a.out&

[1] 24849

bash-3.00$ Before fork

bash-3.00$ ps

 PID TTY          TIME CMD

17631 pts/1    00:00:00 bash

24849 pts/1    00:00:00 a.out

24850 pts/1    00:00:00 a.out <defunct>

24856 pts/1    00:00:00 ps

bash-3.00$

Zombies will be cleared once the parent terminates, so when 
you write code for a server, you need to add code that removes 
zombies, since they can slow the system down. (Typically, you 
need to register a signal handler for the death-of-child signal, and 
take appropriate action when it happens. You will understand this 
after reading the signal section below.)

Signal handling
To understand signal handling, let's start with some questions.

Quite often, we use the kill command to terminate 
processes, like, kill -9 processid. What is -9, and what does 
kill do internally?

Consider trivial code like that below, which, when compiled 
and executed, runs in an infinite loop:

#include<stdio.h>

int main () {

        while (1);

}

Press CTRL-C, and notice that the process is terminated.
Look at faulty code like that below. The global variable p is 

initialised to 0, which is an invalid address—and you can try to 
assign a value 10, to store at this invalid memory address.
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What I did was press CTRL-C twice, and then CTRL-\. 
The SIGINT signal handler prevents CTRL-C from being 
useful—after each execution, control again returns to the 
while loop. The third time, I pressed CTRL-\ and the process 
was terminated with a core dump, since this is the default 
action for CTRL-\ and we have not put in a custom handler 
for that signal. You can use the gdb debugger to view the core 
file; you should find something like, ‘Core was generated by 
`./a.out'. Program terminated with signal 3, Quit.’ This means 
the program terminated due to Signal 3, which on my system 
is SIGQUIT, generated by my pressing CTRL-\.

For another example, look at childsig.c in the code archive. 
Compile and run it in the background, like ./a.out& and you 
will see that the line ‘Received death of Child Signal’ is printed 
10 times. The SIGCHLD signal is delivered to a parent process 
on the death of a child process. On receiving SIGCHLD, your 
signal handler in the parent executes.

Please note that not all signals may be handled, like 
SIGKILL, SIGSTOP, etc. You may even ignore or block a 
signal. Improper handling can even cause race conditions in 
your code. Once you get familiar with the signal interface, you 
would probably like to use the sigaction function instead of 
signal—it gives you finer control.

In this article, we have learnt the basic concepts of 
process, loading programs, and signal handling. In the 
next article, we will look at Inter-Process Communication 
techniques like pipes, FIFO, message queues, etc. I hope 
you found this useful as an introduction, and will explore 
the topic a lot more. 

#include<stdio.h>

int *p;

int main () {

        *p=10;

        printf ("The value of p =%d", *p);

        return 0;

}

If you compile and run that, on most Linux systems, you 
will get a Segmentation fault (core dumped) error. How is 
this error output on screen?

In all three cases, some form of event notification (signal) 
to a process took place. In the first case, kill requested the OS 
to send a notification, denoted by the number 9, to a process. 
In the second, the user's CTRL–C terminated the process. In 
the third case, a memory access violation occurred. Basically, 
exceptional conditions are reported by signals, and these are 
some examples of such conditions. Other general examples 
can be the expiration of a timer, unexpected errors while 
executing a system call, or termination of a child process. 
Standard signals are defined for these types of events, like 
SIGSEGV, SIGINT and SIGUSR1, etc. Refer to the manual 
page (man 7 signal) for a list of signals.

When a process receives a signal, the action is performed 
by a signal handler function. Such functions are automatically 
linked to your code for actions in response to OS signals—
such as to stop the process (the process will exist, but will not 
be scheduled), to terminate the process with a memory image 
saved to disk (called core dumped) and to ignore the signal. In 
the above examples, the default signal handler performed the 
actions like printing ‘Segmentation fault (core dumped)’ (as 
a result of the SIGSEGV signal—memory fault); termination 
of the process by the SIGKILL signal (denoted by the kill 
parameter -9); or termination of the process by the SIGINT 
signal (CTRL-C).

So to write your own signal handlers, simply register 
your own function for a signal; the default signal handler 
is then no longer invoked, but your function is called when 
the specified signal is received by the process. Whenever a 
signal is delivered to the process, the code flow jumps to the 
signal handler, and after it executes, returns to the code where 
it was interrupted. For example, if you modify your earlier 
infinite-loop example to add a signal handler for CTRL-C, the 
resulting code is in the file inctrl.c. Compile and run it, and 
press CTRL-C. You will see that the process is not terminated, 
but prints the following output:

bash-3.00$ gcc inctrl.c

bash-3.00$ ./a.out

I have received 2

I have received 2

Quit (core dumped)

bash-3.00$
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Symfony is based on the MVC architecture, with 
special emphasis on the abstraction of various 
layers. This reduces dependency among the 

different components. For example, at any point during 
development, you can change your database engine, or the 
HTML view of your application, with negligible impact on 
the schedule. We will see how this is possible.

Symfony uses an ORM (Object Relationship Mapper) and 
a database abstraction layer to segregate the database layer 
from the application layer. The ORM maps classes to database 
tables; queries are sent to the database via the ORM. Currently, 
Symfony supports two ORMs—Doctrine and Propel.

Project folder structure
When you create a new project using the command line 
or NetBeans, the default directory structure (in Figure 
1, webslips is the project’s name) appears difficult to 
understand at first. Actually, the applications, configuration, 
application data, Web files, and almost everything is 
separated into folders; once you understand the arrangement, 
everything falls into place. The ‘apps’ folder contains the 
applications; by default it has ‘backend’ and ‘frontend’ 
folders, which are the two default applications Symfony 
creates in a new project. Each app has its own layout (present 
in the ‘templates’ folder). The layout.php file has the basic 
layout for the application display. Each app is also divided 
into smaller functional units called modules, in the ‘modules’ 
folder (people in Figure 1). Each module has its actions file 
(PHP code for different actions) in the ‘actions’ folder, and 

In the last article in the June issue 
of LINUX For You, we discussed the 
development environment—the 
NetBeans IDE, the Symfony framework 
and the XAMPP Web server. In this 
article, let us learn more about 
Symfony application development, 
which includes the Symfony framework 
architecture, the folder structure of 
Symfony Web applications and how to 
develop them.

Using Symfony

Developing  
Web Applications

the view-related files in the ‘templates’ folder. Then there is the 
‘web’ folder, which holds all the CSS, JavaScript and images. 
For example, if the people module has a search function, then 
the code for search will be added to the file ‘actions.class.
php’ ; and the result of the function will be displayed with the 
template ‘searchSuccess.php’, which will be decorated with 
the ‘layout.php’ file.

The basics
Before diving into application design, I will introduce you to 
some important configuration files that define the application 
behaviour.

Databases.yml: Let’s define the database for the project (the 
username, password and other basic details). Naturally, you 
should configure this first before starting development. Find the 
details in the Project > Source Files > Config folder. Here is 
content from a sample file:

   all:

  doctrine:

    class: sfDoctrineDatabase

    param:

      dsn:      mysql:host=localhost;dbname=webslips

      username: root

      password:

Here, the DSN identifies the database engine (MySQL, in 
this case), the host name, and the database name. The username 
and the password also have to be given here.
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• Entry in the routing.
yml file = [Action 
Name]
• Function name = 
execute[Action Name]
• Template filename = 
[Action Name]Success.
php

Suppose you want 
to add a ‘Search’ 
action to your module: 
the function name 
added to ‘actions.
class.php’ should be 
‘executeSearch’, and 
the template file (the 
view for this action) 
should be named 

‘searchSuccess.php’. 
The routing file entry 

should look like what’s shown below:

search:

  url: /[Module Name]/search

  param: { module: [Module Name], action: search }

Once the action is executed, the output is redirected to the 
relevant template file (based on the above naming convention), 
and then the contents of this template file are updated as a PHP 
variable ($sf_content), which is included in ‘layout.php’, which 
renders the final output.

Remember that the action file is located in the folder 
Project > Source Files > Apps > [App Name] > Modules > 
[Module Name] > Actions and the templates are placed in 
the folder, Project > Source Files > Apps > [App Name] > 
Modules > [Module Name] > Templates.

References and an after-word
You can also refer to the famous Jobeet tutorial for Symfony 
development. Jobeet is a demo job-search portal developed on 
Symfony by Sensio Labs (the people behind Symfony) and is 
at http://goo.gl/TltQG. 

With this information, you can now go ahead and develop 
your application easily with Symfony. Hope you liked the 
article; for any queries or information, feel free to drop me a 
mail. Happy coding! 

Figure 1: A Symfony project

Routing.yml: As the name suggests, in this file you specify 
URLs and the corresponding resources to which Symfony will 
route the requesting user. Each application has its own routing 
file in the Project > Source Files > Apps > [Application Name] 
> Config folder. Here is a sample of a file entry:

# default rules

homepage:

  url:   /

  param: { module: default, action: index }

Here, homepage is the name of the rule. This says 
that for the URL ‘/’ (root), redirect to the index action of 
the default module. You can add similar entries as your 
application  develops. Note that Symfony searches from the 
top down, and redirects to the first match found—so you 
have to add entries accordingly.

Now, read on to learn more about how to get started as an 
amateur Symfony developer.

Application design
The best way to get started is to let Symfony create an 
application for you, and then modify it according to your needs. 
This avoids developing code from scratch—and since you have 
working code, you will learn the ways of Symfony even faster. 

To create an application, first create a Symfony project, 
set up a database for the application (and don’t forget 
to configure ‘databases.yml’  first). Once the database 
is created, you have to run the ‘symfony doctrine:build-
schema’ command, which reads the database you have 
created, and builds a ‘schema.yml’ file for it. Due to 
abstraction via ORM and the database abstraction layer, 
‘schema.yml’ lets Symfony know about the database tables 
and fields. (You can also go the other route—create the 
schema file, and use it to generate the database.)

Now that the schema file is ready, we can proceed 
to create the application. Just run the ‘symfony 
doctrine:build-model’ command to generate the model 
files corresponding to each table in the database. After 
models, the forms have to be created, so run ‘symfony 
doctrine:build-forms’. Next, create a module with ‘symfony 
doctrine:generate-module’. Finally, update the ‘routing.
yml’ file by adding a URL and the corresponding resource 
name in the file. This completes the process.

Now you can access the application via a Web browser, but 
don’t forget to start your Web server and place the files in the root 
folder before trying to access them. (For more details on the Web 
server configuration, refer to the previous article in this series.)

Tips
Once you have a working project with code auto-generated 
by Symfony, it has to be modified. Before that, here is some 
information on naming conventions that will help you a lot 
with coding in Symfony:

By: Nitish Tiwari

The author is a FOSS enthusiast, currently working in a 
FOSS start-up. He is fond of bikes, travelling, Bollywood 
music, and of course, computers. He also runs  
www.opensource-blogs.com, a blog on open source tools. 
You can mail him at nitish.tiwari@technocube.in.
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Before we start, here is some basic information on the 
software you may need to implement the steps given 
here for configuring GCC source in the Eclipse IDE. 

 � The steps are explained based on my experience of using 
Eclipse on Windows. However, the same can be achieved 
on Linux as well.

 � For building on Windows, Cygwin must be installed 
on your system. I assume that you are familiar with 
the tools required for a GCC build (gcc, gdb, make 
and the associated libraries) and the GCC build 
process. To refresh the GCC build basics, visit http://
gcc.gnu.org/install/

 � For this article, I used GCC 4.6.2, but the same steps are 
applicable to any version.

Steps to configure GCC source in the Eclipse IDE
Step 1: Downloading and installing Eclipse. Get 
Eclipse from http://www.eclipse.org/downloads/, which 
offers several versions; you can use any  for C or C++ 
development. My favourite, and the one used for this 
article, is Eclipse Indigo for C/C++ developers, which 
contains in-built CDT support. Installation is simple: just 
extract the tar/zip archive to the desired location and start 
using the contained Eclipse application.

Step 2: Creating a workspace. When you start Eclipse, it 
will prompt you to select a workspace. Specify any name; I 
chose to use Workspace_GCCBuild.

Step 3: From the Eclipse home screen, click the 
Workbench option, and an empty workspace will be created.
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Step 4: Creating a project. Now, you need to add a 
project. Click File->New->C Project. Give a name to the 
project; it should be a Makefile project with the Cygwin GCC 
tool-chain, as shown in Figure 1. (I repeat, this option will be 
visible only if Cygwin is installed on your system.) This will 
open up an empty project.

Step 5: Project settings—make sure Build Automatically 
is selected in the Project menu, as shown in Figure 2.

Step 6: Using the file manager (Explorer), place the 
extracted GCC source folder (e.g., gcc-4.6.2) in the folder 
created for your project. Now, refresh the workspace in 
Eclipse by pressing F5. The source is displayed in the Project 
Explorer, as shown in Figure 3.

Step 7: Now, you need to see how to compile the source. 
This part is a bit tricky. For this, create a .bat batch file 
containing the configure command, as shown below:

mkdir gcc_obj

cd gcc_obj/

sh ../gcc-4.6.2/configure --enable-languages=c

make

 Note: As mentioned earlier, I assume you're familiar with 
the GCC build process. Here, we are building GCC for native.

Add this .bat file to your project folder (at the same level 
as the GCC source folder), and refresh the workspace, before 
checking that it's shown.

Step 8: Next, register this batch file as an external tool. 
For that, go to

Figure 1: Makefile project

Figure 3: GCC source in Eclipse IDE

Figure 2: Project settings

Figure 4: Configuration for your batch file

By: Deepti Sharma

The author is an open source enthusiast with almost a decade 
of experience in design, development and quality validation of 
systems software tools (compilers, assemblers and device drivers) 
for embedded systems. Currently working as a project manager 
(Software Group) at RF-Silicon Pvt Ltd, she has also been mentor for 
training on GCC and compiler development, following good practices 
and establishing processes for maintaining quality. She loves writing 
for LFY. She can be reached at deepti.acmet@gmail.com.

Run->External Tools->External Tools Configuration. 
Now, specify a name for the external tool. Click Browse 
Workspace and select your batch file from the listing for the 
Location field. Specify your project directory as the working 
directory (see Figure 4). Now, hold your breath, and click 
Run. Voilà, your code has started compiling!

So, all it takes is 8 simple steps to build GCC source using 
the Eclipse IDE. It is even more interesting to debug your 
GCC code using Eclipse. Watch out for my next article to 
learn more about that! 
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Guest Column Joy of Programming

Every program manipulates data. Mistakes or 
problems in this data manipulation can result in 
numerous bugs. Data bugs can occur due to a 

number of reasons. For instance, because of the wrong 
choice of data types (e.g., using an integer instead 
of float, and vice versa) or the loss of data due to 
conversions between data types (e.g., downcast from a 
float value to an integer value). They could also occur 
because of implementation constraints in handling 
certain data type values (e.g., integers will overflow 
if the value is beyond the range it can hold), and the 
peculiarities of language constructs in handling certain 
data types (e.g., bugs because of boxing and unboxing 
operations in languages like Java). We’ll understand 
some of these problems with the help of coding or 
historic examples.

Perhaps Y2K is the most widely known example 
of data-related bugs. Date- and time-related problems 
seem to be common in computer systems. For example, 
consider the problem of the year 2038 in UNIX systems, 
which is the result of having chosen a shorter data type 
than required. Most UNIX/Linux systems use a 32-bit 
signed integer to represent time (typedef’ed as time_t in 
C). For each second, the integer is incremented. As we 
know, the range of values a signed integer can represent 
is −231 to +231 − 1, which is −2147483648 to 2147483647. 
This represents the time starting from 00:00:00 January 
1, 1970 (the time when UNIX was developed) to 3:14:07 
January 19, 2038. So, once the time counter value reaches 
2147483647, it will overflow to − 2147483648. 

This is known as ‘The Year 2038 Problem’. For 
example, it can cause bugs and problems in the 
applications that use system time for calculations. 
Assume that you apply for a 30-year home loan, 
and the application your bank uses runs on a UNIX/
Linux machine and makes use of this system time. 
The calculation of your loan’s interest will give wrong 
results because of the Year 2038 problem. If the long 

type were used for storing the time, we could have 
avoided this problem—the range of the long data 
type is perhaps sufficient for representing the time 
for thousands of years into the future. Hence, this is 
classified as a data bug.

The peculiarities of data types, and their behaviour in 
computers, can also cause bugs. A good example is the 
behaviour of floating-point numbers, which could often be 
unintuitive for programmers. ‘Catastrophic cancellation’ 
occurs when we subtract two nearly equal floating-
point numbers. Consider the values x = 0.54617 and y 
= 0.54601; the exact difference in value is d = 0.00016. 
However, if four-digit arithmetic with rounding is used, 
then, x’ = 0.5462, y’ = 0.5460 and d’ = 0.0002. Hence the 
relative error is:

| d – d’ | / | d | = 0.25

This is quite large! When a large number of 
computations are performed with such an error, the 
final accumulated error can be huge. To give a historical 
example, in 1984, it was discovered that the Vancouver 
stock exchange was under-valued by 48 per cent, 
compared to its real value, because of an accumulating 
error in using floating-point numbers! This problem was 
because of the slow accumulation of round-off errors 
over time. The computation was performed using three 
decimal places instead of four; and instead of rounding, 
truncation was used.

Because digital computers have to store numbers in 
a fixed-size memory area (say 4 bytes for an integer), 
there are a range of values they cannot store; when you 
attempt to store values outside the range, overflow can 
occur. Another difficulty in storing values is that the 
range of values an integer can store is not symmetrical. 
For example, a signed byte (it has 8 bits of storage 
space) can store the range of values -128 to +127. Note 
the asymmetry in these two values—it is -128 and 

Data Bugs
A large percentage of the bugs found in software are due 
to improper data handling. This column analyses a few 
important types of ‘data bugs’ as well as some well-known 
historical examples.
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+127 (and not -128 to +128, or -127 to +127, which are 
symmetrical). The implication is that if you try to negate 
a negative value, it does not always result in a positive 
value. For example, assume that the variable i is of type 
signed byte, and it holds the value -128; now, for the 
expression –i, the result overflows, and the end result is 
that the value of i remains the same (i.e., -128)!

To give you a familiar example related to this problem, 
consider the following straightforward implementation of 
the abs (absolute) function for integers:

int abs(int arg} {

                if(arg < 0)

                                return -arg;

                return arg;

}

It will not always return a positive value! This 
can cause crazy bugs as well. Let us look at an 
example from the documentation of the FindBugs 
tool. In Java, the hashCode() method for strings 
like ‘polygenelubricants’' and ‘DESIGNING 
WORKHOUSES’' will result in Integer.MIN_VALUE, 
so using the abs() method on the hashCode() method 
will give the same negative value! (FindBugs warns 
us of this problem with the rule ‘RV: Bad attempt to 
compute absolute value of signed 32-bit hashcode’). 
Note that hash code is signed in Java. Hashcodes are 
naturally represented as unsigned numbers, because 
they are often calculated with bit manipulation, and 
processed as hexadecimal values. However, Java does 
not support unsigned integers, and hence hashcode uses 
signed int in Java. Note that this lack of support for 
unsigned integers in Java is a cause of numerous bugs; 
system programming requires extensive use of unsigned 
numbers and Java does get used for systems software 
development (e.g., for writing network protocol 
implementations, processing encoded data stored in 
native file formats, etc). Java programmers have to use 
various workarounds to circumvent this lack of support 
for unsigned integers in Java, and that causes bugs.

To understand the language peculiarities related to 
overflow, consider listing the operators that can overflow 
in languages like Java. In unary operators, the unary 
minus (-) operator can overflow for a minimum value, 
as we just discussed. How about unary plus (+)? It’s a 
dummy operator (i.e., one that has no effect), so it does not 
overflow. Increment/decrement operators can overflow. 
If you consider the casts, downcasts to smaller types can 
overflow—for example, downcast from int to short. In 
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binary operators, obviously, binary addition (+), subtraction 
(-) and multiplication (*) can overflow. How about division 
(/) and modulus (%) operators? Yes, division can overflow 
when the dividend is the minimum value of integer, and 
the divisor value is -1. Now for the surprise: the modulus 
operator (%) does not overflow even in case the dividend 
value is the minimum value of integer, and the divisor value 
is -1! This is because, in Java, the identity a == (a / b) * b 
+ (a % b) holds true. So, (a % b) = a – ((a / b) * b) is true. 
Given that a  is the minimum value of integer, and b is -1, 
the result of (a % b) is 0. 

Let’s evaluate the RHS of this equation for these 
values of a and b: the result for the expression (a / b) 
is the same value as a; so (a * b) is a * -1, which again 
overflows, and the resultant value is a; finally, a – a is 0. 
After seeing this explanation, you can understand why a 
% b does not overflow, but a / b does overflow. Yet, this 
behaviour is still unintuitive, isn’t it?

Now let’s look at the language peculiarities in 
handling data types that can cause bugs. Consider the 
following method, which is an abstraction of an actual 
code (and the resultant bug) found in a real-world 
enterprise project:

int foo() {

 return (false)? 1: null;

}

This code would result in a NullPointerException 
in Java! Intuitively, this code should never compile 
in the first place; a conversion from null to int does 
not make sense (e.g., the same code segment will 
result in a compiler error in C#). However, the code 
compiles in Java because of the unusual boxing and 
unboxing semantics in the language. This example 
is just to show that many aspects of programming 
are unintuitive, and they can result in bugs in the 
software. But why would anyone write such unusual 
code in an enterprise project? I don’t know, but my 
experience with enterprise software shows that all 
kinds of such crazy bugs are present in real-world 
software that we pay so much money to buy. Whatever 
it is, Murphy’s Law holds true for software too: “If 
anything can go wrong, it will”! 
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Here’s the latest CodeChef.com Challenge, your monthly dose of coding puzzles from 
India’s biggest coding contest!

About CodeChef: CodeChef.com is India’s first, non-commercial, online programming competition, featuring monthly contests in more than 35 different 
programming languages. Log on to CodeChef.com for the August Challenge that takes place from the 1st to the 11th, to win cash prizes up to Rs 20,000. So 

keep visiting CodeChef and participate in the multiple programming contests that take place on the website throughout the month!

Solve this month’s puzzle, and you could be one of the 
three lucky people to win a cash prize of Rs 1,000 each!

 
The June edition’s puzzle:
Our chef planned to open a new restaurant. He went to 
the market and bought some plates and bowls. He hired a 
person to take the plates and bowls to the restaurant. The 
man broke some of them on the way to the restaurant, 
and exactly two-thirds of the bowls and three-fourths 
of the plates got delivered safely. If an equal number of 
bowls and plates were found to be okay, what fraction of 
the total number of items got damaged?

The Solution:
Let’ suppose the chef bought x plates and y bowls.

The hired person delivered 3/4ths  of the plates, i.e., (3x/4) 
and 2/3rds of the bowls, i.e., (2y/3).
Hence, the damaged plates = x-(3x/4) = x/4 .. (1)
And the damaged bowls = y-(2y/3)= y/3 .. (2)

An equal number of bowls and plates are found to 
be intact, i.e., (3x/4) = (2y/3)
This implies x = (8y/9) … (3)
The fraction of the total items that got damaged = 
(x/4 + y/3) / (x+y)  ...using Equations (1) and (2)

   =  ((2y/9) + (y/3)) / ((8y/9)+ y) ..using Eq (3)     
   =  5/17

Hence, 5/17 of the total items got damaged.

And the winners this month are:
•	 Durgadoss Ramanathan
•	 Sudhanshu Gupta
•	 Satyabrata Satpathy

Here’s your CodeChef Puzzle of the Month: 
There is a village that is situated on a hill. It doesn’t have 
any resources of its own and hence everything has to 
be brought up from the city market. Every month the 
government sends a cart down to the market to buy what’s 
required by the people. While returning to the village, the 
cart gets overloaded every time. The cart is pulled by a 
single horse at a time. One horse can pull the cart for 10 
km and can be used once a day only. Three horses are used 
initially, and after they pull the cart, the cart has to stop so 
that the animals can recoup for the next day’s journey. But 
due to the load and an inefficient braking system, the cart 
rolls back 10 km during the journey uphill. During the last 
day of the journey, one more horse joins the team to pull 
the cart. How many days will it take the cart to reach the 
village if the distance between the market and the village 
is 400 km?

Looking for a little extra cash?
Solve this month’s CodeChef Challenge and send in your 
answer to codechef@efyindia.com or lfy@codechef.
com by August 15, 2012. Three lucky winners get to win 
some awesome prizes both in cash and merchandise! 
You can also participate in the contest by visiting the 
online space for the article at https://www.facebook.
com/LinuxForYou 
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Thanks, friends, for your confidence in Shweta, and not trying 
to help her figure out the issues with her code. She indeed 
figured out and fixed the following issues on her own:

 � sfs_read() and sfs_write() need to check for the read 
and write file permissions before proceeding to read and 
write, respectively.

 � sfs_write() should free any previously allocated blocks, as 
write is always over-write.

 � Moreover, the earlier written sfs_remove() also now needs 
to free up the allocated blocks.

SFS format for a real partition
Thereafter, Pugs took the lead and slightly modified Shweta's 
format_sfs.c and sfs_ds.h files to format a real pen drive's 
partition. The key change was that instead of creating the 
default regular file .sfsf to format, it would now be operating 
on an existing block device file corresponding to an underlying 
partition, say, something like /dev/sdb1. So:
 � It would get the partition's size from the partition's 

block device file itself, rather than taking it as a 
command-line argument.

 � Accordingly, it would now expect the partition's block 
device file name instead of size, as main()'s first argument.

 � Also, it would not need mark_data_block() to grow the file 
to equal the partition’s size.
The ioctl command BLKGETSIZE64 gets the 64-bit size 

of the underlying block device partition, in bytes. Then, it is 
divided by the block size (SIMULA_FS_BLOCK_SIZE) to get 
the partition's size in block units. Here is the corresponding 
modified snippet of the main() function in format_sfs.c, along 
with the required typedef in sfs_ds.h:

typedef unsigned long long uint8_t;

...

uint8_t size;

sfs_handle = open(argv[1], O_RDWR);

if (sfs_handle == -1)

{

    fprintf(stderr, "Error formatting %s: %s\n", argv[1], 

strerror(errno));

    return 2;

}

if (ioctl(sfs_handle, BLKGETSIZE64, &size) == -1)

{

    fprintf(stderr, "Error getting size of %s: %s\n", argv[1], 

strerror(errno));

    return 3;

}

sb.partition_size = size / SIMULA_FS_BLOCK_SIZE;

As per the above code, various additional header files would 
be needed, as follows:

#include <errno.h> /* For errno */

#include <string.h> /* For strerror() */

#include <sys/ioctl.h> /* For ioctl() */

#include <linux/fs.h> /* For BLKGETSIZE64 */

With all the above changes compiled into format_sfs, 
Pugs plugged in his pen drive, the partition of which was 
auto-mounted. Then, he took a backup of its contents, and 
unmounted it, ready for a real SFS formatting of the partition.

 Caution: Take a backup of your pen drive's 
contents—you are formatting it for real. Be careful in 
choosing the right partition of your pen drive. Otherwise, 
you may forever lose data from your hard disk, or even 
make your system unbootable. You have been warned!

Figure 1 demonstrates all of the above, except the backup steps, 
at the root prompt (#). Instead, you may use sudo, as well. Note that 
Pugs got his pen drive partition mounted at /media/10AC-BF1C, 
and the corresponding device file is /dev/sdb1 (/dev/sdb being the 
complete pen drive). Both these may be different in your case, 
so take the subsequent steps accordingly. Also, note that the SFS 
formatting is then started using the following command:

# ./format_sfs /dev/sdb1

File Systems:  
Formatting a Pen Drive

The Semester Project-IV 

This article, which is a part of the series on Linux device drivers, takes the next step 
towards developing a file system module by exploring how to write a formatting 
application for your real pen drive.
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And then, there is a ^C (Ctrl-C) immediately after that, which 
basically terminates the formatting. Aha! Did Pugs realise there 
was something important on the pen drive? Not really, as his pen 
drive is already empty. Actually, what happened is that formatting 
was going on for quite some time—so Pugs had some doubts 
about his code changes and terminated the run. Reviewing his 
code didn't yield much, so he reissued the format command, this 
time with the time command, to figure out exactly how much 
time the formatting takes and then maybe debug or fix that. 
And finally... the formatting completed after a whopping 430.88 
seconds (7+ minutes!). time basically shows the real time taken 
(including the time when other processes have been running after 
the context switch), the time executed in user space, and the time 
executed in kernel space. That's a lot—something obviously needs 
optimisation. And it didn't take much time for a close review to 
determine the issue. The code at fault is the clear_file_entries() 
function, which clears file entries by writing 64-byte-sized 
file entries one by one—which is pretty non-optimal. A better 
approach would be to fill up a block with such entries, and then 
write these blocks one by one. In case of a 512-byte block (i.e., 
SIMULA_FS_BLOCK_SIZE defined as 512), that would mean 8 
file entries in a 512-byte block, and then writing these 512-byte 
blocks, one by one. So, Pugs changed the clear_file_entries() 
function to do that, and voilà! Formatting completed in a little less 
than 26 seconds. Here's the re-written clear_file_entries() function:

void clear_file_entries(int sfs_handle, sfs_super_block_t *sb)

{

    int i;

    uint1_t block[SIMULA_FS_BLOCK_SIZE];

    for (i = 0; i < sb->block_size / sb->entry_size; i++)

    {

        memcpy(block + i * sb->entry_size, &fe, sizeof(fe));

    }

    for (i = 0; i < sb->entry_table_size; i++)

    {

        write(sfs_handle, block, sizeof(block));

    }

}

Now, you may plug out and plug in the pen drive again. It 
is neither auto-mounted, nor are you able to mount it. That's 
expected—it has been formatted with a file system for which 
there is no (kernel) module to decode. So, coding would be 
the ultimate step to get everything working like with any other 
existing file system (vfat, ext3, …). To get your pen drive 
usable again, re-format it with the FAT32 (vfat) file system (as 
the root, or with sudo), as follows:

# mkfs.vfat /dev/sdb1 # Be careful with the correct partition 

device file

Then, unplug and reinsert it to get it auto-mounted. But Pugs, 

being a cool carefree guy, instead went ahead to try browsing the 
Simula file system created on the pen drive partition.

Browsing the pen drive partition
Obviously, there were slight modifications to the browse_sfs.c 
application as well, in line with the changes to format_sfs.c. 
The major one was to compulsorily take the partition device 
file to browse as a command-line argument, instead of 
browsing the default regular file .sfsf. 

All the updated files (sfs_ds.h, format_sfs.c, browse_sfs.c 
and Makefile) are available at http://linuxforu.com/article_
source_code/aug12/rfs_code.tar.bz2.

Figure 2 shows the browser in action. However, the 
coolest browsing would be done the same way as with all 
other file systems, using the shell commands cd, ls, … Yes, 
and for that, we would need the SFS module in place. Keep 
following what Pugs is up to, to get that in place. 

Figure 1: Formatting the pen drive 

Figure 2: The SFS browser on the pen drive

By: Anil Kumar Pugalia
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You don’t have to be part of the FBI to use this 
type of software, but you can be as secure. Even 
if your hard disk or flash drive gets stolen, 

encrypting your data will save the day. After all, the 
hardware is expendable, your data isn’t. One of the best 
encryption software out there is good ol’ TrueCrypt—it 
provides the most robust algorithms to encrypt not only 
bits of data, but full hard drives as well. The key benefit 
of something like TrueCrypt is that it provides on-the-fly 
encryption, and it is cross-platform—offering encryption 
benefits across Windows, Linux and Mac systems. What 
this really means is that your data will remain encrypted 
even when you’re using it. The system will transparently 
encrypt or decrypt your files in the background, as 
required. I will show you how to encrypt your data in 
two modes (make sure you back up your data before 
attempting to encrypt anything—something as simple as a 
power-cut during the initial encryption process can cause 
data loss that may be irrecoverable, especially while 
encrypting drives or partitions).
1.  Containers: This is done by creating an encrypted file, 

known as a ‘container’. This file is then mounted in 
Windows as a drive. Data within this drive is encrypted in 
real-time, as explained above.

2.  Full-disk encryption: This mode is safer than the first. As 
the term implies, it encrypts your entire drive or partition.
Before we begin, let’s download and install TrueCrypt 

(from the link given at the end of the article) and run the set up.

Container-based encryption
Containers are an easy starting point if you’re new to (and 
apprehensive about) encryption. It’s a pretty straightforward 
process. Start TrueCrypt from the Start Menu. A screen 
similar to Figure 1 appears. Click the Create Volume button. 
In the first step of the Volume Creation Wizard, select ‘Create 
an encrypted file container’ and press Next. In the Volume 
Type step, select ‘Standard TrueCrypt Volume’—unless you 
want to be super-secretive and store all those evil ideas lying 
around on your hard disk, in which case, you can select 
‘Hidden TrueCrypt Volume’. The latter option creates a 
hidden container within the main container, somewhat like 
a Matryoshka doll (that wooden Russian toy that is a doll, 
within a doll, within a doll….). Then click ‘Next’. 

In the Volume Location screen, select a secure location and 
filename (give it any extension—even a commonly known 
one, to mask its true identity). As always, hit Next to continue. 
At this point (Figure 2), select the encryption algorithm to be 
used to encrypt your container. TrueCrypt also gives you the 
option of using multiple algorithms. AES is commonly used, 
so let’s continue with it for this example; click Next to proceed. 
At the next step, you will be asked to specify the size of the 
container—enter an appropriate value, and click Next. 

An important step follows—enter the password! Once you 
have and clicked Next, you may be warned if your password 
is less than 20 characters. Don’t worry, just click OK and 
continue. Move your mouse randomly inside the window 
(Figure 3) to create a unique set of encryption keys. Once 

In general, when one uses the term ‘open source’, Linux is probably the first thing that 
comes to mind. But even if you’re a Windows user, you can use open source software! This 
article shows you how, by touching upon two key security measures: encryption and anti-
malware. So without further ado, let's get started!

Using Open sOUrCe sOftware
Secure WindoWS
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you’re satisfied with the amount of randomness, make sure 
the desired filesystem is selected, and then press Format to 
begin preparing the volume! After the process completes, 
the wizard will return to the first page, assuming you want to 
create another volume; exit it.

The final step is to mount the volume you just created. In 
the main TrueCrypt window, select an empty drive letter, and 
click ‘Select File...’  Select the container and press the Mount  
button. You will be asked for your password, after which 
you can mount the container under the selected drive (if you 
entered the password correctly, of course).

full-disk encryption
A completely different animal, full-disk encryption is said to 
be a more secure alternative to a container-based approach. 
You can either encrypt whole partitions (Windows or 
otherwise), or a full physical disk. What TrueCrypt will do 
in this case is place its own boot-loader, which will allow 
booting Windows off the encrypted partition (should you 
choose to encrypt your system/Windows partition or your 
whole drive). Please note that the procedure outlined below is 
meant only if you have ONE operating system—if you have 

a multi-boot system, proceed at your own risk as data loss can 
occur. Encrypting systems with multiple operating systems 
requires a separate article, and is beyond the scope of this one. 

The initial steps are similar to creating a container; start 
TrueCrypt, and click Create Volume. Here, select Option 2 or 
3, depending on whether you want to encrypt the Windows 
partition or drive; or select a partition only. Let’s select 
Option 3 (Encrypt the system partition or entire system 
drive) for this example, to encrypt the Windows (‘system’) 
partition. TrueCrypt may then prompt for extra details—
select Normal mode and then choose ‘Encrypt the Windows 
system partition’ on the next screen.

At this stage, you will be asked for the type of boot 
environment you want configured (Figure 4). Select Single 
Boot and press Next. On the Encryption Options screen, 
keep the default (AES) encryption algorithm, just as you did 
earlier. Subsequently, enter a password, and in the next step, 
generate some randomness by whizzing the mouse pointer 
over the dialogue, as before.

Since you are dealing with the Windows partition, 
TrueCrypt will prompt you to create a rescue disc for a ‘rainy 
day’. Let’s create one, and proceed through the wizard, which 
will ask you to Burn (see Figure 5) and Verify the disk. Once 
the verification is complete, you can continue. 

At the next screen, select the wipe mode to deal with free 
space (Figure 6). I chose to leave it at None. Continue the wizard, 

Figure 2: The encryption algorithm 

Figure 1: The TrueCrypt main screen 

Figure 3: Randomising encryption keys, formatting volume 

Using Open sOUrCe sOftware

Figure 4: Select the single-boot option
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and TrueCrypt will now test the boot environment and password 
(Figure 7). After a successful pre-test, the actual encryption 
begins when you hit Encrypt, and is seen in Figure 8.

That completes our encryption! Simple, isn’t it? Now 
enjoy the high-end data protection from humans. But how 
about protection from malware? That’s what the next section 
will guide you through.

protecting your system
Instead of paying money to proprietary anti-malware 
companies, a pretty decent piece of software called 
ClamWin Antivirus is a great way to satiate your open 
source appetite. It does not provide real-time scanning 
out-of-the-box, but an independent add-on called Clam 
Sentinel gives you that functionality. You can set up 
ClamWin and Clam Sentinel as follows.

Download ClamWin from the link given at the end of this 
article. Install it by running the set-up file. While installing, 
you will be asked to download the latest virus definitions. 
Once the install is complete, you will notice the system tray 

By Siddharth Mankad

The author is a new media designer, with an affinity for 
physical computing, computer software and code, as well 
as country music.

[1]  TrueCrypt: http://www.truecrypt.org
[2]  ClamWin: http://www.clamwin.com
[3]  ClamSentinel: http://clamsentinel.sourceforge.net

Links

Figure 5: Creating the TrueCrypt rescue disc (TRD)

Figure 8: Encryption in progress 

Figure 7: Pre-test completed 

Figure 6: The Wipe mode 

icon of the running AV. Now, install Clam Sentinel.
Download Clam Sentinel (the link is given below) and 

run the set-up file. Upon completion of the set-up, which is 
straightforward, you will be asked which disks you would like to 
monitor. Select the ones that are always attached to your system—
these will usually be only the partitions of your local hard disks. 
That’s it; you will now see Clam Sentinel also sitting in the system 
tray, providing real-time protection using ClamWin!

Today, software for almost all our computing purposes 
comes in an open source flavour—even for Windows. The 
good bit is that even if you love Windows, or are using it 
because you need to for some reason, there will always be 
open source software out there to give you the opportunity 
to experience the open source philosophy! 
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The Qt framework provides a set of APIs (classes) that 
are used to access databases. Qt supports MySQL, 
PostgreSQL, SQLite, Sybase, Oracle, IBM DB2, and 

Borland Interbase. We will use MySQL for the examples in 
this article.

If you haven’t already installed MySQL server, do so. 
I used CentOS 6.0 while writing this article; its installation 
DVD carries MySQL, making it a quick local install using 
yum install mysql.

Use the method you prefer on your distro to install 
MySQL. And consult your distro’s documentation for service 
management (starting and stopping the service, etc). It also 
makes sense to learn the basics of SQL if you are not well 
versed with it, because I will not cover that here.

Database connection
Create a Qt project, as explained in previous articles. The 
new thing to do is add the SQL module in the project (.pro) 
file, as follows:

QT       += core gui sql

This will add the Qt SQL classes to your application. To 
understand how to connect with the database, let’s right away 
examine some sample code:

#include <QtGui/QApplication>

#include “dialog.h”

#include<QtGui>

#include <QtCore>

#include <QtSql>

int main(int argc, char *argv[]) {

    QApplication a(argc, argv);

    Dialog w;

    w.show();

    QSqlDatabase db = QSqlDatabase::addDatabase(“QMYSQL”);

    db.setHostName(“localhost”);

    db.setDatabaseName(“osslabs”);

    db.setUserName(“oss”);

    db.setPassword(“oss123”);

    if (!db.open()) {

       qDebug() << db.lastError();

    }

    qDebug() << “Database opened successfully”;

    return a.exec();

}

The class that deals with the database connection is 
QsqlDatabase; you need to provide a database driver name to 
the constructor — ‘QMYSQL’, in our case. Next, set the host 
name where the MySQL server is running. In this case, it’s 
localhost. Then set the database name, username and password. 
Now open the database. If it’s not successfully opened, you can 
get the error from the lastError() member function.

Executing queries
The next task is to execute some queries. For this, Qt provides 
the QSqlQuery class. Here’s the code:

This article covers how to use Qt with databases—the backbone of many applications.

Use Databases  
to Develop Apps on QT
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    QSqlQuery query;

    QString comm;

    comm = “select * from oss”;

    query.exec(comm);

    if(query.isActive()) {

        qDebug() << “Query is Active”;

    }

    else {

        qDebug() << “Query is inactive” << query.lastError();

    }

    query.next();

    if(query.isValid()) {

        qDebug() << “Query is Valid”;

    }

    else {

        qDebug() << “Query is not Valid” << query.lastError();

    }

    qDebug() << query.value(0).toString();

You can provide the SQL query directly to the QSqlQuery 
constructor, or use a string. There are two important points 
about the code. First, you can check whether the query is 
active or not. If the query failed to execute, it won’t be active. 
Second, you can check whether your query result points to a 
valid record by using isValid(). The member function next() 
moves the ‘current record’ pointer to the next record. Before 
accessing the result, again make sure that it’s valid. The result 
comes in an array of arrays. The columns’ values are accessed 
as query.value(column_no).toString().

Binding
Sometimes you need to construct the query, such as to insert 
data from GUI widgets, into the database. The simplest 
method is to use the sprintf function:

QString str;

str.sprintf(“Insert into os (sr, size) values (\”%s\”, \”%d\”)”, 

label.text().toAscii().data(), size);

In most cases, this code will work perfectly. But suppose 
you have 25 columns to be inserted at a time, the statement 
would become huge, and it’ll be hard to track errors in it. 
To handle such situations, Qt provides support for binding 
parameters to place-holders:

    query.prepare(“INSERT INTO os (sr, size) VALUES (:sr, 

:size)”);

    query.bindValue(“:sr”, 20);

    query.bindValue(“:size”, 199);

Here, we have declared two place-holders in the query, sr 
and size. Then, bindValue() has been used to supply values to the 
place-holders. Instead of using named place-holders, you can just 
use ‘?’, in which case, skip the first parameter to bindValue():

    query.prepare(“INSERT INTO os (sr, size) VALUES (?, ?)”);

    query.addBindValue(30)

    query.addBindValue(299);

During binding, keep in mind the sequence of the fields; 
if fields are added to the table and the GUI later, it would be 
harder to maintain than using named place-holders.

Record
Next comes QSqlRecord, which is an interesting class that 
encapsulates a database record (a row, retrieved from a 
SELECT query). QsqlRecord can be used to retrieve, add and 
remove fields, and do a lot more, which you can read about at 
http://doc.qt.nokia.com/4.7-snapshot/qsqlrecord.html#details.

Tabular display
As we have seen, you can retrieve data from the database and 
display it in labels or other widgets. But how do you display 
it in a tabular form? Qt provides a simple solution—create an 
SQL query model, and apply it to a table view. I created a GUI 
application with a QTableView widget on the dialogue window. 
From the constructor code, issue the following commands:

    model = new QSqlQueryModel(this);

    model->setQuery(“select distro, version from test1”);

    ui->tableView->setModel(model);

We have created a QSqlQueryModel object, set an SQL 
query to it, and connected it to the tableview. The data from 
the query will be in a 2D array, which will be displayed 
somewhat like what you can see in Figure 1.

That was very simple, right? That’s the power of 
Qt. This article is only an introduction to Qt’s database 
handling; the Qt documentation will be very helpful if you 
want to learn more. 

Figure 1: SQL data in tabular form

By: Manoj Kumar 

The author is an open source developer and trainer. You can 
reach him at manoj@osslabs.org and to share your knowledge, 
join his FB group http://www.facebook.com/groups/nxit.karnal.
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which discourages many users. Besides, being written in Java, 
it tends to run slow on slower machines. Being a cross-platform 
tool, the GUI is not ‘native’ to different operating systems. Last, 
RAM consumption may be a problem on older systems.

Verdict
An editor is rated by how integrated it is, and jEdit 

Figure 1: Plug-in Manager

Figure 2: Tidied code

[1] http://taat.pl/en/jedit/
[2] http://www.pcadvisor.co.uk/reviews/

software/3322969/jedit-review/
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proves it to be one by providing a feature-packed, 
programmer-friendly environment—it can truly be called a 
‘Programmer’s Text Editor’. 
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There are many myths related to Linux in a business 
environment. For me, the most pervasive and irritating 
is the assumption that the most convenient and efficient 

way for everybody (including me) to do our jobs is from a 
Microsoft desktop. It seems irrelevant that I spend most of my 
day wrangling Linux and Solaris servers.

"Oh, you can do everything you want with Putty."
Well, no, I can't. To me, the argument is as valid as me 

saying, "Oh, you can express everything in German." The 
statement is simultaneously true and ludicrous. In the sense 
that everything that's expressed in English can be expressed 
in German (more or less), the statement is true. In the sense 
that I (or most readers of this article) can express in German 
anything that I can express in English, it is arrant nonsense. 
It's nonsense for me, even though I was born in Germany 
and spoke German for the first few years of my life. At a 
pinch, I can ask someone for directions to the local schloss. 
I don't understand the answer—but I can tell which way the 
responder is pointing.

Sure, given enough time, and the help of Yahoo's Babel 
Fish, I could probably express a fair bit. But who's going to 
pay me for that sort of feeble output?

Similarly, if I have to, I can operate a Microsoft desktop. 
But I am reduced to a mere mortal; I lose many of my super 
powers (like Superman in the presence of Kryptonite—maybe 
that's what Microsoft is: Kryptonite for supermen.)

In the last few years, I have solved this problem several 
times in several different ways. Let me share these.

The first time: MS Windows/ 
VirtualBox/Linux 
I was contracting with IBM, building Solaris servers. I had 
been given the use of a laptop loaded with XP. I asked around 
and discovered that IBM did not object to the use of Linux. 
There was some documentation around—there were kindred 
souls, people who had a similar view to mine—and there 

were Linux ports of the software suite that constituted the 
company's SOE (Standard Operating Environment).

So what was stopping me?
Well, for what it's worth, here's my take on things. To me, 

it epitomises the difference between the business environment 
and, say, my home environment. It also takes impact into 
consideration. It differentiates between how I behave if I am 
the only person who feels the impact, and how I behave if 
others are affected. When I'm at home, playing with one of 
my own computers, I tend to be more adventurous. If I make 
a mistake, I can spend the next week picking up the pieces—
but only I suffer. If, at home, I'm working with infrastructure 
(the firewall, for example), I'm more cautious, because now 
I might impact the whole family. My customers at home, my 
wife and son, depend on me to provide reliable, always-on 
access to the Internet. And they are very demanding.

If I'm on a short contract, being paid big bucks by a 
company, I'm sure they don't want that burned while I spend 
a week or so investigating how to make Linux work with the 
company's products on the company's laptop. That may be a 
fun exercise for me, but poor return on investment for them. 
The difficulty is not whether I could get the whole set-up 
working, but the risk lay in how long it would take. When it 
comes to business, I am very risk-averse.

In retrospect, I might have considered buying a laptop 
and building a Linux environment on that, safe in the 
knowledge that I had the company's laptop to use for business 
during normal work hours. The added advantage being that 
I would have a reference machine with which to compare, 
if something didn't work. In the event, I chose a different 
course. I installed VirtualBox under XP, installed Fedora 10 in 
the VM, and my HAL[1] under Fedora.

At work, the laptop was not naked. I had an external 
keyboard, mouse and screen. I allocated the laptop screen to 
XP, and the external, larger screen to Fedora. I used the XP 
environment for email, messaging and the inevitable office 
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documents and spreadsheets. My real work (as I liked to think 
of it) was done in Fedora.

Most of the people in our team used Putty sessions for 
their day-to-day work. I used XTerms, with logging enabled, 
to SSH into machines in different parts of the country. I never 
came physically close to any of the machines I worked on.

I constructed the scripting infrastructure to support 
the automated installation of software. Since the Fedora 
environment was reasonably similar to the Solaris 
environments I was building, I could develop and test the 
scripts on my machine prior to deployment on the customer's 
servers. I'm not sure it would have been possible in a 
Microsoft environment. It certainly would not have been as 
quick and easy.

Where others could build one or two machines 
concurrently, I could easily build six or more.

Evaluation
When I worked in the Fedora environment, I was in paradise. 
Given that I'd never worked with VirtualBox previously, it 
was reasonably easy to install and use. If you want to use the 
free version, there were some silly restrictions about the USB 
about three years ago—things may have changed by now.

There were two big issues that would discourage me from 
using VirtualBox ever again. The first was an upgrade; the 
second was to do with snapshots.

At the outset, let me apologise for not having every last 
detail at hand. In both cases, at the time, the impact horrified 
me; my focus was on restoring service, not documenting for 
posterity. I realise that I'm being a bit unfair to VirtualBox, 
but I can assure you that the impressions stay with me long 
after the details have dimmed.

Most products these days nag you about upgrading to 
the latest version. That's understandable, especially if your 
philosophy is ‘release early, release often’. Many products 
even come configured to upgrade themselves automatically. 
How anyone can allow themselves to be held hostage like that 
is beyond me.

VirtualBox was not configured to upgrade itself. However, 
after I'd been using it for a month or two, it did invite me to 
upgrade. I can't remember what the inducement was, but I fell 
for it. And regretted it. Yet, lived to tell the tale.

I'm not particularly proud of my part in the debacle. 
Looking back, I believe I could have been more cautious. I 
guess I thought that since the mod was only a point rev, and 
not a major revision, the difference could not be too dramatic. 
Bear in mind that this was not an alpha release, or a beta test; 
nor even an RC (Release Candidate) but a proper release.

I upgraded. Something didn't work. A search revealed that 
others had the same problem. I'm sorry, but I don't recall the 
details; perhaps something to do with networking.

I reverted to the previous version, losing very little other 
than perhaps some time.

The second issue was scarier. I am compulsive about 

taking back-ups of everything I do. VirtualBox (along with 
many VMs) has the concept of snapshots. So, from time to 
time, I took VirtualBox snapshots. Now, I admit I might have 
contributed to the problem. It seems that my mental models 
of snapshots did not match the way VirtualBox worked. I 
thought taking a snapshot was like taking a back-up.

I was a little concerned at the rate at which I was 
proliferating snapshots. And I was  disconcerted at the way 
the snapshots seemed to be descending a tree. I felt that 
they ought to be more like files in a directory; VirtualBox 
represented them like one directory under another.

I read everything I could find. I gained the impression that 
all the information for the current state of the VM was located 
in the latest snapshot; that I could delete earlier snapshots. I 
might not have recalled these details accurately.

I deleted one or two snapshots. When I restarted the VM, 
I discovered that I had gone back in time by about a month! I 
was horrified.

I've talked about the Principle of Least Surprise in the 
past. I've used a lot of software over many years. I cannot 
recall a time I was as unpleasantly surprised as this.

I was lucky on two counts. First, the Fedora environment 
was largely a platform from which to reach other computers. 
From that perspective, all I lost was the occasional tweaks 
that I made to that environment.

Most VMs have a mechanism to share data between the 
host and the client. I had always made a point of copying 
development work out of the VM onto the XP disk. So, again, 
I didn't lose a lot.

But both incidents resulted in some loss, and might have 
resulted in far more.

The second time: Linux/ 
VMware Player/MS Windows
I was at another company, filling in for one person who had 
left, and another, Kevin, who was going on long service leave 
for three months. Most of the staff ran XP on their PCs. Kevin 
was my soul brother: he ran Linux (Ubuntu) with a copy of 
XP running inside a VMware Player. This makes eminently 
more sense to me than the alternatives. Very kindly, he 
bequeathed me his PC in his absence.

This time I did not have to install anything—it had all 
been set up for me.

And instead of building Solaris servers, this time, I was 
building servers as VMs under VMware vCenter. The primary 
build involved filling in forms in a browser, so the task could 
have been performed on any platform. But sysadmin involves 
more than just filling forms; for those activities, I could work 
on the native Ubuntu or, where necessary, I could SSH into 
various servers.

Evaluation
For my taste, the native Linux with XP in a VM was a more 
natural and comfortable environment. At home, I run both 
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FreeBSD and Linux. I never have a reason to use Microsoft 
platforms for myself. So the transition from home to work and 
back again was nearly seamless.

I can't compare the ease of installation of VMware Player 
on the basis of this experience, because installation was done 
for me. But my sense was that VMware Player was a lot 
slicker than VirtualBox. It just seemed to work; it didn't have 
the USB restrictions and it felt more comfortable. It may be 
something to do with my comfort zones. Bear in mind that in 
the previous exercise, VirtualBox was a Windows application; 
in this case, VMware Player was a Linux application. It would 
be fair to compare either Windows VirtualBox with Windows 
VMware; or the Linux variants of both.

The third time: MS Windows/VMware 
Player/Linux/FreeBSD
I now work for a university. When I arrived, my desktop 
machine was a fairly standard Intel Core i7 running XP.

I don't usually like to talk too much about hardware. 
The only reason I mention this at all is because it becomes 
relevant shortly. All the work machines I've used have been 
much more powerful than anything that I have at home. From 
memory, the laptop of the first section was a 2 GB dual-core. 
The PC in the second section was either 2 GB or 4 GB, and 
also dual-core. My current PC is a 4 GB i7 (4 cores hyper-
threaded). You would expect it to leave the earlier machines 
in its wake—and, for most things, it does.

Of course, I wasn't happy with my lot. This time I 
installed VMware Player. I did a little research. I learnt one 
feature relevant to VMware: you can go to places like http://
www.thoughtpolice.co.uk/ and download a pre-built VM 
which VMware can play. So you can choose to build your 
own, or download one that someone prepared earlier.

Again, I've forgotten some of the details. But, fortunately, 
I have notes from back then:

I guess I'm building infrastructure. I have a couple 
of VMs running. Why two? Well the first one has a 
windowing system (good) but it's a flavour of FreeBSD 
(neutral) and certain things are just looking too hard 
(really bad). I didn't install it. I downloaded a pre-built VM 
from a site that does these things.

I then downloaded a pre-built CentOS machine 
(good), but it was configured as a server (neutral) which 
meant that it had no windowing system (bad). Since 
I already had the BSD VM, I decided to use it for its 
windows to run xterms and SSH into the CentOS VM 
(pretty cool). If I have to live with a Windows PC, I'll 
invest the time to install a windowing system on the 
CentOS VM, and ditch the BSD VM.

For the moment, I'm really only using the CentOS VM 
to confirm usability.

A week later, I had made my first entry in the CentOS 
VM's History file (see Sidebar). My other notes said:

I have a lot more infrastructure in place. My CentOS 

VM is actually not too bad. I live there about 40 per cent of 
the time. I don't think I need the BSD VM any more.

And a week after that:
Infrastructure is now in a state such that I think I'll 

work this way until the Christmas break. During the 
break, I might try to switch over (run Linux on the metal, 
Windows in a VM).

History files
Back in the days when I used to work for a small 
company called Optimation, I was introduced to the 
concept of history files. Every machine had a file,  
/History, in which changes were recorded. (For a non-
UNIX machine, we would use the nearest equivalent, 
for example C:\History.txt.) Since Optimation was a 
small company, there was no splitting into ‘silos’; on 
the contrary, everyone did everything. The idea was 
that if you performed some systems administration 
on a machine, you recorded that fact in an entry in 
the machine's history file. Then, if someone came 
along and discovered a problem, he could browse the 
recent entries in the history file to see if they provided 
a clue to the cause of the problem.

I was so taken by the concept, that I have adopted it in 
almost everything I do around computers. All my ma-
chines at home have history files; and as far as possible, 
wherever I have worked, I have maintained history files.

Lately, I have modified the concept slightly. I now have 
a history directory, /History_dir, under which I keep 
one or several history files, often under RCS version 
control. Why several history files?

This article ought to give you a clue. If I'm running any 
VMs, each one gets a separate history file. Although it 
might make sense to maintain the history file of a VM 
in /History in the VM, there are times when I would 
like to be able to read the history file of a VM without 
having to fire it up.

Evaluation
The pre-built VM was CentOS 5.5. By this time, I had learnt 
that many of the university's servers ran Red Hat. By running 
CentOS, I could develop scripts and run software in a very 
similar environment. CentOS gave me something else: a very 
conservative platform. By the time software migrates from 
Fedora to Red Hat to CentOS, it has had many user operating 
hours. For me, stability and reliability were far more important 
than anything I might get from having the latest releases.

VMware Player was very easy to install, and very easy to 
use. I now had a like-for-like comparison with the first case 
above (MS Windows VirtualBox and MS Windows VMware).

It was not my intention, when writing this article, to 
provide extensive comparisons between one VM environment 
and another. I simply wanted to describe various experiences 
and indicate some of the options available; there are many 
others. For a recent review, see [2] in References.
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In the intervening two-plus years, I'm sure that both 
VirtualBox and VMware have seen changes. But by this time 
I was so comfortable using VMware Player, that it was an 
easy choice for the next exercise.

The fourth time: Linux/Linux/MS Windows
Around Christmas I learnt that one of the members of our 
group, Iain, was leaving. Although I enjoyed working with 
him, it was a stroke of luck for me. I was suddenly the master 
of two PCs. Finally, I could prepare my ‘ideal platform’ 
without constraint.

I won't discuss the details. In brief, I installed CentOS 5.7 
from CDs. After customising to my taste, I downloaded and 
installed VMware-Player-3.1.5. For my XP box, I downloaded 
VMware vCenter Converter Standalone Client. It's very 
clever; it packs up the entire XP environment, and creates a 
VM of the machine, all of which lives in a single directory.

Before I copied the VM, I tweaked a few things. Instead 
of running eight CPUs, I reduced it to two. I reduced the 
original 4 GB to 1 GB. I wasn't sure how many CPUs 
VMware would actually allocate to XP as a VM. I copied this 
VM of my old machine to my new CentOS. I started VMware 
and pointed it to the new VM. It thought long and hard, and 
finally agreed to acknowledge it as one of its own.

XP was noticeably slow (which I cannot say for CentOS 
running under XP).

I downloaded Fedora 16 from http://www.thoughtpolice.
co.uk/vmware/#fedora16 and started it under VMware. Soon, 
I had it customised to how I like things.

I set up NFS server on the CentOS host, and NFS client 
on the Fedora guest, so that I could share files between the 
two environments. For me, it's a lot simpler and more familiar 
than setting up VMware Tools.

Evaluation
All the reasons for running CentOS that I listed in the 
previous ‘Evaluation’ apply here: compatibility, stability and 
reliability. Installing VMware Player under Linux was very 
easy. Obtaining and launching VMs was straightforward.

There was a major performance issue when I ran the 
XP VM. Sometimes it was a little slow but acceptable. At 
other times, it impacted performance so badly that the whole 
machine was unusable. It may have been a mistake packaging 
my original machine as a VM. There are so many places 
where I might have got things wrong. The original machine 
was 4 GB and 8 CPUs and, of course, XP, being the host, had 
all of it. I only allocated 1 GB and 2 CPUs to XP as a VM. 
I had the impression that the problem was the virus scanner 
—whenever it decided to do a full scan of the disk. After a 
while, I stopped using the XP VM. That was the main reason I 
had installed Fedora.

The performance of Fedora (and CentOS while running 
Fedora) has been nothing short of brilliant. In daily use, I 
don't use Fedora's GUI at all. If I want to run on the Fedora 

VM, I SSH in. Once there, I set my DISPLAY variable to 
point back to the CentOS host. I can then run any application 
on the Fedora VM and it will display on my desktop, 
seamlessly and effortlessly. It really doesn't feel like a host 
and a guest, more like two networked machines.

I have no qualms about installing experimental software 
in the VM, because if it behaves badly, I can uninstall it at 
leisure, while I continue using the host CentOS for other 
activities. If an application runs acceptably for a period 
of time, and it seems appropriate, I migrate it to the host 
CentOS. If something I install completely breaks the VM, I 
can revert to an earlier backup or snapshot.

There are several applications that I run in the Fedora 
guest, which I have no intention of migrating: LibreOffice 
for Word documents and Excel spreadsheets; Pidgin for IMS 
(instead of Lync); Dillo, a lightweight browser; and Google 
Chrome, a heavy browser.

I could think about running some Linux equivalent of 
Outlook, but most of the time, the Web interface to Outlook is 
adequate. I actually prefer NMH for mail, and I have installed 
some software that lets me download mail from Exchange 
Server to my CentOS machine. I use Exchange Server as 
a huge backup of all my mail. I use the Web interface as a 
‘heads up’ to see what mail is in my inbox, and I use NMH 
for reading and responding.

I've been running like this for about three months. 
At first, I kept turning on the old machine because some 
functionality was missing, but these days, I rarely need it. I'm 
interoperating almost seamlessly with users who have Macs, 
XP or Windows 7 on their desk.

But the big win for me is that my environment is 
extremely comfortable when I do my common daily tasks. 
As I said at the beginning: I spend most of my day wrangling 
Linux and Solaris servers. 

[1] http://linuxgazette.net/183/grebler1.html
[2] http://www.linuxforu.com/2012/05/virtualisation-faceoff-

qemu-virtualbox-vmware-player-parallels-workstation/
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If you’ve ever used Windows and Linux together on a 
network, I’m betting my entire wallet (not that there’s 
anything in it at the moment, but that’s beside the point) 

that you’ve used Samba. If you haven’t (or have, without 
knowing it), Samba is the software that lets you access 
Windows network shares from Linux. Not just that—Samba's 
built-in first-class server lets you create Windows-accessible 
shares on your Linux box.

Samba 3 can also host a Windows NT 4-compatible Domain 
set-up, and can act as a PDC (primary domain controller) as 
well as a BDC (back-up domain controller). But who uses 
NT 4 Domains any more? Ever since Windows 2000 Server 
was released at the end of 1999, everyone’s been using Active 
Directory (AD) to organise clients and hold user and computer 
data. And why not? AD is based on industry standards—
Kerberos 5 for authentication, LDAP for the resource database, 
and all of it glued together with DNS SRV records. So why did it 
take 13 years for Samba to finally support AD?

Proprietary extensions to LDAP and Kerberos 5, that’s 
why. But those extensions have now become open standards, 
and the AD LDAP schema has been reverse-engineered, so 
Samba can finally start acting as an Active Directory Server 
(ADS). You can now convert all your Windows Servers to 
Linux, without changing a line of code (Samba 4 can now do 
AD, and Mono can do ASP.NET, which are actually the only 
two reasons people use Windows Servers anyway).

Samba 4 has been in development for a long time but an official first release is imminent, 
the developers say. Its biggest feature is Active Directory Server support, which removes 
the last hurdle in a pure-Linux server set-up, with only Windows PCs and Macs as 
clients. In this ‘FOSS for Windows’ special issue of LFY, let’s explore how to set up Active 
Directory Server, so that you can finally phase out those pesky Windows Servers while 
keeping Windows desktops and Macs intact.

Getting started
First of all, Samba 4 is still in development, but also stable 
enough for Canonical to include it in the official repositories 
for Ubuntu 12.04 LTS (Long-Term Support release). With the 
light testing I’ve been doing at home, it works pretty well, so if 
you’re going to think about rolling this out across your corporate 
infrastructure, you could try adding a couple of Samba boxes as 
backup AD servers, and see how they handle the load.

You’ve probably realised by now that Samba 4 is 
currently available only on Ubuntu 12.04. At least, a 
sufficiently updated non-alpha version that works—even 
though the packaging is broken (which we can fix, so there’s 
no need to worry). I have a hunch this package will never be 
updated, but I also believe that once official releases are out, 
there’ll be a PPA providing packages for this.

Before we start, we need a box that has Ubuntu 12.04 LTS 
installed. Samba 3 should NOT be installed (the configuration 
isn’t compatible, so if it has already been installed, remember 
your configuration and purge all Samba 3 packages).

Setting up Samba 4
I’m assuming your DHCP server is set up and working 
fine. The DHCP server may be on a different machine, but 
you must be able to edit your DHCP configuration. More 
appropriately, you should be able to make your DHCP server 
point to custom DNS servers, so if you’re doing this at home 

Introducing Samba 4
Now, Even More Awesomeness
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and thinking about using the DHCP server on your ADSL 
modem or Wi-Fi router, that won’t work. You’ll have to set 
up a DHCP box (you can install the DHCP server on this 
machine itself), and set it up as the gateway to the Internet.

As for a DNS server, you can have any DNS servers set 
up anywhere you want, but they must be able to forward DNS 
requests to this Samba box.

I’m assuming that the Samba box has an IP address of 
192.168.100.1. Replace this with your own IP address (and of 
course, it goes without saying: the Samba box must have a static IP).

Anyway, let's move on to...

Installation
Start by installing all required packages, as follows:

$ sudo apt-get install samba4 samba4-clients krb5-user bind9 attr 

ntp

This command will spew out a huge error message, so 
run it again to make sure all packages (other than samba4) 
are installed properly. Samba 4 is actually fully installed, 
but the default configuration creation script is broken. This 
is good, because Samba 4 configuration is pretty involved, 
and we want to be able to do it from scratch. However, as far 
as dpkg is concerned, the installation failed, and we need to 
fix that. So we’ll tell dpkg that samba4 is installed and fine, 
by opening up /var/lib/dpkg/status, searching for the string 
‘Package: samba4’, and next to it, replacing the word ‘half-
configured’ with ‘installed’. Then we’ll actually configure 
Samba 4 by running the following commands:

$ sudo rm /etc/samba/smb.conf

$ sudo /usr/share/samba/setup/provision --realm=network.local 

--domain=NETWORK --adminpass='aBcD1@3”' --server-role=dc

This sets up the AD, so there’re a couple of things to note 
here. The realm is the Kerberos realm, and is generally the 
full domain name, including the suffix, of your network. The 
domain is the WINS domain, equivalent to the Workgroup 
name, and is typically the first name of the domain in upper-
case. The adminpass is the password for the ‘administrator’ 
user (yes, in Samba, administrator starts with lower-case ‘a’, 
and that’s what you need to use when logging in on Windows). 
The server role is dc, which sets up an AD(S) for you.

Watch the output of the provision command carefully. Near 
the beginning of the output, it’ll try and detect which IP address 
to use. If it detects the IP address of the wrong interface (one that 
you don’t want to serve on), we’ll have to change this. Make a 
note of the wrong IP address it detected—we’ll need that later.

Configuration is far from over, but we can now test if 
Samba 4 is actually working. Run:

$ sudo service samba4 start

$ sudo smbclient -L localhost -U%

The last command should spit out the following:

Sharename    Type    Comment

---------    ----    -------

netlogon     Disk

sysvol       Disk

IPC$         IPC     IPC Service

Congratulations, we’ve installed Samba 4 successfully. 
It’s time to hook it up to BIND.

Setting up DNS
We’re in luck here, as Samba 4 automatically pushes DNS 
updates out to BIND. All we need to do is to tell BIND to 
include in its configuration a certain file, and we’ll be done. 
First, though, if a wrong IP has been selected, we need to 
change it. Do that by running the commands below:

$ samba-tool dns update 192.168.100.1 network.local server A 

192.168.24.129 192.168.100.1

$ samba-tool dns update 192.168.100.1 network.local @ A 

192.168.24.129 192.168.100.1

Here, 192.168.100.1 is the IP address of the Samba box, 
‘server’ is the hostname of the box, and 192.168.24.129 is 
the wrong IP that was detected—so adjust those accordingly. 
You’ll need the administrator password for both commands, 
but you don’t need to run them as the root user.

Then open up /etc/bind/named.conf, and add the 
following line:

include "/var/lib/samba/private/named.conf";

Open /etc/bind/named.conf.options and add the line 
given below inside the braces:

tkey-gssapi-keytab "/var/lib/samba/private/dns.keytab";

If you really have to use AppArmor, you need to add the 
following rules to /etc/apparmor.d/usr.sbin.named inside the 
braces, anywhere towards the end (if you’re using a 64-bit 
build of Ubuntu, replace i386 with x86_64):

/var/lib/samba/private/** rkw,

/var/lib/samba/private/dns/** rkw,

/usr/lib/i386-linux-gnu/samba/bind9/** rm,

/usr/lib/i386-linux-gnu/samba/gensec/** rm,

/usr/lib/i386-linux-gnu/ldb/modules/ldb/** rm,

/usr/lib/i386-linux-gnu/samba/ldb/** rm,

Now do the following:

$ sudo service apparmor restart

$ sudo service bind9 restart
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Our DNS infrastructure is now running. You can run the 
following lines:

$ dig SRV _ldap._tcp.network.local

$ dig SRV _kerberos._tcp.network.local

And both should return an answer section. If they do, 
congratulations—this DNS set-up works.

Final touches
Start by testing Kerberos functionality. Type in:

$ kinit administrator@NETWORK.LOCAL

The realm needs to be typed in upper-case. If it works, 
it should tell you something about the ticket expiring after a 
particular number of days (I was informed that mine would 
expire in 41 days). Also, if you type in klist -e, it will list the 
Kerberos ticket you’ve received.

We also installed an NTP server, because Kerberos is very 
fussy about time, and you can use the Samba box as a time 
server to let your clients sync their clocks with the AD server. 
It should be configured to use the NTP Pool Servers, so it 
doesn’t need any configuration.

We’re now ready to join our first computer to the AD.

Joining the domain
When you’re joining the domain from a Windows box, type 
the domain name in upper-case (like we did with the kinit 
command). When asked for a username and password, type in 
‘administrator’ as the username, along with the administrator 
password. Reboot the computer and log in to the domain by 
typing ‘NETWORK\administrator’ (replace NETWORK with 
your own WINS domain and make sure it’s all upper-case) as 
the username, and the administrator password.

Administering the server
Samba 4 doesn’t come with any administration tools, so how 
do you add, remove or modify users, computers, OUs, forests, 
etc? Well, you simply use Windows Server’s official tools. 
Load up a client with the remote admin tools for Windows 
Server. If you’re using Windows XP, install the Windows 
Server 2003 Service Pack 2 Administration Tools Pack, 
available at http://bit.ly/PjvjSG.

If you’re using Windows Vista (you must run at least Service 
Pack 1), install the RSAT (Remote Server Administration Tools) 
for Windows Vista, available at http://bit.ly/LtEdgk.

If you’re using Windows 7, install the RSAT for Windows 
7 SP1 (you don’t need SP1 to actually install the RSAT) from 
http://bit.ly/NcnwmR.

Be warned that while the 2003 and Vista tools weigh in at 
around 15-30 MB, the Windows 7 RSAT is a whopping 240 
MB download per architecture.

With Windows 7, just installing the RSAT won’t do—you 

have to activate it by heading to Control Panel, searching 
for ‘Turn On Windows Features’, opening the applet and 
activating the entire ‘Remote Server Administration Tools For 
Windows 7’ group, and then rebooting the PC. It’s almost as if 
using Windows 7 is a crime.

Once the remote admin tools are installed, you can use the 
classic DSA.MSC to administer the Samba 4 server just as if 
it were a Windows Server. You can create forests, add backup 
servers to the forests (which may be more Samba servers, or 
Windows Servers—our set-up works with Windows Server 
2008 R2 and should work just dandy with Windows Server 
2012, when it comes out), and just generally do anything you 
wish without limitations—it’s fully featured.

Samba 4 also supports Group Policy out-of-the-box, so 
you can launch GPEDIT.MSC and edit group policy to your 
heart’s content.

Roaming profiles with Windows 7
If you want to support Windows 7 Roaming Profiles, you 
need to create the ‘profiles’ share and do some tinkering with 
DSA.MSC. First, open up /etc/samba/smb.conf (on the Samba 
box) and include the following lines:

[profiles] 

	 path	=	/var/samba/profiles 

 read only = no

Create the profile directory, as follows:

$	sudo	mkdir	/var/samba/profiles

Then, start up DSA.MSC, select all the users you want to 
add roaming profile support to, right-click the selection and 
click Properties. In the Profile tab, locate the Profile Path 
input field, and type:

\\server.network.local\profiles\%USERNAME%

Replace server.network.local with your Samba box’s DNS 
name. And that’s it.

So what’s next?
Well, play around with it. Remember, you can also add 
Macs to an AD set-up. Mac OS X has built-in support for 
AD. Linux computers can also join AD—you can use either 
Centrify or Likewise Open to do the job.

That’s all from me. Adios! 

By: Boudhayan Gupta 

The author likes to describe himself as a complete 'retard by 
choice'. He believes madness is the cure for everything that is 
wrong or right with society. He's also a social media enthusiast, 
and can be reached at @BaloneyGeek over at Twitter.
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Organisations are today moving a large number of 
applications and critical business processes onto the 
Web, which makes their online presence critical. 

Embedding more dynamic and interactive features in 
applications helps the business and simplifies marketing. But 
this comes with a drawback—more dynamic features also 
expose application holes, which can be exploited.

The HDIV (HTTP Data Integrity Validator) security 
framework was mainly created to address the vulnerabilities 
and application flaws prevalent in Web applications. The 
reason for its name is that HDIV guarantees the integrity 
of the data sent in the request, which is not supposed to be 
modified by the client. It also guarantees data confidentiality 
by obfuscating the parameter data and the parameters 
themselves. Note that most vulnerabilities have one thing 
in common: they can be exploited by entering malicious 
data in editable and non-editable fields. In the current 
scenario, almost 80 per cent of attacks are focused on such 
vulnerabilities (http://bit.ly/MjRGHw). Whether cross-site 
scripting, SQL injection or parameter tampering, most such 
attacks are performed by tampering with the application's 
editable fields (textboxes, text areas, etc) or non-editable 
fields (drop-down lists, radio buttons and read-only fields). 

Information contained in these fields can be found in the URL 
(‘querystring’), parameters, cookies and headers.

To mitigate common Web application flaws, there are 
proper input validation processes that sanitise the user inputs. 
However, deploying and configuring input validations for 
each page or request consumes resources and noticeably adds 
to development time.

One of the major advantages of the HDIV security 
framework is that it can be implemented even after the 
application is developed. This saves the development team the 
headache of modifying application code to implement filters, 
sanitisers, encoders and stored procedures—and from creating 
a new security solution for each use case.

Vulnerabilities covered by HDIV
As mentioned, HDIV focuses on vulnerabilities exploitable by 
modifying data fields in the request, when user-supplied data 
is processed with improper or no validation.

 Note: This list is based on the OWASP TOP 10 list 
for 2010 of the ‘Most Critical Web Application Security 
Vulnerabilities’.

Holes in Web applications 
have resulted in the theft 
of millions of credit cards, 
apart from major financial 
and reputational damage 
for enterprises. They even 
compromise thousands 
of machines that visit the 
websites altered by attackers. 
This article addresses the 
need for security from an 
organisation’s viewpoint and 
suggests a Web application 
security framework for it.

Securing  
Web Applications  
the HDIV Way
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Injection flaws
Injection flaws let attackers relay malicious code 
through a Web application to another system. These 
attacks include calls to the OS via system calls, the use 
of external programs via shell commands, and calls to 
back-end databases via SQL (i.e., SQL injection). Whole 
scripts written in Perl, Python and other languages can 
be injected into poorly designed Web applications and 
executed. Any time a Web application uses an interpreter 
of any type, there is danger of an injection attack. Let’s 
look at the example of the most common injection flaw, 
SQL injection, which happens when an app uses user input 
without validation in the construction of an SQL query 
sent to the database. For example:

$query = “SELECT prodinfo FROM prodtable WHERE prodname = ‘” . 

$_POST[‘prod_search’] . “’”;

This query is in code for a product search; the user 
searches for a product name, and the product is displayed 
to the user. Here, the value for ‘prod_search’ is supposed 
to be the user search term—which is not validated by the 
application. Now, to attack, an adversary may enter ‘x’ OR 
‘x’=‘x’, which will reach the database as:

SELECT prodinfo FROM prodtable WHERE prodname = ‘x’ OR ‘x’=’x’;

Now, logically, this query's WHERE filter always 
evaluates to true, thus returning the entire product database 
to the user. Besides this, an attacker could add data to 
the database (perform an INSERT in the injected SQL), 
modify data (an UPDATE statement) and may even delete 
the table or entire database.

Cross-site scripting (aka XSS)
Cross-site scripting (also known as XSS or CSS) occurs 
when dynamically generated Web pages display input that 
is not properly validated. This allows an attacker to embed 
malicious JavaScript code into the generated page, and 
execute the script on the machine of any user who views that 
site. Cross-site scripting could potentially impact any site that 
allows users to enter data without any validation. For more 
information and technical details on XSS, please go through 
http://bit.ly/uiohTW.

Cross-site request forgery (aka CSRF)
CSRF attacks are done using cross-site requests, where a 
page from Site A makes requests to another site for resources 
that are part of the page (like images, for example). It’s a 
‘forgery’ because it’s invisible to the users. In a typical CSRF 
attack, the attacker creates a hidden HTTP request inside 
the victims’ Web browser, which is executed in the victims’ 
authentication context, without their knowledge.

The main aim of a CSRF attack is to perform an action 

against the target site using the victim’s privileges in a 
properly authenticated session. The key requirement is 
the attacker’s prior access to, and knowledge of, the Web 
application’s valid URLs.

Insecure direct object reference
Insecure direct object reference occurs when the 
application fails to authorise a target object over the Web 
server, or in other words, when a Web application exposes 
an internal object or Web page, revealing sensitive 
information like database records, files or URLs. To 
elaborate, it is like a bank’s application in which the 
admin can view details of all savings accounts in their 
region, and can also download it in Excel (.xls) format. 
Now, the URL for the Excel file could be:

http://www.mybank.com/admin/display?file=/admin/manage/

output07072012.xls

After the admin downloads, reads and deletes the 
file from the local system, before leaving, an adversary, 
getting access on the same machine, can view the above 
URL in browser history, and can repeat the request 
without even logging in. The adversary doesn’t need to 
know the login credentials for administration—the attack 
succeeds because the object (.xls here) is referred without 
authorisation or authentication.

Parameter manipulation
Parameter manipulation, or parameter tampering, attacks 
occur when an adversary manipulates or tampers with 
request or response parameters to get an unauthorised or 
unauthenticated response. Parameter manipulation is usually 
done with cookies, form fields, URL query strings, or HTTP 
headers. For instance, when visiting a site like http://www.
fictitiousbank.com/ and accessing the delete billers page 
(deletebillers.do), the attacker captures a legitimate request to 
this page with an interceptor tool (such as Burp, Paros, etc), 
as shown below:

POST /billpay/deletebillers.do HTTP/1.1

Host: www.fictitiousbank.com

User-Agent: Mozilla/5.0 (Windows; U; Windows NT 5.1; de; rv:1.9) 

Gecko/2008052906 Firefox/3.6.2t

---

---

Cookie: MmdlkfhiefV52598542jrewr443

---

Content-Length: 12

userID=31385&requesttype=netbank

The attacker could change the userID in the above request 
to that of another customer:
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POST /billpay/deletebillers.do HTTP/1.1

Host: www.fictitiousbank.com

User-Agent: Mozilla/5.0 (Windows; U; Windows NT 5.1; de; rv:1.9) 

Gecko/2008052906 Firefox/3.6.2t

---

---

Cookie: MmdlkfhiefV52598542jrewr443

---

Content-Length: 12

userID=31396&requesttype=netbank

On forwarding this modified request to the server, it will 
respond with the delete biller page of userID=31396 instead 
of userID=31385. Now, the attacker may be able to delete 
billers for another customer, resulting in a compromised 
operation over the victim’s account.

Failure to restrict URL access
This happens when the developer fails to restrict access to 
administrative pages, privileged pages or other file resources 
because of the lack of a proper access control policy. An 
example: the password change functionality for fictitiousbank.
com's admin module is at https://www.fictitiousbank.com/
admin/passwordchange.do. It's supposed to be accessed by 
admin users only, and only after a successful login. But, an 
external low-privileged user can easily guess and access it 
by entering the above URL in a browser. If successful, he 
can change the admin password and even prevent the admin 
logging in. This cannot happen if proper access restrictions 
were placed on the passwordchange module.

The above are the six most prevalent Web application 
vulnerabilities that HDIV covers. Instead of trying to mitigate 
them separately, all these can be mitigated by just installing 
and configuring HDIV, as I will now discuss.

Basic concepts and architecture
HDIV was mainly designed to transparently extend the security 
functionalities in Struts, without adding any complexity to the 
application development. To begin, it's important to understand 
one of the key concepts—states. For HDIV, a state represents all 
the data contained in the request. A state is made from parameters 
in the request, its values, and the page that is requested. For 
example, the state for the page http://www.fictitiousbank.com/
paybill/deletebillers.do might be represented as follows:

Action: /paybill/deletebillers.do

Parameters:

     userID:

           values: 31385

            type: link

     requesttype:

            values: netbank

            type: link

 Note: There can be more than one state for a page, 
depending on the links and forms contained in the page. 
While processing such a page, a state object is generated by 
HDIV for each request and link contained in the page.

The generated states can be stored at the client (mostly in hidden 
field values in encrypted or encoded format), server-side, or both. 
The whole working of HDIV is based on the later verification 
of requests sent by clients, by comparing the data sent by the 
client with the state. HDIV is designed with two main modules: 
Tag Library and Security Filter. Tag Library is responsible for 
modifying the HTML content sent to the client, and the Security 
Filter later validates the content sent by the client.

HDIV operational strategies
HDIV operates in any of the following three strategies: cipher 
strategy, hash strategy or memory strategy. Any of these can be 
used, depending on the need, and on server performance issues. 

Cipher strategy
This strategy provides both data integrity and confidentiality 
to an insecure Web application. The steps followed by HDIV 
under cipher strategy are as follows.

First, HDIV collects all the request data (parameters, 
cookies, headers and URL fields) and generates an object of 
type org.hdiv.state.IState. If the confidentiality flag has been 
activated, then HDIV will replace non-editable values with 
relative values. For example: userIDs 31385, 31386, 31387 
will be replaced with 1, 23, 543. Thus, HDIV guarantees 
the confidentiality of non-editable data. After the creation 
of IState, it is serialised, compressed, ciphered using a 
symmetrical algorithm, and then encoded in Base64, to 
guarantee integrity of data.

 Note: Here, ‘serialised’ means the object is converted to 
a series of bytes, so it can be easily saved to persistent storage, 
or streamed across a communication link. The byte-stream can 
then be de-serialised into a replica of the original object.

This encoded IState is then sent to the client in a hidden 
form field, or as a parameter if it is a link. And it can be seen 
in a separate parameter, _HDIV_STATE. For example:

http://fictitiousbank/registration.do?userID=1&_HDIV_STATE=3238375

310mxxzpkfefwj374jgksg359

<input type="hidden" name="_HDIV_STATE_" value="3238375310mxxzpkf

efwj374jgksg359" />

Now, when a client makes a request, the encoded IState 
value is sent back to the server (HDIV), which then decodes 
and decrypts the value of _HDIV_STATE. If HDIV is not able to 
successfully decrypt it, then it assumes that modifications have 
been made in the request, and HDIV throws a customised error 
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Figure 1: Cipher strategy 

Figure 2: Hash strategy 

page. After successful decryption, the next step is to decompress 
the parameter values and create a new IState object from the 
obtained bytes. Here, after getting the IState object, HDIV will 
now check each of the parameters and the values contained in 
them. Validation on relative values is also done. If the request 
is correct, it is redirected to the Struts controller to generate the 
corresponding page. Otherwise, if a security error is detected, the 
user is redirected to an error page and the incident is logged. All 
the above steps can be seen in Figure 1. 

Hash strategy
Unlike the cipher strategy, the hash strategy only 
guarantees integrity of data and not confidentiality. The 
main difference between these is that instead of creating a 
cipher, a hash is created of the IState, which is stored in the 
user session at the server end.

The steps followed in the hash strategy are as follows:
HDIV collects all request data and generates an org.

hdiv.state.IState object, encodes it in Base64, and sends it to 
the client in a hidden form field or link parameter, _HDIV_
STATE. A hash of the IState value is also created and stored in 
the user session at the server side. Now, while validating the 
request, HDIV computes a hash of the _HDIV_STATE value, 
and compares it with the hash value stored in the user session. 
If the hashes match, it is redirected to the Struts controller to 
generate the corresponding page, otherwise, to an error page. 
For a pictorial representation of these steps, see Figure 2.

Memory strategy
In this strategy, the state of each request is stored in the 
user session at the server end only, without any encryption 
or encoding, and is not sent to the client. Only a request 
identifier is sent to the client, which can later be used to 
recover the request state. Before initialising validation, HDIV 
obtains the request identifier (and thus, the IState object) from 
the user session. From here on, validation is the same as the 
above strategies. The memory strategy also provides both data 
integrity and confidentiality.

Installation and configuration
HDIV adds security functionalities to different versions 
of Struts 1.x, Struts 2.x, Spring MVC, Jakarta Taglibs 
(JSTL) and JavaServer faces by extending its behaviour and 
maintaining the API and the specification. Different HDIV 
versions support different versions of development platforms, 
and hence installation also differs from platform to platform 
(please refer to the links given at the end of the article). We’ll 
discuss installing HDIV for Struts 2.x.

HDIV installation and configuration is based upon four files:
 � hdiv-config.xml : HDIV configuration file.
 � pplicationContext.xml : Contains bean definitions.
 � struts-plugin.xml : Struts base configuration file, which 

contains new classes to use by the Struts core, and an 
interceptor for the validation of editable data. Interceptor 

is used to be able to see the errors generated by HDIV's 
generic validation for editable data.

 � hdiv-validations.xml: Contains configuration for editable 
data validations.
Installing HDIV is a three-step process.

Installing libraries
Include the following libraries in the Web application 
CLASSPATH, i.e., WEB-INF/lib or in server level 
CLASSPATH:
 � Core library (hdiv-core-2.x.jar)
 � Tags library (hdiv-struts-2.0.x.jar).

The deployment descriptor for the Tags library is hdiv-
tags.tld, which extends the behaviour and syntax of Struts 
Generics Tags and HTML tags in order to achieve data 
integrity and confidentiality. To use the tags from this library, 
add the following directive to the top of your JSP page:

<%@ taglib prefix="form" uri="http://www.hdiv.org/struts2/tags" %>

Here, form is the tag name prefix to be used in order to 
add a new hidden field containing _HDIV_STATE, which will 
be sent to the client.
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Modifying deployment descriptor  
(/WEB-INF/web.xml)
The configuration shown below must be added in the 
deployment descriptor. Add applicationContext.xml, hdiv-
config.xml and hdiv-validation.xml to the web.xml file, as 
shown below:

<context-param>

    <param-name>contextConfigLocation</param-name>

    <param-value>

          /WEB-INF/applicationContext.xml,/WEB-INF/hdivconfig.xml, 

/WEB-INF/hdiv-validations.xml

    </param-value>

</context-param>

Add HDIV initialisation listeners as follows:

<listener>

      <listener-class>

          org.hdiv.listener.InitListener

      </listener-class>

</listener>

Defining validation filters
Validation filters are to be defined before any struts2 filter and 
org.apache.struts2.dispatcher.FilterDispatcher class, in order 
to ensure their execution before any Struts operation:

<filter>

         <filter-name>ValidatorFilter</filter-name>

         <filter-class>org.hdiv.filter.ValidatorFilter</filter-

class>

</filter>

<filter-mapping>

          <filter-name>ValidatorFilter</filter-name>

          <url-pattern>*.action</url-pattern>

</filter-mapping>

<filter-mapping>

          <filter-name>ValidatorFilter</filter-name>

          <url-pattern>*.jsp</url-pattern>

</filter-mapping>

<filter-mapping>

          <filter-name>ValidatorFilter</filter-name>

          <url-pattern>*.do</url-pattern>

</filter-mapping>

The above configuration will provide validation filters for 
the extensions of all possible actions, and for the JSP pages.

Now, in the Struts2 filter, add the following 
configuration lines:

<filter>

          <filter-name>struts2</filter-name>

          <filter-class>

               org.apache.struts2.dispatcher.FilterDispatcher

    </filter-class>

          <init-param>

                    <param-name>config</param-name>

                    <param-value>hdiv-default.xml,struts-plugin.

xml,struts.xml</param-value>

          </init-param>

</filter>

 Note: The given installation steps may differ if you 
are using the Spring framework also, which will require 
some additional changes in configuration files. For more on 
this, please refer to the links at the end of this article.

Let’s now configure the operational strategy, discussed 
earlier. The hdiv-config.xml comes with the memory strategy 
as default in the strategy bean:

<bean id="strategy" class="java.lang.String">

              <constructor-arg>

                           <value>memory</value>

              </constructor-arg>

</bean>

It can be changed, however, to cipher or hash. 
To activate confidentiality, configure as shown below:

<bean id="confidentiality" class="java.lang.String">

             <constructor-arg>

                       <value>true</value>

             </constructor-arg>

</bean>

To deactivate it, just set it to false.

The HDIV logger
HDIV also provides logging functionality, which can help 
administrators detect attacks and other invalid actions performed 
on the Web application. By default, HDIV is designed to use 
log4j, and its properties are defined under the log4j.properties file 
in HDIV. The attack message logs will be written in c:/hdiv.log; 
however you can also change this path in log4j.properties.

The log format in which events are logged is:

[type of attack];[action];[parameter];[value];[userLocalIP];[IP]

;[userId]

These fields have the following data:
 � [type of attack]: This denotes whether any action, 

parameter, parameter value, pageID, cookie or _HDIV_
STATE value is invalid.
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 � [action]: This is the URL or action name in the request 
for which the log is generated.

 � [parameter]: This is the parameter in the request for 
which the log is generated.

 � [value]: This is the value of the parameter for which the 
log is generated.

 � [userLocalIP]: This denotes the IP address of the user and 
if it’s been modified through a proxy.

 � [IP]: This is the IP from which the request is made.
 � [userID]: This is the user ID that made the request.

Performance issues in HDIV
The performance of the system on which HDIV is installed 
mainly depends on the operational strategy chosen (cipher, 
hash or memory). The cipher strategy stores state at the 
client side, in the form of hidden parameters or URL 
parameters. Here, as the state is generated by properly 
ciphering, compressing and encoding it, higher CPU usage, 
higher bandwidth and more client-side memory usage is 
needed. On the other hand, the memory strategy stores 
state at the server side, so it requires more memory at the 
server end; however, it saves bandwidth and places a lower 
load on the CPU, compared to the cipher strategy. The 
hash strategy stores state value both at the client and server 
side—but the hash strategy is not often considered while 
implementing HDIV because of its inability to ensure 
confidentiality of data.

HDIV against CSRF attacks
How does HDIV respond against CSRF attacks? Its most useful 
feature against CSRF attacks is that it sends an anti-CSRF token 
(a long, random, non-repeatable string that changes with every 
request) to the client, which will be verified in the request. HDIV 
provides this anti-CSRF token in each form and link of the HTML 
response, ensuring that it will be sent back in the next request.

Applying any other Struts validator or any other 
framework validators can help in solving problems like SQL 
injection and XSS, but will not solve parameter tampering 
and CSRF attacks—in other words, they cannot assure 
integrity of data. Moreover, deploying and configuring 
validators is wasteful. HDIV provides a much more secure, 
effective and clean security framework, with an easy one-
time installation and configuration. 

[1]  http://www.hdiv.org/: Please browse through this 
site to get more information on HDIV installation and 
configuration with other Java-based frameworks, and other 
troubleshooting scenarios.
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The word ‘botnet’ is derived from a ‘network of robots’. 
It is essentially a widespread collection of a large 
number of infected computer systems. Each infected 

system runs a piece of software program called a ‘bot’. As 
shown in Figure 1, there is a bot-master system, which keeps 
track of the total number of machines infected and the tasks 
they should perform. For carefully choreographed attacks 
that need orchestration between millions of such systems, 
another layer of bot-managers is created too. These perform 
the tasks of accepting commands from the master, spreading 
those commands to the bots, and also reporting the number of 
infected systems under them. The manager botnets also send 
software patches to fix bugs or improve functionality, very 
similar to a security patch management system. 

The bot-masters are controlled by the crackers who created 
this army. However, since the crackers are in hiding, the master 
system and software running on it are always operating in 
stealth mode. In a few recent botnet attacks, the bot-master 
had delegated and rotated the master’s role between its bot-
managers, thus making it extremely tough to detect. These role 
changes were further rotated based on the country they were 
present in. Usually, botnets are designed for a specific OS, and 
if they have to spread wider, botnets prefer Web code or the 
Java language to infect all possible OS platforms.

Now, let’s look into the internal operations of a typical 
bot. As shown in Figure 2, there are four main modules of a 
botnet. The command module sends commands to the child 
botnets, whereas the control module controls the ownerships, 
to decide who should listen to whom. The infection module 

carries the important responsibility of finding non-patched 
servers in the network, and infecting those with the most 
updated copy. The stealth module is essentially a set of 
software programs, which does crucial jobs such as disabling 
anti-virus software, achieving root access or kernel access, 
etc. It also ensures that its own footprint on the infected 
machine is invisible in terms of running processes and disk 
space, and also keeps a watch on new anti-virus software 
being installed. In some cases, the stealth module and control 
module work together to fetch their most recent patch from 
the master or manager, and seamlessly upgrade themselves. 
Some stealth modules are also capable of erasing themselves 
with a self-destruct mechanism, or shutting down the system 
to thwart aggressive detection techniques.

The way botnets interact with the master or manager is 
very interesting too. All bots are given a unique identification 
number, which is usually a product of the infected system’s 
configuration and location, but not necessarily the IP address 
of the system. The master always has the most updated count 
of the identification numbers used, and is capable of limiting or 
expanding the spread. Bots use a specific range of TCP ports; 
however, the exact port being used is picked randomly. It is 
always the duty of the botnet to report to the master or manager 
the TCP port number it plans to use. This reporting occurs on 
every reboot of the infected system. In most cases, the inter-bot 
communications are Base-64 or MD5 encrypted, while in some 
cases a self-signed digital certificate is used too.

The main purpose behind injecting a botnet into a system is 
to create an army of infected systems, also called zombies. The 

This article covers 
sophisticated botnet attacks, 
whereby the attacked 
computer system becomes 
an attacker itself. Systems 
administrators and senior 
technology management 
staff that are aware of the 
modus operandi of botnets 
are best qualified to prevent 
their entry into a secured 
network. The article also 
discusses how FOSS systems 
ought to be protected from 
such attacks.

Cyber Attacks Explained
The Botnet Army
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table below explains various types of botnets and the purpose 
behind injecting them into a network. The overall purpose 
behind such an attack is, ultimately, to disrupt computer 
systems or to steal data. Since a whole army of computer 
zombies are in action, unfortunately, the crackers can easily and 
quickly succeed in their evil mission; this is because planting a 
botnet attack is always a low-risk, high-profit job.

Botnet type Purpose

DoSBot
DoS and Distributed DoS attack using 
Layer 3 to 7 protocols

SpamBot
Email spamming by collecting address 
books

BrowseBot
Gather user’s browsing trends and feed 
into advertisement network

AdSenseBot
Same as BrowseBot but targeted at 
Google AdSense

ChatBot
Collect chat transcripts to find user’s 
chatting trends

idBot
Collect user ID and password informa-
tion

CCBot
Collect credit-card information from e-
commerce portal screens

PollBot
Manipulate online polls meant for prod-
ucts and services

BruteForce-
Bot

Attack websites with TCP and applica-
tion layer attacks

NetBot
Attack networks using Layer 2 and 3 
protocols

How botnets are injected
In the early days of the Internet, a botnet code piece was 
developed to programmatically traverse through multiple 
websites, and to further gather and collate the contents to 
create meaningful data. While this method forms the heart of 
today’s search engines, it was tweaked at some point in the 
past by crackers to serve their purposes. Before discussing how 
botnets are injected, let’s understand why it is done. To make 
a website famous in a search engine, it is imperative to get lots 
of Web requests. This is especially true for websites that run 
advertisements and earn money for every click on a published 
advertisement. It is now possible to spread botnets across the 
networks, to access the page and programmatically click one 
or more advertisements on it. If such a campaign is carefully 
orchestrated, it is tough to figure out which click is legitimately 
initiated by a human being, and which one originates from 
botnet code. The website hosting firm, usually a cracker in 
such a case, can end up earning lots of money. In another type 
of attack called phishbots, an email campaign can be started to 
achieve similar results. This tells us that the effects of botnets 
go much beyond mere reputation or data loss.

Injecting a botnet is usually a very well-thought-out and 
strategic approach taken by the cracker. The process usually starts 
by infecting one or more systems, which are then responsible 
for replicating the malicious code in other machines, and 
eventually they cross the boundaries of the network to spread the 
infection to a wider global arena. In order to infect one system, 
the attacker needs to rely on multiple methods of intrusion. A 
very commonly used option is to lure a browser to a website 
with malicious JavaScript code, or a page written in a low-
level scripting language such as Python. This script is merely a 
bootstrap, which executes and creates a stealth resource space on 
the machine. The script then connects to one or more Web pages 
of the same website, which contain the real payload of a botnet. 
The payload files are then downloaded and kept hidden under a 
stealth space. This payload contains all the modules explained 
above, which take control of the machine, and the machine is said 
to be infected at this point. Enhanced botnets do not require the 

Figure 1: Botnet

Figure 2: Modules of a botnet
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machine to be rebooted, and are capable of turning the machine 
into a zombie the moment they are downloaded. Another 
famous injection method is to put the botnet’s malicious code in 
the form of installable files on a USB drive, and inject the code 
on a machine that allows easy physical access and is vulnerable 
or insecure. There are a few advanced methods, such as forcing 
a user to run a script sent as an attachment, or hiding the code in 
a music file and distributing it using peer-to-peer shares.

The process mentioned above is only possible when 
enough security measures are not in place. For example, a 
machine not running anti-virus software, or running with old 
or dated anti-virus definitions can fall prey to this process 
easily. Similarly, an un-patched or improperly patched 
system or network can expose a lot of vulnerabilities that 
can be exploited. In case of the network perimeter defence, 
leaving security holes in a firewall configuration worsens 
the situation. As for servers, implementing insecure policies 
or measures that do not harden the server OS, or leaving 
application exploits unfixed, can cause damage. While 
dealing with Linux distros, exploits such as buffer overflows 
and remote command execution are usually used. Typical 
rudimentary methods such as sending phishing emails, 
spyware attachments, etc, are used to increase the spread. It 
is very important to remember that infecting one machine 
in a network is enough, because that machine, acting as 
a zombie, can easily replicate the botnet code to other 
machines in the same network.

Famous botnets
At this point, it is important to mention a few notorious 
botnets that are still tough to detect.

Conficker: Originally thought to be a virus, Conficker had 
built-in software routines that could allow the infected machine 
to be controlled remotely, making it a bot threat. While it was 
written for Windows OS, a few variants were later created to 
infect UNIX and Linux systems too. It used the hidden file share 
vulnerability of Windows to get into the machine, and then turn 
it into a zombie to spread the infection further. With an infection 
count of over 10 million machines across the globe, Conficker 
is still found in systems that are improperly configured, or not 
protected by a strong perimeter defence system.

Mariposa: This botnet used spyware and malware 
as a vehicle to inject machines and install a payload of 
‘command and control centre’ modules. The purpose of 
Mariposa was to run in stealth mode, and keep an eye on 
passwords and credit card numbers being typed on the 
machine. It was also programmed to intercept browser 
requests and lure users to pages hosting updated copies of 
the botnet itself, as well as advertisement pages.

Srizbi: This botnet was specifically designed to create 
billions of spam email messages every day. It spread mainly 
via pirated and free software downloaded on the Net, turning 
multiple machines into zombies. It had a very small footprint, 
which made detection very difficult. It had a different control 

module by which an infected server would be the owner 
controlling the zombie army, while other infected servers simply 
kept a watch on it, and would take over if the controller server 
failed or shut down. Srizbi is known to have created massive 
email spam attacks, causing denial of service on mail servers.

BredoLab: This is the most recent botnet army, which 
infected over 20 million machines worldwide. While the main 
purpose was to create massive email spam, this botnet also 
incorporated spyware and viruses in its payload. It is known to 
infect various Linux distros, and deploy root-kits on those to 
run in stealth mode. It was dismantled by law authorities, but is 
believed to still exist in the form of variants.

Protecting FOSS systems
As we learnt, botnets exploit all possible vulnerabilities 
and create their own eco-system for malicious purposes. 
While botnets are difficult to detect and tackle, there are a 
few preventive mechanisms that all network administrators 
should adopt in their infrastructure. The first and foremost 
is the perimeter defence system. A properly configured 
router and firewall must be in place, and the firewall should 
be configured with auto-updating anti-spam filters. As for 
physical security, disabling USB and CD drives would help 
to a great extent. It is important for Linux administrators to 
know that Linux distros are not secure from botnets, though 
the percentage of infection is somewhat lower than Windows 
machines. For FOSS systems, performing a rigorous routine 
check for root kits and malware is a must. Linux systems, 
which typically host Web servers and FTP farms, are usually 
the first targets to deploy the payload. Strengthening and 
locking file systems is advised too.

Attackers who plan to inject a botnet can use simple 
methods of breaking into authentication systems, via SSH 
protocol or over the Web. Thus, using a strict and complex 
password scheme is very important. The common practice of 
running unnecessary services on a production Linux server 
should be discouraged, as it opens up stray ports that are 
left unmonitored and thus become a back-door for attackers. 
Just to summarise, cyber security is all about processes and 
practices, rather than just products. Hence, understanding 
how botnets attack is imperative for systems administrators 
to devise a security strategy based on their particular 
network scenarios. 
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simulation into an NS2-readable form, after which further 
experiments can be conducted for network traffic analysis.

To generate the SUMO simulation, click ‘Mobility Model’. 
Figure 2 shows the available mobility generation functionality. 
As an example of these, Figure 3 shows the creation of the 
node database. Unlike XML files, only the table shown in the 
figure is required to be furnished; no XML tags need to be 
scripted. Similarly, data for other files is furnished in tables (see 
Figure 3) by selecting the relevant file from the screen shown 
in Figure 2. Again, if there is a need to generate road traffic of 
hundreds of nodes, instead of filling the tables, there is an auto-
generation functionality (highlighted by a circle in Figure 2).

Once the simulation is configured, it can be viewed 
by using the visualisation tab.  SUMO can be then used to 
generate communication traffic simulation on NS2. The 
traffic model tab in Figure 1 will be used to generate the NS2 
simulation. Figure 4 shows the window where NS2-readable 
files will be configured. You need to load the SUMO trace file 
created after the previously stated process. This will yield the 
screen shown in Figure 5. In the table on the right side of the 
screen, network traffic can be specified.

Thus, using MOVE, you can easily generate a SUMO 
simulation and convert it to NS2-readable form. For more 

Figure 2: Screen for mobility modelling 

Figure 4: Screen for network traffic simulation generation

Figure 5: Screen after loading the SUMO files

Figure 3: Table for inserting nodes in SUMO simulation

details, visit http://www.cs.unsw.edu.au/klan/move/ for MOVE 
and http://sumo.sourceforge.net/ for SUMO. 

Figure 1: Main screen of MOVE
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Canonical is bullish on its Indian operations 
and the company has every reason to feel 
so. Not only is its operating system, Ubuntu, 
making serious inroads into the Indian 
market, the company is also getting many 
OEMs to ship their laptops with Ubuntu pre-
loaded. Recently, Canonical kicked off its 
second biggest retail expansion programme 
in India in collaboration with Dell, where 
the latter will be selling Ubuntu pre-loaded 
laptops in 850 retail stores across the 
country. Early next year, Canonical plans 
to launch Ubuntu TV as well. All this, and 
much more, brought Canonical's CEO Jane 
Silber to the country to explore the current 
expansion options. Diksha P Gupta from 
LINUX For You caught up with Silber to 
discuss everything to do with Ubuntu and 
Canonical. And did they talk of its recent 
friendship with Microsoft? Read on... 

India is a prime playground for Canonical... 

QWhat is your tie-up with Dell all about?
We have announced a new initiative in India in partnership 

with Dell, where there will be 850 Dell retail stores promoting 
Ubuntu in a retail environment. It’s a really important signal. 
It’s bringing open source and Linux out from the world of tech 
enthusiasts and open source advocates into the mainstream. 
People in those stores will be trained on Ubuntu, so that 
they can pass that knowledge on to anybody who 
comes into the store and help make them an 
informed choice on whether they want Ubuntu 
or any other operating system. It’s similar 
to a programme we have done in China 
as well, and that programme has been 
running for about a year with very 
good results. So we are very excited 
to be able to do that in India. We 
see a lot of growth and potential 
in India. We will be meeting with 
partners, government users and 
folks like that.

    Ubuntu grew 160 per 
cent in India last year

Jane Silber, CEO, Canonical

Interv iewFor U & Me
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QWhat is your target for these laptops and where exactly 
do you want to reach with this partnership with Dell?

We wish to reach out to people who want a simple, easy-
to-use, secure computing experience. Frankly, we want to 
reach out to people who don't care much about operating 
systems. We are pretty strong already amongst the people 
who care about operating systems. In the big scheme of the 
world, people who go to a website, download an operating 
system and install that on their computers form a relatively 
small number. This makes our initiative particularly 
significant because we want to reach out to a whole new 
audience—the mass consumer audience—and it’s important 
for Ubuntu to sustain our growth, and it’s important for 
companies like Dell and other OEMs as well. We work 
with others besides Dell, because it helps us bring an open 
solution to a larger number of people. 

QBut there are many challenges as well. The penetration 
of open source operating systems is pretty low 

compared to proprietary options like Windows. The trend is 
global and India is no exception. Ubuntu is not a common 
name in India. In fact, no Linux-based operating system is 
common in India. How do you plan to reach out to people 
who perhaps do not even know the name of your OS, and 
talk to them about its advantages?
There is not a single trick that will work for this. It is all part 
of a process. This retail environment is one piece of that 
puzzle. Think about how people learn about brands in general. 
They see some media (which may be advertising), they see 
it around when they walk into the shops, and things like that. 
People learn about things through their friends or through 
personal recommendations. Ubuntu is fortunate that we have 
a very strong advocacy base, a very strong set of users and 
community which definitely helps spread the word about us. 

People also hear about new options in other 
environments. We do increasingly large desktop 
deployments in government organisations, in enterprises 
and in schools. So, an entire generation of children is 
using Ubuntu as the standard computing environment in 
schools. That’s ‘normal’ to them as opposed to all of us 
who probably grew up on a Windows environment. We did 
not even know that there was any other option. We have 
very large school deployments in Spain. In India, we have 
significant education deployments. People are also learning 
about new technologies. There is an interesting crossover 
of technology in the sense that people expect to use the 
same technology at work that they use at home. This is all 
about the consumerisation of IT and trends. But the reverse 
also works. People many-a-time take the technology they 
use in the office to their homes. The management at the 
workplaces makes this decision for its people, and after 
they get used to it on their office desktops, they take it to 
their homes too. We see Ubuntu spreading that way as well. 
So, there is no simple answer to your question. 

There is no multi-million dollar advertising budget that 
will make Ubuntu a household name all of a sudden. It is 
something that we have to attack from many angles. One 
such effort is through our partnership with OEMs. Ubuntu 
will be available pre-installed in a machine rather than 
users having to download it. We want to attack through the 
retail marketing, through services that we provide to the 
enterprises, and through the Ubuntu community. 

QAfter China, you chose India for your retail mission. Why?
Opportunity and growth! India is one of the countries 

where Ubuntu is most successful and well received. We see 
significant growth in Ubuntu adoption in India. Over the last 
year we saw 160 per cent growth. So, we believe that there 
is real potential and demand here. I would say, again, it is 
done with partners. So we can go to the market through our 
OEMs. Canonical is not building computers and Canonical 
does not have stores. Our OEM partners know the market 
very well and have much more data than we do about the 
many machines that ship in India with Ubuntu pre-installed. 
Our OEM partners believe that we can grow with proper 
marketing and education. 

QIs there data to support the Ubuntu adoption rates that 
you just mentioned? 

We do not have an exact number. Since Ubuntu is free, we 
don't ask people to register. We think people should use it out 
of choice. So, we don't have an exact count of the users, but 
what we can do is look at the downloads, at security updates 
and at machines that are shipped with OEMs with Ubuntu pre-
installed. When you look at these numbers, what you can get is 
the general trend and relative growth. 

QAny reasons for choosing Dell as your OEM partner for the 
first retail expansion in India?

We would like to see Ubuntu in many more retail shops in India 
and elsewhere. Dell has been a very solid and long-standing 
partner with Canonical. Both companies saw an opportunity 
here and invested in that opportunity. But, it is not an exclusive 
relationship with Dell. We would like to see the same thing 
happen with other OEMs.

QSo when do we see this relationship extending to 
other OEMs, and which are the companies that you 

are looking at?
We already work with many OEMs on various projects. 
These include Dell, Lenovo, Acer, HP and HCL. Each of 

"We see significant growth in  
Ubuntu adoption in India. Over 

the last year we saw 160 per cent 
growth. So, we believe that there is 
real potential and demand here."
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the OEMs has a different strategy. The retail strategies in 
China and India are also different. We work with all these 
OEMs now and the relationship with each one of them 
is growing. However, we are not announcing any store 
openings with them. 

QThese 850 stores that you are talking about will be Dell 
and Canonical stores?

No, they are absolutely Dell stores and inside those stores 
they will be selling machines with Ubuntu pre-installed. 
The sales people will be trained on Ubuntu. There will be 
marketing collateral like posters and brochures about Ubuntu, 
so that the user has information about what to buy.

The changing face of Microsoft...

QWhat is your take on Microsoft's open source 
subsidiary?

I think Microsoft has got a lot smarter and savvier about 
open source. Canonical has a good relationship with 
Microsoft. We have recently announced Ubuntu being 
supported on Azure, Microsoft's cloud. That's a positive 
relationship. I think, earlier, Microsoft's strategy was based 
on fear and disdain. Now, they have recognised open source. 
Previously, they were hoping open source would somehow 
just go away. But they are smart business people and they 
know that open source is not going away anywhere. So they 
are adopting the strategy to figure out how to work together. 
I think that's a smart business move. They know that their 
customers want to use Linux and open source. However, I 
don't see them open-sourcing Windows ever. I don't think 
Microsoft will ever go to that extreme, but I think they are 
making pragmatic, realistic, smart business decisions about 
the fact that people live in a heterogeneous computing 
environment, and open source and Linux are a part of the 
IT landscape. They have realised that the better everybody 
interacts with each other, the better the experience will be 
for the end user and customers.

QAny reasons for joining hands with Microsoft on the 
Azure platform?

Microsoft's goal with Azure is to provide infrastructure that 
delivers computing resources and computing power to its 
users. Azure is the infrastructure piece, and there are guest 
images and guest OSs that sit on top of that in the cloud. For 
Microsoft, it’s a smart business decision to make sure that 

what they are delivering in that cloud is what people want to 
use. And for us, it’s a smart business decision to make sure 
that people who want to use Ubuntu, even if they want to use 
it around Windows, can do so in a secure and certified manner. 
So, it was very obvious that we ought to work with Microsoft 
to make sure that the Ubuntu that people use in Azure Cloud 
is the best Ubuntu experience possible. It’s what Microsoft's 
customers want and what our customers want as well. So it 
was a very natural partnership to strike. I think there is often 
a perception that there are some backroom deals, but there is 
none of that in this case. It is a very obvious business decision. 
The end user wanted to use Ubuntu; we wanted them to use 
it; Microsoft wanted them to use it on their cloud; so it’s a 
natural alignment of objectives. 

QEven if it was a business decision, Microsoft still sees any 
other operating system as a competitor...

Similarly, any operating system is a competitor to Ubuntu. 
People want to use the right tool for the job. I think it’s 
important to be able to compete and co-operate with other 
companies. Today, with so many big companies with such a 
range of activities, there is bound to be competition in some 
areas. I think that's natural. If you allow that competition to 
stop you working with someone, you will be very isolated. 
You have to learn to collaborate and compete. Collaboration 
often makes the competition easier because there is mutual 
respect from the collaborative efforts and vice versa. By 
competing, you learn about the others' strengths and you 
appreciate those strengths sometimes. 

QDoes that mean Microsoft was isolated so far and, now, 
these moves are in the direction of being collaborative?

I think Microsoft is certainly trying to re-establish itself or 
establish itself with the open source community and with 
open source advocates. But it is the dominant player. It’s not 
right to say that they are isolated. They are clearly the leading 
OS in many environments, depending upon how you define 
those environments. As I said before, it is a pragmatic smart 
decision of theirs to learn how to work with open source 
competitors rather than trying to push them away. And in 
some ways, it’s recognition on their part that open source is 
not going away anywhere. They tried to beat it, but having 
realised that it is going to be around, they are figuring out 
how to get the best from it. 

QBut what about the secure boot feature of Windows 8 that 
Microsoft is talking about? There is a lot of opposition to it 

from The Linux Foundation as well. What is your take on that?
I think there are different aspects to the secure boot issue. 
At the purely technical level, there are genuine benefits to 
a secure boot. Then there are some marketing and brand 
implementations on top of that, which are being driven by 
competitive concerns rather than any worries about technical 
security. Stepping in those two areas is difficult, and this is 

"Microsoft doesn't have any 
intentions of being open source. 

Microsoft has intentions of meeting 
their commercial goals, as any 

company does, including Canonical."
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unknown to me. But when we held the Ubuntu Developer's 
Day, we had people from IBM, Intel, ARM and lots of very 
hardcore kernel developers. India has a good amount of 
technical people who do loads of good work but you don't 
see them in community meet-ups.

In the West, contributing to code is like a luxury. 
Contributors may have some other source of income and 
contributing to code could just be their hobby. But in India, 
the scene is entirely different. Many contributors do it for 
their bread and butter. People start contributing to Linux and 
then make it to IBM or Intel, which, in a way, is a success 
story. Participation in the community leads to a job. That's 
a good reason to get involved in open source and that is, 
overall, the community and open source dynamics. 

QUbuntu Cloud Day has just happened. What was the 
response to it in India and will we see more such events 

being organised in the country?
Absolutely! We do not have anything planned yet, but the 
previous event was largely a success and it’s something 
that we would like to repeat. By and large, our work in 
India has been around the desktop but, increasingly, there 
is server and cloud interest in Ubuntu and I think Ubuntu 
Cloud Day was an example of that. I think that will 
continue and grow. About 180 people came for the event. 
Before that we held the Ubuntu Developer's Day where 
around 350 people participated. We had an entry fee of 
Rs 1000, and we had enough participation despite that. 
I think ours was one of the most successful cloud events 
compared to the ones organised by other companies. 
There were lots of senior level people from the IT 
industry who came to attend the event. 

QWhat else do you plan to do in the Indian market?
One of the exciting things that we hope to bring to 

India is Ubuntu for Android. This is the ability to run 
a full Ubuntu desktop on an Android phone, and when 
you plug that phone into a monitor and a keyboard, 
you have the full Ubuntu desktop experience powered 
by the phone. We believe that’s a really interesting 
proposition for a number of reasons. It will be beneficial 
for enterprises in terms of reducing devices that an 
enterprise IT shop has to manage because of the smoother 
experience that it gives to the users. You just have to plug 
in your phone and have the same contacts and same data 
on the desktop as well. Ubuntu for Android is particularly 
relevant in a market like India where for so many people 
their phone is their first computer. So by merging these 

partly the reason behind some of the opposition to the secure 
boot from the Linux and open source community. 

QDoes that mean Microsoft is not clear about its 
intentions on whether to be open source or not?

Microsoft doesn't have any intentions of being open source. 
Microsoft has intentions of meeting their commercial goals, 
as any company does, including Canonical. We choose to 
do it the open source way. We think that’s a better and more 
effective way, while Microsoft chooses a different path. In 
choosing its path, it has become more accepting of open 
source alternatives and it recognises the need to work together 
with those options. But I don't think it’s correct to say that 
Microsoft has gone open source or is going open source. I 
think the company’s view of open source has matured and 
it recognises it as a player in the ecosystem. That doesn't 
mean Microsoft is not going to compete against open source. 
In general, we all know that fair competition largely results 
in a better experience for the customer. There are obvious 
historical issues with Microsoft about fair competition, but 
as far as our dealings with it are concerned, it has been a 
very good partner around the Azure collaboration. It’s a solid 
partnership that can benefit both the organisations.

QWhat is coming up in the future between Canonical 
and Microsoft? Do we see more partnerships between 

proprietary and open source companies on any other level?
I don't have anything specific to share but I think, in 
general, that’s the trend. I think people will use more 
and more of Linux and Ubuntu, and there will be many 
more touch points with Microsoft. Things like cloud 
computing will improve the relationship, simply because 
of the nature of the cloud —which means people are freely 
moving between platforms. I think the number of places 
where those platform choices or operating system choices 
will occur are going to increase, and it’s in everybody's 
interest to make those smooth interactions. I don't have a 
specific example of what that may look like but the days of 
Microsoft really bashing open source are ending. 

QHow do you view the open source community in 
India, in general?

Ubuntu has a strong community in terms of advocacy 
and translations, but there is less contribution around 
code. I don't know the reason behind that. India is one 
of the countries where we see lower code contribution. 
We can cite specific reasons like the language barrier. We 
however have not done any specific analysis on the Indian 
community. But the Ubuntu community in India is quite 
strong and active. We have got a good strong local team. 
In my perception, people in India are very technical and 
knowledgeable. They are making a lot of good contributions 
to the code but you don't see these contributors mixing or 
networking in the community, the reasons for which are 

"Ubuntu for Android is a particularly 
interesting offering not just for 

enterprises but also for the high 
growth markets like India."
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two, it’s a way to bring a powerful and complete desktop 
computing environment to an enormous number of people 
who get a phone before they get a desktop. It will be a 
bridge into their computing life. 

I think Ubuntu for Android is a particularly interesting 
offering not just for enterprises but also for the high 
growth markets like India. We will come to market in India 
in conjunction with our partners. So Canonical is not going 
to start making phones. We will follow the same process 
that we do on PCs, where we come with a partner like Dell. 
In the case of Ubuntu for Android, we will come in with a 
phone partner or maybe a telco. It will take a little bit of 
time to put these relationships in place but it is a very key 
part of the proposition. So, hopefully, the next time we 
talk, it will not be about deploying thousands of Ubuntu 
desktops somewhere but about the millions of phones that 
run Ubuntu for Android on them. 

Upcoming projects of Canonical...

QYou said Ubuntu for Android will be big for India. 
We do accept that, but Android already is huge for 

India. One doesn't know when Google will come up with 
a similar concept. Who do you see as your competition 
and will Ubuntu for Android be available on cost-friendly 
devices as Android is?
We already see people stretching Android into larger 
form factors. It first stretched into tablets, though the 
first version of Android for tablets was not so strong. The 
newer Android tablet versions are getting better. We are 
already seeing people trying to stretch that to a desktop 
and it doesn’t work very well. There is a lot of Android 
being used to design pointing interactions and touch 
interactions as opposed to a mouse or a keyboard. But 
there have been some awkward experiences that people 
have had. From the perspective of the user experience, we 
are very comfortable that we have a much better desktop 
offering. That's our bread and butter and core strength. 
Having said that though, Android is competition. People 
will try to pull and stretch Android in different ways. 
Even with Windows 8 and its emerging natural interface, 
you can already see that they are trying to put the same 
interface on different form factors. It’s similar on phones, 
tablets and on the early desktop previews that are out. But 
some things work well and some things don't stretch so 
well. I think there will be competition in this ‘converged 
device’ space. We think we will have a very credible and 
strong offering, but others will try as well. 

QWhen do we see Ubuntu for Android coming in, finally?
I do not have a date for you and the schedule for that 

depends more on our partners than us, because it’s not our 
products or devices that will be getting launched.

QWhat about Canonical's tablet?
We have said that we will be working on a tablet. A 

part of the inspiration behind redesigning the desktop 
interface into Unity was to understand how to work across 
this range. This trend towards the convergence of devices 
and a continual but not identical computing experience was 
our clear intent, a couple of years ago. We knew that the 
previous desktop paradigm didn't stretch, and learning and 
designing something that would expand on a spectrum of 
devices was part of the motivation for Unity several years 
ago. You have seen that result in Ubuntu TV, which again is 
a similar but not identical experience. Ubuntu for Android 
is a bit of a different experience. While it brings the desktop 
experience to the phone, we are also exploring tablets but do 
not have a product announcement on that yet. 

QYou recently launched a laptop for developers  
along with Dell... 

‘Launched’ is too strong a word. It was Dell's project called 
Sputnik, which is an effort on their part to be responsive to what 
people want from their products. They are trying to listen to their 
customers. One of their target markets is developers and, hence, 
a developer laptop. So we did some work together and looked at 
what developers really want on their laptops and one of their top 
choices is Ubuntu. Dell did a marketing test to see whether there 
would be a market for this laptop. The model is XPS 13 with 
Ubuntu pre-installed and configured in a developer environment. 
They got a very positive response during test marketing but they 
are still to decide whether to actually launch the product or not. 
So what you saw was just the floating of an idea to check out if 
developers would buy something like this. It was testing the tides 
rather that actually launching it.

QWhat is your conclusion on Dell’s XPS 13?
I think it’s a great idea. Ubuntu is a natural fit for developers. 

There was a survey done recently by the Eclipse Foundation 
about which operating system developers would want to use. 
Windows was first, but Ubuntu was a very strong second. We 
know that Ubuntu appeals to developers. Much of our enterprise 
usage is on developer workstations and much of our server use 
comes from the fact that developers are actually using it. Dell 
still needs to look at whether developers will specifically buy 
such a machine. For us, the answer to whether developers and 
Ubuntu go together, is a definitive ‘yes’.  

"Ubuntu is a natural fit for developers. 
There was a survey done recently by 
the Eclipse Foundation about which 
operating system developers would 
want to use. Windows was first, but 
Ubuntu was a very strong second."
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Name aNd Website descriptioN date aNd VeNue

Green it
http://www.thegreenitsummit.com/

An event on green technology 31st august, 2012
Trident, Mumbai

opencms days 2012
http://www.opencms-days.org/home/

International OpenCMS user conference
24-25 september, 2012
KOMED Convention Centre, Cologne, 
Germany

Nullcon 4th international information 
security conference
http://www.nullcon.net/website/

IT security conference 26-29 september, 2012
The Leela Kempinski, Gurgaon

Gartner symposium/it expo 2012
ttp://www.gartner.com/technology/sym-
posium/india/

An event to discuss the benefits of IT in 
an enterprise

10-12 october, 2012
Grand Hyatt, Goa

interop
http://www.interop.in/

An event to make smart business deci-
sions using IT and open source

10-12 october, 2012
Bombay Exhibition Centre, Mumbai

open source india
http://www.osidays.com/

An event targeted at nurturing and promot-
ing the open source ecosystem

12-14 october, 2012
NIMHANS Convention Center, Bengaluru

cloudcomputing World Forum
http://www.cloudcomputinglive.com/india/

An event on cloud computing 16-17 october, 2012
JW Marriott, Mumbai

Linuxcon europe 2012
https://events.linuxfoundation.org/events/
linuxcon-europe/

An event for the Linux community  5-7 November, 2012
Hotel Fira Palace, Barcelona, Spain

KVm Forum/oVirt Workshop 2012
http://events.linuxfoundation.org/events/
kvm-forum/

An event for the open source community  7-9 November, 2012
Hotel Fira Palace, Barcelona, Spain

itse 2012
http://www.icitse.org/

A platform to present R&D in IT and  
software engineering

8-10 december, 2012
Beijing, China

moNth theme Featured List

May 2012 Virtualisation Certification & Training Solution Providers

June 2012 Android Virtualisation Solution Providers

July 2012 Open Source in Medicine Web Hosting Providers

August 2012 Open Source on Windows Top Tablets

September 2012 Open Source on Mac Top Smart Phones

October 2012 Kernel Development CLOUD Solution Providers

November 2012 Open Source Businesses Android Solution Providers

December 2012 Linux & Open Source Powered Network Security Network Security Solutions Providers

January 2013 Linux & Open Source Powered Data Storage Network Storage Solutions Providers

February 2013 Top 10 of Everything on Open Source IPv6 Solution Providers

LFY magazine attractions during 2012-13

events to Look out in 2012
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TIPS
TRICKS&

Increment or decrement a number present in 
Vim editor 

This tip will increment and decrement a number in 
Vim editor. To increment, use Ctrl+A and to 

decrement, use Ctlr+X.
The following example will explain it further.
Let’s suppose a number, 5, is present in the file that is 

being edited in Vim editor. Now, if you need to increment or 
decrement the number by 1, place the cursor on the digit and 
press Ctrl+A to increment it (i.e., it becomes 6); if you press 
Ctrl+A again, 6 becomes 7, and so on. In the same way, if you 
press Ctrl+X, the number will be decremented by 1.

If you press 8 and then press Ctrl+X, the number will be 
decremented by 8. Similarly, pressing 12 and then Ctrl+A 
will increment the number by 12.

—Adithya Kiran Gangu,
adithya.kiran@gmail.com 

Search and delete files from a folder
If you want to delete all the .lock files from a folder, 
use the following command:

find -name *.lock | xargs rm -rf

This will find all the files with the .lock extension and delete 
them. This can be done for any files that you need to delete.

—Mridhul,
mridhul@live.com 

Get the right information easily
Newbies exploring GNU/Linux sometimes find it 
difficult to get the right information about a device that is 

not working. Yet, this information is required to make the 
device work. Here is a command that gives you the details of all 
PCI devices and the kernel driver that is associated with them.

Open the terminal and log in as the root user. Now run 
the following command:

lspci -k

lspci gives you the information about the PCI buses and 

also the devices connected to them, and the -k switch displays 
which kernel module is handling the device. So if it is missing on 
some device, you need to install the driver for that device.

—Pankaj Tanwar,
pankaj.tux@gmail.com 

Number conversion in the Vim editor 
Here is a tip that will let you convert hexadecimal numbers to 
decimal numbers and vice versa in the Vim editor.

To convert hexadecimal numbers to decimal numbers, you 
need to type the following in the Vim editor’s command mode:

:echo 0x111

Press Enter and you will get the result:

273

You can even try the command given below to convert the 
number:

:echo printf (‘%d’,0x111)

273

Now to convert decimal numbers to hexadecimal numbers…

:echo printf (‘%x’, 273)

111

You can even perform simple arithmetic on Vim’s 
command prompt as given in the example below:

:echo printf (‘%x’,273-173)

64

:echo 0x111-0x10

257

—Adithya Kiran Gangu,
adithya.kiran@gmail.com 
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Know the libraries used by a program
Here is a tip that will help you know what shared 
libraries are being used by a program.

For example, to figure out exactly which libraries are 
used by ls, run the following command:

ldd /bin/ls

The output will be a list of all shared libraries:

 linux-gate.so.1 =>  (0xffffe000)

 libselinux.so.1 => /lib/libselinux.so.1 (0xb786c000)

 librt.so.1 => /lib/librt.so.1 (0xb7862000)

 libcap.so.2 => /lib/libcap.so.2 (0xb785c000)

 libacl.so.1 => /lib/libacl.so.1 (0xb7852000)

 libc.so.6 => /lib/libc.so.6 (0xb76e4000)

 libdl.so.2 => /lib/libdl.so.2 (0xb76df000)

 /lib/ld-linux.so.2 (0xb78a4000)

 libpthread.so.0 => /lib/libpthread.so.0 (0xb76c4000)

 libattr.so.1 => /lib/libattr.so.1 (0xb76be000)

—Aarsh S Talati,
aarshstalati1989@gmail.com 

Print a file with line numbers 
If you want a file with line numbers (say for 
printing), you can use the ‘nl’ command in Linux:

$ nl file.c 

This prints the file with line numbers to standard output 
or this can be even redirected to a file as shown below:

$nl file.c > output.txt

Here, output.txt will have the codes of  file.c with each 
line having a line number.

—Phaniram Vallury,
ramvvs@gmail.com 

Cut specific logs 
If you need to cut specific logs from the complete log 
of any application, here is a tip that will be of help.

Open the log file in a vi editor and set the editor to 
display the line number:

vi server.log

:set nu

The above process will provide you the line numbers 
in the logs. You can then search for the specific string and 
note down the line number (e.g., 550). Now, note down the 

last line number by using Shift+G (e.g., 780)

sed -n 550,780p server.log > threaddump.log

So the threaddump only contains lines from 550 to 780.

—Venkatesh R,
venka.2k@gmail.com 

Reset ifconfig counters 
As you can see, ifconfig keeps a couple of 
counters (RX/TX packets, RX/TX bytes, errors, 
dropped, overruns, frames and carrier collisions). 

You can quickly spot if there is a problem by just 
looking at the ifconfig counters:

#ifconfig eth0

eth0      Link encap:Ethernet  HWaddr xx:xx:xx:xx:xx:xx

inet addr:192.168.0.2  Bcast:192.168.0.255  Mask:255.255.255.0

UP BROADCAST RUNNING MULTICAST  MTU:1500  Metric:1

RX packets:4233700943 errors:2 dropped:0 overruns:3 frame:5

TX packets:1917219659 errors:1 dropped:0 overruns:0 

carrier:348

collisions:5753 txqueuelen:3000

RX bytes:1467520026 (1.3 GiB)  TX bytes:2299240337 (2.1 GiB)

You can now find out what driver is being used by the 
network interface, which you want to reset by using ethtool.  

#ethtool -i eth0

   driver: e100

   version: 3.4.14-k4-NAPI

   firmware-version: N/A

   bus-info: 0000:01:07.0

# modprobe -r e100; modprobe e100; ifup eth0

This will reset all counters.
—Vinod Rana,

rana3807@gmail.com 
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Share Your Linux Recipes!
The joy of using Linux is in finding ways to get around 
problems—take them head on, defeat them! We invite you to 
share your tips and tricks with us for publication in LFY so that 
they can reach a wider audience. Your tips could be related 
to administration, programming, troubleshooting or general 
tweaking. Submit them at www.linuxforu.com. The sender of 
each published tip will get an LFY T-shirt.
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