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Open source learning

What we do
 We support the open source community 

by providing a resource of information, and  
a forum for debate.

 We help all readers get more from Linux with our 
tutorials section – we’ve something for everyone!

 We license all the source code we print in our 
tutorials section under the GNU GPLv3.

 We give you the most accurate, unbiased and  
up-to-date information on all things Linux.

You get an education! You get an education! You get an 
education! It’s not something Opera would give away, 
as I guess to some a free car would seem more 

valuable, but how much is an education worth? I’d suggest on a 
purely practical level a huge amount, and we all know it’s 
something that’s truly invaluable. It’s one part of FOSS that we 
almost take for granted, but by providing the tools and 
documentation it’s assumed that people can and do educate 
themselves in everything they need to know.

So what happens when you take those tools and 
documentation and give them to education professionals? 
In 2015 the UK is going to find out, as it’s the first year when the 
new computing curriculum kicks in. This is the curriculum 
where the Raspberry Pi Foundation has been teaching and 
supplying educational materials based around the Pi.

So for this issue that coincides with pupils around the 
country heading back to school, we’re supplying our own guide 
to help you and your children get a head start with coding in 
Python, using the Pi at school, choosing the best languages for 
the jobs you want to do and taking a first step into developing 
web applications. Get started on page 32.

As cool as coding is, some people just want to use 
computers. We’re looking into how you can transform your 
Nexus device into an Ubuntu Touch phone on page 82, and if 
that’s not your thing how about choosing a new Chromebook 
from our Roundup of the best 2015 Chromebooks on page 24. 
With guides to creating Linux snapshots, network 
troubleshooting, the amazing TierOne quick and easy VPN and 
a look at the CrunchBang replacement BunsenLabs, it’s a great 
issue because FOSS is great.

Get into Linux today!

Subscribe & save!
On digital and print, see p30

This issue we asked our experts: What’s your 
favourite coding story? Or how did you start 
coding? Waits for five Hello World comments…

Neil Bothwick
I started on a University mainframe using 
Algol68 and later I ‘progressed’ to Pascal, 
but at least I managed to avoid Fortran and 
Cobol, unlike some of my friends. This was 
a little while [eons? – Ed] ago, not only did 
we use punched cards, but our first 
program was Salve Mundus.

Alex Campbell
Fun fact for you: I started programming  
in high school in an Advanced Placement 
(AP) Computer Science class. We were 
learning how to code in C++ and I failed  
the AP test because I couldn’t grasp 
pointers…   
Yes, really.

Nick Peers
Just the very essence of programming 
eliminates me from this. Unless you want 
me to try and cram the soul-destroying 
feeling that I experienced when I decided 
to save my only copy of a Spectrum Basic 
adventure game on a single cassette, and 
then I lost the lot… I cried so much my 
parents were worried I had hyponatraemia.

Alexander Tolstoy 
A long time ago, in a time where my facial 
hair wasn’t making the ladies swoon, I tried 
to compile an ancient application with a 
newer GCC and, of course, it failed. That’s 
how I learned to comment out lines in 
Makefile and delete troublesome parts in 
source files. Perhaps that’s all my skills in 
coding so far…

Jonni Bidwell
Like many people, my first experience was 
writing in Basic on the classroom’s solitary 
BBC B. The function keys allowed you to 
colourise output, which added a new 
dimension to looping PRINT statements. 
Unfortunately the arguments to that 
command cannot be reproduced here.
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Dell Venue 10 7000 ........... 17 
It’s an Android tablet, it’s an Android laptop! 
This device can’t make its mind up, but we 
can, we love it! Apart, that is, from the odd 
flaw here and there…

Intel Core i7-5775C ...........18 
Is Intel’s latest processor all it’s cracked up 
to be or should you wait for the next-gen 
Skylake 6000 series? No rush, time for 
another pot of tea.

Chromixium 1.5 ................19 
A re-spin of Ubuntu that mimics ChromeOS, 
we’ve never heard of anything so mad! Can it 
offer anything new and exciting?

BunsenLabs Hydrogen ... 20 
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release of a low-resource Debian distro rises 
majestically. This one hopes to rekindle the 
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usually does the trick.

VirtualBox 5.0 ....................21 
Do you shudder when you see something 
from Oracle? Keep an open mind: VirtualBox 
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bring anything new to the virtual party?

The Magic Circle .............. 22 
We go extra meta, playing a game about 
being a game that’s trying to fix itself. 
We laughed, we cried, we hacked some 
variables. Great fun!

Reviews

 Pull yourself together! CrunchBang 
lives on with BunsenLabs.

“…teach a man to fish and you feed him for a lifetime.” – Maimonides

 An Android device that can do it all? 
We’ll be the judge of that!

Take the first steps to 
improving your coding 
knowledge and becoming 
a FOSS developer on p32
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policy contradicts the GPL. If a dispute 
arises on a subtle issue, Canonical Ltd 

could take legal action, arguing that 
the redistributor’s interpretation of 
GPL was incorrect. Even if the 
redistributor was correct that the 
GPL trumped some clause in 
Canonical Ltd‘s policy, it may be 

costly to adjudicate the issue.”
The Free Software Foundation 

has released a statement about the 
revised licencing terms (you can read 
it at http://bit.ly/LXF202-fsf-canon). 
It “has urged Canonical to not only 
respect the GPL but to also change its 
terms to remove restrictions on any of 
the free works it distributes, no matter 
which license covers that software”. 

It’s worth noting that the FSF sees 
no malice in Canonical’s actions, and in 
fact sees the change, no matter how 
flawed, as a step in the right direction, 
as Canonical is now at least complying 
with the GPL. It states that “Canonical, 
in our conversations, repeatedly 
expressed that it is their full intention to 
liberally allow use of their trademarks 
and patents by community projects, 
and not to interfere with the exercise 
of rights under any copyleft license 
covering works within Ubuntu”.

The FSF remains optimistic, saying 
“we hope [Canonical] will further revise 
the policy so that users, to the greatest 
extent possible, know their rights in 
advance rather than having to inquire 
about them or negotiate them. To this 
end, it will be important to choose 
language and terms that emphasize 
freedom over power and avoid terms 
like intellectual property, which spread 
bias and confusion.”

Licensing

Confusion with the 
new Ubuntu IP policy
Distributing Ubuntu has just got a lot more complicated.

 Modified 
the Ubuntu 
distribution? 
Make sure you 
don’t have any 
of these logos 
lying about.

 The FsF isn’t 
too pleased 
with Canonical’s 
actions, but it 
remains hopeful 
that the company 
will see the light.

canonical has revised its legal 
policy dealing with intellectual 
property in Ubuntu (see 

http://bit.ly/LXF202-ubuntu-ip) and 
it’s causing quite an uproar as it could 
fundamentally change how easy it is to 
distribute Ubuntu or Ubuntu-based 
distros in the future.

The passage causing most concern 
states: “any redistribution of modified 
versions of Ubuntu must be approved, 
certified or provided by Canonical if 
you are going to associate it with the 
Trademarks. Otherwise you must 

remove and replace the Trademarks 
and will need to recompile the source 
code to create your own binaries.”

Canonical sees this as making sure 
people don’t modify Ubuntu and then 
pass it off as an official Ubuntu release, 
but the implications go much further. 
Matthew Garrett says in a blog (http://
mjg59.dreamwidth.org/35969.html): 
“[on] a strict reading of the policy, you 
are distributing a modified version of 
Ubuntu and therefore must either get it 
approved by Canonical or remove the 
trademarks and rebuild everything.”

One concern is the woolliness over 
what Canonical considers its “IP”. Many 
packages rebuilt from Ubuntu will 
include the word “Ubuntu”, while even 
help files could reference Ubuntu too. 

This has huge implications for the 
freedom to redistribute Ubuntu and it 

has set Canonical against the free 
software community. Again.

The Software Freedom 
Conservancy and the Free 
Software Foundation, who had 
been working with Canonical 
to make sure it complied with 
the GNU General Public 
License (GPL), have noted that 
although the new policy does 
comply with the GPL, it does so in 
an unsatisfactory way, essentially 
amounting to a “trump card”.

The policy includes this passage: 
“Ubuntu is an 
aggregate work of 
many works, each 
covered by their 
own license(s). 
For the purposes 
of determining 

what you can do with specific works 
in Ubuntu, this policy should be read 
together with the license(s) of the 
relevant packages. … [W]here any other 
license grants rights, this policy does 
not modify or reduce those rights under 
those licenses.”

This is being taken to mean that 
component licences trump the GPL, 
meaning that redistributors of Ubuntu 
(including LXF when we want to include 
Remixes on our cover disc) have to 
comb every inch of Canonical’s policy 
to “identify … every place where the 

“Any modified version of 
Ubuntu must be okayed 
by canonical or rebuilt.”
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newsbytes

Nobody likes Flash
Mozilla blocks it, and Facebook calls for it to be scrapped.

soFtwAre

LAptops

Do you think back wistfully to the days 
of blue Enter keys, bulky keyboards 
and flashing LEDs? Then you may be 

interested in Lenovo’s Retro ThinkPad, which, 
according to Lenovo design VP David Hill, will be 
a unique ThinkPad model that “embodies all the 
latest technology advances [but at the same 
time] embraces the original design details in 
the strongest way possible.”

Lenovo is also inviting its user community to 
help shape the possible retro-flavoured model 
by hosting a series of surveys 
on the company’s blog at 
http://blog.lenovo.com.

These surveys have allowed people 
to make clear to Lenovo what 
aspects of a potential 
machine are most 
important to them. In the 
most recent survey concerning I/O 
ports, USB 3.0 was the top choice from 
respondents, while dropping a built-in optical disc 

drive for a thinner and lighter device.
Want to have your say? Then head over to 

http://bit.ly/LXF202-lenovo-survey to take 
the surveys and help potentially shape the Retro 
ThinkPad – if the community responds creatively, 
it could prove to be a very interesting device.

As Hill says in a blog post at http://bit.ly/
LXF202-retro-time: “Imagine a blue Enter key, 
seven-row classic keyboard, 16:10 aspect ratio 
screen, multi-colour ThinkPad logo, dedicated 
volume controls, rubberized paint, exposed 

screws, lots of status LEDs, and more. 
Think of it like stepping into a 

time machine and landing in 
1992, but armed with 

today’s technology.”

Lenovo seeks ideas
Help shape the Retro ThinkPad concept.

A bug has been discovered in 
Samsung SSDs and the way they 

implement TRIM. A Samsung report 
suggests the bug is caused by the 
Linux kernel. RAID implementations in 
Linux use separate buffers in memory 
for each sequence of read or write 
operations, but with TRIM a single 
shared buffer is used. A bug could 
result in race conditions meaning 
TRIM commands making use of the 
shared buffer could get confused. 
Samsung has developed a fix and a 
workaround patch has been 
developed and committed to the 
kernel source tree. If you have a linear, 
RAID 0 or RAID 10 configuration using 
Samsung SATA SSDs it’s advised that 
you disable TRIM altogether until a 
kernel version is released that includes 
the patch.

Even more games are coming to 
Linux! Classic Star Wars game 

Star Wars: Knights of the Old Republic 
II – The Sith Lords will have added 
features like Steam Cloud saves and 
4K resolution support. Terraria, the 
popular action adventure game, is also 
available (as a beta) on Linux, while 
Middle-earth: Shadow of Mordor 
brings a bit of Tolkien action to Linux.

Matchstick, the video streaming 
HDMI stick built on Firefox OS, 

has been canned, with a message on 
its KickStarter fundraising page 
(http://bit.ly/LXF202-matchstick) 
informing backers and promising the 
17,218 people who had helped raise 
$470,310 that they would be getting 
refunds. Frustratingly, the reason for 
cancellation appears to be problems 
implementing DRM – which no one 
asked for anyway. The team said that 
although it was “showing early signs 
of promise,” developing DRM was such 
“a long and difficult road” that they 
could not predict a completion date, 
so pulled the plug. The project started 
as a DRM-free open source streaming 
stick, but the goals changed during 
fundraising to include DRM, which 
already annoyed some backers. The 
fact that DRM has sunk the project 
entirely won’t be welcome news at all.

 Any Linux users interested in a 
game based on Tolkien’s works?

it looks like enough is enough for Adobe Flash, 
with the number of vulnerabilities that affect 
the troubled software causing several well 

known companies to ditch the technology. While 
“people hate Flash” isn’t really newsworthy, the 
fact that Mozilla has seen fit to block all versions 
of Flash by default in Firefox certainly is.

Mark Schmidt, the head of Firefox’s support 
team at Mozilla, tweeted the news accompanied 
by an attention-grabbing image of a raised fist and 
the words “Occupy Flash”.

This isn’t the first time Mozilla has blocked 
Flash, and it doesn’t mean it’s completely gone 
from Firefox, because users can always turn it on 
in the settings menu.

Doing so may not be very prudent, though. 
Schmidt explained that “Flash is only blocked until 
Adobe releases a version which isn’t being actively 
exploited by publicly known vulnerabilities.”

One of the biggest security concerns to affect 
Flash recently came when spyware company The 
Hacking Team had 400GB worth of files stolen and 
shared across the internet. Among these files it 
showed some serious security flaws in Flash that 

the company was using to put its spyware on 
target computers.

Alex Stamos, the new chief security officer for 
Facebook, has also weighed in on (where else?) 
Twitter, calling for “Adobe to announce the end-of-
life date for Flash and to ask the browsers to set 
killbits on the same day.”

Publicly demanding that a company should kill 
its software is pretty drastic, but it demonstrates 
just how much concern there is over the safety of 
Flash – but will this be enough to finally shut down 
the unpopular software?

 Careful, 
don’t mention 
the F word.

 Lenovo wants you to 
get misty eyed over the 
nostalgia-evoking Retro 
ThinkPad.

Newsdesk
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extiX

gpArteD Live 0.23.0-1

sLAckeL 4.14.3

centos 6.7

Distro watch!
What’s cooking in the FOSS kitchen?

ExTiX 15.3 LXQt is the latest release 
of the Ubuntu-based distribution that 
bills itself as “The Ultimate Linux 

System” and comes with the fast 
and lightweight LXQt desktop 
environment, which was created by 
the merge of LXDE-Qt and the Razor-
qt projects. The 64-bit distro is based 
on Debian 8.1 Jessie/Ubuntu 15.04. 
LibreOffice, Thunderbird, GParted, 
Brasero, SMPlayer, and GCC are 
some of the packages included, and 
Chrome is the default web browser 
rather than Firefox. Find out more 
about the latest release at http://
www.extix.se.

Slackel is a distribution based on 
Slackware and Salix, and the latest 
version is now available for download. 
It comes with the 3.18.11 kernel, 
supports 32-bit and 64-bit x86 builds 
and can boot on UEFI-enabled 
devices – though Secure Boot is not 
supported. The desktop environment 
is KDE, and it also comes also with 
OpenJRE-7u79, rhino, Icedtea-web 

and GParted plus plenty of office 
and multimedia applications as well. 
Head over to www.slackel.gr to 
download it.

CentOS 6.7, derived from Red Hat 
Enterprise Linux 6.7, has been 
recently released, with the 
announcement promising that “there 
are many fundamental changes in 
this release, compared with the past 
CentOS Linux 6 release”. The release 
notes mention a number of features 
sych as LVM caching, IPv6 IP sets 
allowed in firewall rules, and an 
update to the KVM hypervisor to 
handle 240 virtual CPUs per virtual 
machine. LibreOffice, squid and 
mdadm have all be updated as well. 
Read the full release notes (and 

download the update) from the wiki 
at http://bit.ly/LXF202-centos.

 ExTiX 15.3 ditches Ubuntu’s Unity 
interface for the lightweight LXQt.

 CentOs has a new version, based 
on Red hat Enterprise Linux 6.7.

The live CD distribution GParted Live 
has a new release, and although it 
mainly addresses a number of bug 

fixes, it also includes 
GParted 0.23.0, which 
allows you to name a 
GPT partition on 

creation, displaying the serial number 
in a device information panel, and 
preventing a user interface hang 
when resizing FAT16/32, HFS and 
HFS+ file systems. It’s based on 
Debian Sid and Linux kernel 4.1.3-1. 
Get it from http://gparted.org.

 slackel now 
plays nicely with 
UEFi thanks to the 
latest update.

Newsdesk
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LibreOffice 
5.0 is out

Everything 
is hacked

It’s lighter, faster and doesn’t drain 
laptop batteries as much. Rejoice!

Devices from guns to cars are being 
hacked, it’s paranoia time…

oFFice sUite

hAckers

LibreOffice 5.0 (actually the tenth version of the open-
source office suite) has been launched, the first such 
release in its third development cycle. Building on the 

success of LibreOffice 4.x (which according to a Document 
Foundation estimate has been deployed to over 80 million 
users), LibreOffice 5.0 sports an improved user interface, with 
better management of screen space and a more pared-back 
and cleaner look.

Better interoperability with office suites such as Microsoft 
Office and Apple iWork is another benefit in the new version, 
with better support for non-standard formats.

Perhaps most importantly of all, LibreOffice 5.0 has been 
cleaned up and improved with 
better stability and less old code 
cluttering the software up. This 
leads to better performance as 
well as less stress being put on 
the battery of laptops running 
the office suite. 

Head over to http://www.
libreoffice.org/download to 
download the latest version. 

security researchers Runa Sandvik and Michael Auger 
have developed a technique to hack, via the WiFi 
connection, a well-known Linux-powered rifle. This 

enables them to disable or even change target on the fly. The 
rifle uses its on-board computer to adjust for the bullet 
weight, wind and other environmental factors to ensure an 
inexperienced shooter can hit targets up to a mile away. See 
the YouTube video for more: http://bit.ly/LXF202hack.

This follows similar scary revelations of cars being hacked 
and forced to a stop. Though many do point out this requires 
the hackers to have prior physical access to the car. Find out 
more details: http://bit.ly/LXF202stop



Linux user groups
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P yCon UK is one of the many 
PyCon events that take place 
around the world. The goal of 

the event is to further the use of Python 
in schools and industry, and at each 
PyCon there’s a growing trend of 
educators taking part and working with 
established Python developers to 
introduce the language into classrooms 
around the world. 

We saw this first hand at PyConUK 
in 2013, when the Raspberry Pi was still 
in its early days. Fusing Minecraft Pi, 
Python and a Parrot Drone developers 
and teachers quickly hacked a 
controllable drone that merged Python 
with physical computing. At PyConUK 
the team has successfully run an 
education track for the past 
four years that provides 
training for teachers on day 
one, enabling them to learn 
from Pythonistas. Day two 
of the conference and the 
education track is open to 
parents and children who 
are eager to hack the 
Raspberry Pi with Python 
in a similar manner to the 
popular Raspberry Jam 
events. But PyConUK is not 

PyConUK
We eyeball the future of Python in the classroom.

 Hacking at PyConUK, teachers learn from 
professional Python coders. Photo: Les Pounder.

Community events news

all about educating teachers, and there 
are four days of workshops and talks 
covering the diverse uses of Python 
in various topics, such as system 
administration, web development 
and physical computing using micro 
controllers, for example the Micro 
Python project, which implements a 
stripped-down version of Python 3 for 
ARM-based microcontrollers.

The 2015 event will be the first to 
take place since the death of John 
Pinner earlier this year, but his legacy 
is still clear in PyConUK. PyConUK 
takes place on 18 to 21 September in 
Coventry. More information and ticket 
details can be found via the website 
www.pyconuk.org LXF

Find and join a LUG
  Bristol and Bath LUG Meet on the fourth 

Saturday of each month at the Knights Templar (near 
Temple Meads Station) at 12.30pm until 4pm.  
www.bristol.lug.org.uk

  Edinburgh LUG First Thursday of the month at 
the Southsider pub, West Richmond St, Edinburgh.  
www.edlug.org.uk

  Hull LUG Meet at 8pm in Hartleys Bar, Newland 
Ave, first Tuesday of every month.  
http://hulllug.org

  Lincoln LUG Third Wednesday of the month at 
7.00pm, Lincoln Bowl, Washingborough Road, LN4 1EF.  
www.lincoln.lug.org.uk

  Liverpool LUG First Wednesday of the month 
from 7pm onwards at DoES, Hanover St, Liverpool.  
http://liv.lug.org.uk/wiki

  Manchester Hackspace Open night every 
Wednesday at its space at 42 Edge St, in the Northern 
Quarter of Manchester.  
http://hacman.org.uk

  Preston Raspberry Jam Meet the first 
Monday of each month at UCLAN Media Innovation 
Studio. Visit website for the next event.  
www.raspberrypi.org/jam

  Surrey & Hampshire Hackspace Every 
Thursday at 6.30pm at Games Galaxy in Farnborough.  
www.sh-hackspace.org.uk

  Tyneside LUG From 12pm, first Saturday of the 
month at the Discovery Museum, Blandford Square.  
www.tyneside.lug.org.uk

Over the Air
25-26 September sees the 
return of Over the Air, an event 
that looks to the future of mobile 
technology, languages and their 
API and the rising trend in open 
hardware. Over the Air uses a 

mix of show-and-tell sessions, 
workshops and lightning talks to 
entertain and inform attendees. 
But along with the talks is a 
36-hour hackathon for those 
who want to get their hands on 
the latest in mobile technologies.
http://overtheair.org/blog

Oggcamp 15
The team are beavering away to 
finalise the venue but they can 
confirm that this year sees the 
return of the Open Hardware 
Jam, which was last seen at 

Oggcamp 12. The Jam will be 
organised by the Liverpool 
Make Fest team, who attracted 
over 2,000 people to their recent 
event. So an unmissable 
weekend of hardware hacking, 
great talks and the legendary 
Oggcamp social! The event runs 
from 31 October to 1 November 
at Liverpool’s John Moores 
University on Brownlow Hill.
oggcamp.org

Coding Evening
We recently had the chance to 

talk to Cat Lamin, a teacher with 
a passion for hacking that has 
driven her to create a unique 
form of teacher training. Coding 
Evening takes place once a 
month in venues around the UK. 
It’s an informal training session 
and social event with the goal to 
help teachers and local coders to 
work together  on projects and 
ideas for use in the classroom. 
The success of the first event in 
Twickenham has spawned more 
events around the UK.
codingevening.wordpress.com

The intrepid Les Pounder brings you the latest community and LUG news.

United Linux!

http://www.pyconuk.org
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Write to us at Linux Format, Future Publishing, Quay House, The Ambury, Bath BA1 1UA or lxf.letters@futurenet.com.

with HDCP 2.2. Before you shell 
out a large amount of money for 
a paperweight, it would be 
worthwhile beforehand to 
consider if the HDCP will have 
any impact for your setup. Or be 
in for a surprise later, should you 
decide to follow the 4K route.
Henning Tousted, via email
Neil says: I’m not going to argue 
as what you say is true, but what I 
would say is it’s irrelevant to PC 
users. We can skip back to the 
advent of HDMI, which included 
the original HDCP 
implementation. As you 
mentioned HD displays didn’t 
support this and, in fact, the HDMI 
group postponed HDCP 
implementation by a year, over 
complaints and warnings that it’d 
break on older DVI displays and 
incompatible HDMI devices.

So skip to 2015 and here 
comes HDCP 2.2, which won’t be 
backwards compatible and all 

Letter of the month

 Issues with HDCP 2.2 are 
almost non-existent as it’s 
been implemented since 2013.

 £4k review
Before you go overboard in an 
UltraHD 4K craze, read this 
article about High-bandwidth 
Digital Content Protection 
(HDCP), the counterattack from 
the media content business. 
http://bit.ly/HDCPLowdown.

HDCP 2.2 is the next 
generation of copy protection 
for the 4K era, and it likely won’t 
work with any of your current 
gear. Not only is it not 
backwards compatible, many 
new 4K devices don’t even 
support it. The current gear will 
most likely not be HDCP 
2.2-upgradable either.

The copy protection will most 
certainly be broken, just like all 
its predecessors. So why 
bother? It will present a hassle 
for all those people just trying to 
set up a new TV or connect 
other 4K equipment in a video/
audio chain that’s not compliant 

Philips BDM4065UC we reviewed 
[Reviews, p26, LXF196] is HDCP 
2.2 compatible, as it was made 
after February 2013.

 Crunch time
CrunchBang++ may be a fork of 
the former beloved CrunchBang, 
but the fork to watch is being 
worked on by members of the 

your kit will need to support it to 
work. The key thing here, is to 
work when displaying encrypted 
content, such as that played from 
a 4K Blu-ray player. If you’re not 
planning on watching such 
protected media this whole thing 
is irrelevant to you. PC users also 
need to buy a compatible graphics 
card. If you’re interested the 

F
irstly, thank you for an excellent 
and class magazine. While I can 
empathise somewhat with Mr 
Hockin on his wider points about 

Linux “wizards”, my personal Linux journey 
has been much more rewarding and 
gratifying. A thank you very much to LXF. 
I have a technical background, but I am by 
no means a Linux guru or expert and 
sometimes I struggle with some of the 
magazine content. Having said that, my 
most satisfying achievement is to have 
encouraged over 30 newbies to try Linux.

I am glad to tell you that all of them, bar 
five or six continue using Linux for their 
daily PC chores. All of these newbies are 
non-technical man/woman-in-the-street 
users, who regard the PC as a tool to 
manage their everyday tasks.

A common theme among them was, on 
one hand, how intuitive the OS [Linux] was 

while, at the same time, being ‘transparent’, 
considering their non-technical 
background. Having circulated some old 
copies of LXF among them for their 
reaction, I was somewhat disappointed 
that all struggled with the content and all 
suggested that it was a magazine for 
experts - not a magazine for newbies then!

I introduced them all to Linux Mint 
Cinnamon, (my favourite distro Mint KDE) 
and out of the box, it more than satisfied 
all their requirements. My major 
disappointment is that I have failed 
miserably to get Garmin Communicator/
Express to run in Wine. I was hoping to be 
able to get rid of my one remaining copy of 
Windows 7, which is running happily on a 
Virtual Machine in Mint 17. 

Just one question for David – what 
happened to Portishead Radio? For 30 
years or so it was the pride of the British 

Post Office Long 
Distance HF 
communications for the 
British Merchant Navy. 
While travelling from Poole 
to Bristol, I took a detour and was 
expecting a museum or some kind of 
interpretive centre – not a stone in place to 
acknowledge it ever existed.
Seán Millar, Greygrove
Neil says: Congratulations on converting 
people to Linux! It’s not an easy task and as 
Linus points out without Linux being pre-
installed on new PCs no beginner is going to 
try Linux unless they’re led to it and even 
then they might not take a sip. 

I’m actually happy to admit we’re not a 
beginners magazine, some people would 
disagree, but we’re aimed really at the 
computer enthusiast, Linux people that want 
to stay up-to-date and maker types looking 
for new projects to try out. Beyond that 
there’s simply no space for what would be 
truly beginner-like content.

Evangelical Linux

http://bit.ly/HDCPLowdown
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CrunchBang community. The 
distro will be called BunsenLabs, 
and I believe the first release will 
be called Hydrogen. You can find 
out more by visiting the 
CrunchBang forums; www.
crunchbang.org/forums
KrunchTime, via email
Neil says: It’s great news that all 
the work, support and the 
community that gather behind 
CruchBang isn’t all going to 
evaporate into the ether. So 
thanks for bringing BunsenLabs 
to our attention. We see that 
Hydrogen has indeed been 
recently released and is getting a 
good reception, (see our review on 
p20). If anyone wants to check it 
out see the forums here: http://
crunchbang.org/forums/
viewtopic.php?id=39994.

 Empty framework
As a user of Mageia 5, I’ve been 
taken by surprise by the 
likelihood that the next version 
will replace KDE 4 by what is 
known variously as KF5, KDE 
Plasma/5 and KDE Framework 
5. The latter are introduced here 
in a Fedora context: http://bit.
ly/HydrogenRelease.

Essentially, KF5 & KDE 
Plasma/5 represent KDE5, as a 
replacement for KDE 4. However, 
as a subscriber to Linux Format 
for many years I was somewhat 
disappointed to find that the 
above change has nowhere been 
reported in LXF. Is there an 
issue on the way that does, 
please?
Maurice Batey, via email.
Neil says: I’ve been avoiding the 
sticky subject of desktop 
environments but as it looks like 
we’re heading towards another 
round of updates, never fear a 
comprehensive desktop cover 
feature is on the cards. We’ll be 
looking at where KDE Plasma, 
Gnome, Qt and everything else is 
going. In general though KDE sees 
a point release on a regular basis 
so it’s not something we’d cover 
generally in the magazine but 
when major updates appear, as 
demonstrated by the major 
blowout on Mageia 5 in LXF201.

But you do mention some 
interesting extras that we didn’t go 
into, plus my understanding is that 
MythTV is now far easier to get 
running. I had a nightmare time 
getting a multi-tuner system 
working for sister magazine, PC 
Format back in the day. We do 
have an update to this in the 
works, so we’ll add the requests to 
the wish list.

 Old school
As 99% of Linux users don’t 
know they are, when one does 
pick up your excellent magazine, 
they are hardly likely to rush off 
and buy a new computer/laptop 
to try out your excellent DVD. 
Pretty much everybody will have 
a spare/old machine to 
experiment on however. You 
should be aiming to give them 
all the best possible chance of 
success with 32-bit distros. 
A more experienced user could 
then download the 64-bit 
version should he/she so wish 
(and maybe donate a little 
towards the cause). Also, isn’t 
it time there was an English 
Linux distro?
J D Gray, via email
Neil says: I’m assuming you’re 
picking up the ‘you should support 
32-bit systems’ campaign. I’ll 
repeat more or less what I said 

 Media Linux
I think you blokes did this one 
many years ago on a MythTV 
edition. How about a mag 
dedicated to a home theatre PC 
build or setup that could look at 
the pros and cons of Kodi, 
Mythbuntu etc? Like the best 
setup for wicked theatre sounds, 
best tuner and video cards and 
so on. How to run pay TV (Foxtel 
in Oz) through the computer 
(legally, of course), which would 
require either an AV input or 
Scart (is this available?). Best 
accessories/remotes/wireless 
keypads and so on.

As the idiot box is dominating 
our lives especially with more 
movies available online, it might 
be a good project so the kiddies 
can stay at home with their 
mates, download some movies, 
plonk their bums in the beanbag 
and enjoy the show (after Dad’s 
built it) And what better place 
for Dad to be than on the couch, 
a coldie in his hand watching the 
rugger on his projector plugged 
into the HTPC?
Andy G, via email
Neil says: Hey, didn’t we do a 
media centre build in LXF193? 
We did and it was one of the best-
selling issues that quarter, much 
to the chagrin of the management 
that was dead against it. Sheesh. 
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 It’s good to see the community 
legacy of CrunchBang living on in 
a couple of solid projects.

 It could be the time to dust off the likes of MythTV – we hear it’s 
got easier to use – and revisit building the ultimate media centre.

 We’re more likely to cover DE 
advances via distro updates, 
such as the release of Mageia 5.

www.crunchbang.org/forums
www.crunchbang.org/forums
http://www.crunchbang.org/forums
http://www.crunchbang.org/forums
http://bit.ly/HydrogenRelease
http://bit.ly/HydrogenRelease
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Neil says: The reason that our 
archive only goes back to LXF66 is 
because that was when the 
archive was originally 
implemented, which, as it 
happened, was just over 10 years 
ago. Unfortunately though, we 
don’t have plans to extend the 
archive back from LXF66 at this 
time and most of the content will 
be hopelessly out of date.

Interestingly, and to add a bit 
background colour to the way 
Future used to operate, our 
internal production system called 
Studio was developed by the 
original Linux Format team, 
so technically we have PDF access 
to the original files back to LXF61. 
While we do have PDFs between 
LXF10 and LXF57, we did post the 
very first issue online for everyone 
to access at http://bit.ly/
LXFissueone. Perhaps we could 
get some dedicated readers to 
upload the content… LXF

doesn’t mean it has a requirement 
to support all old systems no 
matter the age.

 PDFs of the past
I am a new subscriber to the 
Linux Format magazine and 
received my first issue 
yesterday! Awesome work! 

I have one burning question 
about subscriber’s access to  
the PDF archives. When I log in 
with my subscription number,  
I appear to only have access 
back to LXF66. 

Currently, I am following the 
part 3 of the Emacs tutorial 
[Tutorials, p82 LXF66] and 
would love to have access to 
LXF65 and LXF64 containing the 
previous parts of the tutorial. 

My general question is: Is 
there anyway to have access to 
all previous issues?
Best wishes.
Quang, via email.

and had Windows XP 
installed on it when I got it, 
which ran perfectly. I’d like 
to run Linux on it but can’t 
find a) a version which will 
run a full desktop not just 

terminal, b) how to go about 
installing without upgrading.
Simon Coulson, via email.
Neil says: I take it all back! Is that 
an original Sony VAIO PCG-505 
technically from 1998? It seems 
like the only model that would 
ship with just 16MB of memory 
and a 4GB HDD while not having a 
optical drive and just a single USB 
port, of course without any option 
to boot from USB.

It’s not surprising the BIOS 
doesn’t support USB booting – 
nothing did back then. If you 
managed to get Linux up and 
running just as a terminal that 
would be impressive in itself. Most 
modern distros want 256MB of 
memory and I doubt the graphics 
onboard are supported by 
anything these days.

Outside of buying the ‘optional’ 
optical drive, which won’t help 
much, as it’s CD only,  literally my 
only advice is instead perhaps use 
the money to buy a modern PC? 
I’m not intending to be mean, but 
a modern PC with, say, a Core i5 
processor will be at least 80 times 
faster (we did work this out) not 
to mention having 250 times the 
storage and memory space. Plus 
having an optical drive and 
modern USB ports with options to 
boot from it. Linux does support 
old technology well, but that 

last issue, which is we do support 
32-bit distros. I think there’s been 
only one issue in the last year 
when there wasn’t a 32-bit distro 
on the disc. 

There are two key points here: 
first, Ubuntu only supports 32-bit 
CPUs with Physical Address 
Extensions (PAE) so nothing pre-
Pentium Pro. Second, those old 
PCs are at least ten years old, and 
the hard drives are going to fail. 
The Ubuntu PAE issue means that 
some distros limit 32-bit support 
to 12.04 LTS, such as LXLE, while 
other will only support 64-bit. 

While 32-bit distros continue to 
be produced we’ll support them, 
but the fact is there won’t be 
many traditional 32-bit desktops 
around to run them. As for your 
good point about a UK distro there 
is/was CrunchBang and there is 
Raspbian, but ultimately all distros 
are an international affair.

 Older school
I’m a long-time computer user 
but relatively new to Linux, 
hence why I have subscribed to 
Linux Format. I have an old Sony 
VAIO PCG notebook with 16MB 
RAM, 4GB HDD and minimal 
graphics. It has no CD drive and 
no USB boot options in the BIOS 

Write to us
Do you have a burning Linux-
related issue you want to discuss? 
Want to let us know which issue 
of Linux Format was your favourite 
or maybe there’s a distro (32- or 
64-bit) you think we should cover? 
Write to us at Linux Format, 
Future Publishing, Quay House, 
The Ambury, Bath, BA1 1UA or  
lxf.letters@futurenet.com. 

 It’s fun to revisit ancient issues of Linux Format, but how much 
use are they really at this point?

 Pre-Pentium Pro processors 
like the Pentium MMX don’t 
support PAE and run into 
Ubuntu support issues.

http://bit.ly/LXFissueone
http://bit.ly/LXFissueone
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All the latest software and hardware reviewed and rated by our experts

Specs
 OS: Android 5.0

 CPU: Intel Atom 
Z3580 quad-core 
2.3GHz

 RAM: 2GB

 Display: 10.5-
inch 1,600x2,560

 GPU: PowerVR 
G6430

 Storage: 32GB

 Cameras:  
8MP and 2MP

 Comms: Wi-Fi 
802.11a/b/g/n/ac, 
Bluetooth 4.0, GPS

 Battery: Up to 7 
hours, 7,000mAh

 Size: 243.4x 
195.4x6.2mm

The keyboard attaches to a channel 
in the barrel hinge via metal clips on the 
keyboard. The connection is so tight, 
you can give the slate a good shake 
while holding it up by the keyboard 
without worrying about the two ends 
splitting apart. But don’t expect to use 
the Bluetooth keyboard when it isn’t 
attached to the tablet, as it has no 
actual power supply of its own.

Quality display
By far the Venue 10’s most appealing 
features is its OLED display. The 
screen’s 2,560x1,600 resolution makes 
everything look better from digital 
comics and websites to movies and 
YouTube videos. More importantly, the 
slate simply looks better because it 
produces stunningly vibrant colours 
without any of the oversaturation that 
typically plagues OLED screens. At the 
same time, the organic display 
produces truer blacks than any LCD, 

which came in handy when 
catching up on all the dark 
scenes in Game of Thrones.
Unfortunately, an insufficient 

2GB of memory on tap tends to kill 

From the Nexus 9 to the 
Lenovo Yoga Tablet 2, there 
have been many attempts to 

create a productivity minded 
Android device. You can’t blame 
manufacturers for trying. After all, 
the promise of a device that can be 
both your mobile movie screen and 
your on-the-go office is enticing.

The Venue 10 7000 is one such 
device from Dell and as part of Dell’s 
premium 7000 line, this 10.5-inch 
slate is a cut above your typical 
Android tablet, with a 2,560x1,600 
OLED display. What’s more, a quad-
core, 2.3GHz Intel Atom Z3580 
processor gives this slate an extra leg 
up as a work machine. At the same 
time, it shows up the iPad Air 2 and 
Nexus 9 with better-sounding speakers 
and a keyboard you’ll want to work with.

Like its smaller, 8-inch brother, the 
Venue 10 7000 is made with a thin 
aluminium frame with a cylindrical 
hinge protruding from both sides of the 
tablet. Unfortunately, Dell’s 10.5-inch 
tablet doesn’t come with a kickstand. 
Instead, the device all but requires the 

extra Venue Bluetooth 
keyboard to prop it up 

before you can use it 
in any of the 

additional modes. 
The keyboard 

goes for £101 if 
not picked up 

in the bundle.

multitasking on the tablet. At any given 
time, roughly half of the tablet’s RAM is 
eaten up by Android services running 
behind the scenes, including a pre-
loaded copy of McAfee antivirus. 
Opening too many applications, such 
as Google Docs and Chrome, all at 
once brings the tablet to its knees.

Dell rates the battery life on the 
Venue 10 7000 to last just seven 

hours, but in an extremely rare 
case, we were able to actually 
squeeze out an even longer 

runtime of 8 hours and 19 minutes.
The Dell Venue 10 7000 is 

dangerously close to the price point of 
excellent laptops, like Dell’s own XPS 13. 
And it’s well past the premium we’d be 
comfortable with shelling out for a 
Chromebook. By far, the best features 
of the Venue 10 7000 over its 
competitors is a better sound system 
and longer battery life, plus a screen 
that can project a gorgeous picture with 
the best of them. That said, this tablet is 
better left to very standard tasks – like 
watching movies and browsing the web 
– than a demanding daily work load. 
But wasn’t productivity the point? LXF 

Dell Venue 10 7000

 An ultraportable 
but with a Linux 
heart powering 

the Android OS.

 The design of the Venue 10 makes 
the keyboard accessory a requirement.

Verdict

Features 8/10
Performance 7/10
Ease of use 8/10
Value 7/10

Dell Venue 10 7000

 A great tablet that wants to get to 
work, but it’s lacking in the memory 
department to deal with multitasking.

Rating 7/10

Developer: Dell
Web: www.dell.co.uk
Price: £399 (with keyboard)

Kevin Lee trys out an Android tablets that thinks it has gone pro with its 
fancy keyboard upgrade.
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Verdict

14nm, Broadwell chips gain 
serious power efficiency. That’s 
why they’re first and foremost of 
interest to the mobile crew. 

But they retain some interest 
on the desktop because you also 
get the very best in processor 
graphics. This is the first time 
the Iris Pro level of graphics 
has appeared in socketed form, 
and both this i7-5775C and the 
i5-5675C are rocking the much-
improved graphics core. 
Compared with the HD Graphics 
4600 parts in the latest Haswell 
Devil’s Canyon chips, the Iris Pro 6200 
has more than twice the number of 
execution units (EUs). 

Elsewhere, you’re looking at classic 
Core i7 stats – four cores with eight 
threads. But, because this a ‘C’ class 
of chip, you’re only getting a clockspeed 
of 3.3GHz with a max turbo of 3.7GHz, 
although both these ‘C’ class chips are 
retaining unlocked multipliers to aid 
overclocking. 

On the face of it, there seems to be 
no reason to upgrade from your current 
Haswell i7, and probably most existing 
i5 chips. The i7-5775C is a good chunk 
more expensive than the i7-4790K and, 
in terms of straight clockspeed, and 
thus gaming performance, it’s a bit of 
a bust. The clear air regarding 
clockspeed is the real kicker. The 
5775C theoretically maxes its Turbo 
clock at 3.7GHz, but in our testing, we 
never beat 3.6GHz. When the 4790K is 
hitting 4.4GHz at stock clockspeeds, 
that gives it a pretty hefty performance 
lead. It’s the same across our suite of 
benchmarks – X264 gave a landslide 
victory to the last-gen CPU. 

The bright spot is in the memory 
bandwidth figures. The Broadwell chip 
shows big improvements in this area, 
topping anything we’ve seen outside 
the server-bothering antics of Ivy 
Bridge-E processors. 

At stock speeds, the peak  
power we were seeing during heavy 
testing was just 104W, with the CPU 
only a shade over 50°C. Given the 
low clockspeed, that’s possibly to be 
expected. But even when overclocked 
to 4.2GHz, the CPU was still under 

Intel’s fifth-gen desktop CPU, the 
Core i7-5775C, is finally on our test 
bench. So hey there, Mr Broadwell, 

what took you so long? If you talk to 
anyone at Intel, they tell you the 14nm 
architecture was released in 2014. And 
yet we’ve only just got our hands on the 
first proper Broadwell processors. By 
‘proper’, we mean full-fat, quad-core 
desktop processors, with capable 
clockspeeds and overclocking potential. 

Technically, Broadwell was released 
in 2014. Well, some of it. The Core M, a 
dual-core, Hyperthreaded mobile chip, 
was officially launched before 
Christmas, with some low-powered 
variants appearing in laptops in spring. 
So, is this a case of Intel de-prioritising 
desktops? And is it a worrying 
indication of what we can expect from 
the imminent Skylake family of desktop 
chips? In a word, no.

Broadwell has always been about 
power saving, so those mobile parts 
were inevitably going to be the priority. 
And, as Broadwell has slipped further 
back along the schedule, barrelling into 
the next-gen Skylake launch, there 
really isn’t a need to produce a full 
range of different-socketed processors.

Tick tock 
So what is Broadwell? It’s the tick to 
Haswell’s tock. That makes it a 14nm 
production process die shrink on what’s 
still essentially Haswell CPU tech. And 
with the shrinking of transistors to 

60°C and only drew another 50W at 
maximum. That’s some seriously 
impressive efficiencies. This eight-
threaded CPU is barely drawing the 
same power as last-gen quad-thread 
parts. It’s a shame our testing setup 
couldn’t push the overclocking further 
because there simply wasn’t any 
thermal throttling within eye-shot.

This is a chip that might have looked 
impressive last year, and maybe even 
today if it had a higher clockspeed and 
lower price. But it doesn’t, so there’s 
little reason to consider it. Yes, it has an 
impressive GPU component. And yes, 
maybe the Core i5 version has a place 
as an upgrade from a low-end Core 
i3-based machine without a discrete 
GPU. But this costly and low-performing 
chip will win few friends among anyone 
wanting tangible performance boosts 
over their Haswell.  LXF

Intel’s first fifth-gen Core desktop processor has 
finally arrived, and it’s made Dave James sad.

Intel Core i7-5775C

 Intel’s new i7 CPU weighs in at £300.

 Broadwell technology has arrived in a desktop processor.

Features 9/10
Performance 7/10
Ease of use 8/10
Value 5/10

Intel Core i7-5775C

 Too little, too late. The graphics and 
power efficiency are impressive, but the 
performance and price are not.

Rating 5/10

Developer: Intel
Web: www.intel.com
Price: £299

Specs
 Name: i7-5775C

 Socket: 1150

 Cache: 6MB

 Type: 64-bit

 SSE: SSE 4.1/4.2, 
AVX 2.0

 Process: 14nm

 Cores: 4

 Threads: 8

 Clock: 3.3GHz

 Turbo: 3.7GHz

 TDP: 65W

 Max mem:  
32GB DDR3

 Channels: 2

 GPU:  
Iris Pro 6200
Clock: 300MHz
Max: 1.15GHz
Units: 48
OpenGL: 4.3
Displays: 3

 Virtual support: 
VT-x, VT-d, VT-x EPT

CPU processing 
performance

x264 
FPS

Memory 
GB/s

Gaming 
Avg. (Min)

Power 
(Watt)

Intel Core i7 5775C 45 20.14 44 (20) 104

Intel Core i7 4790K 53 17.73 52 (11) 195

Intel Core i5 4690K 40 17.72 52 (10) 122
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Verdict

In brief...
 The distro is 

designed to 
recreate the look 
and feel of 
Google’s Chrome 
OS, but with 
Ubuntu as the 
base. The 
lightweight distro 
attempts to fuse 
together cloud 
and desktop apps. 
The result is a fast 
and flexible distro 
that’s well suited 
for older 
hardware. 
Available only for 
32-bit machines, 
the distro is quick 
even with 1GB 
RAM but more is 
better. See also: 
Chromium OS and 
PepperMint OS

apps. You can use the search bar in the 
App Launcher to search and add other 
online apps and services from the 
Chrome web store, which you can then 
pin to the dock for easier access.

Web and desktop apps 
Accompanying these online apps are a 
slew of offline apps and configuration 
tools including the GPicView image 
viewer, Transmission, Brasero and the 
Parole Media Player. You can flesh out 
the distro and install more apps using 
the Synaptic package manager. More 
inexperienced Linux users can use the 
web app for pulling apps from Ubuntu’s 
App Directory.

The distro also includes a host of 
nifty little utilities for tweaking various 
parts of the installation, and you can 
access them all from Chromixium’s 
custom Control Panel. Again, looking 
through the items in the Control Panel 
reflects the developer’s intention of 
selecting lightweight software without 
compromising on functionality. One 
example of such tools is systemback for 
creating and restoring backups and 
system snapshots.

The distro’s focus is on web apps, 
and to access the standard desktop 
offline apps you need to right-click on 
the desktop. That said, however, the 
latest release includes the Cardapio 
menu, which you can drag and drop 
from the Control Panel into the dock 
for a standard menu.

Google’s Chrome OS is great if 
you can be productive with 
online apps and nothing but 

online apps. Chromixium exists to 
extend the benefits of Chrome OS by 
intelligently mixing it with the features 
and functionalities of a regular desktop 
OS to run desktop apps too.

Chromixium is based on the Ubuntu 
14.04 LTS release. The developer has 
intelligently built it using cholesterol-
free components, like the featherweight 
Openbox window manager, resulting in 
a distro that’s light on resources and a 
viable option for older laptops and 
netbooks. Suitably, it’s available only as 
a 32-bit Live installable ISO.

But Chromixium isn’t just another 
Ubuntu-based distro that uses Openbox 
to save resources. The developer has 
cherry-picked every component, neatly 
fitted them together and polished the 
distro to a high finish. Chromixium 
include bits and pieces from the Xfce, 
LXDE and even the Gnome desktop. 
The distro uses the Compton desktop 
compositor and the Plank dock to make 
the desktop look clean and attractive.

The distro’s central app is the 
Chromium browser equipped with 
Google’s PepperFlash plugin. You can 
use it to access all Google services 
without any issues. You can optionally 
sign into your Google account, which 
then syncs all your settings from the 
various online Google services.

By default, the distro’s desktop 
launcher has icons for accessing Gmail, 
YouTube, Drive and the various Docs 

Once it’s installed, you can switch to 
Google Chrome, if you’re dissatisfied 
with the default Chromium browser, by 
following the guide on the Wiki. 
On machines with less than 1GB of 
RAM, the distro does take more time to 
boot primarily because it also starts 
Chromium as it boots, along with some 
other tools and utilities. This also means 
that once it’s up and running, web apps 
launch almost instantaneously.

Chromixium isn’t the first distro 
that’s tried to combine the cholesterol-
free nature of the cloud-based Chrome 
OS with the usability of a regular 
desktop OS. But thanks to the involved 
development process and active user 
community, despite being only a couple 
of releases old, it has the hallmarks of a 
mature and stable distro.  LXF

Eager to switch to web apps yet unwilling to abandon beloved desktop apps? 
Shashank Sharma wonders if Chromixium delivers the best of both worlds.

Chromixium 1.5

 The project issues service packs between releases to push important updates.

Features 8/10
Performance 7/10
Ease of use 8/10
Documentation 6/10

Chromixium 1.5

 Combines the ease of Chrome OS 
with the power of a full Linux desktop, 
but documentation is thin for new users.

Rating 7/10

Developer: Rich Jack
Web: www.chromixium.org
Licence: GPLv3 and others

Best of both worlds
Chromixium creates an 
environment where online 
and traditional desktop 
apps co-exist peacefully.

Features at a glance

Component selection
One main reason for the 
distro’s performance is its 
varied selection of apps, 
tools and utilities.
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Verdict

In brief...
 A lightweight 

Debian-based 
distro that is the 
successor to 
Crunchbang 
Linux. Similar to 
Crunchbang++.

The desktop isn’t the only thing 
that’s geared for a lightweight profile, 
either. The desktop main desktop 
utilities (like the Thunar file manager) 
are borrowed from Xfce, while Iceweasel 
(a Firefox derivative), and the simple 
text editor Leafpad round out the 
included applications. All this means 
that Bunsen is fast, even on older 
hardware. The interface looks clean, 
though it inherits the drab look of 
Crunchbang and Crunchbang++, 
but appearances can be changed.

Flammable gas
The installer looks just like the standard 
Debian installer, with no custom 
branding attached. At under 700MB, 
the ISO image easily fits onto a 1GB 
thumb drive for installation. That small 
installer comes at a price: You’ll need an 
internet connection for everything but 
the bare necessities. If you complete 
the install offline, a few applications that 
appear installed in the Openbox menu 
won’t be there, nor will your repository 
(repo) entries in /etc/apt/sources.list.

When you boot to the desktop for 
the first time, a script will open in a 
terminal window and ask if you want to 
install packages like LibreOffice. The 
Openbox menu is also populated with 
shortcuts that will run install scripts for 
programs like Gimp, Inkscape etc. All of 
these will fail until your sources.list file 
is properly populated.

If you find yourself in this position, 
there’s a Debian sources generator at 

Free and open-source projects 
exist in an electronic Darwinian 
world: Some projects are 

successful and survive a long time while 
others die before they’ve been fully 
realised, and still others die after a good 
run in life. In Februrary, the development 
of Crunchbang Linux (often abbreviated 
to #!) came to an end. If you look at 
http://crunchbang.org today, the 
website points you to the BunsenLabs 
project, officially naming the 
distribution (distro) #!’s successor.

Just like #!, Bunsen is based on 
Debian GNU/Linux. Based on Debian 
Jessie, version 8.1 has been dubbed 
Hydrogen, and, like the universe’s most 
common element, it’s minimalistic.

 The default software offering is built 
to be lightweight. Like #!, Bunsen 
eschews a desktop environment in 
favour of the Openbox window 
manager. The Tint2 taskbar appears at 
the top of the desktop, while a simple 
Conky configuration graces the right 
side with basic system vitals and a 
handy list of keyboard shortcuts.

Users who aren’t used to Openbox 
will find this interface quite sparse and 
may panic while looking for a menu. 
A simple right-click reveals the text-
based menu, where all your core apps 
can be found. Menus are simple XML 
files, which allows for easy 
customisation should the need arise. 
Users can edit their menus at 
~/.config/openbox/rc.xml, while the 
system-wide configuration lives in  
/etc/xdg/openbox/rc.xml.

http://debgen.simplylinux.ch. There 
are instructions on how to manually add 
the Bunsen repo at http://pkg.2ion.
eu. Once you add your sources, all 
should be right with the world. It should 
be noted that users shouldn’t use 
Ubuntu repos for Bunsen. This is stated 
during install, and once during the first-
boot installer script. The script even 
goes so far as to make you type ‘I 
understand,’ to drive the point home.

BunsenLabs is a snappy distro, but 
things can go wrong if you’re careless. 
The lack of formal documentation may 
make it seem formidable to newbies, 
but the combination of the #! forums 
and the web’s wealth of Debian 
knowledge should provide enough 
guidance for those who look. A 
seasoned Linux user will enjoy Bunsen’s 
lightweight simplicity.  LXF

A young Debian-based distro picks up the pieces Crunchbang left behind and 
keeps the lightweight legacy alive for daring apt-get fans like Alex Campbell.

BunsenLabs 8.1

 The BunsenLabs desktop is pretty sparse (or zen, depending on your point of 
view) as desktops go, thanks to Openbox’s minimalist approach.

Features 7/10
Performance 9/10
Ease of use 8/10
Documentation 7/10

BunsenLabs 8.1 Hydrogen

 A young project, but it’s a high- 
speed, low-drag Debian derivative, 
as long as you don’t break it.

Rating 8/10

Developer: BunsenLabs
Web: http://bit.ly/BunsenLabs
Licence: GPL 3

Openbox
Don’t panic! Openbox’s 
slim and text-based main 
menu is revealed with a 
simple right-click.

Features at a glance

May go Bang!
Use of an Ubuntu repo 
is just one of the several 
things that can break 
BunsenLabs.

http://crunchbang.org
http://debgen.simplylinux.ch
http://bit.ly/BunsenLabs
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Verdict

In brief...
 Aimed at 

both home and 
enterprise users, 
the latest edition 
of the popular 
desktop 
virtualisation 
application is a 
watershed release 
for VirtualBox. 
Having been 
severely routed by 
alternatives such 
as Docker, 
VirtualBox 5.0 
ships with 
many desktop 
improvements 
and boasts better 
performance. 
Apart from full 
USB 3.0 support, 
the release offers 
paravirtualisation 
support and disk 
image encryption 
for improved 
security.  
See also: QEMU 
and VMWare 
Workstation.

encryption password when the machine 
boots up. Also note that you can enable 
this feature only if you install the 
proprietary VirtualBox Extension Pack.

Other new features dependent on 
the Extension Pack include support for 
USB 3.0 devices and bi-directional 
sharing. Guest OSs can now directly 
recognise USB 3.0 devices and operate 
at full 3.0 speeds. The UI also allows you 
to configure the virtual machine to 
support USB 1.1, 2.0 or 3.0 devices. 
With improved bi-directional sharing, 
you can drag and drop between host 
and guest on all host platforms running 
Windows, Linux and Solaris guests.

Fleshed out interface
While the overall interface for creating 
and managing virtual machines is 
pretty much the same, several sections 
in the virtual machine settings now 
expose the added functionality with 
new tweakable options. For example the 
System section has a new pull-down 
menu under the Acceleration tab to 
select a paravirtualisation interface, and 
the Storage tab now lets you mark 
virtual disks as hot-pluggable devices in 
addition to SSDs. Similarly, the Display 
section boasts new functions under the 
Video Capture tab: you can define a 
resolution for the captured video, select 
a frame rate between 1fps and 30fps as 
well as the bit rate from 102kpbs to 
1024kbps. VirtualBox will also estimate 

V irtualBox had its last major 
release, v4.0, shortly after Sun 
was acquired by Oracle in 2010. 

Since then the desktop virtualisation 
software had been lingering in point 
releases and losing out to paradigm 
shifts in the virtualisation arena, notably 
Docker and containers in general. But 
with VirtualBox 5.0, the software is 
putting up a strong case for hypervisor-
based virtualisation solutions.

The new release incorporates 
several new features, not all of which 
take the form of tweakable options in 
the user interface. For example, starting 
with this release VirtualBox exposes a 
broader set of CPU instructions to the 
guest OS. Apps running inside virtual 
environments will be able to make use 
of these for better performance.

A highlight of v5.0 is the addition 
of paravirtualisation methodologies, 
namely Hyper-V for Windows and KVM 
for Linux. This should significantly boost 
the performance of the guest OS by 
using its built-in virtualisation support. 
The addition of paravirtualisation 
should also attract more users who 
were earlier using other solutions to 
create virtual machines based on KVM.

Another highlight is disk encryption. 
At the expense of some performance, 
privacy conscious users can encrypt 
new and existing virtual disks using the 
AES algorithm with either 128-bit or 
256-bit encryption keys. Once this is 
enabled, however, you’ll lose the ability 
to restart the machine unattended 
since you’ll need to enter the disk 

the size of the captured video as per the 
defined parameters.

The Settings window adds a new 
User Interface section for customising 
the UI for the virtual machine controls. 
Besides enabling or disabling complete 
menus, you can also optionally remove 
specific sub-menu options, so you can 
retain the Machine menu and remove 
only the Reset option from the interface 
for a particular virtual machine to force 
users to shut it down properly.

All in all, VirtualBox 5.0 does enough 
to justify its dot release status. With 
paravirtualisation and USB 3.0 support, 
it’s got new features for both advanced 
and average users. The ability to run 
encrypted virtual images is a boon for 
all security conscious users.  LXF

After almost five years in incubation, the latest release of VirtualBox has 
Shashank Sharma excited with its many much needed features.

VirtualBox 5.0

 VirtualBox now lets you run virtual machines in three modes: a normal 
windowed interface, a detachable interface or a headless mode.

Features 8/10
Performance 8/10
Ease of use 8/10
Documentation 8/10

VirtualBox 5.0

 This feature-rich major release has 
lots to offer home and enterprise users, 
putting VirtualBox back on the podium.

Rating 8/10

Developer: Oracle Corporation
Web: www.virtualbox.org
Licence: GPL 2 and PUEL

Paravirtualisation
Guests can now use built-
in virtualisation support 
with the addition of KVM 
and Hyper-V interfaces.

Features at a glance

Encryption
Encrypt virtual disks using 
industry standard AES 
ciphers in XTS mode with 
126-bit or 256-bit keys.
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Verdict

Specs
 OS: Ubuntu 

12.04 LTS, Steam 
OS and “most” 
Linux distributions

 CPU: Intel Core 
2 Duo, AMD Athlon 
X2 5200+

 RAM: 4GB

 HDD: 2GB

 GPU:  
Shader Model 4.0,  
1GB VRAM

tractor beams and melee attacks can 
be written into the code of otherwise 
benign mushrooms. This gives you 
multiple ways to tackle obstacles, solve 
puzzles, and defeat enemies. It’s also a 
lot of fun to play with between puzzles: 
who could resist sending a loyal army of 
mushrooms fitted with helicopter 
blades and repulsor beams to attack a 
few fire monsters?

Tropes and jokes
You’re not the only human in the game: 
the developers, represented by floating 
eyeballs, are working on it as you play, 
though most of their work amounts to 
them bickering loudly with each other. 
As you might expect in a game about an 
unfinished game, The Magic Circle 
contains a lot of jokes about 
crowdfunding, development, game 
tropes and games media, and provides 
some insightful and funny observations 
on those fronts. While the tone is 
initially light and playful, however, the 
writing eventually sags under its own 
weight. The performances grow 
melodramatic and overwrought, and 
there are long stretches where the 
developers argue or a rogue AI speaks 
to you while you simply sit there, waiting 
for them to finish (during Steam Early 
Access, the ability to skip a couple of 
these scenes – though not all of them – 
was added). There are a couple of other 
issues: for a game in which you’ll be 
criss-crossing the landscape repeatedly 

The Magic Circle casts you as a 
play tester for a game that has 
been in development for ages 

and is still nowhere near completion, 
something most gamers can easily grok 
in this age of Kickstarter campaigns 
and Steam Early Access. What began as 
a sci-fi game has become a swords and 
sorcery adventure, and as you progress 
through the unfinished world you will 
find the spines of a pixelated space 
station poking through the fantasy 
crust, with long-forgotten robots and 
drones mingling amongst the wizards 
and giant spiders.

Before long, you’ll gain the ability to 
make changes to the game by 
tampering with its programming. 
Specifically, you can alter the behaviour 
of the game’s entities. After trapping a 
hostile dog-creature, eg you can change 
its alignment from viewing you as an 
enemy to seeing you as a friend. 
You can assign it new enemies, which it 
will then attack. You can also completely 
strip it of attributes, leaving it inert while 
storing those properties in your library 
to be applied to other creatures. None 
of these things involves writing code 
yourself, mind you: it’s accomplished by 
simply selecting words from a list and 
dropping them into fields.

You can’t use these abilities directly, 
so overcoming obstacles becomes a 
matter of altering the behaviour of your 
growing menagerie. Rocks can be made 
to float in the air, providing you a nice 
stepping stone. Zombies can be made 
fire resistant, rats can be fitted with 

to explore, it’s annoying that you can’t 
sprint (though fast-travel is possible 
between scattered nodes). And while it 
fits in with the premise that the game 
world is visually unappealing, it doesn’t 
really help the fact that the game world 
is visually unappealing. Throwback 
graphics can often be charming, but 
that’s not the case here.

You can expect between 4-6 hours 
of play, and after completing the story 
there’s a relatively enjoyable mini-game 
that becomes available. You can also 
continue exploring to find secret areas, 
audio logs and anything else you might 
have missed. Despite its issues, The 
Magic Circle’s concepts are both 
clever and put to good use, and editing 
monsters to solve puzzles remains 
enjoyable throughout the game.  LXF

A finished game about being trapped within an unfinished game, how very 
meta thinks Christopher Livingston, I’m not going to finish this rev…

The Magic Circle

 A satire on game making where you’re tasked with fixing an unfinished game.

 The mechanic of reprogramming the behaviour of entities 
you meet will make you wish you could do it in real life.

Gameplay 9/10
Graphics 7/10
Longevity 5/10
Value 6/10

The Magic Circle

 Visually drab and a bit too taken 
with its own story, but otherwise clever 
and fun creative problem-solving.

Rating 8/10

Developer: Question
Web: www.magiccirclegame.com
Price: £15

http://www.magiccirclegame.com
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AWARDS 
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W
e’ve steadily reviewed 
more and more 
Chromebooks, and 
that’s not because 

we’re championing a niche laptop 
platform, but because they have 
genuinely become a commercially 
viable, market-leading product – and it 
just so happens they are Linux powered 
and can natively run many Linux 
distros. We’re not pretending they are 
ideal in a libre-laptop way, but that’s 
unlikely to ever happen with CPU 
firmware being what it is, unless an end-
to-end open hardware platform is born.

Every month we compare tons  
of stuff so you don’t have to!

Roundup

So, as things stand, it’s about as 
good as open source users can get – 
but when you throw in price, choice, 
performance and hardware quality, the 
end is an emphatic win for the Linux 
user. We last looked at Chromebooks 
in a Roundup exactly a year ago, and 
things have evolved very nicely. Google 
has finally released a new version of its 
high-end Pixel and many Chromebooks 
are now using an uprated Intel Celeron 
3205U, although a wide range of 
options exist. 

Excitingly, we’re also seeing many 
manufacturers starting to explore 

different form factors, drawing in tablet 
features, ultrabook style, standard 
laptop sizes, higher screen resolutions 
and more. All of this is taking place 
while, on the whole, manufacturers are 
still managing to offer products at that 
temptingly low Chromebook price and 
with stunning battery life. It’s true that 
some models are creeping up in price 
into standard laptop space, but there’s 
usually a reassuring specification-based 
reason. So whether you need a school 
workhorse, commuter machine or 
office tool, Chromebooks are delivering 
the excellence.

Our 
selection
 Acer 

Chromebook 13
 Acer 

Chromebook 15
 Asus 

Chromebook Flip
 Chromebook 

Pixel 2015
 Dell Chromebook 

11 2015

How we tested...
A large element to Chromebooks 
is that they’re cloud-centric, with 
browser-based interfaces on 
Chrome OS. In many ways that 
simplifies testing because we can 
concentrate on other areas, such as 
the build quality including keyboard 
and touchpad, other physical 
features, connectivity, processing 
performance, battery life and media 
features such as the screen and 
audio quality. Depending on your 
needs one of these may be more 
important than another, but splitting 
these into sections will help you 
evaluate each model over our 
general verdict. So if battery life 
trumps raw power, then that could 
sway your decision in a different 
direction to our own. The happy 
truth is, all the models tested were 
good and we’d imagine any of them 
would make an owner happy. It’s 
also satisfying to see a Linux system 
grab 7% of the laptop market.

Chromebooks
Wondering what Linux-powered Google gadget to buy next? 
Neil Mohr takes a host of Chromebooks for a test drive.
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C hromebooks have historically 
had something of a reputation 
for being, well, not that well 

built. The words ‘plastic’ and ‘cheap’ 
would commonly be on most people’s 
list of words to describe them. However, 
that applies to Chromebooks of old. 
Today, while the price point for most 
Chromebooks remains low, their build 
quality has improved and higher price 
points have also bought in top-flight 
materials and build quality.

The Asus Flip is a fine example of 
this with its metal shell and thin profile, 
built on an Apple-beating all-aluminium 
chassis. This also makes it feel totally 
solid without being heavy, and with 
chamfered edges it’s also lovely to hold. 
It’s just 15.6mm thin and weighs only 
890g, which would be good for a tablet.

Google’s Chromebook Pixel is 
another model with an all-aluminium 
chassis but Google has gone for an 
utterly utilitarian design aesthetic with 
sharp, square corners. While making it 

Normally a 15-inch screen on a 
laptop wouldn’t turn any heads 
but for a Chromebook this is 

fairly unique, and the Acer CB 15 makes 
much of its 15.6-inch anti-glare screen 
as a strength. So we’ll pick that out; 
otherwise it’s a pretty straightforward 
offering. Much the same can be said for 
Acer’s Chromebook 13, which shouldn’t 

Build quality

Extra features

Will it fall apart and can I drop it?

The little touches that make them stand out.

feel very modern, these are somewhat 
harsh to hold. The design also makes 
it relatively hefty, hitting 1.5kg while 
remaining just 15mm thin. A key 
element to the design is its now 
unusual 3:2 ratio screen.

We go from the sublimely thin and 
metal clad, to the far fatter and plastic 
clad Acer Chromebook 15. It’s a 15-inch 
Chromebook, so you’d expect it to be 
heavier and it is at 2.1kg, though we 
should point out that this is lighter than 
most similar 15-inch Windows laptops. 
It’s also thicker at 24mm, but, again, 
contrast that with the 30mm of the 
Acer Aspire E5 Windows laptop. It might 
be plastic, but Acer has used a woven 
texture finish that makes it feel secure 
in the hand and helps it feel more 
natural and solid.

At the smaller end of the spectrum, 
the Dell Chromebook 11 might be tiny 
but this is designed to be one rugged 
device. Aiming at the schoolroom, Dell 
has taken all its expertise and created a 

be taken as a negative: if anything we 
appreciate its 13-inch chassis. The Pixel 
has a number of interesting points, too: 
it’s easily recognisable, thanks to its 
uniquely square aspect ratio, not to 
mention that unmistakable, multi-
coloured light bar on the back of the 
screen, which displays all the primary 
colours of the Google logo. Ingeniously, 

veritable military-grade device that can 
withstand the worst a child can throw at 
it. It’s still 21mm thin and 1.24kg in 
weight and it looks good for a mobile 
device. It’s smaller in size and weight 
than the Acer Chromebook 13: this 
13-inch device is 18mm thin and weighs 
1.5kg. It’s aimed at home and students, 
but while being well built it does lack 
the reinforced chassis found in the Dell. 
Instead it manages to nicely navigate 
the line between portability and style.

this lightbar also doubles as a battery 
meter, which comes to life with a 
progress bar whenever you double-tap 
the back of the lid.

More usefully the most notable 
new feature of the Flip is its ability to 
transform into a tablet and other 
modes. The display – which includes 
touch capabilities – is connected to the 
main laptop body with an articulating 
hinge that rotates a full 360 degrees for 
tablet mode. It’s also smart as you’re 
able to set the Flip on its side, on the 
keyboard, and it rotates to suit. A new 
Virtual button activates an ‘exploded’ 
view of all your open windows and apps, 
plus a virtual keyboard.

The Dell offers a number of ‘hard’ 
features such as a 180 degree hinge, 
so the screen can be laid flat but not 
folded back. It’s also water resistant, 
offers a touchscreen and has an 
interesting classroom attention light in 
the lid. Without doubt the star here is 
the Flip but each has its own reason for 
existing in the ecosystem.

  The Dell on test is hard to beat, 
literally. It may be tiny, but it’s tough.

 The Asus Flip’s standout feature is the way that it turns into a tablet.

Verdict
Acer CB 13
HHHHH
Acer CB 15
HHHHH
Asus Flip C100
HHHHH
CB Pixel 2015
HHHHH
Dell CB 11 2015
HHHHH

 The Asus 
Flip is the most 
flexible in 
terms of extras.

Verdict
Acer CB 13
HHHHH
Acer CB 15
HHHHH
Asus Flip C100
HHHHH
CB Pixel 2015
HHHHH
Dell CB 11 2015
HHHHH

 The Dell is the 
hardest, while 
the Pixel is the 
most beautiful.
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Performance
Mine is so much faster than yours.

Outside of battery life, we look in this 
section at performance in terms of 
responsiveness, raw speed and 

memory capacity. There’s no point in having 
the best looking, most portable Chromebook 
on the planet if it can’t handle more than two 

tabs. If you’re looking to run a full-fat Linux 
distribution (distro) on top of Chrome OS 
you’ll want to ensure it has the processor 
and memory power to cope. We’re primarily 
testing Chrome OS and ensuring it’s capable 
of running plenty of tabs without slowing down. 

You’ll find a range of Intel processors from 
lower-end Celeron to the meatier Core i5, and 
it’s important to understand the difference 
between the latest Haswell 5th generation 
processors too, which largely is improved 
battery life and enhanced 3D capabilities.

Acer Chromebook 15 HHHHH
Bobbling along inside the CB15 is a solid Intel Celeron 3205U dual-core 
Broadwell processor. This could be thought of as the updated version of 
the Intel Celeron 2955U found in many Chromebooks in 2014.

The newer CPU boasts a 1.5GHz clock but also some underlying 
architecture improvements that reduce power use and bump its speed 
by around 10%. Despite loading several tabs full of cat GIFs in the 
browser, the Chromebook 15 never hit a performance snag and it was 
an almost perfect multitasking machine. If numbers matter to you, it 
scored 13,328 in Octane, 2,332ms in Mozilla Kraken and 334ms in 
SunSpider. A slight issue of note is that the UK specification comes with 
only 2GB of DDR3 memory, while the rest of the world appears to get 
4GB of memory, which seems a little discriminatory.

Acer Chromebook 13 HHHHH
The interesting point here is the use of the Nvidia Tegra K1 processor, 
which takes a similar direction to the Asus Flip, being ARM-based. The 
K1 is a quad-core design running at 2.1GHz, utilising the Nvidia Keplar 
GPU alongside 2GB (a 4GB model is available) of memory. It’s a shame 
but by aiming for the lowest price and longest battery life Acer has 
clearly hobbled performance with the memory choice. We experienced 
the odd stutter and delay when opening tabs while the Chromebook 
was occupied doing other tasks. Add this poor general performance to 
the benchmarks and we see that against Intel the ARM processors still 
come a poor second place, scoring 7,000 in Octane (higher is better), 
a poor 4,800ms in Kraken and 600ms in SunSpider (for both these two, 
lower is better). This is in line with the Flip with its ARM processor with 
a stronger GPU performance, but around half the Intel results.

Y ou’d think that by now laptop 
manufacturers would have 
cracked the design of decent 

keyboards and touchpads for mobile 
devices, but you can never be too 
careful especially on value propositions 
like the average Chromebook. 

The Chromebook 15, for example, 
bends when you press the bottom strip 
of the touchpad. It’s nothing deal-
breaking but it’s annoying as otherwise 
it’s a lovely MacBook-like oversized 
touchpad. The extra size is also taken 

Keyboard and touchpad
Can I type without breaking my fingers?

up with a decent full-sized keyboard 
that’s missing only a number pad. 

At the opposite end of the size scale, 
the Acer Flip still squeezes in a full-size 
keyboard. Key travel feels deep despite 
the fact the keyboard sits on a recessed 
deck, which appears to leave less than 
2mm of space between it and the 
bottom of the Chromebook. It’d be nice 
to have a bigger trackpad but physically 
there’s no room and it works superbly.

The Chromebook 13’s standard 
keyboard is perfectly spaced and 

adequately responsive, coming with an 
ideally-sized touchpad. The keyboard’s 
construction doesn’t flex and offered an 
excellent typing experience. The keys 
are extra clicky, so you’ll rarely have to 
backtrack to see if you missed strokes.

There’s little to say for the Pixel as 
the backlit keyboard and the accuracy 
tuned trackpad are perfect. The Dell’s 
water-resistant and almost full-size 
keyboard does not fall far short, either: 
it is pleasant to use while the trackpad 
is very responsive.

Verdict
Acer CB 13
HHHHH
Acer CB 15
HHHHH
Asus Flip C100
HHHHH
CB Pixel 2015
HHHHH
Dell CB 11 2015
HHHHH

 It’s hard to 
touch the Pixel 
for input but the 
Acer just about 
manages it.
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Asus Chromebook Flip HHHHH
Even internally, this Chromebook flips the script with the 1.8GHz 
Rockchip 3288-C processor with ARM Mali-T624 GPU. This is a 
quad-core Cortex-A17 CPU, which ARM claims provides a hefty 60% 
higher performance than the Cortex-A9 core while reducing power 
consumption by 20% under the same workload. It has no problems 
keeping up with browsing, including keeping 15 tabs open and music 
streaming. Occasionally media-rich social media sites, such as Facebook, 
send the Flip into a fit of hanging screens, but this is rare. Being ARM-
based it’s unlikely you’ll want to run a full desktop distro and this version 
ships with only 2GB of memory, but a 4GB model is also available. Our 
benchmarks returned 6,795 for Octane (higher is better), 5,447ms in 
Kraken and 686ms in SunSpider (lower is better).

Dell Chromebook 11 2015 HHHHH
The Dell doesn’t stray far from the pack for its powerhouse, using the 
slightly older Intel Celeron N2840, which is the Bay Trail Atom variant. 
It’s a cunning choice by Dell, as this runs at 2.16GHz with a burst speed 
of 2.6GHz yet uses half the power of the Celeron 3205U and is still dual 
core. The Dell has 4GB of DDR3 and 16GB of SSD storage. 

In normal use with 15 tabs running in three different browser 
windows there are no slowdowns; the Chromebook 11 is fast, responsive, 
and exhibits no delays. In the benchmarks the Atom processor does 
show its weaker side, lagging behind the other Celeron processors 
scoring 8,355 in Octane (higher is better), 3,620ms in Mozilla Kraken 
and 521ms in SunSpider (lower is better). This puts the Chromebook 11 
between the slower ARM Flip and Intel Celeron 3205U models.

Chromebook Pixel 2015 HHHHH
It’s always been the big daddy of the Chromebook world. It’s built 
around the latest 5th gen Intel Core i5 5200U, which helps a lot and puts 
it a country mile ahead of all the other models here. This is a 2.2GHz 
dual-core, four-threaded processor with a 2.7GHz turbo mode. Google 
does make a ‘LS’ (Ludicrous Speed) model with a Core i7, but that really 
is silly. Alongside this is a cool 8GB of DDR3 and 32GB of SSD storage. 

The Pixel is a wickedly fast machine. Web pages load up lightning 
quick, scrolling is smooth and even pinch-to-zoom on the touchscreen 
feels snappy. However, the machine truly comes into its own when 
streaming 1080p and even 4K video on YouTube. Our benchmarks 
returned a blazing 24,000 for Octane (higher is better), 1,428ms with 
Mozilla Kraken and 298ms on SunSpider (lower is better).

C hromebooks are by definition 
online machines designed to 
hook up to the cloud, so with 

that in mind it’s imperative that these 
beasts come with rock-solid wireless 
connectivity. We’d also expect to have 
Bluetooth support out of the box – 
how else are you going to enjoy a bit of 
White Snake while coding your Python 
and not disturbing the tranquillity of 
your local library?

Starting at the top of the pile, the 
Chromebook Pixel offers dual-band 

Connectivity
What can I plug in and hook up to?

Wireless AC via the Intel 7260 Wi-Fi 
card and Bluetooth 4.0LE, but most 
impressively it also packs in two USB-C 
ports and two USB 2.0 ports, which 
frankly covers everything you’re likely 
to need for the foreseeable future.

The Flip is also impressive in this 
area with wireless AC, Bluetooth 4.1 and 
micro HDMI video out, but offers only 
two USB 2.0 ports. Acer’s Chromebook 
15 is flexible too with wireless AC, 
Bluetooth 4.0 and HDMI out alongside 
a single USB 3.0 and another USB 2.0 

port. The Acer 13, much as you might 
expect, has the same spec except that 
its two USB ports are both USB 3.0. 
Finally, the Dell, even with its Bay Trail 
chipset, offers dual-band wireless AC, 
Bluetooth 4.0, HDMI 1.4 output and one 
USB 3.0 plus one USB 2.0 port.

All the devices tested here come 
with a built-in 720p webcam, combo 
headphone/mic jacks and an SD card 
slot; the Dell has a second SD slot with 
locking facility. It’s good to see all the 
basics being taken care of so well.

Verdict
Acer CB 13
HHHHH
Acer CB 15
HHHHH
Asus Flip C100
HHHHH
CB Pixel 2015
HHHHH
Dell CB 11 2015
HHHHH

 The Pixel 
edges it with 
super duper 
USB-C, but 
they’re all good.
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nine-hour mark. So our first choice is 
the Pixel followed by the Acer 13 with 
an extra-long result, but none of the 
models here will disappoint.

T here’s no specific reason why 
Chromebooks should be so 
good at all-day running, [Linux! – 

ED] but they are. The flagship Pixel has 
a claimed 12-hour battery life. In our 
real-life testing, which involved running 
the unit all day at 50% brightness while 
working, including a two-hour Netflix 
session, we got eight and a half hours, 
which is stunning considering it has a 
Core i5 processor. We can easily see 
this lasting all day. It was a similar story 
for the Acer Chromebook 15, which ran 
for just shy of eight hours under very 
similar conditions.

The Acer Flip was on another level 
altogether, managing eight hours and 
ten minutes in our real-life work test. 
This was running ten tabs, writing part 
of this Roundup, streaming Google 

K icking off with the Pixel, it goes 
for the now hipster-like 3:2 ratio 
display and that awesome  

12.85-inch 2,560x1,700 IPS touch-
screen display. It’s a great shape for 
document and photo editing but not 
so much film watching. The IPS 
technology offers rich colours and 
brightness with subtle shades.

The same can’t be said for the Dell: 
its non-IPS 11.6-inch HD, 1,366x768 
screen lacks wide viewing angles, and 
it’s also not as bright as we’d like, 

Battery performance

Display and audio

Music, a one-hour Hangout and 
YouTube sessions. In a more casual 
seven-hour test playing two films and 
streaming music for three hours, the 
battery still had 50% charge.

The Dell should be long-lasting 
too with its Bay Trail CPU. Dell 
claims a 10-hour battery life. 
Our tests, with the display set to 
60% brightness, achieved just over 
eight hours of continuous use, including 
running multiple tabs, some more 
writing and YouTube streaming. 

This leaves the Acer 13 and in real-
life use with the display set to 50% 
brightness, we enjoyed eight hours 
and 56 minutes of run time with video 
playback. It’s a very impressive feat, 
and a second run with music, mixed 
browsing and editing clocked over the 

struggling in outdoor conditions. 
Surprisingly, though, audio produced by 
the stereo speakers came out loud and 
clear. In fact, at the greatest volume, 
audio produced by the Chromebook 11 
could fill a small room, but we did find 
there was slight distortion at volumes 
higher than 80%, and at that level the 
audio lacked fullness.

The Acer Chromebook 13 features a 
13.3-inch, 1,366x768 non-touch display 
that’s shadowy and dull. It’s similar in 
performance to the Dell but at least 

Will my eyes and ears survive that Game of Thrones session?

 Our first choice for battery 
performance is the Pixel, but the Acer 
13 chalked up an impressive result too. 

 The IPS display of the Chromebook 15 offers a wide viewing angle.

that has a touch option. Non-UK 
models at least get a Full HD 1080p 
display. Still, the reasonable audio 
performance does something to make 
up for the poor display quality.

It’s quite possible that Asus has 
included massive bezels on the Flip 
to make it easier to use as a tablet. That 
is understandable but does detract 
when it’s being used as a normal 
Chromebook. Otherwise the 10.1-inch, 
WXGA (1,280x800) IPS multi-touch 
display does a decent job – the colours 
aren’t as rich as the Pixel’s but viewing 
angles are good and it’s bright. We’re 
even pleased to report the Asus Flip 
rocks out with a decent set of cans for 
listening to tunes and watching media. 

That leaves the biggest screen for 
last with the Acer Chromebook 15. It’s 
the perfect media streaming machine. 
The 15.6-inch Full HD 1,920x1,080 
resolution, LED-backlit display makes 
for a sharper experience from icons to 
text and easier viewing from a distance. 
You’ll be thanking Acer for picking out 
a vibrant IPS panel with some of the 
widest viewing angles we’ve seen. The 
speakers are built into the keyboard 
and while not very full-bodied deliver 
reasonable sound.

Verdict
Acer CB 13
HHHHH
Acer CB 15
HHHHH
Asus Flip C100
HHHHH
CB Pixel 2015
HHHHH
Dell CB 11 
2015
HHHHH

 The Pixel and 
Acer 13 are both 
impressive 
performers.

Verdict
Acer CB 13
HHHHH
Acer CB 15
HHHHH
Asus Flip C100
HHHHH
CB Pixel 2015
HHHHH
Dell CB 11 2015
HHHHH

 The IPS 
models walk 
away with the 
prize as usual.

Can I binge on Game of Thrones all day long?
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 The all-powerful Pixel wins, as long as price isn’t an issue. 

its Mac-like pricing will likely put most 
people off. If your pockets are deep 
enough then you won’t be disappointed 
and it’ll be a positive talking point when 
it pushes aside the sea of MacBook 
Pros that litter most conferences.

At almost the opposite end of the 
spectrum, the Dell Chromebook 11 
2015 shows what’s possible at the 
cheapest end of the market, and in 
many ways this isn’t designed for your 
average consumer. The Chromebook 
11 is targeted more at educational 
institutions that might be buying these 
in bulk and need something rugged 
and practical. It won’t disappoint in its 
resilience but its screen is its main weak 
point. The same could be said of the 
Acer 13: despite its excellent build 
quality, keyboard 
and trackpad, it’s 
let down by a lack 
of power and the 
display. By contrast 
the Asus Flip offers 

We’re genuinely impressed 
not just by the range of 
Chromebooks on the 

market and their performance but by 
the variety in options. This certainly is 
becoming an area full of life and variety, 
with manufacturers brave enough to 
try innovative features in an expanding 
market. This means that no matter 
what your needs there’s a Chromebook 
model that will fulfil them. We admit 
that it’s quite possible your specific 
needs won’t match our scoring criteria, 
but the fact is that all the models in this 
year’s test are excellent and we doubt 
most people would be disappointed 
with any one of them.

Starting with the all-powerful 
Google Pixel 2015: despite its all-round 
impressive performance and beautiful 
design and build, we fear that almost 
no-one will actually buy one. The vast 
majority of Chromebook buyers will be 
looking for something priced below 
£299 if not more towards £199 and so 

a ton of polish, ranging from its slick 
metal case to its convertible features 
and touchscreen. If you’re on the look-
out for a new tablet this is certainly a 
good alternative. Finally, the Acer 
Chromebook 15 is ideal for anyone 
who wants a full laptop but with the 
simplicity of a Chromebook – the big 
1080p screen in particular really makes 
it a tempting choice.

Chromebooks

The verdict

Chromebooks aren’t the only fruit in the 
mobile market, but when it comes to Linux 
the options are pretty limited. In terms of 
other Chromebooks there is the Toshiba 
Chromebook 2 and on the horizon is a high-
end Acer Chromebook C910, which will sport a 
similar specification to the Google Pixel 2015. 

Outside of the burgeoning world of 
Chromebooks you could opt for a more 
ambitious Android device, such as the Dell 
Venue 10 7000 (see Reviews, p17) but Android 
simply isn’t set to be a true multitasking 
system, yet. We always find that working on 
Android feels like a compromise and the 

devices themselves don’t always work as well 
as they should. Full Linux laptop options are 
still sadly limited: we’ve seen individual stores 
such as Ebuyer offering the odd HP model,  
and of course there’s the ongoing cooperation 
between Lenovo and Ubuntu that provides 
approved builds for many Lenovo laptops. LXF 

Also consider...

Did we miss your choice of Chromebook or have you done 
something unique with yours? Email us: lxf.letters@futurenet.com

Over to you...

1st
Chromebook Pixel 2015 HHHHH

Web: http://bit.ly/ChromebookPixel2015 Price: £799 

 The perfect build for a Chromebook – just don’t look at the price.

–
Dell Chromebook 11 2015 HHHHH

Web: www.dell.co.uk Price: £199 (2GB) 

 An excellent choice if your Chromebook is going to get knocked around.

2nd
Acer Chromebook 15 HHHHH

Web: www.acer.co.uk Price: £229 

 For a larger laptop-like device, Acer nails every aspect perfectly.

3rd
Acer Chromebook 13 HHHHH

Web: www.acer.co.uk Price: £180 

 If you look past the screen it offers run-time and polish at a good price.

–
Asus Flip C100 HHHHH

Web: http://bit.ly/AsusCBFlip Price: £249 (4GB) 

 Lacks CPU power but everything else about this Chromebook shines.

“No matter what your needs 
there’s a Chromebook  
model that will fulfil them.”

http://bit.ly/ChromebookPixel2015
http://www.dell.co.uk
http://www.acer.co.uk
http://www.acer.co.uk
http://bit.ly/AsusCBFlip
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C
oding is the new cool. If you 
don’t know how to Python, all 
your friends are going to be 
laughing at you…

We’re not being flippant. Knowing how 
to code is almost an essential for the open 
source fiend. Be it basic Bash scripting or 
knowing how to read a bit of PHP, coding 
knowledge is more than useful, it’s an 

essential. With coding now being pushed at 
school, there’s never been a better time to 
brush up on your skills, so when little Jenny 
asks for help with Python hacking Minecraft 
on her Pi, you can dive right in without fear.

Knowing a bit of code helps with using 
Linux itself, helps you get more out of the 
terminal, can open doors to a new career or 
help you troubleshoot why that webpage 

won’t work correctly. Other than taking a bit of 
time to pick up, there’s also no cost and as a 
FLOSS user, access to every language under 
the sun is just waiting an apt-get away.

So take our hand and let’s take just a few 
minutes to create a fun game in Python, learn 
which languages are right for you and your 
projects, then see how you can tackle the new 
school curriculum and even web development.
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Coding Academy

Want to learn to code, but too afraid to ask? Your 
friendly guide to a world of code is Jonni Bidwell.



Installing Python and Pygame

Get with the Program

 print  statements to see them. Technically, the 
brackets in the  print  line are only required in 
Python 3, but they don’t do any harm and it’s 
good practice to write, wherever possible, 
ambidextrous code that will run in both 
versions. Variables in Python are automatically 
assigned a type based on their content. So 
 name  is a string (short for a string of 
characters) and  age  is an integer (a whole 
number). You can check this by typing  
 type(name)  etc. 

Some types can be coerced to other types 
– we can transmute  age  to a floating point 
number (one with a decimal part) with:
>>> age = float(age)
>>> age

Just typing the variable name into the 
interpreter will show you its value, so you can 
easily see the changes you have enacted. We 
can convert ints or floats to strings, using the 
function  str() . Python can also go the other 
way, converting a string to a float for example, 
but this will only work if the original string looks 
something like its target type:  float('10.0')   will 

work, but  float('Rumplestiltskin')  will not. 
Just as division works differently for 

floats and ints, so addition works differently 
for strings. Here the  +   operator stands for 
concatenation, tacking the latter string onto 
the end of the former. Thus:
>>> 'Hello ' + 'world'
'Hello world'
>>> str(123) + str(456)
'123456'
>>> 'Betelgeuse' * 3
'BetelgeuseBetelgeuseBetelgeuse'

The last line shows that we can also 
multiply strings – division and substraction, 
however, are not defined for strings. 

Data types dictate how data is 
represented internally, and the effects of this 
can be quite subtle. For example, in Python 2 
the division operator  /  works differently if 
one of its arguments is a float:
>>> 3/2
>>> 1
>>> 3/2.
>>> 1.5

T
his is going to be a very gentle 
introduction to programming in 
Python in which we’ll explore the 

basics of the language, then use the Pygame 
module to make a simple game. That we are 
able to do this is testament to the power of 
Python and Pygame: much of the tedium 
inherent in game work is abstracted away 
and, once we’ve covered some elementary 
programming constructions, for the most 
part we work with intuitive commands.

First follow the instructions in the box to 
check which version of Python you have and 
install Pygame. Whether you’re on a Raspberry 
Pi or a larger machine, start at the command 
line. So open up a terminal (LXTerminal in 
Raspbian) and start Python 2.7 with
$ python2

Alternatively, start up IDLE and start a 
command prompt from there by choosing 
‘Python 2.7 Shell’ from the Window menu. Both 
will start the Python interactive interpreter, 
wherein Python commands can be typed at 
the  >>>  prompt and evaluated immediately. 
It is here that we will forge our first Python 
program, by carefully typing out the following 
incantation:
>>> print('Hello World')

As you might suspect, pressing Enter 
causes Python to display a global greeting. 
You can exit the interpreter at any point by 
pressing Ctrl-D or using the  exit()  command.
For larger programs it makes sense to work in 
a text editor, or an Integrated Development 
Environment (like IDLE), but the interpreter 
is a great way to test smaller code fragments. 
So we’ll use it to now to introduce some 
fundamental coding concepts and constructs. 
First let’s introduce the idea of variables:
>>> name = 'Methuselah'
>>> age = 930
>>> print(name, ' is ', age, ' years old.')

So we can assign values to variables, 
change them to our hearts’ content, and use  

If you’re using Raspbian on the Raspberry Pi or 
any flavour of desktop Linux, then the chances 
are that you already have at least one (probably 
two) versions of Python installed. While the 
latest release (1.9.2) is now Python 3 
compatible, no distributions are shipping this 
version yet, so we’ll stick to Python 2 (2.7 to be 
precise) for this tutorial. Check your default 
Python version by typing:
$ python -V

If this returns a result that begins with 2, then 

everything is fine. If, on the other hand, you see 
3-point-something, then check Python 2 
availability with the command:
$ python2 -V

Some distros, notably Arch Linux and the 
recently released Fedora 22, don’t ship the 2.7 
series by default. Installing Pygame, however, will 
pull it in as a dependency, so let’s do that now. 
Users of Debian-derived distributions (including 
Raspbian on the Pi) should use the following 
command to install Pygame:

$ sudo apt-get install python-pygame
Users of other distributions will find a similarly 

named package (on Arch it’s called python2-
pygame) and should be able to install it through 
the appropriate package manager, whether 
that’s pacman yum, zypper or whatever. Most 
distributions bundle the IDLE environment with 
each version of Python installed; if you can’t find 
an icon for it, try running the commands  idle  or 
idle2 . If that fails to produce the goods, then go 
hunting in your distro’s repos.
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 The IDLE development environment is purpose built for Python. You can install it on 
Ubuntu (or in this case ElementaryOS) with  apt-get install idle .



Funny the difference a dot can make. 
Note that we have been lazy here in typing 
simply  2.  when we mean  2.0.  Python is 
all about brevity. (Besides, why make life 
hard for yourself?) Sooner or later you’ll 
run into rounding errors if you do enough 
calculations with floats. Check out the 
following doozy:
>>> 0.2 * 3
0.6000000000000001

Such quirks arise when fractions have a 
non-terminating binary decimal expansion. 
Sometimes these are of no consequence, 
but it’s worth being aware of them. They can 
be worked around either by coercing floating 
point variables to ints, or using the  round()  
function, which will give you only the number 
of decimal places you require. We’ll see this 
in practice when we program our Gomoku 
game later.

Going loopy
Very often programmers desire to do almost 
the same thing many times over. It could be 
appending entries to a list, adding up totals 
for each row in a table, or even subtracting 
energy from all enemies just smitten by a 
laser strike. Iterating over each list item, 
table row or enemy manually would be 
repetitive and make for lengthy, hard-to-read 
code. For this reason we have loops, like the 
humble  for  loop below. When you hit Enter 
after the first line, the prompt will change to 
… . This is because the interpreter knows 
that a discrete codeblock is coming and the 
line(s) following the  for  construct ‘belong’ to 
it. Such codeblocks need to be indented, 
usually using four spaces, though you can 
use as many as you like so long as you’re 
consistent. If you don’t indent the second 
line, Python will shout at you. Entering a 
blank line after the  print  statement will end 
the codeblock and cause our loop to run.
>>> for count in range(5):
…         print('iteration #', count)

There’s a few things going on here. We 
have introduced a new variable, an integer 

by the name of  count . Giving sensible names 
to your variables is a good idea; in this case it 
implies (even in the absence of any other 
coding knowledge) that some counting is 
about to happen. The  range()  function, when 
used in isolation, returns a list consisting of a 
range of integers. We’ll cover lists in just a 
moment, but for now we just need to know that  
range(5)  looks like [0, 1, 2, 3, 4], which you can 

verify in the interpreter. So our variable  count  
is going to iterate over each of these values, 
with the  print()  line being issued five times – 
once for each value in the range.

Another type of loop is the  while  loop. 
Rather than iterating over a list, our wiley  while    
loop will keep going over its code block until 
some condition ceases to hold. In the following 
example, that condition is that the user claims 
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How to play Gomoku
Gomoku is short for gomokunarabe, which is 
roughly Japanese for ‘five pieces lined up’. The 
game in fact originated in China some 4,000 
years ago. Players take turns to each place a 
counter on the intersections of a square grid 
with the goal of forming unbroken lines 
(horizontal, vertical or diagonal) of length 5. 
Traditionally the board has 19x19 intersections, 
but we’ve gone for the smaller 15x15 board 
used in some variations. We haven’t included 
an AI (that would be somewhat too complicated 
for a beginner tutorial) so you’ll need to find a 

friend/other personality with which to play. 
Alternatively there are plenty of online versions 
you can play, and KDE users get the similar 
Bovu game with their desktop. 

It’s easy to figure out some basic strategies, 
such as always blocking one side of your 
opponent’s ‘open three’ line or obstructing a 
‘broken four’. Yet to become a master takes 
years of practice. The basic rule set as we’ve 
implemented it heavily favours the starting 
player (traditionally black). In fact, work by L. 
Victor Allis has shown that a good player 

(actually a perfect player) can force a win if they 
start. To mitigate against this, big tournaments 
use a starting strategy called swap2. The first 
player places two black counters and one white 
one on the board, and the second player then 
either chooses a colour or places another black 
and another white counter on the board and 
allows player 1 to choose colours. You are free 
to modify the code to force use of swap2, but 
it’s entirely possible to obey this rule without 
any code modification: just disobey the first few 
‘Player x, make your move’ prompts.

 There are all kinds of Pygame-powered games. This one, You Only Get One Match, features 
lots of fireworks but limited means of ignition. Check it out at http://bit.ly/LXF202-onematch
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 One of many tense counter-based battles 
which Jonni ultimately won. [That’s cos you 
were playing both sides – Ed] 

to have been born after 1900 and before 2016.
>>> year = 0
>>> while year < 1900 or year >= 2015:
…       year = input("Enter your year of birth: ")
…       year = int(year)

Again the loop itself is indented, and again 
you’ll need to input a blank line to set it 
running. We’ve used the less than ( < ) and 
greater than or equal to ( >= ) operators to 
compare values. Conditions can be combined 
with the logical operators and, or and not. So 
long as year  has an unsuitable value, we keep 
asking. It is initialised to 0, which is certainly 
less than 1900, so we are guaranteed to enter 
the loop. We’ve used the input() function, which 
returns whatever string the user provides. This 
we store in the variable year, which we convert 
to an integer so that the comparisons in the 
 while  line do not fail. It always pays to be as 
prudent as possible as far as user input is 
concerned: a malicious user could craft some 
weird input that causes breakage, which while 
not a big deal in this example, is bad news if it’s 
done, say, on a web application that talks to a 
sensitive database. You could change 1900 if 
you feel anyone older than 115 might use your 
program. Likewise, change 2015 if you want to 
keep out (honest) youngsters. 

The opposite of listless
We mentioned lists earlier and in the exciting 
project that follows we’ll use them extensively, 
so it would be remiss not to say what they are. 
Lists in Python are flexible constructions that 
store a series of indexed items. There are no 
restrictions on said items: they can be strings, 
ints, other lists, or any combination of these. 
Lists are defined by enclosing a comma-
separated list of the desired entries in square 
brackets. For example:
>>> myList = ['Apple', 'Banana', 'Chinese 
Gooseberry']

The only gotcha here is that lists are zero-
indexed, so we’d access the first item of our 
list with myList[0] . If you think too much like a 
human, then 1-indexed lists would make more 
sense. Python doesn’t respect this, not even a 
little, so if you too think like a meatbag, then be 
prepared for some classic off-by-one errors. 
We can modify the last item in the list thusly:
>>> myList[2] = 'Cthulhu'

Lists can be declared less literally – for 
example, if we wanted to initialise a list with 
100 zeroes, we could do:
>>> zeroList = [0 for j in range(100)]

This is what is known as a list comprehension. 
Another example is
>>> countList = [j for j in range(100)]

which results in a list containing the integers 
0 up to and including 99, which could equally 
well be achieved with range(100)  in Python 2. 
However, the concept is more powerful – for 
example we can get a list of squares using the 

exponentiation (to the power of) operator ** :
>>> squareList = [j ** 2 for j in range(100)]

And after that crash course we’re ready to 
program our own game. You’ll find all the code 
on the disc (in Tutorials, in the file gomoku.py) 
or at http://pastebin.com/FRe7748B, so it 
would be silly to reproduce that here. Instead 
we’ll focus on the interesting parts, in some 
cases providing an easier-to-digest fragment 
which you can play with and hopefully see how 
it evolves into the version in the program. 

To dive in and see the game in action, copy 
gomoku.py to your home and run it with:
$ python2 gomoku.py

On the other hand, if you want to see some 
code, open up that file in IDLE or your favourite 
text editor.  Starting at the first line is a 
reasonable idea… It looks like:
#!/usr/bin/env python2

This line is actually ignored by Python (as 
are all lines that begin with #) but it is used by 
the shell to determine how the file should be 
executed. In this case we use the env utility, 
which should be present on all platforms, to 
find and arm the Python 2 executable. For this 
nifty trick to work, you’ll need to make the 
gomoku.py file executable, which is achieved 
from the command prompt (assuming you’ve 
copied the file to your home directory, or 
anywhere you have write permission) with:
$ chmod +x gomoku.py

You’ll find you can now start the game with 
a more succinct:
$ ./gomoku.py

Next we have three import statements, two 
of which (pygame and sys) are straightforward. 
The pygame module makes easy work of 
doing game-related things – we’re really only 
scratching the surface with some basic 
graphics and font rendering. We need a single 
function,  exit() , from the  sys  module so that 
we can cleanly shut down the game when 

we’re done. Rather than importing the whole 
sys module we import only this function. 
The final import line is just for convenience – 
we have already imported pygame, which 
gives us access to pygame.locals, a bunch of 
constants and variables. We use only those 
relating to mouse, keyboard and quitting 
events. Having this line here means we can 
access, say, any mouse button events with 
MOUSEBUTTONDOWN without prefixing it 
with pygame.locals.

It’s all in the (Py)game
Throughout the program you’ll notice that 
some variables are uppercase and some are 
not. Those in uppercase are either from 
pygame.locals or should be considered 
constants, things that do not change value 
over the course of the game. Most of these 
are declared after the import statements 
and govern things like the size of the game 
window and counters. If you want to change 
the counter colours, to red and blue for 
example, you could replace the values of 
WHITE and BLACK with (255,0,0) and 
(0,0,255) respectively. These variables are 
tuples (a similar structure to a list, only it 
cannot be changed) which dictate the red, 
green and blue components of colours.

Next you’ll see a series of blocks 
beginning with def: – these are function 
definitions and, as is the case with other 
codeblocks in Python, they are demarcated 
by indentation. The initGame() function 
initialises the play area. Here’s a simple 
version that shows what this function does:
WIN_WIDTH = 620
GRID_SIZE = (WIN_WIDTH) / 14
WHITE=(255,255,255)
BLACK=(0,0,0)
BGCOL=(80,80,80)
def initGame():
    screen.fill(BGCOL)
    for j in range(15):
        pygame.draw.line(screen, WHITE, (0, j 
* GRID_SIZE), (WIN_WIDTH, j * GRID_
SIZE))
        pygame.draw.line(screen, WHITE, (j * 
GRID_SIZE, 0), (j * GRID_SIZE, WIN_
WIDTH)) 
pygame.init()
pygame.display.set_caption(‘LXF Gomoku’)
screen = pygame.display.set_mode((WIN_
WIDTH,WIN_WIDTH))
initGame()
pygame.display.update()

If you add the three import lines to the 
beginning of this, then this is actually a 
perfectly valid Python program. The 
initGame()  function doesn’t do anything 
until it is called at the last line, by which time 
we’ve already initialised Pygame, set our 
window title and set the window size to 620 
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pixels. All variables set up outside of function 
definitions, hence the five all-caps constants 
at the beginning and screen are accessible 
inside function definitions; they are known 
as global variables. Variables defined inside 
function definitions are  called ‘local’ – they 
cease to exist when the function exits, even 
if they have the same name as a global 
variable – again, something to be aware of in 
your future coding endeavours. The variable 
screen refers to the ‘canvas’ on which our 
game will be drawn, so it will be used 
extensively later on. The  initGame()  
function’s first act is to paint this canvas a 
delightful shade of grey (which you’re very 
welcome to change). Then we use a loop 
to draw horizontal and then vertical lines, 
making our 15x15 grid. None of this artwork 
will appear until we tell Pygame to update 
the display, hence the last line.

Astute readers will notice that the grid 
overruns ever so slightly at the edges. This 

is because drawing 15 equispaced parallel lines 
divides the board into 14, but 620 (our window 
size) is not divisible by 14. However, when we 
add in some window borders, since we want 
to place counters on the edge lines as well, 
620 turns out to be a very good number, and 
we were too lazy to change it. Though rough 
around the edges, it’s still testament to 
Pygame’s power and Python’s simplicity that 
we can do all this in just a few lines of code. 
Still, let’s not get ahead of ourselves, our game 
still doesn’t do anything.

Finer points
From here onward, we’ll refer to the actual 
code, so any snippets we quote won’t work in 
isolation – they’re just there to highlight things. 
You’ll notice that the FONT  variable isn’t 
defined with the other constants: this is 
because we can’t use Pygame’s font support 
until after the Pygame’s  init()  method has 
been called. Let’s look at the main game loop 
right at the end of the code. The introductory 
clause while True:  suggests that this loop will 
go on forever. This is largely correct – we want 
to keep checking for events, namely mouse 
clicks or the user clicking the exit button, until 
the game is done. Obviously we exit the loop 
when the application quits – clicking the 
button triggers a QUIT event which we react to 
with the exit() function from the sys package. 
Inside the main loop, the first thing we do is call 
the updatePlayer() function, which you’ll find on 
line 32. This updates the text at the top of the 
screen that says whose go it is, drawing 
(‘blitting’) first a solid  rectangle so any 
previous text is erased. Next we loop over the 
events in the events queue; when the player 
tries to make a move, the tryCounterPlace() 
function is called, with the mouse co-ordinates 
passed along.

To keep track of the game, we use a two-
dimensional square array (a list of lists) in the 

variable grid. This is initialised as all 0s, and 
when a player makes a move a 1 or a 2 is 
entered accordingly. The first job of the 
tryCounterPlace()  function is to reconcile the 
mouse coordinates where the user clicked with 
a pair of coordinates with which to index the 
grid variable. Of course, the user may not click 
exactly on an intersection, so we need to do 
some cheeky rounding here. If the player clicks 
outside of the grid (e.g. if they click too far 
above the grid, so the  y  coordinate will be 
negative) then the function returns to the main 
loop. Otherwise we check that the grid position 
is unoccupied and if so draw a circle there, and 
update our state array  grid . A successful 
move causes our function to return a  True  
value, so looking at line 111 in the code we see 
this causes the next player’s turn. But before 
that is enacted, by the  updatePlayer()  call at 
the top of the loop, we call the  checkLines()  
function to see if the latest move completed a 
winning line. You’ll find details of how this check 
is carried out in the box.

When a winning counter is detected by 
our state-of-the-art detection algorithm, the 
winner()  function is invoked. This replaces the 
text at the top of the screen with a message 
announcing the victor, and the gameover loop 
is triggered. This waits for a player to push R to 
restart or rage quit. If a restart is ordered, then 
the player order is preserved and, since this is 
updated immediately before  checkLines()  is 
called, the result is that the loser gets to start 
the next round.

This is a small project (only about 120 lines, 
not really a match for the 487 byte Bootchess 
you can read about  at www.bbc.co.uk/news/
technology-31028787), but could be extended 
in many ways. Graphics could be added, 
likewise a network play mode and, perhaps 
most ambitiously, some rudimentary AI could 
be employed to make a single player mode. 
This latter has in fact already been done…

 Joel Murielle’s graphical Gomoku is 
available from the Pygame website. 
Pygame takes all the pain out of working 
with sprites, notorious (alongside pixies) 
for being troublemakers. 

Reading between the lines
Part of Key Stage 2 involves learning to 
understand and program simple algorithms. 
We’ve already covered our basic gameflow 
algorithm – wait for a mouseclick (or for the 
user to quit), check if that’s a valid move, check 
if there’s a line of five, etc. At the heart of that 
last stage, lies a naïve, but nonetheless relevant, 
algorithm for detecting whether a move is a 
winning one. 

Consider the simpler case where we’re 
interested only in horizontal lines. Then we 
would loop over first the rows and then the 
columns of our grid array. For each element 
we would check to see that it is non-zero (i.e. 
there is a counter there) and if the four 

elements to its right have the same value. In 
Python it would look like this:

for j in range(15): 
    for k in range(10): 
        pl = grid[j][k] 
        if pl > 0: 
            idx = k 
            while grid[j][idx] == pl and idx < 14: 
                idx += 1 
            if idx - k >= 5:
                # game winning stuff goes here

Note that the inner loop variable k  reaches a 
maximum value of only 9. We do not need to 

check row positions further right than this 
since our algorithm will reach out to those 
positions if a potential line exists there. Our 
variable idx effectively measures the length of 
any line; it is incremented using the += operator, 
short for idx = idx + 1. 

The algorithm is easily adapted to cover 
vertical and diagonal lines. Rather than having 
four separate functions, though, we’ve been 
clever and made a general function lineCheck(), 
which we call four times with the parameters 
necessary for each type of line checking. Said 
parameters just change the limits of the for 
loops and how to increment or decrement grid 
positions for each line direction.



O
ne of technology’s greatest 
achievements was IBM’s Fortran 
compiler back in the 1950s. It 

allowed computers to be programmed using 
something a bit less awkward than machine 
code. Fortran is still widely used today and, 
while some scoff at this dinosaur, it remains 
highly relevant, particularly for scientific 
computing. That said, nobody is going to 
start learning it out of choice, and there are 
all manner of other languages out there.

Traditionally, you have had the choice 
between hard and fast languages – such as 
Java, C and C++ – or easy and slower ones, 
like Python or PHP. The fast languages tend to 
be the compiled ones, where code has to be 
compiled to machine code before it can be run. 
Dynamic languages are converted to machine 
code on the fly. However, on some level all 
programming languages are the same – there 
are some basic constructs such as loops, 
conditionals and functions, and what makes 
a programming language is simply how it 
dresses these up. 

For those just starting 
coding, it’s simply baffling. 
Opinions are polarised on what 
is the best language to learn 
first of all, but the truth is that 
there isn’t one, though for very 
small people we heartily recommend Scratch. 
Any language you try will by turns impress and 
infuriate you. That said, we’d probably not 
recommend C or Haskell for beginners.

There is a lot of popular opinion that favours 
Python, which we happily endorse, but then 
many are put off by the Python 2 versus 3 
fragmentation (see LXF195). Python has a 
lot going for it: it’s probably one of the most 
human-readable languages out there. For 
example, you should, for readability purposes, 
use indentation in your code, but in Python it’s 
mandatory. By forcing this issue, Python can 

do away with the curly brackets used by so 
many other languages for containment 
purposes. Likewise there’s no need to put 
semicolons at the end of every line. Python 
has a huge number of extra modules available, 
too – we’ve already seen Pygame and our 
favourite, the API for programming Minecraft 
on the Pi.

Beginner-friendly
Other languages suitable for beginners are 
JavaScript and PHP. The popularity of these 
comes largely from their use on the web. 
JavaScript works client-side (all the work is 
done by the web browser) whereas PHP is 
server-side. So if you’re interested in 
programming for the web, either of these will 
serve you well. You’ll also want to learn some 
basic HTML and probably CSS too, so that you 
can make your program’s output look nice, but 
this is surprisingly easy to pick up as you go 
along. PHP is cosmetically a little messier than 
Python, but soon (as in The Matrix) you’ll see 

right through the brackets and dollar signs. It’s 
also worth mentioning Ruby in the accessible 
languages category. It was born of creator 
Yukihiro Matsumot’s desire to have something 
as “powerful as Perl, and more object-oriented” 
than Python.

Barely a day goes by without hearing about 
some sort of buffer overflow or use-after-free 
issue with some popular piece of software. Just 
have a look at https://exploit-db.com. All of 
these boil down to coding errors, but some are 
easier to spot than others. One of the problems 
with the fast languages is that they are not 

memory safe. The programmer is 
required to allocate memory as 
it is required and free it 
when it is no longer 
required. Failure to 
do this means that 
programs can be 
coerced into doing 
things they should not 
do. Unfortunately, 40 
years of widespread C usage 
have told us that this is not a 
task at which humans excel, nor do we seem 
to be getting any better at it. Informed by 
our poor record here, a new generation of 
languages is emerging. We have seen 
languages contributed from Google (Go), 
Apple (Swift) and Mozilla (Rust). These 
languages all aim to be comparable in speed 
to C, but at the same time guaranteeing the 
memory safety so needed in this world rife 
with malicious actors.

Rust recently celebrated its 1.0 release 
and maybe one day Firefox 
will be written using it, but for 
now there are a number of 
quirks and pitfalls that users 
of traditional languages are 
likely to find jarring. For one 
thing, a program that is 

ultimately fine may simply refuse to compile. 
Rust’s compiler aims for consistency rather 
than completeness – everything it can 
compile is largely guaranteed, but it won’t 
compile things where any shadow of 
doubt exists, even if that shadow is in the 
computer’s imagination. So coders will 
have to jump through some hoops, but the 
rewards are there – besides memory safety 
and type inference, Rust also excels at 
concurrency (multiple threads and 
processes), guaranteeing thread safety 
and freedom from race conditions.

Languages: an overview

“Although any language will by 
turns impress and infuriate you, 
Python has a lot going for it.”

With imperative programming the order of 
execution is largely fixed, so that everything 
happens sequentially. Our Gomoku example is 
done largely imperative style, but our use of 
functions makes it more procedural – 
execution will jump between functions, but 
there is still a consistent flow. The object 
oriented (OO) approach extends this even 
further. OO programs define classes, which 
can be instantiated many times; each class is 
a template for an object, which can have its 

own variables (attributes) and its own code 
(methods). This makes some things easier, 
particularly sharing data without resorting to 
lengthy function calls or messy global variables. 
It also effects a performance toll, though, and 
is quite tricky to get your head around. Very 
few languages are purely OO, although Ruby 
and Scala are exceptions. C++ and Java 
support some procedural elements, but these 
are in the minority.

Functional programming (FP) has its roots 

in logic, and is not for the faint-hearted. This 
very abstract style is one in which programs 
emphasise more what they want to do than 
how they want to do it. Functional programming 
is all about being free of side-effects – 
functions return only new values, there are 
no global variables. This makes for more 
consistent languages such as Lisp, Scheme, 
Haskell and Clojure. For a long time FP was 
traditonally the preserve of academia, but it’s 
now popular with industry.

Programming paradigms and parlance
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Microsoft is generously 
providing the software and 
training for this venture, and we 
are relieved to hear they will 
not tie the product to their 
nascent Windows 10 
platform, an unfinished beta 
of which was released at the 
end of July. The devices 
have gravity and motion 
sensors, as well as Bluetooth 
and some buttons. There are five 
GPIO rings that could connect further sensors 
or contraptions. They can be programmed in a 
number of languages including C++, Python, 

JavaScript and Blocks – a 
visual programming language. 
The Microsoft-provided code 
editors are all web based, and 
code entered here must be 
compiled before being 
downloaded to the Micro:bit. At 

present, amidst the pre-launch hush, details 
are sketchy, but it seems like this compilation 
all takes place on Microsoft servers. It’ll be 
disappointing if the code editors can’t be used 
offline or no option to compile locally is offered. 
You can find out more about it at www.bbc.co.
uk/mediacentre/mediapacks/microbit

Micro:bit spokesbods have been keen 
to stress that device is in no way intended 
to compete with the Raspberry Pi, but rather 
to complement it. The Micro:bit features a 
20-pin edge connector which connects it 
to the Pi or another device so that the 
machines can work in tandem. Such a pairing 
will be necessary for the Micro:bit to have 
means of communicating with the outside 

I
n September 2014, the UK embarked 
on a trailblazing effort which saw 
coding instilled in the National 

Curriculum. When the initiative was 
announced in 2013, then education 
secretary Michael Gove acknowledged 
that the current ICT curriculum was 
obsolete – “about as much use as 
teaching children to send a telex or 
travel in a zeppelin”. Far more important 
was imparting coding wisdom unto the 
young padewans. Coding skills are much 
sought-after, as evidenced by industry 
consistently reporting difficulties in 
finding suitably qualified applicants for 
tech jobs n the UK. 

The ‘Year of Code’ was launched to much 
fanfare, though this was slightly quelled as 
details emerged: a mere pittance was to be 
added to the existing ICT allocation, and 
most of this would be spent on training a 
mere 400 ‘Master Teachers’ who could then 
pass their Master Skills to lesser teachers 
around the country. Fans of shadenfreude 
will enjoy the BBC Newsnight interview with 
the then Year of Code chief, wherein she 
openly admits not knowing how to code, 
despite claiming it is vital for understanding 
how the world works.

Learning opportunities
Criticism and mockery aside, we’re 
genuinely thrilled that children as young as 5 
are, even as we speak, learning the dark arts 
of syntax, semantics and symbolism. Fear 
now, ye parents, when your 
progeny hollers at you (that’s 
what kids do, apparently) 
“What’s the plural of 
mongoose?” and then follows 
through seeking clarification 
on the finer points of 
recursion and abstraction. Rightly or 
wrongly, many private firms will benefit from 
the concerned parents and confused kids 
resulting from the new computing 
curriculum. But there are more wholesome 
directions in which one can seek help.

For one thing, you’ll always find great 
tutorials right here in LXF – just look again 
at the previous five pages, such exceptional 
erudition. There are also many free 
resources on the web. Some of them (such 
as the official Python Documentation) are a 
little dry for kids, but we’d encourage adults 
to learn these skills alongside their offspring. 
Refurbishing an old machine with a clean 
Linux install will provide a great platform to 

do just this. All the software you need is free, 
and distributions like Mint and Ubuntu are easy 
enough to get to grips with.

Besides a stray PC, the Raspberry Pi is 
another great way to provide a learning 
platform. If you’re willing to settle for the older 
B+ model, then you can get one for about £25, 
and it’ll plug straight into your telly. Of course, 
you’ll need to scavenge a keyboard, mouse, 
SD card, HDMI cable and possibly a wireless 
adapter too, if trailing an Ethernet cable to your 
router is not an option. Mercifully, there are 
many kits available (for example the Kano, 
billed as a DIY computer) which will provide 
these additional peripherals, not to mention 

the glorious array of Pi cases available to 
protect it from dust and bumps. We particularly 
like setups such as the FUZE box, which 
embed the Pi into a more traditional, albeit 
chunkier, all-in-one device. Yes, the Pi’s tiny 
form factor is appealing, but with a heavy 
rotation of USB devices thrown in, it’s all too 
easy to end up in cable-induced tiny hell.

Speaking of tiny things, to coincide with the 
new learning regimen the BBC will distribute 
about a million ‘Micro: bit’ computers to Year 7 
pupils. These are even smaller than the Pi, but 
have no means of output besides a 5x5 LED 
array. Unlike the Pi, then, they cannot function 
as standalone computers, requiring instead to 
be programmed from a more capable device. 
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“Without any coding, the ICT 
curriculum was ‘as much use as 
teaching kids to send a telex’.”

 The FUZE box gives you 
everything you need to start 
fiddling with registers or 
making GPIO-based mischief.

Coding in the classrooms



 The a Cortex M0 ARM 
processor is at the heart of the 

battery-powered Micro:bit

and datatypes. Students will also touch on 
information theory, at least as far as how 
different types of information can all be 
represented as a string of bits. They will also 
gain insights into the relationship between 
hardware and software.

Throughout the curriculum, students will 
also learn the vital skills of online privacy and 
information security – skills the want of which 
has led to many an embarrassing corporate or 

world. The device – indeed the combination 
of the device and the Pi – has a great deal of 
potential but there exists some skepticism 
over whether anything like the excitement 
generated by the 1982 launch of BBC Micro will 
be seen again. Back then computers were new 
and exciting, while these days kids expect them 
to provide a constant barrage of entertainment 
in the form of six-second cat videos or 
140-character social commentary. Not all 
of them are going to be thrilled at having to 
program them. But anything that lowers, if not 
entirely obliterates, any entry barrier to getting 
into coding is fine by us. We also look forward 
to ne’er-do-well students hacking each other’s 
Micro:bits or engaging them in a collaborative 
DDOS attack on their school’s infrastructure.

Get with the program
The syllabus comprises three Key Stages. 
The first, for 5-6 year olds, covers algorithms 
in a very general sense. Algorithms will be 
described in terms of recipes and schedules, 
to introduce the idea of formalising 
instructions. The second stage (ages 7-11) 
introduces core ideas such as loops and 
variables. Alongside this, candidates will be 
learning to use web services and how to gather 
data. The final stage, for secondary students 
aged 11-14, requires students to learn at least 
two programming languages and understand 
binary arithmetic, Boolean algebra, functions 

governmental blunder. All in all, it’s a highly 
ambitious project, but perhaps such a 
radical step is necessary to address the skills 
shortage in this area. With luck the scheme 
will also lead to much-needed diversification 
among the coding populace. If it works out, 
and pupils are learning Python alongside 
Mandarin or studying Kohonen or Knuth 
alongside Kant, then we’ll be thrilled.
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There are also over 2,000 volunteer-run code 
clubs across the UK. Code Club, armed with 
£100,000 courtesy of Google, provides the 
material, and schools (or other kind venues) 
provide space and resources for this noble 
extracurricular activity. 

The Code Club syllabus is aimed at 9-11 
year olds and consists of two terms of Scratch 
programming, then a term of web design 
(HTML and CSS), concluding with a final 
term of grown-up Python coding. Projects 
are carefully designed to keep kids interested: 
they’ll be catching ghosts and racing boats in 
Scratch, and doing the funky Turtle and keeping 
tabs on the latest Pokémon creatures in 
Python, to name but a few.

If you have the time and some knowledge, 
it’s well worth volunteering as an instructor. 
All the tutorials are prepared for you and if you 
can persuade a local primary school to host 
you, then you’ll get a teacher to maintain order 
and provide defence against any potential 
pranksters. You will require a background 
check, though. Code Club also provide three 
specialist modules for teachers whose duty it is 
to teach the new Computing curriculum. 

This kind of community thinking is very 
much in the spirit of open source, providing 

an access-for-all gateway to coding free from 
commercial interest and corporate control. 
The Code Club phenomenon is spreading 
worldwide too. You’ll now find them as far afield 

as Bahrain and Iceland. The project materials 
have already been translated into 14 languages 
with more on the way. You can find out more at 
www.codeclub.org.uk

Code Clubs
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P
HP used to stand for Personal 
Home Page, but these days it’s 
a recursive acronym for PHP: 

Hypertext Processor. Many of the world’s 
leading web applications, such as 
WordPress and OwnCloud, are written in 
PHP. It’s used extensively by some of the 
biggest websites in the world, some of 
which are so big (Facebook) that they had 
to write their own engine (HHVM) for it. 
Rather than using PHP in a traditional 
setting (running as a module through a 
webserver), let’s install PHP-CLI, the 
command line edition. This saves us the 
trouble of setting up Apache or some such 
(although that’s pretty easy nowadays, so 
you may want to do the tutorial this way 
and that is fine). 

On Debian-based distributions and their 
derivatives, you’ll want to run:
$ sudo apt-get install php5-cli
Other distros will name their packages 

differently – on Arch it’s called just php. 
Ultimately, if you find your package manager 
starts trying to install a 
webserver and all sorts of 
other gubbins, then you 
chose the wrong package.

We’ll work in the text 
editor of your choice – you 
could use nano and do the 
whole thing from the terminal, or you can 
use something graphical like IDLE or Geany. 
Whatever you choose, your first program is 
going to be short – this short:
<?php
echo 'Hello World!';
?>

Save this as hello.php and then run it 
with the following command:
$ php hello.php

You probably knew what was going to 
happen. Similar to how JavaScript is 
enclosed in HTML pages via <script>  tags, 
PHP code has to be surrounded by the tags 
on the first and last lines of the snippet there. 
Codeblocks – which include but are not 
limited to variable assignments, loops and 
if...else..endif clauses – must be terminated 
with a semicolon (that most roguish of 
punctuation marks). If you were to embed 
the code above in an HTML document on a 
PHP-enabled webserver, then it would 
perform its worldly greeting on that 
webpage. Viewing the page’s source through 
the browser would not show the PHP code, 
only its output... Spooky.

Let’s try a more complicated example. 

This time we’re going to define a function 
called fib which takes an integer $n as an 
argument and returns the $nth Fibonacci 
number. Variables in PHP are prefixed with 
dollar signs, functions are wrapped in curly 
brackets and if conditions in regular brackets:
<?php
function fib($n) {
    if ($n == 0) {
        return 0;
    }
    if ($n == 1) {
        return 1;
    }
    return fib($n - 1) + fib ($n - 2);
}

echo fib(12);
?>

Even without any coding experience or 
exposure to the Fibonacci sequence you’ll 
probably figure out that the ‘zeroth’ Fibonacci 
number is 0, and the next one is 1. Subsequent 
Fibonacci numbers are defined as the sum of 

their two predecessors, hence the rest of the 
sequence goes 1,1,2,3,5,8. Amazingly, coding 
this requires next to no effort – it is perfectly 
legal to call the function from within itself, and 
it won’t even break. This technique is known 
as recursion and is vaguely illustrated by the 
cornflakes packet on which you’ll find a smaller 
picture of the cornflakes packet, which has on 
it... Maybe not quite like that – thanks to our 
two base cases the recursion depth is limited, 
so we won’t end up in some infinite depth trap. 
Be that as it may, this is not the most efficient 
way to compute Fibonacci numbers. Look at 
the figure to see the call structure for fib(5) – 
more than half the calls are superfluous. As n 
grows, so too does this duplication of effort: 
see what happens when you change the 
function call in the second last line to calculate 
the 40th Fibonacci number (it’s about 100 
million, and takes us about 45s to compute). 
Check out the box opposite for a fix.

Note that if the user doesn’t supply an 
argument to fib2.php  (from said box), then 
PHP will complain since the array $argv  does 
not have an entry at index 1. The value of 
$argv[0] is always the name of the program 
itself, in this case fib2.php. Where an argument 

is provided, we convert it from a string to an 
int. This converts unusable input to the int 0, 
which triggers our unhelpful error message. 
Unfortunately this means our program doesn’t 
work for the zeroth Fibonacci number, but that 
one’s easy to remember. Anything bigger than 
zero can be found remarkably quickly using 
our new algorithm. Well, not quite anything – 
the 93rd Fibonacci number is greater than 
2^64, so cannot be stored as a 64-bit integer. 
PHP rounds this to a floating point number 
(displayed using exponent-mantissa notation) 
with limited precision, but eventually (1,477 on 
our setup) the numbers become too big even 
for that.

Perhaps it’s worth noting that there’s an 
inherent overhead in every layer of recursion 
and function call you add to your program. So 
if one really wanted to be Teutonically efficient 
about it, an iterative solution would be the best 
one. There’s no perceivable speed gains in this 
case (fib2 1476 displays an answer almost 
immediately), so we leave this as an exercise. 
You’ll need to know about for loops in PHP, 

which is good because they 
feature in the next section.

Caesar cipher
To finish off today’s lesson, 
we’re going to use some classic 
cryptography. Be sure to revisit 

our glorious treatise on this subject from 
LXF189, but it will suffice to know that Julius 
Caesar used to encrypt messages by shifting 
each letter three places down the alphabet, 
wrapping X, Y and Z to A, B and C respectively. 
This is slightly tricky to achieve on a computer. 
One way is to look at the ASCII values of each 
character of plaintext: uppercase letters A-Z 
have values 65-90, and lowercase a-z occupy 
the range 97-122. For simplicity we’re going to 
leave all other characters (e.g. spaces and 
punctuation) untouched in the ciphertext. So 
we will loop over $plaintext character by 
character, add the value shift to the ASCII value 
of each alphabetic character, perform any 
appropriate wraparounds, get the character 
represented by this new value and finally 
append this to our ciphertext. 

Once you get that finding the ASCII value is 
done with the function $ord and the character 
with $chr :
<?php
function ccipher($plaintext, $shift) {
 $ciphertext = '';
 for ($j = 0; $j < strlen($plaintext); 
$j++) {
     $asciicode = ord($plaintext[$j]);

PHP: Code and calculate

“Many of the world’s leading 
web apps, like WordPress and 
OwnCloud, are written in PHP.”
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Change the value 
of $shift to make 
other equally 
useless ciphers – 
a value of 13 will 
give you the ROT13 
code popular for 
hiding punchlines 
and spoilers on 
many forums.

Quick
tip
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 The red text shows wasted effort due 
to the two function calls in our first 
Fibonacci function. The code reads 
nicely, but is criminally inefficient.

  if ($asciicode >= 65 && 
$asciicode <= 90) {
   $ciphertext .= 
chr(($asciicode + $shift + 13) % 26 + 65);
  }
  else if ($asciicode >= 97 
&& $asciicode <= 122) {
   $ciphertext .= 
chr(($asciicode + $shift + 7) % 26 + 97);
  }
  else {
   $ciphertext .= 
chr($asciicode);

  }
 }
 return $ciphertext;
}
$plaintext = 'Veni vidi vinci';
$shift = 3;
echo ccipher($plaintext, $shift);
?>

For loops are initiated C-style, giving a list 
of conditions in brackets. Our iterator variable 
$j  starts at 0 and goes all the way to the 
length of our string. The and operator is 
abbreviated to &&  and we use the .=  operator 

to concatenate strings.
All pretty straightforward, except for the 

wraparound part. Here we use the modulus 
operator %, which gives you the remainder 
on division, in our case by 26. In the first 
case we want this to be 0 if our shifted value 
is 65, so we add on 13, since 65 + 13 = 78, 
which is divisible by 26. Dually we add on 7 in 
the second block. There isn’t any room left 
to write the corresponding cdecipher() 
function, but it’s just a question of changing 
two plus signs to minus signs. See if you can 
recover the original plaintext this way. LXF

Faster Fibonacci function
Programmers are very keen on writing efficient 
code. This is not just because they like elegance 
(though as a rule they do); as we’ve mentioned, 
inefficient code might be fine to begin with but 
can start running as slow as treacle when asked 
to deal with heavier loads. Here we can use a 
smarter Fibonacci function which passes the 
two previous numbers in the sequence, so that 
no effort is wasted. But we still want to be able 
to call our function with a single argument, so 
we’ll make these extra arguments optional, 
setting their defaults to 1 and 0:

<?php
function fib2($n, $oldfib = 1, $olderfib = 0) {
    if ($n > 1) {
        return fib2($n - 1, $oldfib + $olderfib, 

$oldfib);
    }
    else {
        return $oldfib;
    }
}
if (!$argv[1]) {
 echo 'no';

}
else{
 echo fib2((int) $argv[1]);
}
?>

Besides defining our new improved function   
fib2() we also use the special variable $argv to 
allow the user to provide input on the command 
line. If one saved this file as fib2.php, then the 
54th Fibonacci number could be found thusly:
$ php fib2.php 54
86267571272



Sarah Novotny 

42     LXF202 September 2015 www.linuxformat.com

Sarah Novotny is a 
technical evangelist 
and community 
manager for Nginx. 
In 2001 she founded 
the remote database 
administration 
company Blue Gecko, 

which was sold to DatAvail in 2012. She 
regularly talks about technology 
infrastructure and geek lifestyle and is a 
programme chair for OSCON. The 2015 
OSCON will be her last convention as 
programme chair, so we caught up with her 
to ask her how she got 
involved with one of the 
biggest open source 
conventions on the planet, 
and what it is that she loves 
so much about OSCON and 
geek culture.

Linux Format: You’re billed as a 
‘technical evangelist’ – what sort of 
technology do you evangelise?
Sarah Novotny: I’m a huge advocate of 
technology, broadly. However, my roots lie in 
infrastructure operations and open source 
software. In my current role as head of 

community and evangelism for Nginx, I speak 
and write regularly about ways to approach 
building and running applications for the 
modern web, which is becoming more complex 
and dynamic, as well as the way that Nginx 
and open source are at the heart of the 
Internet’s infrastructure.

LXF: Technology infrastructure seems to be 
a big passion for you. How did you get 
started in that field?
SN: I left graduate school in 1997 to join the 
dotcom bubble, taking a job at Amazon back 
when it was a bookstore. I only programmed in 

Fortran and so took a position there answering 
‘Where’s my book?’ questions in Customer 
Support. I shortly started writing tools in Perl to 
help me do my job and was one of the early 
advocates for a dedicated team to write tools for 
that department. Once that team was 

established I found there were still challenges 
with the servers that allowed the customer 
support representatives to do their jobs. 
I lobbied – and by that I mean I was a terrible 
pain to – the NOC and systems administrators 
who ran those systems. I’d make a phone call 
every morning with metrics and pain points from 
the CS team about the systems. I was eventually 
rewarded by being handed a shiny new pager 
and the title junior systems administrator.

LXF: So was that your introduction to open 
source software?
SN: Yes, with that ignominious title and pager I 

was also offered a copy of Red 
Hat Linux 5 (and I believe it was 
on 3.5-inch floppy disks). I was 
told I’d be given more work when I 
was able to connect my desktop 
machine to the network. It was 
the first time I actually recognised 
open source software and the 
first time I compiled a kernel. 

Several days (and many questions of my 
co-workers) later I was allowed access to more 
systems than simply my own.

There was a lot of open source software in 
use at Amazon and I kept running into it, but 
didn’t get drawn into the open source software 

On being given RHeL 5 

“I was told I’d be given more 
work when I was able to connect 
my desktop to the network.”

Geek
evangelist

Interview

Matt Hanson interviews, the 
influential FOSS advocate and 
community manager at Nginx.
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culture for another few years. Amazon was an 
amazing learning environment, but there wasn’t 
much time or space to think about the broader 
impact of open source. At the time, it was 
simply software that was downloadable to me.

After leaving Amazon I founded a company, 
with some peers from Amazon, that offered 
remote database administration as a service. 
Blue Gecko supported Oracle products initially, 
with my role as the systems engineer offering 
server architecture recommendations. We had 
a customer ask us to help them support 
MySQL and since I knew exactly enough to get 
myself in trouble with Oracle – I was at best a 
junior Oracle DBA – I decided that I’d learn this 
simpler RDBMs. 

At the time it was version 3.23 and had 
limited functionality and scalability compared to 
Oracle. We eventually grew that request for 
support into an open source database business 
unit. And I started being active in the MySQL 
community – giving talks, running meetup 
groups and co-hosting a podcast.

LXF: You’re also programme chair for 
OSCON, how did you get involved with the 
Open Source convention?
SN: At one of last MySQL conferences that was 
run by O’Reilly Media, I met Gina Blaber, VP of 
Conferences. I thanked her for their 
contribution to the MySQL community and to 
my own growth and asked if there was any way 
I could help with the programme going forward. 
I crossed paths with Gina again that year at 
OSCON and was incredibly fortunate that this 
was the same year Alison Randal had decided 
to step down as programme chair. Gina 
introduced me to Edd Dumbill, the other 
programme chair for OSCON at the time, and 
we hit it off. To quote him (and his Britishiness) 
“We were taking the p*** out of one another 

within 10 minutes.” I spent the next three years 
learning as much as I could from Edd about 
O’Reilly’s Flagship conference OSCON.

LXF: So what is your role as 
programme chair?
SN: The programme chairs including myself, 
Matthew McCullough of GitHub and Rachel 
Roumelitus of O’Reilly Media are tasked with 
guiding the editorial vision of the session 
content. This means predicting what the 
attendees are going to be interested in and 
need to learn 9-12 months in advance of the 
event. We frame the stories that need to be told 
and we ensure that the programme reflects a 
balance of new and shiny as well as the ever-
evolving important and occasionally 
revolutionary; balancing the different 
communities, skill levels and topics into the 
whirlwind cohesive event that is both broadly 

and deeply technical. To do this, we rely heavily 
on the programme committee who read the 
thousand plus proposals that we receive each 
year for OSCON to guide us in the specifics of 
any one technology.

LXF: So what do you feel is so special about 
OSCON as an event?
SN: For me, OSCON is a meeting of tribes and 
communities and there is much to be learned 
when any community intersects with another. 
OSCON is the event that open source 

contributors and consumers attend to cross 
pollinate. The conversations that I overhear and 
participate in always leave me thinking faster 
and differently about problems I face in tech 
and my own communities. I garner intellectual 
and (a very geeky) social strength from that 
hybridisation. It’s the most valuable conference 
I go to each year simply for the connections to 
new communities that I make.

LXF: Speaking of communities, you’re 
community manager for Nginx – a server 
and reverse proxy that powers a number of 
very popular websites, such as Netflix, 
Pinterest and Wordpress. Could you explain 
what makes Nginx so special?
SN: There are an amazing number of things 
that make Nginx special. There are technical 
reasons: it’s lightweight and incredibly efficient 
in its event-driven architecture; practical in its 

choice to implement a 
limited number of things 
really, really well; forward-
looking with an early 
implementation of SPDY. 
There are great social 
reasons too: Nginx began 
as a one-person project 

with no documentation in English (tech’s lingua 
franca); the technical superiority of the product 
drove community adoption and translation of 
the documentation – in the web performance 
community it was practically a secret 
handshake. The first time someone suggested 
we use it to me, I couldn’t find it in a web search 
– I didn’t know how to spell it.

As an evangelist, it’s a dream to help a 
company that has such an amazing reputation 
for technical superiority and dominant market 
position with so much space to grow. While we 
are the most-used web server in the top 10,000 
websites by traffic we’ve only just crept into the 
number two position for websites overall. 
There’s so much opportunity for performance 
improvement across the web and that to me 
means more happy consumers. I want to help 
enable that.

LXF: OSCON 2015 is happening as we speak. 
Are there any talks that you’re particularly 
excited about witnessing this year?
SN: This is always one of the hardest parts of 
OSCON for me. I generally get to go to two or 
three talks each year. But, I always look 
longingly at so much of the schedule. The talks 
that I’m going to make an attempt to attend are 
How my POODLE lost his Xen state by seeing a 
Ghost, going BERserk, and getting ShellShock 
with a Heartbleed by Constanza Heath from 
Intel, 99 ways to kill an open source project by 
Brandon Keepers of GitHub, Say No like a boss! 
with Deb Nicholson of the Open Invention 
Network, You code like a sysadmin – Impostor 
Syndrome for the modern developer by Wade 

THe OSCOn effeCT 

“There’s much to be learned 
when any community 
intersects with another.”
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Minter from AdWerx, Choose boring technology 
with Dan McKinley of Stripe and Connecting 
and deploying microservices at scale with 
Nginx by Nick Shadrin... And yes, this is a 
shameless plug for our talk!

LXF: OSCON is also coming to Europe in 
October, which we’re very excited about. 
Will you be involved with this?
SN: Sadly, I’m not involved in OSCON Europe.  
OSCON 2015 will be my last as a programme 
chair. I was given a great opportunity to help tell 
the story of open source for five years. And as 
with the transitions before there will be fresh 
perspectives and changes as the new 
programme chairs find their own voices. There’s 
a strong legacy with Nat, Alison, Edd, Matthew, 
Simon, myself and the community to support 
the ever-evolving and growing impact of open 
source. I’m looking forward to remaining an 
active participant in the community and helping 
continue the growing audience and influence 
we’ve been able to build over my tenure.

LXF: We’re sure that OSCON will miss you, 
though! Looking forwards, you’ll be talking at 
LISA 15 in Washington later this year. What 
topics will you be touching on?

SN: The talk for LISA 15 [Washington, D.C., 
November 8-13, http://bit.ly/LISA2015] will 
be an introduction to Nginx. I’ll be covering the 
distance we’ve come from an open source web 
server Igor [Sysoev – Nginx founder] wrote to 
solve the C10K problem [of optimising network 
sockets to handle a large number of clients at 
the same time] in 2002 to an application 
delivery platform. With the capabilities of load 
balancing, caching, reverse proxy, and media 
streaming Nginx can now be used to improve 
the stability, scalability and security of HTTP or 
TCP traffic. The talk at LISA will be a technical 
introduction which goes through configuration 
examples building first a basic static web server, 
then adding a reverse proxy component to a 
simple application, beginning to cache content 
from this application and then adding some API 
gateway type access controls.

LXF: Returning to Nginx, then, it was created 
in part to handle the growing popularity of 
websites – being able to handle ever-more 
requests at the same time. As the internet 
continues to grow, what challenges do you 
think this increase in traffic poses to 
online infrastructures?
SN: These happy consumers mean more 

traffic, and as there is more traffic to websites 
and web servers this means more bits being 
sped around the planet through ageing network 
infrastructures and through code that was 
written with last century’s processors in mind 
and memory limitations. We’ll find other edge 
cases and corners forever. That’s the pain of 
growth and the joy of technology. Some of 
these challenges will be technical – like the BGP 
routing last year and the ability of criminals to 
exploit ever-larger numbers of people without 
leaving their desk – and others social: what 
does personal privacy mean in a world where I 
am the product? But, the infrastructure will 
evolve, the digital roads will be patched and new 
highways will be constructed.

LXF: How well is Nginx poised to cope with 
this future?
SN: I think Nginx is well poised to help our 
community intelligently use their infrastructure 
to deliver a better experience to their 
customers. We can help them make best use of 
their existing hardware and distribute traffic 
intelligently and transparently to new 
technologies, like the cloud, where it makes 
sense. We help them integrate and accelerate a 
set of increasingly complex application 
environments seamlessly so their end 
customer experiences a simple and fast 
interface to the information or entertainment 
application they want instead of having a 
frustratingly slow experience.

LXF: So how is Nginx preparing for the 
arrival of HTTP/2? What have been the 
challenges?
SN: Well, HTTP/2 is a specification at this point.  
There is a lot to be proved out by server 
implementations, adoption, and, of course, use 
and misuse. I once read an article in the New 
Yorker about the FDA approving a new sleeping 
medicine: “The real-world test – a double dose, 
three glasses of wine, and a laptop – would take 
place after FDA approval.” I think tech works a 
lot like this. Specifications are written and 
tested for the use cases that the designers 
consider. But if HTTP/1.X has taught us 
anything it’s that technologists will embrace 
and extend any tooling offered to them in ways 
that will both delight and confound depending 
on your perspective.

We are working on our first implementation 
of HTTP/2 and there will be experimental 
releases this summer for those of you who 
enjoy living on the bloody edge. Like so many 
things in tech, we expect that the new protocols 
will improve performance for some 
organisations and others will have to make 
more far-reaching changes to see any benefit. 
This is one of the reasons why Nginx will not be 
turning HTTP/2 on by default initially. For more 
about the paradigmatic changes with HTTP/2 
it’s worth checking out Ilya Grigork’s 

http://bit.ly/LISA2015
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presentation Yesterday’s perf best-practices are 
today’s HTTP/2 anti-patterns  from Velocity 
2015 – https://youtu.be/yURLTwZ3ehk

LXF: You mention community a lot – not 
surprisingly as your role is community 
manager! But just how important is the 
community to the Nginx project?
SN: The community is paramount to Nginx. 
This community adopted and grew Nginx from 
its infancy. I like to measure 
companies by how they spend 
their money, and Nginx clearly 
values the community. My role 
as a community person and 
evangelist was the third role 
hired outside the Moscow 
engineering team. First was the 
CEO, Gus Robertson, second 
was our CFO, and then there was me. To me this 
says: number one build a good product;  
number two be fiscally responsible; number 
three support the community.

LXF: And I guess open source is important 
to Nginx, but do you think the Heartbleed 
bug dealt a blow to the public’s perception 
to open source and its security? How can we 
combat that?
SN: Heartbleed was an eye-opening moment 
for everyone. It certainly reminds us that open 
source isn’t a panacea for any problem. Merely 
being open source software (OSS) alone 
doesn’t mean security problems are 
automatically solved or architectures are no 
longer poor or even sales skyrocket. OSS is a 
tool and each tool will have it’s own strengths 
and weaknesses. One of the strengths of OSS is 
that the very best minds from anywhere are 

able to come together to solve the problem in a 
networked community of contributors who are 
all contributing to common goals. I expect that 
open source’s track record for transparency 
and humility when there are vulnerabilities will 
help cooler minds prevail after the news and 
hype cycles have passed.

LXF: You also regularly talk about geek 
lifestyle – what would you say were the 

essential qualities needed to live geeky?
SN: Well, we recently went through an exercise 
with the whole Nginx worldwide team trying to 
identify our existing culture in order to preserve 
it as we go through rapid growth. The core traits 
we identified for Nginx are a great starting point 
for essential qualities to live a geeky life: 
curiosity, openness, progress and excellence.

Curiosity and openness underpin a learning 
culture and progress and excellence are how 
that culture is applied through creation, 
diligence and high standards. Add to those 
Nginx values an external feedback loop that 
shares information and creations while seeking 
input from thoughtful peer communities and 
we’ve described the magic of a geeky lifestyle 
but also the open source community and 
development cycle.

LXF: Finally, for our readers who are 
interested in becoming community leaders, 
what would be the best way to get into that?
SN: Begin by finding something you’re excited 
about. Another characteristic of a geeky lifestyle 
is a bit of obsession. This isn’t in the 
maladaptive way, but in an enthusiastic, 
engaging, standing on a stage and saying: 
“Isn’t this cool?!” sort of way. When you’re 
excited about learning and doing something, 
the excitement is infectious and you naturally 
gravitate to and attract other people who are 
excited about similar things. The basis of a 
community is that excitement and engagement.  
If you’re excited about a project or a toolset or a 
new particular world view it’s easier to practice 
empathy and engage with those who are not yet 
excited. And then contribute. Helping a noob get 
started in IRC or recognising and filling a gap in 
documentation or finding the open bugs that 
are really simple gardening work that no one is 
getting to is a great way to get involved with 
a project.

Next is to listen and share what others are 
doing. A lot of community work is about finding 
and showcasing other people’s work, or 

slogging through a list of other people’s 
complaints to synthesise and feedback a path 
to make your community and product or 
project better for your users. As much as it may 
appear in a job description that there’s a lot of 
glamour and glory in the amount of stage time 
and meeting and greeting of a community 
manager or evangelist, there’s a lot more time 
keeping ahead of what’s happening in the 
industry and finding the advocates in your 

community who are similarly excited 
about your project. Those 
advocates forge the relationships 
that a community leader manages 
from the background amplifying, 
mentoring, encouraging and 
sharing information with.

Lastly, find others that are doing 
community work and spend time with 

them. Once we stop lamenting the number of 
days we spend travelling it turns out we’re a 
highly connected group who love what we do, 
love teaching and sharing the craft of what we 
do, and will discuss things like ways to measure 
community health and improve engagement 
until we fall off our chairs. We’re an oddly 
people-loving group of technologists who often 
get as excited about seeing someone new come 
out of their shell and get recognised in a 
community as much as we get excited about 
the latest new technology.

As a side note, I know more introverted 
evangelists, community leaders and developer 
relations people than I know extroverted ones. 
Please don’t presume that you wouldn’t enjoy 
this sort of work because you are an introvert. 
Some of the most engaging and successful 
people I know in the community management 
field are classically introverted. LXF

On nginx’S PRiORiTieS 

“No.1: build a good product;  
No.2: be fiscally responsible; 
No.3: support the community.”

https://youtu.be/yURLTwZ3ehk
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WordPress 4.3

Eric Mann shares some of the most exciting new features 
of the popular open source platform’s major milestone.

B
ack in 2007 I started writing a 
blog on WordPress. I’ve been 
working professionally with the 
platform, and contributing code, 

since 2010. In this time, I’ve seen 17 major 
releases come and go. Still, nothing has 
excited me more, as a writer and as a 
developer, than the new feature set for 
WordPress 4.3.

The core team announced the start of 
WordPress 4.0’s development at the end of 
April 2014. The 23rd release in 
its history, WordPress 4.0 was 
heralded as a landmark ‘.0’ 
release. It was led by a talented, 
UX-focused engineer and 
backed by hundreds of savvy 

developers across the globe. The initial slate of 
feature proposals was enough to excite every 
WordPress fan, and watching the update being 
narrowed down to a set of well-coded, well-
tested, well-vetted features was incredible.

As with any new release, there are features 
all users love and those we’re less than excited 
about, but for the first time that I can 
remember, every one of version 4.0’s features 
is something to talk about. I have, though, 
whittled down my ‘I can’t believe we finally 

have this’ list to what I believe are the most 
important new features.

One of the overarching goals of the 
WordPress platform is to ‘democratise 
publishing’ and the features that ship in every 
version are there to make it easier for writers 
to put their voice online on their own terms. 
As the majority of the world communicates in 
languages other than English, this means the 
WordPress admin needs to present content in 
a non-English format. There’s a large 

contingent of volunteers that 
works tirelessly to translate text 
in WordPress to various 
languages. Many themes and 
plugins also tie in to WordPress’ 
translation features, making it 

“Nothing has excited me  
more, than the new feature  
set for WordPress 4.3”



possible for non-English speakers to use the 
entire platform, including optional extensions.

Up until 4.0, though, the installation and set 
up process for WordPress was English-only. 
New users either had to use English 
throughout the installation, or find someone to 
walk them through the process. As you can 
imagine, this was a major barrier to entry for 
non-native English speakers.

WordPress 4.0 changed this. During initial 
set up and installation, the platform now allows 
users to specify their primary language. 
Selecting a language other than English 
triggers the download of a language pack, 
automatically converting instructions 
throughout the rest of the installation screens 
and the WordPress admin itself. The core 
WordPress community recognises the value of 
our growing international audience. For the first 
time, non-native English speakers are able to 
install and configure WordPress without 
needing to hire an expensive contractor to set 
things up for them.

These changes have made WordPress more 
accessible to more users than ever before. 
May of this year marked the first time non-
English downloads of the platform exceeded 
the English downloads, we can only expect 
further international adoption for WordPress.

Insider’s view: Helen Hou-Sandi
After the second beta release, I had the 
opportunity to sit down with Helen  
Hou-Sandi, the release lead for 
WordPress 4.0, to learn a little more 
detail on how she’d seen the project 
evolve over the past few months. 

Past versions of WordPress platform 
often had themes for their release to 
guide the overall development of the 
project. Version 4.0, however, had less of 
a central theme:“We’ve been better at 
iterating on what we’ve already got,”  
Hou-Sandi explained. As a result, most of 
the features scheduled for the release 

had been built on past successes or 
focused on refreshing elements.

An example of the latter is the 
WordPress plugin interface. According to 
Hou-Sandi, plugins are “central to what 
WordPress can do”, but the interface has 
remained relatively untouched since 
2009. She explained that one of the 
biggest focuses of 4.0 has been to 
improve the experience for new users, 
and that revamping the way plugins are 
both discovered and managed within 
WordPress has been high on the 
development team’s list.

Ultimately, Hou-Sandi says, the 
objective of 4.0 has been to “do small 
things continually on all fronts” rather 
than focusing exclusively on any one 
area. She hoped the final product would 
benefit multiple groups – making 
WordPress simpler for newer users while 
also extending the powerful new APIs 
for developers.

WordPress is very much a living 
project, making continued progress on 
various fronts with each new release. 
The goal for 4.0 is the same as every 
version: to make WordPress better.

WordPress 3.5 introduced a completely 
re-imagined media gallery that made it far 
easier to both import and work with images 
inside of posts and in the admin itself. 
WordPress continues to optimise the media 
experience in version 4.0 by introducing a new 
media grid to the gallery.

In the past, editors only had one option for 
viewing items in the Media Library – the List 
view. This presented a paginated list of items, 
each with relatively small thumbnails. 
Managing media on a large website meant 
navigating a somewhat boring list of images 
spanning several pages. If you’ve been using 
WordPress for any length of time, you’ll know 
the pre-4.0 media list view was a less than ideal 
user experience.

Media management
The updated Media Library enables the new 
Grid view by default. This view presents a rich 
grid of larger image thumbnails that pulls in 
subsequent pages of content, using the same 
approaches we employ for infinite scroll. 
Clicking any particular thumbnail loads the 

attachment’s meta information in a modal 
window. This further empowers rapid editorial 
changes without the need to navigate within 
WordPress to different pages.

Without this meta information modal, 
managing individual assets in bulk was  a 
tedious and time-consuming process. Even 
viewing asset captions and descriptions forced 
a separate page load. The refined experience 
presents all attachment details in an easy-to-
access location that saves time and effort.

Even non-image attachments like 
documents and ZIP archives benefit from the 
new grid treatment. While they lack individual 
thumbnails, presenting MIME-type icons in the 

same format as the larger image thumbnails 
definitely makes the Media Library as a whole 
feel more unified.

Editor upgrades
The most-used feature of WordPress by far is 
the WYSIWYG content editor. Whether you use 

WordPress for casual 
blogging, a 
professional news 
media service or 
merely to curate a 
static body of 
content, you will at 

some point have used the editor itself.
As the most recognisable element of the 

platform, you would expect the editor to 
receive a fair amount of polish in any major 
milestone and WordPress 4.0 brings several 
updates to the editorial experience and the 
editor itself. There are two exciting changes to 
keep an eye on: WordPress has long been a 
champion of using oEmbed to easily share 
content from one website or platform to 
another. The 4.0 release has iterated on its 
existing support to add new oEmbed providers 
for sites, such as www.ted.com and  
www.collegehumor.com. Version 4.0 has also 
drastically evolved the way that we experience 

 The first screen presented by WordPress 
4.0’s installer allows for language selection, 
automatically translating the installer.

 The Media Library grid view includes larger 
thumbnails, making it easier to manage 
assets in the admin.
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“Every new feature speaks to 
the power and ingenuity of 
the WordPress community”

WordPress 4.3

http://www.ted.com
http://www.collegehumor.com


oEmbed within the content editor itself.
In the past, editors could merely copy and 

paste the URL of an oEmbed-read resource 
(such as a YouTube video or Twitter message) 
directly into the post editor. When viewed on 
the front-end, this raw URL would be 
dynamically converted to a richer 
representation of the linked material. In one 
respect, this feature offered huge amount of 
added-value for editors linking to external 
content, but it also made the process of 
optimising body around an embedded 
resource a little bit tricky.

WordPress 4.0 has changed this feature up 
by enabling live previews of the embedded 
content. Once the content link is pasted into 
the editor, WordPress automatically scans the 
link, fetches the associated resource through 
oEmbed, creates a representative preview 
and, finally, displays that preview in the editor.

This is an actual implementation of 
WYSIWYG for the WordPress editor that 
eliminates a lot of the pain of using oEmbed to 
extend post content. The original URL for the 
embedded asset will also always be available 
in the Text view; but once you’ve seen the 
inline preview in action, you’ll never feel the 
need to leave the Visual editor and switch to 
another view for a preview.

Sticky toolbar
My favourite new feature in WordPress isn’t so 
much an addition as a refinement of existing 
behaviour. In WordPress 4.0, the toolbars for 
the visual editor – both at the top and at the 

bottom of the content editor – stick to the 
browser window when you scroll the page. 
As you write and your article grows longer, 
the content area automatically expands 
to contain every word. The top toolbar – with 
rich text formatting options and media embed 
features – pins itself to the top of the page as 
your content flows on. No more scrolling in the 
window to change paragraph formatting or 
insert links.

While scrolling 
back to the top of 
the article, 
the footer of the 
content editor 
pins itself to the 
bottom of the 
browser window. Whether you’re editing 
content in the beginning of the post, the end 
of the post or somewhere in-between, you 
retain access to both your formatting tools 
and after-the-post meta information like word 
counts.

This is a somewhat minor change in the 
editorial experience that has major benefits 
particularly for the writers of long-form 
content. Once you use the new ‘sticky’ editor, 
you’ll question why it took this long for the 
feature to evolve.

I started my career with WordPress as a 
plugin developer, so the end-user plugin 
experience has always been a key point of 
interest for me.

Enhanced plugin experience
Plugins are central to making WordPress 
function as a customisable platform, and as a 
contractor I spent a large number of hours 
teaching clients how to work with plugins. 
Unfortunately, the plugin screens in 
WordPress haven’t been the most user-
friendly in the past. Worse still, they haven’t 
received much more than a new paint job in 
the past five years.

WordPress 4.0 introduced a number of 
changes to the way new users experience 
plugins, both in terms of discovery and 

management. The plugin installer used to 
attempt to aid feature discovery with a basic 
search field and essentially meaningless tag 
cloud. Unless you already knew what to look 
for, the chances of finding something new for 
your website were limited. The new installer 
highlights ‘featured’, ‘popular’ and ‘new’ 
plugins, with the featured plugins further 
broken down into categories such as 
‘performance’ and ‘social’.

On the installation pages, plugins are now 
displayed in detailed tiles presenting their title, 
a brief description and the plugin author, as 
before. These tiles also highlight the number 
of downloads and average plugin rating. 
A clever More Details link launches an overlay 
displaying the plugin’s full information as 
pulled from WordPress.org – including the 
plugin’s graphical banner.

This Details screen is also presented 
whenever plugin updates are available, 
making the plugin’s changelog, ratings and 
compatibility information readily accessible 
to administrators.

Customizer improvements
The Theme Customizer also underwent a 
strong set of changes with version 4.0, and 

has been rebranded as just the Customizer . 
According to the WordPress 4.0 Customizer 
Improvements information (http://bit.ly/
CustomizerImprovements): “‘Customize’ 
could refer to anything. That’s the point ... 
the Customizer can be used for anything, and 
we’d like to encourage more experimentation 
with different uses of the Customizer.” 

Widgets panel
Widget support was added to the Customizer 
in the previous version of the WordPress 
platform, which allowed website owners to see 
live previews of changes to sidebar widgets 
as they were made. Expanding the scope 
of the Customizer means we’ll be adding more 
to the tool in coming releases, so widgets have 
earned their own panel within the Customizer 
user interface.

Panels are a way to group Customizer 
sections, allowing both cognitive and visual 
separation between different elements that 
are meant to be managed separately. 
Site administrators can dig into their theme to 
customise just the colours, banner imagery 
and content layout on one panel. Then they 
can delve deeper to manage the content 
and arrangements of widgets on another. 
Widgets are just the first of a promising series 
of changes to the Customizer system.

 When oEmbed-capable links are present 
within post content, WordPress will generate 
a preview of the linked resource.
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New features…
WordPress 4.0 “Benny” was released  
4th September 2014 and the team ever 
since then has been steadily releasing point 
updates, with the most recent being 4.3 in 
August 2015. Here’s a rundown of the 
biggest new features that have been added 
over the last year:

WordPress 4.1 “Dinah” – December 2014
New core theme – Twenty Fifteen
Distraction-free editor mode
In-line image editing toolbar
Log out from everywhere
Vine support was added

WordPress 4.2 “Powell” – April 2015
New Press This publishing shortcut system
Extended character support
Instant theme switching
Tumblr and Kickstarter embedding
Streamlined plug-in updates

WordPress 4.3 “TBC” – August 2015
New navigation menu editor
Create your own Favicon
Stronger password creation
New text formatting shortcuts
Full Press This editor

“The top toolbar will pin itself 
to the top of the page even as 
your content flows on”

WordPress 4.3

http://bit.ly/CustomizerImprovements
http://bit.ly/CustomizerImprovements
http://bit.ly/CustomizerImprovements
http://bit.ly/CustomizerImprovements


Developer API
While it seems like a minor refinement to the 
Customizer tool itself, the addition of a Panels 
API opens the door for developers to make 
future themes even more flexible. Every 
website owner wants a unique design, but not 
everyone has the time to build a custom 
theme – or the budget to hire a developer.

Flexible themes that support the 
Customizer are the easiest way for the 
majority of non-technical users to reach into 
their WordPress website and truly make it 
their own. Editors – and writers – can modify 
the design of their homepage, About page, 
content archives, and even more though 
the Customizer. The Customizer API adds 
visual finesse to the existing theme options 
API, empowering developers to truly enable 
customers to lift the hood on their website.

Being able to nest certain features under 
one or more panels makes it easier to 
separate one type of customisation others, eg 
global theme features can live on one screen 
while contextual features that only present 
data to logged-in viewers can live on another.

The changes introduced by WordPress 4.0 
mean the only limitation on what the 
Customizer can do is the imagination of the 
theme developer. Thankfully, theme designers 
tend to be on the creative side.

Bottom line
Most development communities place a lot of 
weight on ‘.0’ releases. WordPress 2.0 saw a 
completely redesigned back-end that 

introduced Ajax for a snappier administrative 
interface, and the WYSIWYG post editor that 
we still use today. Moving forward, WordPress 
3.0 saw the merger of the WordPress and 
WordPress MU (multi-user) code bases to 
present an improved platform capable of 
hosting multiple sites on one installation.

Some users have argued that WordPress 
4.0 isn’t as significant a change as its ‘.0’ 
predecessors were to the community. 
In truth, the core WordPress community never 
intended for any of its ‘.0’ releases to be 
landslide events in the first place. Instead, 
this WordPress milestone focuses on small, 
rapid iterations of a large collection of 
features, where a new version will be released 
every four months to maintain forward 
momentum on development.

This release happened to coincide with the 
number 4 – but that version number doesn’t 
require any special requirements on the 
feature set. However, given the features 
outlined in this article, and the countless 
minor fixes and optimisations under the hood, 

WordPress 4.0 proved to be no smaller 
a milestone than any ‘.0’ that’s come before.

Every feature in this release speaks to the 
power and ingenuity of the community that 
maintains WordPress. These features also 
demonstrate just how much momentum 
WordPress will continue to carry into future 
versions to come. LXF

 The details modals for plugins display richer information than in previously versions.

 The new plugin install page presents more 
streamlined discovery tools – starting with 
better categorisation of available plugins.

 When plugins are ready for upgrading, 
a More Details link exposes the plugin’s 
changelog, ratings and compatibility details.
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How to get involved
WordPress has a gruelling release cycle, 
targeting a new version every four months. 
Getting stellar new features into WordPress core 
on such a limited timetable takes a lot of work, 
and requires a lot of community involvement.

Want to get involved in the development of 
code for WordPress? The best way to do that 
and get up to speed is by following the core 
development blogs: WordPress Core (http://
make.wordpress.org/core), WordPress UI 

Group (http://make.wordpress.org/ui) and 
WordPress Accessibility Group (http://make.
wordpress.org/accessibility).

It’s important to remember that even non-
developers can contribute to ongoing 
development. Features need to be tested, bugs 
need to be reported and systems need to be 
documented. You can help build the next version 
of WordPress, even if you never write a single 
line of code. If you want to help keep WordPress 

rolling? Start by contributing in some of the 
following places:
 WordPress Support Forum  

(http://wordpress.org/support).
 WordPress Code Reference  

(http://developer.wordpress.org/reference).
 Get involved with your local Meetup group  

(http://wordpress.meetup.com).
 Attend or volunteer at a WordCamp near you 

(http://central.wordcamp.org).

WordPress 4.3

http://make.wordpress.org/core
http://make.wordpress.org/core
http://make.wordpress.org/ui
http://make.wordpress.org/accessibility
http://make.wordpress.org/accessibility
http://wordpress.org/support
http://developer.wordpress.org/reference
http://wordpress.meetup.com
http://central.wordcamp.org
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http://make.wordpress.org/accessibility
http://make.wordpress.org/accessibility
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Mr Brown’s
Administeria

Jolyon Brown
When not consulting on Linux/DevOps, Jolyon 
spends his time bootstrapping a startup. His 
biggest ambition is to find a reason to use Emacs.

At OSCON (the O’Reilly open source 
conference) in July, Google announced 
that Kubernetes, its popular open 

source project for managing and deploying 
containers, which started in 2014, has reached 
the all-important 1.0 milestone. It then followed 
up this news by handing over control of the 
project to yet another new organisation under 
the auspices of the Linux Foundation. 

The Cloud Native Computing Foundation 
includes among its number Docker, Red Hat, 
IBM, Intel and Cisco (to name just a few). If 
you’re finding that reading this is giving you a 
case of déjà vu, don’t worry too much – this is 
strikingly similar to last month’s news about 
the Open Container project, with many of the 
same names involved (except Microsoft and 
Amazon, in this case). This new entity has a 

mission statement which talks about creating 
and driving a new computing paradigm built 
around containers, microservices and 
dynamically scheduled applications and 
operations. Kubernetes is the first project to 
come under the wing of the CNCF, although 
the website (https://cncf.io) talks about 
other candidates already being considered, 
which will then be ‘harmonised’ into some kind 
of cohesive unit.

Google also became a corporate sponsor 
of OpenStack in July, with a focus on bringing 
Kubernetes fully into use on the open source 
cloud operating system (as OpenStack likes to 
describe itself). While Google engineers have 
been contributing code already, backing from 
the search giant is a symbolic boost for 
OpenStack (and may well be a shot across 
the bows of AWS by Google). Kubernetes 
integration will greatly improve the ease of 
using containers on its platform and lifts 
another barrier to adoption. 

To get to the 1.0 stage, Google says that 
400 developers contributed over 14,000 
commits of code to its GitHub repository, 
delivering a system that has been proven 
to scale successfully across hundreds of 
nodes with thousands of containers and 
comes complete with the ability to manage 
container logging, handle load balancing and 
support a variety of storage options. It’s very 
likely we’ll cover Kubernetes in a future issue, 
so watch this space!

Esoteric system administration goodness from  
the impenetrable bowels of the server room.

Open source container deployment/management 
tool now suitable for production, says Google – 
before handing project to new parent foundation.

Now, I don’t know about anyone 
else, but I don’t think there has ever 
been a better time to be working as 

a sysadmin. There are challenges to face, to 
be sure, such as the rate of technological 
change – in my career span I’ve gone from 
looking after every single component of a 
server and all its associated power/cabling 
etc to not actually even knowing (or caring) 
where my systems reside. There are also 
still market forces which undervalue the 
sysadmin skill set. The stereotype of the 
underpaid, vastly overworked sysadmin 
still exists. (My advice: leave that job and 
get another one!) But generally, I much 
prefer working in today’s environment 
than the ‘good old days’. Remote working 
is commonplace. The rise of DevOps as 
a culture and  job description (incorrectly, 
some might say) are I believe reversing the 
perception of sysadmin skills being seen as 
low value (and cheap). But the explosive 
growth of the internet and the amount of 
freely available software and information 
has been the largest change of all. 

Therein lies my biggest problem: there 
is too much to take in. Too many projects 
to check out and things to keep up with. 
What a thing to moan about – “There are 
too many cool things I want to investigate”! 
Just look at the number of ways there are 
now to orchestrate virtual machines and 
containers, for example. Almost as many 
as there are JavaScript frameworks! There 
is a temptation to jump between shiny new 
things, but that leads to having a lot of 
shallow knowledge about a wide range of 
topics. This is OK, so long as it’s backed up 
by deeper understanding of a few topics. 
Find a niche you’re interested in and dig into 
it. A good all-rounder with specialist skills is 
a very valuable member of any team. 
jolyon.brown@gmail.com.

Kubernetes hits 1.0

First world system 
admin problems

 Kubernetes, because you just can’t have 
enough container orchestration options…



Mr Brown’s Administeria

www.tuxradar.com September 2015 LXF202     53

    command: create
    instance_name: lxf-database
    db_engine: MySQL
    db_name: bitnami_wordpress
    size: 10
    instance_type: db.m1.small
    username: mysql_admin
    password: 1nsecure
    region: "{{ region }}"
    wait: yes
  register: rds

- name: debug rds
  debug: var=rds

This will create the instance and the bitnami_wordpress 
database within it. However, before running this I also need to 
modify the security group configuration defined last month, 
to allow MySQL connections through – roles/security_group/
tasks/main.yml:
---  
- name: Create security groups
  local_action:
    module: ec2_group
    name: "lxf-sec"
    description: "Security Group for lxf" 

In this final part of his quest to stop using his browser, Jolyon Brown 
demonstrates how to bring more of AWS under Ansible control.

Part 3: Amazon, meet Ansible

Over the previous two issues of LXF I’ve looked at the 
Amazon Web Services cloud and brought elements 
of an example infrastructure on it under Ansible 

control. In this final part I’ll look at a final couple of services 
and how Ansible can interact with them. At the end of last 
month I’d started tinkering with RDS – the relational database 
service. I wanted to create a new database on it, replacing the 
default WordPress database with a much cloudier version. 
But first I need some idea of the database structure. 

What I can do here is back up the existing database via a 
standard tool like mysqldump. After sshing into my running 
EC2 instance (running the Bitnami WordPress installation) I 
can connect to MySQL as the root user via the usual method:
$ mysql -u root -p

The root password for MySQL is set randomly at machine 
creation time in this Bitnami AMI I’ve been using during this 
series. It’s recorded in /var/log/boot.log (retrieve it by 
running $ sudo grep -i password /var/log/boot.log) and I 
just want to confirm it’s correct by connecting here. Once I 
have done so I can list databases via the show databases; 
command – the one I’m interested in is the ‘bitnami_
wordpress’ one. I can then quit out and then take a backup of 
that database for use in RDS:
$ mysqldump -u root -p bitnami_wordpress > /tmp/
wordpress.sql

Now I can scp this down into my local Ansible repository. 
Back on my local machine, I want to put it into the files 
directory under the rds role. From the base of my Ansible 
repository I run the following:
$ scp -i keys/lxfkeys bitnami@<ec2 instance ip address>:/
tmp/wordpress.sql roles/rds/files/

(Remember that if you’re unsure of the IP address here it can 
be retrieved via the command /etc/ansible/ec2.py  --list)

The file is pretty small – 40KB or so in my case – so 
should take only a second to download. 

Now I can use this file to create a new copy of the 
database in RDS. I need to modify my main.yml file in the 
roles/rds/tasks directory, which now looks like this:
---
- name: Create RDS instance
  local_action:
    module: rds

Another, cloudier database option
I’ve covered Amazon’s RDS MySQL service in 
the past, but this month an alternative came out 
of beta: Aurora. Announced in 2014, it is another 
relational database option for AWS users, albeit 
with a difference. It promises up to five times the 
throughput of MySQL on the same hardware, 
and is compatible with version 5.6 of the popular 
database engine. This is an internally developed 
RDBMS, though, by the sounds of things (details 
on any shared codebase with MySQL are hard to 
come by). Amazon is touting a zero downtime 

migration path for customers wanting to take 
the plunge. Beta testing, Amazon claims, shows 
that each Aurora instance can deliver up to 
100,000 writes and 500,000 reads per second, 
due it seems to tightly integrating the database 
engine with an SSD-backed virtualised storage 
layer purpose-built for database workloads. 

As well as the regular benefits of a cloud-
based database (storage issues are handled in 
the background with no service interruption; 
provisioning, patching and backups are done 

automatically) the product’s information page 
suggests that it can automatically detect 
database crashes and restart without the need 
for crash recovery or for rebuilding the database 
cache. If the entire instance fails, Aurora will 
automatically failover to one of up to 15 read 
replicas. This all sounds very impressive for the 
right user. The automatic scaling options and 
extremely quick replication times (10-20ms) 
have certainly caught my eye. Now if only I had 
some data important enough to store in it…

 Try as I might, I 
couldn’t get RDS 
to use the VPC 
I wanted it to… 
Answers on a 
postcard, please!
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    region: "{{region}}"
    vpc_id: "{{ vpc_id }}"
    rules: 
    - proto: tcp
      from_port: 22
      to_port: 22
      cidr_ip: 0.0.0.0/0
    - proto: tcp
      from_port: 80
      to_port: 80
      cidr_ip: 0.0.0.0/0
    - proto: tcp
      from_port: 3306
      to_port: 3306
      cidr_ip: 0.0.0.0/0

Of course, allowing connections to the MySQL port 
from anywhere like this (as signified by the 0.0.0.0/0) is a 
TERRIBLE idea – don’t do this in your own attempts. But I 
can afford to be a bit more blasé on examples like this. 

Now unfortunately a problem I couldn’t resolve with 
Ansible is getting the database instance created in the right 
security group. With a heavy heart I had to jump back onto 
the AWS console, into the RDS screen, and modify the 
instance, choosing the lxf-sec security group instead of the 
default (see screenshot p53). I’m sure this is down to my own 
ineptness rather than any issue on Ansible’s part. (If you do 
solve this, please get in touch!) 

Now that the instance is created I want to restore the 
mysqldump file into it. The easiest way I found to do this was 
create a new file, which I called create_db.yml:
---
- hosts: localhost
  sudo: no
  connection: local
  tasks:
    - name: create the bitnami database
      mysql_db:
        login_host: <name of amazon rds instance>
        login_password: "1nsecure"
        login_user: "mysql_admin"

        login_port: "3306"
        name: "bitnami_wordpress"
        state: import
        target: roles/rds/files/wordpress.sql

This uses the mysql_db Ansible module to restore the 
wordpress.sql file I downloaded a little while ago. To use this 
module, I needed to apt-get install the python-mysqldb 
package on Ubuntu. I also needed to list the instance name 
(which will be something like ‘lxf-database.c8qoqjukkkdv.
eu-west-1.rds.amazonaws.com’) by running $ /etc/ansible/
ec2.py —list again and adding it into the file. Now I can run 
this one-off task with the following command:
$ ansible-playbook create_db.yml --private-key=keys/lxfkeys 
-i inventory

This will happily (I hope) chug away and create the 
database for me. After this completes, I can connect directly 
to the MySQL instance:
$ mysql -u mysql_admin -p --host=lxf-database.
c8qoqjukkkdv.eu-west-1.rds.amazonaws.com

Once RDS gives me the >mysql prompt back, I can run 
show databases; to be rewarded with the bitnami_wordpress 
database up and running in its new, cloudier-than-before 
location. It’s quite handy to be able to create one-off YAML 
files for these kinds of tasks, although I’m straying from the 
idempotent ideal here. Pragmatism sometimes wins out. 

But how to get our WordPress installation using it? Simply 
modify the line reading define('DB_HOST’, ‘localhost:3306’) 
in the file /opt/bitnami/apps/wordpress/htdocs/config.
php. Ansible can probably help here – the lineinfile module is 
ideal for taking care of things like this. 

Getting to the ec2_facts of the matter
You’ve probably seen how being able to reference dynamic 
variables between plays would help greatly here. There are 
examples throughout this code base of hardcoded variables, 
which are fine for the examples I’m showing here but would 
be handy to have available to use within playbooks. This can 
be handled by the ec2_facts module. To show what’s 
available I can add a new listfacts role to the site.yml file 
(just below the wpcli one), I can create a file roles/listfacts/
tasks/main.yml which looks like this:
---
- name: get EC2 facts
  action: ec2_facts

This gives a bunch of information I can use as they are set 
as Ansible facts. I can then use these elsewhere. 
ok: [52.18.164.120] => {"ansible_facts": {"ansible_ec2_ami_
id": "ami-51345f26", "ansible_ec2_ami_launch_index": "0", 
"ansible_ec2_ami_manifest_path": "(unknown)", "ansible_
ec2_block_device_mapping_ami": "/dev/sda1", "ansible_
ec2_block_device_mapping_ephemeral0": "sdb", "ansible_

PCI compliance and AWS
Anyone who has had to deal with a system that 
handles credit card information will know of PCI-
DSS – the Payment Card Industry Data Security 
Standard. This is a series of best practices and 
security controls designed to prevent credit card 
fraud. It introduces controls around data and 
reduces its exposure to compromise. However 
many of the practices are applicable to all 
systems that store customer data, and anyone 
designing such a system would do well to review 
it (boring as that may sound). A lot of the 

contents are common sense to sysadmins (and 
I think deliberately rather vague in some cases) 
– building a secure network, for example, or 
regular testing and monitoring being required. 

Companies at the higher classification end 
of the PCI spectrum – usually large enterprises 
that have invested a lot of money in local 
infrastructure – have been in my experience 
some of the more reticent potential clients for 
public clouds such as AWS. With this in mind, 
Amazon (and other cloud providers too) have 

spent a lot of time and effort to bring their 
infrastructure and services up to scratch in order 
to make it attractive to such large-spending 
entities. Most of the services I’ve mentioned in 
these pages and many more have been validated 
as being compliant with the standards. Having a 
big chunk of a PCI review handled in this way is 
very attractive – take it from someone who has 
been at the sharp end of a PCI audit on several 
occasions. See aws.amazon.com/compliance/
pci-dss-level-1-faqs for more details.

 Route 53. For some reason, our glorious editor didn’t seem keen on giving me 
control of linuxformat.com for the purposes of this article…
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ec2_block_device_mapping_ephemeral1": "sdc", "ansible_
ec2_block_device_mapping_ephemeral2": "sdd", "ansible_
ec2_block_device_mapping_ephemeral3": "sde", "ansible_
ec2_block_device_mapping_root": "/dev/sda1"

Get your kicks on route… er, 53?
Amazon provides a handy service for managing DNS. Called 
Route 53, after the port which DNS traffic is communicated 
on, it’s pretty much as we’ve come to expect from the other 
services. An API or web based interface can be used to 
interact with it, and there are a ton of options available for it. 
For a good in-depth view of the service, watch the “Amazon 
Route 53 Deep Dive” video on YouTube (http://bit.ly/
LXF202-route53). Ansible has a module that can interact 
with it and I can associate a private IP for an EC2 instance 
with a DNS record under my control pretty easily. 

Let’s suppose I have a domain that I control (say the 
powers-that-be at LXF Towers go crazy and pass me control 
of linuxformat.com). I can create a Public Hosted Zone on 
AWS and this will give me the names of the name servers that 
I then need to tell my registrar the details of so that DNS 
queries are routed to Amazon Route 53 name servers. With 
this in place I could add to my Ansible setup here a role which 
contains something along the following lines: 

- name: Provision an instance
  local_action:
    module: route53
    command: create
    zone: linuxformat.com
    record: "blog.linuxformat.com"
    type: A
    ttl: 3600
    value: "{{ public_ip }}"

There’s a handy option to this module, overwrite, which 
will update a record or create one, depending on whether it 
exists or not. Route 53 has a bunch of high-level options 
available. For larger installations, it’s possible to do tricks 
like routing traffic to sites with the lowest latency, route by 
geographic information (similar to the service provided by 
the CloudFront service) and invoking failovers to a second 
instance to avoid downtime during upgrades. Internal 
resources can have DNS records assigned too without 
being exposed to the wider internet, which would be pretty 
handy in a number of circumstances.  

As ever, space is limited on these pages but I hope that 
this tour of AWS with Ansible has been useful in some small 
way. If you have any questions I’d love to hear them – please 
drop me a line at jolyon.brown@gmail.com

Going forward I’m going to occasionally give quick 
overviews of a piece of software or a package I’ve 
used where I think it would be useful for you to know 

about. First up is Redis, a key/value store and part of the 
‘NoSQL’ family of software, which seemed incredibly hyped 
up a few years ago. Actually, calling it a key/value store is a bit 
unfair; it’s described as “a data structures server, supporting 
different kind of values”. So as well as handling the traditional 
string key association with a value type of operation you’d 
expect, Redis can also handle more complex data structures 
in the value field (such as lists and hashes). Its biggest selling 
points are its speed and the number of available clients for it. 
I’ve seen it used as a very capable session cache, where it has 
been rock solid and quick to get going with. It has advantages 
over (say) Memcached here by offering durability – being able 
to make data persistent – and by the simple nature of its 
configuration files. It is well backed by a lot of excellent 
documentation and a very active development community. 

Active work at the moment is mainly concentrating on 
clustering – it’s currently at version 3.0.2, and the 3.0 release 
introduced Redis Cluster, a distributed implementation of 
Redis with automatic data sharding and fault tolerance. Redis 
is single threaded, so on a system with multiple cores the 
easiest way to take advantage of spare CPU capacity is to 
simply run another server (i.e. another redis process). 

Generally, though, Redis is very quick – the project 
website quotes 500,000 requests a second being achievable 
on a moderate Linux system – and memory not CPU will be 
the restricting factor. Its memory footprint is actually quite 
reasonable, however, with a million keys using only a couple of 
hundred MB of memory (depending on the number of fields 

Need a lightning quick data store for your website? Don’t want the overhead 
of a regular database? Redis might be the answer you’re looking for.

A brief introduction to… Redis

and the structure of them). But it’s a good idea to make sure 
some swap is available on the system (and probably to set 
the kernel vm.overcommit_memory flag). Having the kernel 
perform an OOM kill on your session cache that wasn’t 
persisted to disk is a bad thing to happen. 

Other use cases for Redis include message queuing, 
handing scores, pub/sub type operations and a more general 
web cache. It comes with a handy command line interface, 
redis-cli, which I’ve used to stand up some basic monitoring 
without too much hassle. It’s nice to be able to get some 
statistics via this method as well. 

So Redis is a good option for session caching. It’s worth 
investigating the relatively new clustering functionality, too. 
Some installations won’t care if temporary data is discarded, 
but for services where losing a session means kicking the 
user off an application completely this can be very important. 

For more, see the documentation at http://redis.io and a 
brief but handy interactive tutorial at http://try.redis.io. LXF

 Redis is an 
example of the 
NoSQL family of 
software. Hyped 
beyond belief a 
few years back, 
the software has 
steadily improved 
since then.
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Alexander Tolstoy
offers a tasty side order of hot and 
spicy (free) sauce to go with this 
month’s rack of hand-picked open 
source apps for your delectation.

“OpenMediaVault 2.1 
adds a new dashboard 
and widgets.”

 You can roll out a virtualised NAS appliance in minutes.

A nyone who collects movies and 
pictures on their system hard 
drive will soon be thinking 

about upgrading to NAS (Network-
Attached Storage), and although it may 
sound complicated it’s not thanks to 
OpenMediaVault, a dedicated solution 
that tackles the problem easily. 
OpenMediaVault is a specialised Linux 
distribution (distro), which is based on 
GNU/Debian and features SSH, (S)FTP, 
SMB/CIFS, DAAP media server, rsync, 
BitTorrent client and all the 
components required for turning your 
device into a NAS. OpenMediaVault is 
generally for use in a home or small 
office setting, which means that you 

OpenMediaVault
can install it onto an old PC and not 
necessarily a powerhouse. In fact, 
OpenMediaVault can even be run inside 
a virtual box, as you forward an external 
storage device from the host system to 
the guest.

The deployed system is accessible 
from a traditional web interface, which 
looks like a neat welcome page, with a 
categories tree on the left and 
categorised content on the right. 

OpenMediaVault has a comprehensive 
set of storage control options, including 
RAID and SMART management, 
OwnCloud support, advanced user and 
group management and dozens of 
other handy controls.

The new OpenMediaVault 2.1 adds a 
new dashboard and widgets, an 
improved internal network interface 
back-end, VLAN and Wi-Fi support and 
various interface fixes. Also, the system 
now uses the browser local storage 
instead of cookies for caching user-
made interface settings. All this is 
packed into the pre-built images for 
both x86 and x86_64 architectures, 
and each image weighs about 400MB.

The OpenMediaVault project has 
many intersections with FreeNAS, from 
which it was originally forked. However, 
it has distinct advantages, such as an 
add-on installer and updater (rather 
than global re-flashing in FreeNAS) and 
a more responsive web page. The latter 
is achieved by using the ExtJS and Ajax 
technologies, in contrast with 
Python+Django in FreeNAS. In real 
terms, this means that you don’t have 
to reload the web page frequently as all 
data changes that are applied instantly 
and live.

Version: 2.1 Web: http://openmediavault.org

OpenMediaVault  gCAD3D  GNU Coreutils  Shotcut  Owncloud  Geany  
Evilwm  Minetest  OpenClonk  Fish  Calamares

NAS software

Exploring the OpenMediaVault interface...

Main tree
Navigation is through a 
feature-rich category tree 
where you will be able to set 
up everything.

Accessing 
OpenMediaVault
Enter the right IP address, 
first-time credentials are 
username admin with the 
password OpenMediaVault.

Main area
The panes can be dragged and 
rearranged to fit more data on 
the screen.

Quick actions
This tiny button enables quick 
access to log out/reboot 
options and language settings.

Sharing options
Network access services are a 
central part of the whole NAS 
approach to storage.

The best new open source 
software on the planet

http://openmediavault.org
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This is a 3D CAD/CAM 
(Computer-Aided Design and 
Manufacturing) application for 

GNU/Linux, which enables users to 
prepare, create, visualise and analyse 
data, and easily interact with call 
models, such as HTML and HREF. 
You can also use gCAD3D to interact 
easily with call programs, change model 
parameter, change the viewport, display 
3D models and images (bitmaps), as 
well as 2D draftings. The crucial 
development, however, is gCAD3D 
being released under GPL 3 and the 
source code is on https://github.
com/gcad3d (which is why we can 
include it in HotPicks now).

The gCAD3D interface contains lots 
of controls but doesn’t feel cluttered. 
The left pane stores all the browser 
values, points, lines, curves, planes and 
surfaces. After selecting the desired 
element there you can change it in the 
area below.

Everything is a file in Unix and 
almost every file belongs to a 
package. That’s a brief 

description of a filesystem that you can 
browse in any distribution (distro). In 
many cases we can name the package 
after knowing its main files, but 
sometimes it’s easy to forget when the 
commands are such a part of your daily 
life. The GNU coreutils package is, for 
instance, available in every Linux distro 
and most of Unix-like systems, but 
you’re more likely to recall the names of 
the commands that it holds, such as  
 sort ,  cat ,  chmod ,  chown ,  chroot ,  
 cp ,  date ,  dd ,  echo ,  hostname ,  id ,  
 ln ,  ls  etc, which are all maintained 
under the egis of the GNU project.

After nearly a year of development, 
fixes and commits here are the 
highlights of what’s new in coreutils 
8.24. The  chroot  command now 
supports the  --skip-chdir  flag, which 

gCAD3D

GNU Coreutils

The top bar has plenty of options 
that affect view mode and rendering 
parameters. All this surrounds the main 
area where the model is being created, 
zoomed and rotated.

Some basic CAD skills are required 
to get started, but the obvious entry 
point is learning to construct 
wireframes and putting surfaces on 
them. To help with the first steps, very 
user-friendly documentation is hosted 
on the official website. Each section is a 
small lesson where you’ll discover how 
to operate the program’s interface, then 
create simple shapes and steadily 
progress towards more complex 
constructions. Finally, you can either 
save the results in one of a number of 

leaves the default directory intact after 
$ chroot, without defaulting to /. The  
 dd  command has got a much 
anticipated (for some dozens of years) 
feature for showing write progress with 
a new status=progress level to print 
data transfer statistics on stderr 
approximately every second. The  cp ,  
 install  and  mv  commands now work 
faster when dealing with empty areas 
inside files and these are now handled 
on the low-level filesystem level. 

Some other behaviour changes have 
been implemented, with more accurate 
hardlinks handling, better sparse files 
copying and space allocation. For those 
who prefer working with the command 

CAD software

Basic system utilities

CAD formats, such as DXF, IGES, STEP, 
VRML or export to BITMAP.

The application offers binary Debs 
for 32- and 64-bit Ubuntu and Debian 
family, but we couldn’t find any 
packages for other Linux distros, so you 
may have to build the application from 
source. The readme file on gCAD3D 
GitHub page has the instructions.

line, the new GNU coreutils additions 
will be very appealing. Another common 
use case is remote administration, 
which often involves ‘stty’ and file 
handling commands when working over 
a network. To enjoy the new version you 
need only do, or wait for, a regular 
update. The package is called coreutils 
in every Linux distro, so you can check 
in your package manager to see if the 
most recent version has landed on 
your distro.

Version: 2.26  Web: www.gcad3d.org

Version: 8.24  Web: http://bit.ly/GNUcoreutils

 A CAD application now licensed under GPL 3.

 It’s quite difficult to visualise the power of GNU core 
utilties, but trust us it is great!

“The gCAD3D interface 
has lots of controls but 
doesn’t feel cluttered.”

“Features more accurate 
hardlinks handling and 
better space allocation.”

 LXFHotPicks

https://github.com/gcad3d
https://github.com/gcad3d
http://www.gcad3d.org
http://bit.ly/GNUcoreutils
https://github.com/gcad3d
https://github.com/gcad3d
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We really love OwnCloud, a 
personal file hosting solution 
that looks and feels like a 

remote cloud service. OwnCloud 
enables you to use the latest 
technology without compromising 
things that are beyond your control, 
such as data safety, privacy and the 
amount of disc space etc.

In order to run OwnCloud it’s best to 
have a separate PC, which you can turn 
into a server. If you don’t have one you 
can try out a personal cloud inside a 
virtual machine. Technically, you’ll need: 
a MySQL database up and running; a 
NTP server for time sync; Apache web 
server and a bunch of PHP 5 
dependencies for OwnCloud itself. 
It doesn’t take much skill though and 
the process is aided by its 
comprehensive documentation.

When you do set it up, the localhost/
owncloud address will open the 

OwnCloud
OwnCloud web interface where you can 
create an account and log in. The web 
interface looks like a pretty standard 
CMS with a categories tree on the left-
hand side and a current category 
content on the right.

OwnCloud supports lots of cool 
features, such as document preview 
and a thumbnail engine for almost 
anything (including fonts and RAW 
images), collaborative files editing, 
WebDAV access and much more.

OwnCloud can also can be extended 
with extra apps and synchronised with 
external services, such as Google Drive 
and Dropbox, and for playing music or 
showing content in a web-based file 

Private local cloud

manager. The applications repository 
(repos) is extensive and is available at 
https://apps.owncloud.com. There’s 
an endless list of possible uses for 
OwnCloud, such as web access from 
the internet, control from the Android 
app, file encryption, versioning and 
undeleting, LDAP and Active Directory 
integration etc.

The new 8.1 version promises faster 
file uploading and downloading, better 
control file encryption and the ability to 
edit office documents with WebODF, 
which supports annotations and 
handles more text styles.

Version: 8.1 Web: https://owncloud.org

  Store, preview and work with your files with the 
OwnCloud, the self-hosted cloud.

“Can be extended with 
extra apps and synced 
with external services.” 

There are several video editors in 
Linux that use both GTK and Qt 
toolkits, but there’s a noticeable 

trend in Qt-based apps that are more 
advanced and deliver many pro-grade 
features. The most well-established 
editor is perhaps Kdenlive, but this time 
in HotPicks we’re putting the spotlight 
on another Qt-based video editor, 
Shotcut. This is a modular dark-themed 
application built with MLT (Media Lovin’ 
Toolkit, used for Kdenlive and Openshot 
as well) and FFmpeg back-end.

Shotcut has a vast number of panels 
and toolbars to the extent that the main 
area with its frames and timeline 
occupies less space than usual, which is 
as intended. Shotcut was started in 
2012 aimed at achieving the simplicity 
of Kino (RIP, www.kinodv.org) in mind. 
Shotcut features many goodies, such as 
live editing (no import required), 
OpenGL GPU-based image processing, 
screen and webcam capture, network 

Shotcut
stream playback (HTTP, HLS, RTMP, 
RTSP, MMS, UDP) and many more, 
though most of the features can also be 
found in its competitors. However, Dan 
Dennedy, the main Shotcut developer, 
points out that his application is more 
stable and requires less assumed 
knowledge than the likes of Kdenlive. 

Shotcut also maintains high 
development speed with many cool 
new features in each release. For 
instance, version 15.07 brings 4K UHD 
resolution support, five new filters for 
imitating old film, a new equaliser and 
audio filters, better H.264 encoding 
(with variable bitrate by default) and 
copy-paste support for the timeline. 
The editor is really worth trying out, 

Video editor

which is quite easy to do thanks to 
Dennedy, who hates the repository-
based approach of packaging Shotcut 
for specific Linux distros. Instead, 
there’s a couple of static builds in TAR.
BZ2 format, available from the project’s 
website. No installation is required as 
you just untar the downloaded archive 
and run the application.

Version: 15.07 Web: www.shotcut.org

  Shotcut maintains a fast-moving development cycle.

“Shotcut was started in 
2012 aimed at achieving 
the simplicity of Kino.”

LXFHotPicks 

https://apps.owncloud.com
https://owncloud.org
http://www.kinodv.org
http://www.shotcut.org
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There are so many text editors for 
Linux that it’s not always easy to 
name their distinguishing 

features. While some editors move 
towards simplicity, others try to offer 
extra tools and occupy a specific niche. 
Geany can be used as a regular editor, 
just like KWrite or Gedit, but its strength 
is in its integrated Integrated 
Development Environment (IDE) 
features. In fact, Geany sits between an 
advanced text editor and a simple IDE, 
with very few external dependencies 
other than GTK2 and Vala. 

The interface  is also quite lean; it 
has many tabs that pack a lot of 
features into a minimalist layout. The 
symbols and documents trees are on 
the left, Status messages and various 
other live output categories sit along 
the bottom, and the main area shows 
the current document and other open 
docs in a separate tabs. Geany 
automatically highlights code syntax for 

W indow managers are often 
good for plastering some 
eye candy on screenshots, 

gorgeous window border themes, drop 
shadows and compositing effects, but 
Evilwm is a little different. It’s a 
minimalist window managers for X11, 
developed by Scottish programmer and 
Unix admin, Ciaran Anscomb.

The project was started in 2001 and 
since then it has been updated once in 
several years, which makes the new 1.1.1 
version quite an event. The window 
manager still looks the same and adds 
a 1px border around a window with no 
visible controls. Using Evilwm means 
you have to learn some keystrokes too, 
some of which resemble the Vi controls, 
eg h, j, k, l keys move windows left, 
down, up or right by 16 pixels 
respectively. To resize the window 
instead of moving them you hold down 
Shift. The y, u, b and n move windows to 

Geany

Evilwm

most languages and supports code 
tagging. This is an interesting feature, 
which relates symbols in a compiled 
program with appropriate declarations 
and definitions in a source file. Though 
you can generate tags from any source 
file yourself, there’s an impressive 
library of ready to use tags for dozens 
of open source projects (see the list at 
http://wiki.geany.org/tags/start).

Geany is designed to write code and 
compile it right away, as you would 
expect from more heavyweight IDE. 
There’s the Build menu with shortcuts 
to compilation tasks, commonly make 
and GCC, though you can customise 
these by eg choosing a different 
compiler or selecting a specific build 

the top-left, top-right, bottom-left or 
bottom-right of the screen respectively 
and the l (lowcase L) key shows 
information about the current window.

As you might imagine, it takes some 
time to get used to Evilwm, but you can 
use your mouse as well. The 1px border, 
once gripped and dragged, allows 
conventional actions with different 
mouse buttons. For instance, the left 
button moves a window, the right 
button puts it below and the middle 
button is used for resizing. Beyond that 
Evilwm supports virtual desktops (1-8 
keys for switching between them) and 
various options from configuration file. 
You can also pass the desired 

Text editor and IDE

Window manager

target. During coding you can enjoy 
many handy improvements, such as 
auto-indenting, easy regexp execution, 
moving inside a file using markers etc.

Geany 1.25 has brought many new 
plug-ins too, such as Automark, 
GeanyCtags, GitChangeBar and 
Overview, along with some bug fixes. 
We’d go as far as to suggest that Geany 
is a foeman worthy of Notepad++'s 
steel and it’s a must-have software for 
any Linux developer.

parameters simply when launching the 
window manager, eg we can do this by 
using a snap-to-border feature with  
 $ evilwm -snap 16 . Where 16 is the 
proximity in pixels to snap to. There are 
some other useful options, such as 
window repaint control on moving and 
resizing. Repainting (live update) is 
used by default, but if for some reason 
(eg you have slow video performance) 
you need to switch it off you can use  
 $ evilwm -nosoliddrag .

Evilwm offers a tiny binary of just 
44k, but since no one cares about such 
wee things, the main objective of using 
Evilwm is pure minimalism without even 
a trace of bloatware.

Version: 1.25 Web: www.geany.org

Version: 1.1.1 Web: www.6809.org.uk/evilwm

 Geany is robust and powerful, yet its GUI is uncluttered.

 Trying to grip that tiny window border with your mouse is 
futile – better to use your keyboard!

We’d suggest Geany is 
a foeman worthy of 
Notepad++'s steel.

“Evilwm is pure 
minimalism without a 
trace of bloatwares.”

 LXFHotPicks LXFHotPicks

www.tuxradar.com

http://wiki.geany.org/tags/start
http://www.geany.org
http://www.6809.org.uk/evilwm


60     LXF202 September 2015 www.linuxformat.com

HotGames Entertainment apps

A lmost everyone has heard of 
Minecraft, the extremely 
popular open world sandbox 

game, but Minecraft is still 
proprietary and non-free, even 
though it did offer a Linux version. 
Minetest looks, feels and plays very 
similar to both, and yes, it’s open 
source! It’s also an infinite-world 
block sandbox game and a game 
engine, where you can alter the world 
using LEGO-like blocks. You’ll have to 
explore, dig and build in a voxel world, 
and craft stuff from raw materials to 
help you along the way. Just like in 
Minecraft, but it’s much harder to die 
in Minetest and the default texture 
pack looks a lot more appealing than 
in the closed-source game.

Minetest comes with the basic 
game launcher and a few world 

Minetest
templates with default blocks and 
items, which amounts to the sandboxes 
without any gameplay. To add the fun 
you need add mods (new tools, blocks, 
and items), subgames (scenarios) and 
texture packs (for a better-looking 
environment), which are available from  
www.minetest.net/customize. 
Subgames change the objective of the 
game, such as survival, building, or 
deathmatch. Installing add-ons is easy, 
and requires unpacking the 
downloaded archives into an 
appropriate subdirectory of 

~/.minetest, such as ~/.minetest/

 Grab the hi-res texture pack as it looks gorgeous!

Open world sandbox

mods or ~/.minetest/games or 
~/.minetest/textures. After that 
the content will be available inside 
the game launcher, eg after 
installing the mod, start Minetest, 
go to the world’s Configure menu, 
click Enable All > Save.

Minetest itself is prepackaged 
for many Linux distros, including 
Ubuntu/Mint, Fedora, OpenSUSE, 
Arch etc. As always, if your 
package is outdated, grab the 
latest version from the website.

Version: 0.4.12 Web: http://www.minetest.net

“To add the fun you need 
add mods, subgames 
and texture packs.”

O penClonk is a multiplayer 
tactical game, where you 
play on a simple 2D ant 

farm-style landscape. You control 
crews of Clonks; little humanoids 
adept at both mining and having 
underground dustups with opposing 
crews. The game continues the 
tradition of older Clonk shareware 
games (www.clonk.de), which had a 
focus on game economy, fighting 
and mining (it’s often described as a 
mix of The Settlers and Worms).

The game engine and content 
were open-sourced (under ISC 
licence), after the last commercial 
title, Clonk Rage, was completed and 
has grown since then with lots of 
mods and volunteer work.

The key difference between 
OpenClonk and dozens of similar-
looking, arcade-style side scrollers is 

OpenClonk
that the main gameplay is about mining 
and exploration. You make your way by 
digging and blowing up rock and while 
you can throw bombs, grenades, launch 
rockets and plant exploding powder 
kegs to attack other crews, you’ll find 
diving in unexplored underground lakes 
just as exciting. In many ways, 
OpenClonk is a great tutorial to mining 
and quarrying, as it features most of the 
materials you’d need to use (aside from 
rocket launchers, perhaps). The goal of 
the game differs  each time and you’re 
encouraged to play against others.

The normal goal is to either exploit 
valuable resources from the earth by 

 OpenClonk rewards the brave adventurer. Dig holes, 
fight opposing miners and conquer that claustrophobia!

Multiplayer game

building a mine or fight each other 
on an arena-like map, which allows 
for player looting.

The most fun way to play 
OpenClonk is to connect to your 
buddies via LAN or join an online 
game (http://league.openclonk.
org), where you’ll encounter veteran 
players. If you feel too much of a 
newbie for a big game, then we’d 
suggest playing the tutorials as they 
will help you learn the basics.

OpenClonk is distributed in the 
form of static builds and you will also 
find that it’s shipped with many Linux 
distributions as well.

Version: 6.1 Web: www.openclonk.org

“It’s often described as 
a mix of The Settlers 
and Worms.”

LXFHotPicks 

 http://www.minetest.net/customize
http://www.clonk.de
http://league.openclonk.org
http://league.openclonk.org
http://www.openclonk.org
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When we open a terminal 
emulator in Linux it’s 
commonly Bash (Bourne 

Again Shell). But there are also other 
choices, and one of the most user-
friendly one is Fish (which stands for 
Friendly Interactive Shell). 

Fish was started in 2005 with the 
goal to give the user a rich set of 
powerful features in a way that’s easy 
to discover, remember and use. As such, 
the distinguishing mark of Fish is that it 
rolls out all the goodies out of the box, 
unlike previous shells, such as Bourne 
shell (Ksh, Bash and Zsh etc) or C shell 
(csh and tcsh), which don’t have certain 
features enabled by default as a means 
of saving system resources, 

Fish includes all features enabled by 
default, such as autosuggestions based 
on your history and previous 
completions, colourful VGA output 
thanks to term256 support, web-based 
configuration (a unique approach to 

Never mind the KaOS branding 
in the screenshot, Calamares is 
a totally distribution-agnostic 

system installer, which looks the same 
in any Linux flavour. The idea behind 
Calamares is to provide a modern, 
highly customisable and feature-rich 
installation framework, which will make 
things a little better as we know that the 
installation phase of Linux is the most 
nerve-wracking part for most newbies. 

The installer shows the list of steps 
on the left and assumes that you will 
gradually advance from one step to 
another by providing necessary input 
and pressing Next. In technical terms, 
Calamares is built with Qt 5, C++11, 
Boost.Python, some bits of KDE 
Frameworks 5 and KDE Partition 
Manager. However, it’s not bound to 
Plasma 5 desktop in any way and is 
widely used in distributions (distros) 
with different desktops. Right now 

Fish

Calamares

setting up a shell) and a very sane 
syntax for writing custom scripts.

Some of the listed feature can be 
archived in Bash or Zsh as well, once 
you customize their profiles, but the 
good thing with Fish is that you get 
everything instantly. Instead of using 
Tab for completing a command or a 
filename, just start typing and you’ll 
notice Fish suggesting a variant in real 
time. The completion engine works 
fabulously as it respects file paths, 
command options and even your 
history. Discovering how Fish works is 
especially easy and fun thanks to a very 
useful and extensive documentation 
with a plentiful of examples and 
tutorials, covering such areas as 

Calamares is used in KaOS, Manjaro, 
BBQLinux and evaluated in unstable 
builds of OpenMandriva, Fedora, Tanglu, 
Sabayon and some others.

So why would you want to install 
Calamares on your current system? 
The answer is that it’s a step towards 
your own Linux distro – be it a fork of a 
distro or a backup image of your 
precisely configured and packed with 
useful stuff system. Calamares will 
enable you to transfer the loaded 
system onto another partition, set up a 
boot loader and do all the rest. However,  
the rare binary Calamares packages 
from Fedora or OpenMandriva have 
little or no sense for a custom distro, 

Unix shell

Installer framework

variables, command aliases, combiners, 
conditionals, functions etc – even a 
non-programmer can use the 
templates to automated many routine 
tasks. You can find out more at  
http://bit.ly/FishTutorial.

Getting Fish is also a piece of cake: 
chances are it’s already available in your 
package manager. The Fish website 
also offers precompiled binaries for 
Ubuntu, Debian, Fedora, CentOS, 
OpenSUSE, Arch and Gentoo.

and that means that it’s best to compile 
it from source. Calamares is supposed 
to be compiled with  cmake  using the 
common route
$ mkdir build && cd build && cmake .. 
&& make

But  cmake  will throw complaints 
about missing dependencies unless you 
have the Qt5-devel stack, boost and 
python3 packages. After that it should 
compile. Currently, Calamares has 27 
modules (available at http://bit.ly/
CalamaresModules along with 
documentation), which you can mix 
together for the desired installer. LXF

Version: 2.2.0 Web: http://fishshell.com

Version:1.1.2 Web: https://calamares.io

 Fish’s completion engine even respects your user history.

 Prepare > Install > Finish - and voilà!

“The good thing with 
Fish is that you get 
everything instantly.”

Calamares is a step 
towards your own  
Linux distribution

 LXFHotPicks

http://bit.ly/FishTutorial
http://bit.ly/CalamaresModules
http://bit.ly/CalamaresModules
http://fishshell.com
https://calamares.io
http://bit.ly/CalamaresModules
http://bit.ly/CalamaresModules
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T
wo years ago I was teaching 
an introduction to Raspberry 
Pi in a local primary school. 

Even with a small group of students, 
it was a logistical nightmare. I had to 
build a perfect SD card image with all 
the software needed and flash it onto 
an SD, which took hours. One card 
failed, I had to get the students to 
all install a piece of software I forgot, 
and I mixed up the SD cards a 
number of times. 

This experience got me thinking: 
there must be a better way…

I had at the time been playing 
with LTSP (Linux Terminal Server 
Project), which was built to help 
schools set up and maintain a 
classroom of Linux machines. I 
quickly discovered that getting it 
working with Raspbian would be a 
little more complicated than a few 
commands. So I started work on a 
script, initially called RaspberryPi-
LTSP, which is now PiNet.

So what does it do? Basically 
each Pi, via a wired network, first 
loads its OS off the central PiNet 
server. The student is then presented 
with a graphical login screen. As the 
users are stored on the server, any 
student can log in on any Pi.

Booting off the server means that 
if you want to make a change to the 
operating system (a new package, for 
example), you simply install it on the 
server machine and reboot the Pis.

On top of these two core features, 
it’s incredibly simple to set up and 
includes shared folders, automated 
backup, a work collection/hand-in 
system, and more. PiNet is now used 
in hundreds of schools by thousands 
of pupils right across the world!

Welcome...

Andrew 
MullhollAnd, 
creator of Pinet, 
reveals how it all 
came about. 

We’ve previously reported on the ability 
of the Raspberry Pi Foundation to 
expand its certification scheme to 

educators through the Google Digital Garage in 
Leeds. These have been so popular that Google 
has offered the foundation access to the Digital 
Garage in Birmingham. 

Picademy@Google is for classroom teachers of 
any subject at primary, secondary or post-16 level. 
The courses and workshops in Leeds are run by 
some chap called Les Pounder, who gives much 
of his time to helping adults and children create 
weird and wonderful projects.

The new Picademy@Google Birmingham 
will offer all this good stuff with the help of some 

The Pi is helping people all around the world 
solve problems by putting a tiny PC where 
none has gone before. One project uses a 

Pi to create a low-cost hydrophone (underwater 
microphone) to record and track cetaceans in 
the oceans. Commercial units are prohibitively 
expensive and generally can’t be modified. 

The project team tested 
their autonomous recorders off 
the coast of Brazil, monitoring 
marine traffic and whale and 
dolphin populations. With the 
maximum five battery packs, a 
device could deliver almost two 
weeks of continuous recording.
http://bit.ly/lXFhydrophone

The much loved community born Pi supplier 
Pimoroni turned three-years old in August. 
It’s moved to larger premises and employs 

20 people. To celebrate this milestone, Pimoroni 
decided to dust off its Picade Kickstarter project 
and give it a new lick of paint. The stylish, self-
assembly retro arcade cabinet for your Pi features 
a new PCB (Arduino compatible with stereo 2.8W 
amplifier), a proper arcade joystick and 12 micro-
switch arcade buttons. It’s 
a touch pricey at £180 but 
the smaller Console version 
comes in at £90, which 
includes HDMI output.
http://shop.pimoroni.
com/products/picade

Pi user

other chap called Martin 
O’Hanlon, renowned for 
his work related to 
stuffaboutrcode.com 
and Minecraft hacking, 
which we’ve featured 
in these very pages. 

If you’re interested in 
taking part and becoming a 
Raspberry Pi Certified Educator, 
complete the form you’ll find at the website below. 
The following dates are available: 

1st – 2nd October, 2nd – 3rd November, 
7th – 8th December.

www.raspberrypi.org/picademy/google

Pidrophone Picade lives!
Helping save the whales. Tiny (expensive) arcade fun.

Picademy in 
Birmingham
Pi-shaped education comes to the Midlands.

Giving you your fill of delicious raspberry Pi news, reviews and tutorials

 Build a desktop-size 
arcade cabinet around 
your Pi for retro fun. 

 eeeAwwoooAww! (whale-
speak for “Isn’t it cool what 
they can do with the Pi?”)
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Robot kit Reviews

Verdict

In brief...
 A simple but 

also expansive 
robotics platform 
designed to work 
with the A+, B+ 
and Raspberry Pi 
2 and aimed at 
beginners and 
intermediate 
users. It features 
a strong PCB- 
focused design 
and an easy to 
assemble kit of 
parts. Control is 
via a well put 
together Python 
library enabling 
users to get 
started with 
robotics with very 
little friction.

Les Pounder gets his Frankenstein face on and dabbles with creating 
something beautiful in his lab, albeit with more metal than squiggy bits.

Agobo 2

Features 9/10
Performance 10/10
Ease of use 8/10
Value 9/10

Agobo 2

 Its strong chassis and easy-to-build 
and code platform enables anyone to 
dip their toe into the world of robotics.

Rating 9/10

Developer: 4tronix
Web: www.4tronix.co.uk/store
Price: £32.45

PCB chassis
The Agobo 2 integrates the 
housing of the Raspberry 
Pi, batteries and motors 
into a strong single PCB.

Features at a glance

Serial connection
Robots are mobile so it 
makes sense to include a 
serial connection via a 
USB to TTL lead.

drawn in front of the robot. As robotics 
is generally a project that doesn’t 
necessitate a screen for operation you 
are generally forced to SSH into a 
project via Wi-Fi or Ethernet. With 
Agobo 2 we have a dedicated serial 
interface for use with USB to TTL 
cables, which enables a serial 
connection from your laptop directly to 
the robot. Agobo 2 also has a small 
momentary switch, which can be used 
to bring the project to life via the Python 
library (more on that later). Agobo 2 is 
powered by a small mobile phone 
battery, which is connected to the 
Agobo 2 PCB to provide a regulated 
power supply to the components and 
Raspberry Pi.

Clever robot
It’s not all about the hardware, though. 
A good robot needs the right software 
and 4tronix has put together a great 
Python library that covers the 
functionality of the robot. Ultrasonic 
sensors have their own function called 
getDistance() that handles the complex 
calculations for computing the distance 
from an object using ultrasound. Line-
following sensors also have their own 
function, which returns the current 
state of each sensor. Precise forward 
and backward motor control is possible, 
because of a series of functions that 

Amateur robotics projects can 
be very personal. We build the 
chassis that form the robot’s 

body, add sensors that become its eyes 
and ears, and we code the robot’s 
intelligence. But getting started in 
robotics is fraught with pitfalls so 
companies such as 4tronix have put 
together kits to help.

The original Agobo came out in late 
2014 and it provided a PCB chassis and 
pre-soldered components onto which a 
user could fit a Raspberry Pi A+ board. 
One criticism levelled at the original 
Agobo was the use of the A+, which 
often necessitated buying an A+ Pi just 
for this project. The company, 4tronix 
has taken that on board and has 
produced Agobo 2, which works with 
A+, B+ and Raspberry Pi 2.

This orientates the GPIO connection 
90 degrees anti-clockwise so that the 
USB ports are at the rear of the robot 
and raises the larger B+/Pi 2-shaped 
board over the rear axles of the robot 
via a simple GPIO extension kit. The 
company is well known for using a PCB 
(Printed Circuit Board) as the chassis 
and by doing this it provides a strong 
platform for the robot while cramming 
in the electronics into one package. 

Agobo 2 uses micro-gear metal 
motors to drive the robot along and 
thanks to a built-in motor controller it 
has precise bidirectional control of the 
motors. Sensor input is handled via an 
HC-SR04 ultrasonic sensor – similar to 
a parking sensor – and two line-
following sensors that can detect a path 

handle the motors together. This 
enables a robot to spin on the spot and 
turn in a graceful arc. The functions are 
accessible by learners of all ages and 
abilities, and by using 14 lines of code 
we were able to create a robot 
programmed to avoid anything within 
50cm of the ultrasonic sensors.

Agobo 2 refines the original platform 
while retaining the same ease of use of 
the original, both in software and 
hardware terms. The kit requires only a 
screwdriver to build and the Python 
library even enables even a novice to 
simply get started with robotics. There 
are other robot kits out there but the 
Agobo 2 is a cost effective solution. LXF

 Agobo 2 uses a strong PCB chassis design that groups components into one 
place and creates a compact, strong and well-designed robot.

http://www.4tronix.co.uk/store
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Raspberry Pi TutorialRaspberry Pi Raspbian

pi
Password
raspberry

Once logged in we are presented with the Raspbian 
LXTerminal and from here we have a significant amount of 
power available through a few common Linux commands. 
When logged in we are dropped into our home directory and 
this is where all of our documents, music and pictures etc are 
held. To understand where we are in the filesystem we can 
use a command to print our location, which is known as print 
working directory using  $ pwd .

Raspbian: Install 
and customise
Les Pounder runs through how to install the Raspbian distribution on your 
Raspberry Pi and how to get the most out of the new interface.

Raspbian has been the default distribution (distro) for 
the Raspberry Pi since its launch in 2012. In this time 
we’ve seen the distro grow from a simple fork of 

Debian into a fully featured product that covers many 
different use cases. In this tutorial we peek under the hood 
and get to know the latest version.

The easiest way to install Raspbian is via NOOBS (New 
Out Of the Box Software). For this you will need at least an 
8GB micro SD card that’s formatted to use a FAT32 
filesystem. Download the NOOBS ZIP archive  
(www.raspberrypi.org/downloads) to another computer 
and extract the contents of the ZIP archive to your micro SD 
card. Eject the card from the computer and insert it into your 
Raspberry Pi. Connect your keyboard and other peripherals 
but leave the power until last. Boot your Raspberry Pi and you 
will be presented with a menu offering many different 
operating systems for installation. Tick the box next to 
Raspbian and then click Install and wait. The installation will 
take around 10 minutes to complete.

With the installation complete your Raspberry Pi will 
reboot into the Raspbian desktop environment, but first you 
will need to complete a few configuration changes via raspi-
config which automatically loads on first boot. At this time the 
only configuration change to make is expanding Raspbian so 
that it uses the full capacity of your SD card. Once complete 
you can navigate to Finish using the cursor keys and press 
Enter to confirm your choice.

Every Raspberry Pi has the same default login details: 
Username

 Raspbian is the default distro for the Pi and its recent 
redesign has improved the user experience immensely.

Les Pounder
has been hacking 
the Pi for three 
years and is part 
of the Raspberry 
Pi Foundation’s 
Picademy team 
training teachers. 
He blogs at 
http://bigl.es

Our 
expert

COMPATIBILITY

all 
Pis

Raspi-config
The Raspberry Pi has its own configuration tool, 
raspi-config. In the tutorial, it opened 
automatically when we first booted the Pi. 
But should you need to make any further 
changes you can also re-open it from the 
LXTerminal by typing  $ sudo raspi-config .

Using raspi-config we can enable the official 
Raspberry Pi camera, configure audio and SSH 
server to run at boot. We can also overclock our 
Pi to force it to run faster, but this can damage 
your Pi if you push  it too hard. Overclocking the 
CPU generates a lot of heat and the Pi doesn’t 
come with a heatsink to dissipate CPU heat.

Raspi-config can also be used to change the 
memory split between the system and the GPU 

(Graphical Processing Unit), eg a web server 
doesn’t need a lot of memory when running 
headless, but a desktop computer will need 

more memory to run software such as the 
window manager software, which is how the 
Raspberry Pi is typically used.

 Raspi-config uses whiptail, a dialog replacement to create a graphical menu in the 
terminal. It uses newt instead of ncurses to create more user-friendly menus.

https://www.raspberrypi.org/downloads
http://bigl.es
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This will return our location as /home/pi/ but what if we 
wish to navigate to another directory? If we wish to go into a 
directory that’s in our home directory then we first need to 
list the directories in our home. To do this we type  ls  into 
LXTerminal, after the command prompt.

This will output all of the directories and files in our home 
directory. We can see one called Downloads and if we want to 
navigate there we need to change directory, so we use the  
 cd  command and pass it the location of the directory that 
we wish to move to like this:  $ cd Downloads . (Note: the ‘$’ 
isn’t to be typed. It’s a symbol representing the command 
prompt and that you should be typing in LXTerminal/Bash.)

If we now repeat the  pwd  command, it will report that we 
are in /home/pi/Downloads and if we wished to return to  
/home/pi we can type:
#To go up one directory
$ cd .. 
#Use an absolute location to navigate to home
$ cd /home/pi
#A quick way to return to home is
$ cd ~

Let’s now load the Raspbian desktop, to do this we use 
this command followed by Enter:  $ startx .

After a few seconds the Raspbian desktop will load and 
you will see a clean desktop with a rather large Raspberry Pi 
logo. The Raspbian desktop has been refined to be a much 
more user-friendly interface by Simon Long, who joined the 
Foundation in late 2014, and has spent a great deal of time in 
creating a simple interface that does away with the repetition 
of applications seen in previous versions. The main menu is at 
the top left of the screen and inside there we can see a 
number of sub menus.

The first of the submenus is Programming and in there we 
have two versions of Python: versions 2.7 and 3. We also have 
Sonic Pi, the popular music creation application powered by 
the Ruby programming language. In the next submenu, which 
is Internet, we’ll find a web browser and quick links to the Pi 
Store for apps and the official Raspberry Pi resources. In the 
‘Games’ submenu we’ll find the popular Minecraft game 
which can be hacked using a pre-installed Python API, which 
has recently been updated to work with Python 3. Finally, in 
the ‘Accessories’ submenu we’ll find a collection of handy 
applications, such as a PDF reader, archive managers, text 
editor and a file manager to graphically navigate the files and 
directories of our Raspberry Pi.

Moving along the top of the screen we can also see a line 
of icons. These are shortcuts to the web browser, file 
manager, terminal and other applications. Moving further 
along to the top right we can see a group of four icons. 
The first of the four is the new Wi-Fi configuration tool which 

replaces the previous tool that was found in the main menu. 
The new configuration tool is easy to use with most types of 
Wi-Fi dongles. You simply left-click on the Wi-Fi icon, wait for it 
to detect the routers in the area, select your router from the 
list and enter your password into the Pre Shared Key dialog 
box. After a few moments your Raspberry Pi will be 
connected to the network. Moving along the screen we next 
see the volume control, a left-click here will bring up a volume 
slider, whereas a right-click is used to change the output from 
HDMI to 3.5mm headphone jack. The remaining two icons are 
a CPU process graph showing how busy the CPU is and the 
final entry is a date/time application.

If we wish to update the software that’s installed by default 
with Raspbian we can use APT (Advanced Packaging Tool) to 
download the applications and any dependencies. To do this 
we open an LXTerminal via the shortcuts at the top of the 
desktop. Our first command will update the list of installed 
software on our Pi with a list from the Raspbian servers, this 
ensures that our software is up to date:  $ sudo apt-get 
update . We can now upgrade the software installed on our 
Raspberry Pi by typing  $ sudo apt-get upgrade . This may 
generate a lot of output in LXTerminal. Make sure that you 
read what’s being installed if you’re asked to accept changes 
before continuing with the upgrade.

Software installation is also handled in a similar manner. 
For the last part of this tutorial we go and install a screen 
capture tool called scrot and we do this by typing  $ sudo apt-
get install scrot . After a few moments the application will 
install and be  ready for use (see the Linux Commands box, 
above, for how to access scrot’s help files).

Good work! We’ve installed Raspbian, configured it for use 
and learned where software can be found and updated to 
latest software – you’re now ready to work a project. LXF

 The new menu 
has refined the 
way searching for 
applications. In 
previous versions 
this menu was 
rather cluttered.

Raspbian can 
be used with all 
models of the 
Raspberry Pi, 
including the ultra-
low power A+. It 
can be run as a full 
desktop or used 
remotely via an 
SSH connection.

Quick
tip

Linux commands
Raspbian is based on the massively popular 
Debian distro, which means it has a plethora of 
commands. But what if you want to learn more 
about a command? Enter  man , which is short 
for manual, a command used to access the 
help files for a command, eg to read the scrot, 
the screen capture tool, manual we would type:  

$ man scrot . This automatically opens the 
manual, which we can scroll through using the 
cursor keys, and exit by pressing q.

Linux has another handy little trick: auto- 
completion. Commands entered into the 
LXTerminal/Bash can be auto-completed by 
pressing the Tab key, eg if we were to type  scr  

followed by the Tab key, the word will auto-
complete to scrot, if that’s not the command 
you’re looking for you can press Tab again and 
Raspbian will show you all the commands that 
match the entry. Adding a few more characters 
will home in on the right command and 
pressing Tab again will auto-complete it.
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Do you use the Raspberry Pi for a headless project, 
such as a media player, NAS server, seed box or 
security camera? If you do, then your Pi is probably 

tucked away somewhere that’s not that easily accessible. 
You can always log in to it remotely but how do you monitor 
it in real time? How do you know whether it’s overheating? 
Or running out of disk space? In this project, we’ll play God 
and make your Raspberry Pi self-aware, and give it the ability 
to communicate. 

In more earthly terms, we’ll install the sendxmpp tool on 
the Raspberry Pi, which allows it to communicate via the 
popular XMPP messaging protocol. We will use this to send 
notifications to us via instant messages whenever a 
predetermined event is triggered. First up, you’ll need to get 
a XMPP IM account for the Pi. If you aren’t using a XMPP 
server already, you can register with any of the publicly listed 
XMPP servers (https://xmpp.net/directory.php). We’re 
using the https://jabber.hot-chilli.net service, which gets a 
top-notch security rating from https://xmpp.net and allows 
you to register an account on the website itself. Once you’ve 
registered an account for your Raspberry Pi, make sure you 
add it as a friend on your regular account, on which you want 
to receive notifications.

Now log into the Pi, update the repos and then download 
the sendxmpp tool with  sudo apt-get install sendxmpp . It’s 
a Perl script and will pull in the required Perl dependencies. 

Whatsapp: Build 
a PiBot monitor
Mayank Sharma shows you how to interact with and control your 
Raspberry Pi via popular messaging platforms Whatsapp. 

 There isn’t much 
documentation 
for the Yowsup 
library, but it does 
ship with some 
useful example 
applications, 
which make for an 
interesting study.

Mayank 
Sharma
was a contributing 
editor for www.
linux.com and 
has written for 
Linux Today, Digg 
and PC Plus.

Our 
expert

COMPATIBILITY

all 
Pis

https://xmpp.net/directory.php
https://jabber.hot-chilli.net
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www.linux.com
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When it’s installed, create a file named .sendxmpprc under 
your home directory with the credentials of the Pi’s XMPP 
account, such as:
$ nano ~/.sendxmpprc
rpibot@jabber.hot-chilli.net    my-secret-password

Remember to replace the username and password with 
the credentials for the account you registered for the Pi. 
After saving the file, you can send a message with:
$ echo “Hi, this is Pi!” | sendxmpp -t geekybodhi@jabber.hot-
chilli.net

The above command sends a message from the Pi to the 
XMPP ID specified with the  -t  option. Swap out the ID in the 
example above with your own XMPP ID. If you’re signed into 
your regular IM account, you’ll receive the greeting as a 
regular message from the Pi’s XMPP account.

You can also pass output of Bash commands, such as:
$ echo “It is” $(date) | sendxmpp -t geekybodhi@jabber.hot-
chilli.net

This command sends the output of the  date  command. 
Here’s another example that’s a little more useful:
$ echo $(/opt/vc/bin/vcgencmd measure_temp) | sendxmpp -t 
geekybodhi@jabber.hot-chilli.net

This command queries the temperature sensors on the 
Pi using the utilities installed by the raspberrypi-firmware-
tools package, which we then pipe to our regular IM user. 
You can use this statement to monitor the Pi and send you 
an alert over IM when the temperature crosses a preset 
threshold. Copy the contents of Listing 1 (see p69) or nab it 
from http://pastebin.com/NdQw5frt in a file called 
status.sh. Then set a crontab entry by running  crontab -e 
and entering the following line:
*/5 * * * * ~/status.sh

Here we are asking the Pi to run the status.sh script 
every five minutes. Remember to change the location of 
the status.sh file to the location on your Pi. So what’s in the 
status.sh script? The script stores the temperature of the Pi 
in a variable named temp after stripping out the verbose text 
and the decimal, because Bash can only handle integers. 
The script then checks whether the value is greater than 
40°C, and if it is, alerts us with a message. You can extend 

this script to keep track of the goings-on in the Raspberry Pi. 
eg you can ask it to send you alerts whenever it finds a 
particular message in a log file, or whenever the status of a 
daemon changes. The sendxmpp script helps you keep track 
of the activities on the Pi – however, you can’t act on them 
without logging in to the Pi. But what if this isn’t possible? 
What if you get a temperature warning from the Pi 
monitoring your home while you’re away at work? Wouldn’t 
it be great if you could control the Pi via messages as well?

Your best buddy
WhatsApp is one of the most popular messaging apps and 
you can use it with the Raspberry Pi. The Yowsup Python 
library enables you to use your WhatsApp account to 
exchange messages with your contacts. After the novelty of 
messaging your friends from the Pi wears off, you can use 
the Yowsup library to monitor and control the Pi by sending 
messages via WhatsApp.

Before you can install the Yowsup library, fetch its 
dependencies with:
$ sudo apt-get install git python-dev libncurses5-dev 

Then use:
$ git clone git://github.com/tgalal/yowsup.git 

to download the library under the current directory, and 
install it with:
$ cd yowsup
$ sudo python setup.py install

Once the library has been installed, it’s time to register 
your mobile number with WhatsApp. In the yowsup 
directory, create a file called mydetails with the following:
$ nano mydetails
cc=44
phone=447712345678

The  cc  option points to the country code, which is 44 in 
the UK. Replace it and the phone number with your 
particulars. Make sure you don’t enter the + symbol. Then 
save the file and use the following to ask WhatsApp for a 
registration code:
$ python yowsup-cli registration --config mydetails 
--requestcode sms

Video chats
If you’re using the Raspberry Pi 2 as a 
regular desktop, you can install an IM 
client and converse with your friends 
either via text or video. The XMPP 
protocol we’ve discussed in this tutorial 
is one of the most popular ones for 
exchanging instant messages and is 
used by services, such as Google Chat. 

One of the best XMPP clients for the 
Raspberry Pi, with the right balance of 
size and features, is Gajim. It’s available 
in the official Raspbian repos, and you 
can install it with a simple command:
$ sudo apt-get install gajim

Once installed, you can hook it up to 
your XMPP account and exchange text 
messages with your friends. You can also 
hook up a webcam to the Pi and make 

video calls to your buddies. But for that 
you’ll first have to make sure you’ve got 
the gstreamer1.0-plugins-bad and the 
python-farstream packages. Both are 
available in the official Raspbian repos 
and can be installed with the APT 
package manager. Once you have 
installed the webcam and the required 
components, your chat window now 
features a button that enables you to 
start a video session.

If you have trouble transmitting audio 
or video, head to Edit > Preferences > 
Audio/Video and make sure you’re using 
the correct audio output device. If you’re 
on a limited connection, you can also 
reduce the video size by picking a lower 
resolution from the Video Size pull-down. 

 Gajim has several interesting plugins, such as OTR, 
which lets you encrypt all your IM communications.
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After a few seconds, you should receive an SMS on the 
phone with the SIM card for the number you’ve entered in 
the mydetails file. The message contains a six-digit code. 
Use this to register the phone number with WhatsApp:
$ python yowsup-cli registration --config mydetails --register 
xxx-xxx

Replace  xxx-xxx  with your code. After a second or two, 
you’ll receive a response from WhatsApp on the Pi that will 
look something like this:
status: ok
kind: free
pw: jK0zdPJ9zz0BBC3CwmnLqmxuhBk=
price: 0.89
price_expiration: 1434674993
currency: EUR
cost: 0.89
expiration: 1463544490
login: 448375972334
type: new

The only bit of information we’re interested in is the 
password mentioned with the  pw  variable. Copy it and 

paste it in the mydetails file, which should now read:
cc=44
phone=447712345678
password=jK0zdPJ9zz0M8G3CwmnLqmxuhBk=

That’s all there’s to it. The Yowsup library includes a demo 
application, which you can use to send and receive 
messages. Bring it up with:
$ yowsup-cli demos --yowsup --config mydetails

This brings up the Yowsup command line client. Type 
 /help  to see all the available commands. The  [offline] 
prompt indicates that you aren’t connected to the 
WhatsApp servers. Use the  /L  command, which picks up 
the authentication information from the mydetails file and 
connects to the server. The prompt now changes to  
 [connected] .
You can now send messages to other WhatsApp users. 
To send a message to 449988776655 enter:
/message send 449988776655 “Hiya mate, I’m sending this 
from the Raspberry Pi!”

If the recipient responds with a message, it is displayed 
on the console on the Raspberry Pi. To end the session, use 
the  /disconnect  command to quit.

What’s up Pi!
The real advantage of the Yowsup library is that it can be 
used to invoke actions on the Pi, eg you can send a 
WhatsApp message to check certain details on the Pi, such 
as its disk space or temperature, then maybe update it or 
shut it down. You can also use it to influence the GPIO pins 
and control any connected peripherals – a door, for example.

You can use the Python script in Listing 1 (right) to 
interact with the Pi. The script listens to messages from a 
certain predefined number, recognises certain keywords and 
responds accordingly. So if you send something like ‘Hiya Pi’, 
it greets you back. If it receives a message that begins with 
‘memory’, the Pi executes the  df -h .  command and 
messages you the results.

The script uses classes created by Italian blogger Carlo 
Mascellani. They are housed with two files, named wasend.
py and warecieve,py, which you can download with:
$ wget http://www.mascal.it/public/wasend.py
$ wget http://www.mascal.it/public/wareceive.py

In the same directory, create a file called pitalk.py with 
the contents of Listing 2 (right). Now create a shell script 
called talktome.sh that calls the pitalk.py Python script:
$ nano talktome.sh

#!/bin/bash
while :
do
sudo python /home/pi/yowsup/pitalk.py
done

Now make it executable with  chmod +x talktome.sh  and 
make sure it runs automatically whenever the Pi boots up by 
pointing to it in the /etc/rc.local file:
$ sudo nano /etc/rc.local
/home/pi/yowsup/talktome.sh

Save the file and reboot the Raspberry Pi, and the script 
starts automatically.

Let’s break down the script to understand it better. The 
credential() function at the top helps connect the script to 
the WhatsApp server by using the credentials for your 

 The Raspberry Pi doesn’t always receive your messages and, unfortunately, will 
not make you a Mojito, no matter how many times we ask nicely.
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account. Make sure you edit both the parameters in this 
function. The Answer() function specifies the WhatsApp 
number our Pi communicates with. This is important 
because we don’t want just anybody to control our Pi.

Parsing the script
Then we define the functions that do the actual task we 
query the Pi for via the WhatsApp messages, eg the 
Refresh() function refreshes the repository list and 
Restart() reboots the Pi. The Temp() and Disk() functions 
are a little more complex. The former fetches and truncates 
the temperature information, as illustrated earlier in the 
tutorial. Similarly, Disk() formats and rearranges the output 
of the  df -h  command for easier reading.

In the main part of the program (the  while  loop), the 
script waits for a message, and when it gets one, it raises a  
 MessageReceived  exception. The received message begins 
with a phone number followed by a message, such as 
“449876543210Message”.

When it raises the exception, the script first converts the 
whole string to lowercase with the  value.lower()  method. 
It then checks whether the message is from the number it’s 
supposed to respond to. If it isn’t, the script appends it to a 
log file and doesn’t respond.

If, however, the phone number is correct, the script then 
strips the number from the message and just leaves the 
textual bit. The  If  conditions then parse the message to 

decide how to respond. We’ve used different types of 
matching to give you an idea of what’s possible. The first two 
look for matching characters at the start of the text, eg  
 if received[:4]==“hiya”: Answer(“Hi chap!”)  is triggered if the 
first four characters of the message are h, i, y and a, and 
responds with  ‘Hi chap!’ . This condition is met even if the 
message it receives is, ‘Hiya Raspberry Pi, are you online?’ 
The second also looks for matching characters at the 
beginning of the message but is triggered if it finds either of 
the two strings (restart or reboot).
The next three do a different kind of matching. They’re 
triggered if their corresponding text is in any part of the 
message and not just at the beginning. So if you send a 
“What’s the status of your disk?” message, the script picks 
up the “disk” keyword and triggers the Disk() function. 
Similarly, if you send a ‘You’re not running too hot, are you?’ 
message, the script picks up the ‘hot’ keyword and responds 
with a readout from its temperature sensor. If it fails to pick 
up any keywords, the scripts just responds with the “Eh? 
What was that?” message.

You can extend this script for a whole variety of home 
automation tasks. You can even hook up the Pi camera 
module and use the Python Picam library to take pictures or 
videos and send them to you via a WhatsApp message. 
Check the Yowsup library’s wiki page (https://github.com/
tgalal/yowsup/wiki) for some examples of rolling the script 
into usable applications. LXF

Listings

In this tutorial we use two scripts which are on the LXFDVD or 
available here: http://pastebin.com/NdQw5frt.
Listing 1: status.sh
#!/bin/bash
temp=$(/opt/vc/bin/vcgencmd measure_temp | cut -c6-7)

if [ “$temp” -gt 40 ]; then
   echo Whoa! My temperature is up to $(/opt/vc/bin/vcgencmd 

measure_temp). Power me down for a bit! | sendxmpp -t 
geekybodhi@jabber.hot-chilli.net
fi  

Listing 2: pitalk.py
import os, subprocess, yowsup, logging

from wasend import YowsupSendStack
from wareceive import YowsupReceiveStack, MessageReceived

def credential():
    return 

“447712345678”,“jK0zdPJ9zz0BBC3CwmnLqmxuhBk=”

def Answer(risp):
    try:
       stack=YowsupSendStack(credential(), [([“447668139981”, 

risp])])
       stack.start()
    except: pass
    return

def Refresh():
    Answer(“Refreshing the repos.”)
    os.system(“sudo apt-get -y update”)
    Answer(“Repos updated.”)
    return

def Restart():
    Answer(“Rebooting”)
    os.system(“sudo reboot”)
    return

def Temp():
    t=float(subprocess.check_output([“/opt/vc/bin/vcgencmd 

measure_temp | cut -c6-9”], shell=True)[:-1])
    ts=str(t)
    Answer(“My temperature is “+ts+” C”)
    return

def Disk():
   result=subprocess.check_output(“df -h .”, shell=True)
       output=result.split()
     Answer(“Disk space:\nTotal: “+output[8]+”\nUsed: 

“+output[9]+” (“+output[11]+”)\nFree: “+output[10])
   return
while True:
    try:
           stack=YowsupReceiveStack(credential())
           stack.start()
    except MessageReceived as rcvd:
           received=rcvd.value.lower()
           if received[:len(“447668139981”)]==“447668139981”:
                   received=received[len(“447668139981”):]
                   if received[:4]==“hiya”: Answer(“Hi chap!”)
    elif received[:7]==“restart” or received[:6]==“reboot”: Restart()
       elif “disk” in received: Disk()
       elif “hot” in received: Temp()
elif “refresh” in received: Refresh()
           else: Answer(“Eh? What was that?”)
       else: #message from wrong sender
                   with open(“/home/pi/whatsapp.log”,”a”) as mf: 

mf.write(“Unauthorised access from: “+received[:len(“91996813
9981”)]+”\n”)

https://github.com/tgalal/yowsup/wiki
https://github.com/tgalal/yowsup/wiki
https://github.com/tgalal/yowsup/wiki
https://github.com/tgalal/yowsup/wiki
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snapshot rather than unpick those changes manually.
Originally, snapshots were read-only, so changes to the 

blocks on your drive were only written to your root volume 
after a copy of the original block was made to the snapshot 
volume, with the exact changes recorded in an exception 
table. This means that any files you add, change or remove – 
such as through the installation, update or removal of 
applications – are effectively protected through the snapshot. 
If they cause problems on your PC, reverting to the snapshot 
will undo them and restore it to the state it was in when you 
took the snapshot.

With the emergence of LVM2, snapshots have become 
read/write by default, and more versatile as a result. As we 
reveal later on, you can now use a snapshot volume as a 
sandbox, allowing you to quickly and easily turn your PC into 
a test bed without having to mess around with full backups or 
virtual environments. It works by writing changes to the 
snapshot instead of your main volume, which makes it even 
easier to recover your original setup should you subsequently 
encounter problems. If you subsequently decide to keep your 
changes, then you simply merge the contents of the snapshot 
volume into your main partition.

In this tutorial, we’ll explore how to use snapshots in 
Ubuntu, both as a simple backup/restore tool, and as a virtual 
test bed. We’re using the latest version of Ubuntu LTS 14.04.2, 
so the steps may differ if your setup is different.

Get Snapshot ready
Snapshots only work on drives that have been set up using 
Logical Volume Management. You’ll have been offered this 
option when you first installed Ubuntu – if you ticked ‘Use 
LVM with the new Ubuntu installation’, then you’re good to go 
(skip to the next section). However, if LVM hasn’t been set up 
on your system then you have two options: the first is to 
format or convert your drive to LVM, while the second 
involves taking a different approach.

If you want to use snapshots as provided by LVM, your 
first option – formatting the drive – means you’ll need to 
reinstall Ubuntu from scratch, this time ticking the all-
important LVM option during installation. In many cases, 
this approach won’t be practical, so it’s good to know that 

LVM snapshots: 
Back up a drive
Nick Peers looks at how to use Logical Volume Management snapshots to 
provide a quick and easy way to undo unwanted system changes.

One of the most compelling reasons for implementing 
Logical Volume Management (LVM) on your hard 
drives is snapshots. If you’ve ever installed a buggy 

piece of software and then spent ages trying to undo the 
damage it’s caused, or had to sit back while you take a full 
backup of your hard drive before embarking on some testing, 
then snapshots will make your life so much easier.

Snapshots are specially created volumes on your hard 
drive that help record the state of your root drive at the exact 
moment the snapshot was taken. From this point on, your 
drive’s blocks are monitored for changes, and these changes 
are then recorded in the snapshot volume. This means you 
have a fail-safe backup to call on should the worst happen 
and your system becomes unstable. Snapshots can also be 
used in less drastic situation, eg if you decide you don’t like 
the changes you’ve made, and want to quickly roll your 
system back to the moment when you originally took the 

Nick Peers
has 21 years of 
writing experience 
and has been 
dabbling with 
Ubuntu for years. 
His proudest 
achievement so 
far is his Minibian-
based Raspberry 
Pi media server 
that runs Plex.

Our 
expert

If you enabled 
LVM when you 
installed Ubuntu, 
you’ll notice Grub 
and your boot files 
reside on their own 
separate partition 
outside of the LVM. 
If your changes 
are likely to involve 
a kernel change, 
or some other 
tweak to the /boot 
partition, back 
this up separately 
using a tool such as 
CloneZilla or dd.

Quick
tip

LVM snapshot Set up a back up volume 
and use snapshots as a virtual test bed
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there’s a workaround that preserves your existing setup. It’s a 
little clunky in places, and if it goes wrong you’ll probably end 
up losing your installation anyway, so take a full system 
backup before you begin – try the CloneZilla live option 
(http://clonezilla.org) if you’re stumped for a tool to use. 
Do not skip this step, if the conversion fails, restore your 
backup and try again.

The quickest and simplest way to perform the conversion 
to LVM is to make use of a free utility called blocks, which 
does all the hard work for you. It is a relatively painless 
process, but there’s a slight complication in that blocks 
requires a depreciated version of Python (version 3.3). 
Don’t worry as the ‘Convert your drive to LVM’ box reveals the 
exact process to follow. Once the drive has been converted, 
don’t rush to reboot as your install will be unbootable. Don’t 
panic – you need to first repair Grub, and this can be done 
with the minimum of fuss using the Boot Repair tool. Head to  
https://help.ubuntu.com/community/Boot-Repair for a 
complete guide to installing and using it. Simply follow the 
recommended repair settings, and you should find Ubuntu 
will boot once again, this time with LVM up and running. 
Even after this has been done, don’t be surprised to see Grub 
complain about diskfilter writes not being supported. It’s a 
non-critical error – after about five seconds this will clear and 
your PC will boot normally – it’s a confirmed bug in Grub (see 
http://bit.ly/GrubDiskfilterBug), and a fix should be 
available sooner rather than later.

If you don’t have LVM enabled on your system, and you 
have no desire to implement it, you can get some of the 
snapshot functionality using a combination of rsync, diff and 
Cron with the help of the Back In Time KDE front-end. This 
enables you to select the folder you wish to back up, then 
save it to a backup drive or partition. Disk space is minimised 
by only recording changes, and Back In Time allows you to 
automatically update snapshots to a set schedule, something 
you can’t do with LVM snapshots. Search your package 
manager (we’re using Ubuntu and Software Center) for 
‘snapshot’ and install the Back In Time (root) version to allow 
access to all your files.

Set up your backup volume
LVM snapshots work by creating a volume in an unused 
portion of your hard drive. This means you’ll need to create 
free space one of two ways: resizing your primary partition to 
provide enough unused space where these snapshots can 
reside, or making use of another drive or partition. Wherever 
you decide to take space from, 10GB should be more than 

enough, but if space is tight then 2GB (or even less) should 
be sufficient if your planned changes are minor. If you do find 
your snapshot volume (or volumes if you store multiple 
changes) running out of space, you can always allocate more 
later depending on your circumstances.
We’re going to avoid the terminal by using a free tool called 
Logical Volume Management, which you can get from the 
Software Center by searching for LVM. One word of warning: 
it doesn’t behave with RAID drives. (If you fall into this 
category, check out the Quicktip box, above, for access to the 
terminal commands you’ll need). You can also use the tool to 
resize your primary partition and allocate the free space from 
wherever you take it. If you go down this route, you will need 
to run Logical Volume Management from your live CD, which 
means installing it from there through the Software Center.

Once installed, launch Logical Volume Management. 
If you’re resizing your root drive, select it under Volume 
Groups > Volume name > Logical View and choose Edit 
Properties. Reduce the size of your volume by the amount 
you need. Click ‘OK’ and wait while it’s resized. Once done, 
select ‘Logical View’ where you should now see the Unused 
Space is visible as part of the volume group. Don’t create 
anything here – this is where your snapshot volume (or 
volumes) will be stored going forward.

If you make use of a secondary drive, you don’t need to 
give over the entire drive to snapshots – if there’s data 
already on there, use GParted to resize the partition first to 
free up the space you need. Once done, create a blank, 
unformatted partition in the free space. You can then switch 
to Logical Volume Management, where you’ll find the new 
partition under ‘Initialised Entities’. Select the partition you 
wish to use from the list (use its Properties to identify the 
right one by its size) and click Initialise Entity followed by Yes. 
Once complete, the drive will now show up under Unallocated 
Volumes – click ‘Add to existing Volume Group’, select your 

 The simplest 
way to add 
Logical Volume 
Management to 
your system is to 
check the option 
when you first 
install Ubuntu.

Logical Volume 
Management 
(LVM) doesn’t 
behave nicely with 
RAID systems, so 
if you fall into this 
category you’ll need 
to explore LVM 
via the terminal. 
See https://wiki.
ubuntu.com/Lvm 
to get started.

Quick
tip

Snapshot volume size
One of the trickiest things to manage with 
snapshot volumes is their size. If you have a 
large hard drive, then allocating more than you 
think you’ll ever need is easy enough, but what if 
you’re pressed for space? The problem is, if you 
allocate too little to your snapshot volume and it 
fills up with all the changes you subsequently 
make, the snapshot is rendered invalid and you 
can’t use it - even to restore your system from 
that point. If you have enough free unused space 
you can resize the volume before it’s full up, 

ensuring it continues to work properly. This can 
be done manually using Logical Volume 
Manager by selectinh your snapshot volume 
under ‘Logical View’ and clicking ‘Edit Properties’ 
to extend it.

It’s also technically possible to instruct LVM to 
monitor the volume and when it hits a certain 
threshold extend the volume automatically. 
To do this, edit the lvm.conf file:
sudo gedit /etc/lvm/lvm.conf

Search the file for  snapshot_autoextend_

threshold  and change the figure to 80 to have it 
automatically extend once the drive is 80% full 
(you can reduce this figure all the way to 50). 
If you want to change the amount the volume 
extends by, altering the snapshot_autoextend_
percent figure (default is 20%). Now save the 
file, close gedit, and restart to enable the change.

Sadly, at time of writing, the tweak we’ve 
covered doesn’t appear to work in Ubuntu, 
but the issue has been reported on Launchpad 
(see http://bit.ly/LVMAutoExtendBug).

http://clonezilla.org
https://help.ubuntu.com/community/Boot-Repair
http://bit.ly/GrubDiskfilterBug
http://bit.ly/LVMAutoExtendBug
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 The easiest 
method to make 
space for your 
snapshots is to 
take it from your 
root partition.

existing volume group and click ‘Add’. The free space is now 
available for use.

If you run out of space for snapshots going forward, you 
can use a combination of both methods – reducing primary 
partition size or allocating spare storage from other volumes 
– to increase the amount available to your snapshots.

Your system is now ready to take snapshots – the 
simplest way to do this is through Logical Volume 
Management itself. Open it from the launcher, supplying your 
password when prompted. When the main screen appears, 
expand Logical View under Volume Groups, select your root 
partition and click the ‘Create Snapshot’ button. If you get an 
error message about the dm-snapshot module – likely the 
first time you use it, open a separate terminal window and 
type  sudo modprobe dm-snapshot .

Click ‘Create Snapshot’ again. Give your snapshot volume 
a suitably descriptive name – testbed, rootsnap or something 
similar. You can allocate it all the remaining space (click ‘Use 
remaining’) or specify an exact size using the LV size box or 
slider. Leave both Mount boxes unticked and click ‘OK’. After a 
short pause while LVM reloads, you’ll see an overview of the 
new layout. Congratulations, you’ve just taken your first 
system snapshot.

This is the point where you need to decide about how 
you’re going to use this snapshot. The simplest method is to 
use it purely as a fallback, which means you now carry on as 
normal. Changes are recorded to your main partition, and if 
anything untoward happens, you can restore the snapshot 
via the terminal using the following command:
sudo lvconvert --merge /dev/<volgroup>/<snapshotname>

Where  <volgroup>  refers to your LVM’s volume group 
name, and the  <snapshotname>  should be replaced by the 
name you gave your snapshot volume when you created it – 
if you’re not sure what these are, open Logical Volume 
Management and select your snapshot under Logical View. 
You’ll see both the snapshot name (Logical Volume Name) 
and group name (Volume Group Name) listed here.

When you hit Enter, you’ll be told it can’t be merged over 
the ‘open origin volume’, which basically means you need to 
reboot your system – the snapshot’s original files will replace 
your changes and your root partition effectively rolls back in 
time to when the snapshot was taken. If your changes have 
meant you’re unable to start up, you can run the command 
from your live CD.

If you’re still unable to start after running the command 
here, then hold Shift as you boot, then select ‘Advanced 
Options’ and choose an older version of the kernel. Once this 
successfully boots, use software update to bring your 
installation bang up to date again.

Create a virtual test bed
You can also use snapshots in a slightly different way by 
temporarily mounting the snapshot volume at boot. You’ll 
record changes there instead of to your main partition. If 
something goes wrong, you can simply reboot to the main 
partition, and your changes will magically vanish. You can 
then wipe the snapshot and start again. And if things go right, 
you can merge the contents of your snapshot volume with 
your main partition to set the changes in stone. The step-by-
step guide (see bottom, p75) reveals how to do this.

Note that if you want to continue testing beyond a reboot, 

Convert your drive to LVM
First, boot into Ubuntu and install lvm2 through Software 
Center. Now open a terminal window and type  sudo nano /
etc/fstab  to verify the drives are listed by their UUIDs 
(if they’re not, you’ll need to edit the references – use  sudo 
blkid  to identify them). Once done, type  sudo update-
initramfs –u  to rebuild the initramfs image.

Now, restart and boot from your Ubuntu live CD and open 
a terminal window and type the following commands:
$ sudo apt-get install software-properties-common
$ sudo add-apt-repository ppa:g2p/storage
$ sudo add-apt-repository ppa:fkrull/deadsnakes
$ sudo apt-get update
$ sudo apt-get install python3.3
$ sudo apt-get install python3-blocks bcache-tools

Now type the following command into the terminal to 
perform the actual conversion:
blocks to-lvm <device>

Replace  <device>  with the device info – typically dev/
sda1 and the drive should now be converted. Make a note of 
the volume group name (vg.sda1) and logical volume name 
(sda1) that have been assigned.

You don’t need to wipe your drive and start again if LVM isn’t already set up 
on your system, you can convert it by installing lvm2.
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you’ll need to follow step two of the walkthrough each time to 
manually instruct Grub to use your snapshot partition. If that 
becomes tedious, use a tool such as Grub Customizer to 
create a boot entry for your snapshot volume that you can 
select each time you start your PC. To do this, open a terminal 
window and type the following:
$ sudo add-apt-repository ppa:danielrichter2007/grub-
customizer
$ sudo apt-get update
$ apt-get install grub-customizer

Once installed, launch Grub Customizer, select your 
default entry and click ‘Edit’. Press Ctrl+a followed by Ctrl+c 
on the Source tab to copy the existing text. Click ‘OK’, then 
create a new entry. Press Ctrl+v into the Source tab to paste 
the existing text, then tweak the line beginning  linux  to point 
to your snapshot partition as instructed in step two of the 
walkthrough. Click ‘OK’, and then click on the ‘new’ name to 
rename it.

From here on Grub should automatically appear at 
startup, but if it doesn’t, switch to the ‘General Settings’ tab in 
Grub Customizer and tick ‘show menu’ under Visibility, which 
will allow you to select your snapshot volume as the one to 

use. Finally, once you’re finished with the snapshot, you 
either have the choice to discard it or merge its changes into 
your main partition. However, be sure to delete the entry in 
Grub Customizer.

Snapshot volumes normally last as long as you want them 
to – with one exception (see below). When you’ve finished 
with a snapshot volume, you can leave it in place, but once 
you have no more need of it, you should remove it. The 
simplest way to do this is through Logical Volume 
Management – just browse to the snapshot volume under 
Logical View and click the ‘Remove Logical Volume’ button 
you find; you can also remove the volume by selecting ‘Logical 
View’ itself – click on the snapshot volume to select it and 
click ‘Remove Selected Logical Volume(s)’. 

Review the warning and click ‘Yes’. Once a snapshot is 
removed, the space that it took up reverts to unused space, 
allowing you to press it back into action for new snapshots.

The only time snapshot volumes are automatically 
cleaned up is when you merge one back into the main volume 
using the  lvconvert --merge  command. Once the merge is 
complete, the snapshot is deleted and the space is 
automatically marked as unused. LXF

1  Take a snapshot
Create a snapshot as instructed in the main text. Make sure you 
allocate enough free space to your snapshot partition to 
accommodate all the changes you plan to test. If unsure, click ‘Use 
remaining’ to allocate all available space to the snapshot. Once done, 
close LVM. Open a terminal window, type  df  and press Enter and 
make a note of the /dev/mapper/ reference.

2  Temporary boot
Restart your PC, holding down Shift as you boot. When the Grub 
menu appears, press e to access the Grub script text. Use the cursor 
keys to identify the line beginning  linux , which refers to /dev/
mapper/<volgroup>-<snapshot>, where <volgroup>-<volname> 
matches what you recorded from  df  in the previous step. Change  
 <snapshot>  to match the name you gave your snapshot.

3  Use test bed
Once logged in, open terminal again and use  df  to check you’re using 
the snapshot volume rather than your main one. Once verified, you 
can experiment, secure in the knowledge that all changes are written 
to your snapshot partition, not your main one. You can reject these 
changes at any time, simply by rebooting as normal, which will take 
you back to your main partition.

4  Merge changes
After you’ve finished testing, you can keep the changes that you’ve 
made by merging your snapshot back to your main volume. Open a 
terminal window and type the following:
$ sudo lvconvert --merge /dev/<volgroup>/<snapshot>

You’ll be told that the merge will happen on the next reboot, so you 
will need restart to complete the process.

Use snapshots as a virtual test bed

It’s easy to keep 
track of your 
snapshot’s current 
state in LVM. Fire it 
up and select your 
chosen snapshot 
from the Logical 
View window. Check 
the Properties on 
the right-hand side, 
where you’ll find 
useful info including 
Snapshot usage, 
helping you keep 
track of available 
space. Choose View 
> Reload to refresh 
the view.

Quick
tip
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all other communication runs directly between the 
computers on your virtual network. Note: if both computers 
are on the same LAN the data doesn’t go anywhere near the 
internet. Think of it like BitTorrent, where the tracker tells you 
who has the files you want, but the actual downloading and 
uploading goes nowhere near the tracker.

The first step is to install the ZeroTier software on your 
computer. You probably won’t find it in your distribution’s 
(distro) repositories (repos) as it’s still rather new, but you can 
get various packages, as well as the source code, from the 
official website (www.zerotier.com). If there isn’t a package 
for your distro, get the generic Linux installer and install with:
$ chmod +x ZeroTierOneInstaller-linux-x64-1_0_3
$ ./ZeroTierOneInstaller-linux-x64-1_0_3

Creating a network
That’s the current 64-bit version and the name may be 
slightly different when you try it. This provides the software to 
join a network, but first you need to create one. Go to  
www.zerotier.com/admin/admin.html and make an 
account which you’ll need to create a network. If you want to 
join an existing network you can skip this section. Register 
your email address and a password and you’ll be taken 
straight to the listing of your networks, which will be empty so 
type in a network name and press ‘Create Network’. Your new 
network appears immediately on your admin page. The 
Network ID is a unique identifier for your network, you will 
need this to join the network. Other significant settings here 
are: Access Control, which you should leave on unless you 
want anyone to be able to join your network; and the IPv4 
addressing setting, which you should change to have ZeroTier 
give each device an IP address when it joins. You will then be 
able to choose a block from which the addresses will be 
chosen. These addresses are only for your private network 
and won’t be publicly accessible. It doesn’t really matter 
which net block you choose, as long as it’s not the same as 
any of the LANs you will be connecting to. Below this you will 
see a list of devices connected to the network, which is empty 
so let’s add one.

The ZeroTier client for Linux is command line only, but 
before we can use it the zerotier-one service must be running. 
SysVInit and Systemd startup files are provided, Systemd 
users can start it with  $ sudo systemctl start zerotier-one.
service . You should set your computer to start the ZeroTier 
service when it boots if you want your network to be always 
available. Now open a terminal and run:  $ sudo zerotier-cli 
join <NETWORKID> . Now refresh the web page, or wait a 
few seconds, and you will see an entry under devices. 

ZeroTier: Create 
an easy VPN

Networking Use ZeroTier to set up 
secure private networks quickly

Neil Bothwick takes a break from configuring OpenVPN to show you an 
easy alternative for setting up a secure virtual network in minutes.

A VPN is considered the best option, if you want to 
connect to your network from the outside in a secure 
way. We’ve looked at setting up OpenVPN in the past, 

but it’s not a trivial task. Both setting up the VPN server in the 
first place and managing changes when devices are added or 
moved can be time consuming. It would be great if someone 
were to give us an alternative that was easy to set up and 
manage, preferably with a simple web interface – well they 
have. ZeroTier provides a way to create a virtual network in 
less than a minute and add computers to it just as easily. 
ZeroTier uses a peer-to-peer protocol, where registration and 
device discovery goes through ZeroTier’s central servers, and 

Neil Bothwick
has a great deal of 
experience with 
booting up, as he 
has a computer in 
every room, but 
not as much with 
rebooting since he 
made the switch 
to Linux.

Our 
expert

Other VPN services
A quick web search will reveal dozens of 
companies that offer VPN (Virtual 
Private Network) services, so why are 
these not suitable? Some are gateways 
to the internet in another country, which 
can be used to circumvent restrictions 

and they don’t provide a secure 
connection to your private network. 
Others are proper VPN services that are 
aimed at enterprise users, with an 
appropriately expensive price tag, and 
use closed software.

https://www.zerotier.com
https://www.zerotier.com/admin/admin.html
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Keep it in-house
At this point, you may be wondering about 

ZeroTier’s servers – are there any disadvantages 
to using a system that has a public discovery 
server? While its servers could be compromised, 
the code is visible, which means it’s up to you to 
decide how much you trust it. 

The service is free, but limited to ten 
computers per network, although it appears you 
can create as many networks as you want. If you 
want more than ten users on a network, you can 
pay $4 per month or you can run your own 

server, which also means you have full control 
over your data.

The binary packages don’t include the server, 
so download and unpack the source and run:
$ make ZT_ENABLE_NETWORK_

CONTROLLER=1 installer
This compiles the zerotier-one program with 

network controller support and then goes on to 
build an installer package that you simply need 
to run, as you would do with the downloadable 
installer. Now you can run:

$ /var/lib/zerotier-one/zerotier-one -d
This starts the network controller. It listens on 

UDP port 9993, so make sure your router 
forwards that to the computer running as a 
controller. Read the service/README.md file in 
the source tree for details of running your own 
controller. This does defeat some of the 
advantages of ZeroTier and it puts more of the 
work back onto you, but for a largish network, or 
where utmost security is important, it may still 
be an alternative to self-hosted OpenVPN.

Never miss another issue Head to http://bit.ly/LinuxFormat

However, if you run:  $ sudo zerotier-cli listnetworks . In your 
terminal, you will see this network shown as access denied. 
This is part of the security of ZeroTier: a user can’t join your 
network without your say so. Go back to the web page and 
tick the ‘Authorize’ box. After a short while the page will 
update to show an IP address for this device, and  zerotier-cli 
listnetworks  will show the same.

Although you gave your network a name, this is only for 
your convenience as ZeroTier uses IDs to identify networks 
and devices. Network IDs are the 16-character strings we 
have already used to add a device to a network. Device IDs 
are 10 characters and can be seen on the device list and also 
in the output from  $ zerotier-cli info , which also shows your 
online status and the version of the software you are running. 
So far, we have had to run  zerotier-cli  with  sudo  or as root. 
It’s possible to authorise specific users to use ZeroTier by 
running this command as the user you want to authorise:
$ sudo cat /var/lib/zerotier-one/authtoken.secret >~/.
zeroTierOneAuthToken

To do it for a user without  sudo  permissions, copy the 
authtoken.secret file as above and use  chown  to have to 
owned by that user.

Managing addresses
Going back to the admin web page you will see that your 
device has been allocated an IP address within the block you 
choose. If you wish to use a different address, I use the same 
final number as the LAN address for each device for 
convenience, click on it to add a new address and delete the 
old one. You can also give each device a name, but this is 
simply a label to help you identify the devices not a hostname. 
If you want to be able to access your computers by name 
rather than address, you will need to add a line to /etc/hosts 
for each one, like this
192.168.241.231   desktop
192.168.241.90   laptop

All traffic on your virtual network takes the shortest route. 
If you plug your laptop into your LAN you can continue to use 
the ZeroTier addresses for it and your other computers and 
the traffic will stay entirely on your LAN. This means you don’t 
have the hassle of starting and stopping a VPN connection 
depending on where you are as you can just leave it running 
all the time. If you don’t have an internet connection, the 
ZeroTier interface will wait until it’s able to connect. There 
may be a slight performance hit with a slower computer 

when using a ZeroTier connection over your LAN, compared 
with a direct connection, because ZeroTier encrypts all traffic.

Clearly, there are security considerations when allowing 
access to your private network from outside. ZeroTier is open 
source, which is especially important for cryptographic 
software as you need to be sure that the algorithms and code 
are secure – security is provided by a strong key not by 
obscuring the code and ZeroTier uses 256-bit encryption. 
You don’t want anyone joining your private network (you 
would have unticked the private box otherwise) but the join 
and authorise mechanism mean that no one can connect 
their device to your network without access to your admin 
page, and you can’t connect someone else’s device to your 
network without access to that device. You need access to 
both ends to set up the connection. It goes without saying 
that you should use a strong, preferably randomly generated, 
password for your ZeroTier account. LXF

 The zerotier-
cli command is 
simple to use 
with only a few 
commands. Apart 
from joining and 
leaving networks, 
you will hardly 
need to use it.

 The ZeroTier 
admin page, 
where you 
manage your 
networks. Note 
the handy help 
at the side.
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if that means that you will have more network devices and 
servers than needed.

Computer networks fail for many reasons, but these 
can be divided into three main categories: software-related, 
hardware-related, and a combination of the two. Problems 
that turn out to be both hardware- and software-related are 
the hardest to solve.

However, the nastiest problems are the ones that are 
related to DNS (Domain Name System). A misbehaving DNS 
server can cause so many unusual and surprising problems 
that it’s a little breathtaking, especially when the problematic 
DNS server is one that experiences high traffic and also 
provides DNS information to many other DNS servers. For 
example, we recently had a wrongly configured DNS server 
that managed to fill the entire disk space of a Linux machine 
just by generating gigabytes of log messages. The second-
most difficult group of problems are to be found in routing, 
because while most activities might look OK, some activities 
might not work as expected.

Testing times
Usually the first thing you try is connecting to a remote 
machine. This helps you ascertain three fundamental things: 
(a) whether the problem affects every device on the same 
network, (b) whether the problem affects a particular device 
only, and (c) whether the problem is with a remote machine – 
the problem is not always going to be on your side.

The simplest way of finding out if two network devices 
can communicate with each other is by using the ping utility. 
The problem with this, though, is that ping uses ICMP 
requests and nowadays most routers and firewalls block such 
requests that are directed to given hosts. Therefore, even if a 
ping request fails, you cannot tell for sure if the remote device 
is out of reach or not.

If you find out that there’s a connectivity issue between 
your LAN and a remote host then traceroute can help you 
narrow down the problem. The drawback of traceroute is that 
it also uses ICMP packages; you will see a ‘*’ character in the 
output which means that the router in the path doesn’t return 
ICMP messages. You can also use telnet to test a TCP 
connection. The main benefit of using telnet to manually 
interact with a server is that you can see the raw data of 
the connection. Unfortunately, telnet can only be used for 
testing TCP connections.

Should you wish to test an UDP connection, you will have 
to choose another tool such as netcat (aka nc) or  lsof .  
The  lsof -i UDP  command shows all open UDP connections. 
Similarly, the  netcat –vv –u 8.8.8.8 53  tests the connection 

Networking: The 
core Linux tools

Networking Testing TCP and UDP 
connections, using DNS-related tools 

Mihalis Tsoukalos covers the tools and techniques that you will need to 
know to begin solving your own networking problems.

Mihalis 
Tsoukalos
is a programmer, 
mathematician 
and Unix and 
database admin, 
and when he’s 
not doing any of 
those four he’s an 
inveterate ‘doer 
of new things’.

Our 
expert

Ntop is a network 
probe that shows 
network usage 
just like top 
does for Linux 
processes. There 
is also ntopng, 
which is the next 
generation version 
of the original 
ntop. Both tools 
are very handy 
for inspecting 
abnormalities 
that occur in your 
network traffic.

Quick
tip

L inux has a plethora of command-line tools that are 
related to networking. We’ll cover the most important 
ones that will help you identify and correct network-

related problems. But as a general principle, always use the 
tool that you know best – provided, of course, that it’s suitable 
for the problem you are trying to solve. Usually, the most 
difficult part in the process is finding out where the problem is 
exactly and after finding out the root cause, the fix is generally 
a relatively easy task.

Never forget to check your log files for errors or warnings 
related to your issue, which is most helpful for application-
level and hardware-related problems. If needed, raise the 
logging level to get more detailed information. When the 
problem is resolved, don’t forget to lower the logging level 
because log files can easily become too big.

The most useful practice of all is document everything; 
write down the ports and the TCP/IP settings of all your 
network devices, even your Linux machines and network 
printers, and make a diagram of their connections either by 
hand or with a tool such as Graphviz (www.graphviz.org), 
and take notes about them. The second most important 
advice is that if you have the required resources, it’s good to 
have a backup strategy for everything on your network even 

http://www.graphviz.org/


www.tuxradar.com September 2015 LXF202     79

Network troubleshooting Tutorial

Don’t miss the next issue Head to http://bit.ly/LinuxFormat

with the 8.8.8.8 DNS server that uses UDP. The  nc -vnzu 
127.0.0.1 1-65535  command scans and shows all open UDP 
ports on your local machine.

Sometimes, you will have to look at the actual network 
packets (pictured below). Before inspecting network traffic, 
you should first capture it. The best command line tools for 
capturing network traffic are tcpdump and tshark. Both tools 
allow you to apply filters during traffic capturing, which 
reduces the amount of the captured data. For example,  
 tcpdump host 192.168.2.3  captures traffic to or from IP 
address 192.168.2.3 whereas  tcpdump port 53  captures 
DNS traffic only, which is very handy when you want to 
examine the behaviour of a given service.

DNS-related tools
DNS is what converts a human readable string to an IP 
address. DNS is so important that when it doesn’t work 
appropriately you can’t browse the internet or get your email 
etc. DNS-related problems are usually nasty, tricky and slow 
to correct, because DNS data is not updated very rapidly. 
There are three main tools for getting DNS-related 
information: host, nslookup and dig. All three utilities more or 
less present the same amount of information when used with 
the appropriate command line options. Host deals with easy 
tasks well, whereas dig is better for more advanced queries 
and nslookup offers its own interactive shell when used 
without any command-line arguments. Bear in mind that any 
answer that comes from the DNS server is considered an 

authoritative answer as it has the complete zone file 
information available for the domain.

The following commands present the same information 
from the DNS servers of the linuxformat.com domain by 
asking the 8.8.8.8 public DNS server run by Google (see the 
bottom of p80 for example output of the commands):
$ host -t ns linuxformat.com 8.8.8.8
$ dig @8.8.8.8 linuxformat.com ns
$ nslookup -query=NS linuxformat.com 8.8.8.8

To display less information, you can use the  +short  
option. If different DNS servers show different information for 
the same type of query, you’ll know that there’s something 
wrong. If a given Linux machine cannot get an answer to a 
DNS query, then it’s not property set up.

A Unix command line utility which reads and writes data 
across network connections is netcat, and it uses the TCP or 
the UDP protocol. You can do many jobs with it, including 
creating a web server, a chat server and performing port 
scanning. Most of netcat’s command-line options don’t need 
root privileges to operate; this mainly depends on the port 
number you want to use when creating a TCP/IP server, 
because port numbers 0-1024 can only be used by the root 
user. The default netcat behaviour is similar to a simulated 
network interaction that uses the  telnet  command, which 
means two things: the network connection is not encrypted 
and that the default protocol is TCP.

The command  nc machine_name_or_IP 25  makes netcat 
interact with a SMTP server, provided that the SMTP server 

 This diagram shows the format of a TCP and an IP packet. See how far the rabbit hole goes, Alice.

WireShark is 
the best tool for 
analysing network 
traffic, which can 
also be used for 
traffic capturing. Its 
main disadvantage 
is the need for a 
graphical interface; 
therefore, it 
cannot be easily 
used remotely. 
It is, however, a 
very helpful way 
of dealing with 
the complexity of 
network data. If you 
only have time to 
learn just one tool, 
learn WireShark. 
See LXF191.

Quick
tip

Visualising network data
All systems and network administrators know 
how important it is to have a high-level view of 
network traffic, both for security and network 
monitoring purposes. As network data flow is 
getting bigger and bigger, it’s very difficult to 
watch all the data all the time. Therefore, you 
need a way to get a quick overview of your 

network data. We’ve generated a plot (see 
bottom, p81) in R using the following commands:
> timeRel <- read.table("~/Desktop/timeRel.

tshark”, header=TRUE)
> plot (timeRel$frame.time_relative, 

main="Plotting frame.time_relative field”, 
col='red')

> grid()
The graph visualises the  frame.time_relative 

value, which is the time offset from the first 
packet. This gives you a good indication of your 
network traffic flow. Statistics can be very helpful 
when you have to deal with lots of data but this 
could be the subject of a separate article.
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Having some spare 
network cables, a 
second ADSL router 
or an unused switch 
can be invaluable 
for troubleshooting. 
Having a laptop 
or tablet with all 
the necessary 
troubleshooting 
tools installed 
can help you 
when things get 
crazy. Last, you 
should learn how 
to troubleshoot 
using your router’s 
OS, because a 
router is at a lower 
level and can give 
you a different 
perspective on 
the situation.

Quick
tip

Never miss another issue Subscribe to the #1 source for Linux on page 30.

 Using nslookup, 
host and dig to 
find out the DNS 
servers of the 
linuxformat.com 
domain. Which 
utility you use, 
out of the three, 
is a matter of 
personal taste.

 A database is a great place to store network data. SQL 
can make your life easier because it allows you to search 
your data by executing complex queries.

uses the default SMTP port. The command  netcat -l 1234 
makes netcat listen to port number 1234 for incoming TCP 
connections; therefore it acts as a server process. Both 
operations are useful for testing if two machines can interact 
with each other. Usually, when they can interact, it means that 
there isn’t a hardware problem and that basic networking is 
working fine. You should then go on to check your firewall or 
other processes. This can be easily done by looking at 
network traffic.

The lsof utility is used to list open files and since every 
network device is a file, it can also be used for getting 
network-related information, too. You’ll need root privileges to 
run lsof, because of the permissions of the network devices.

Using the command  lsof –i4  will display IPv4 connections 
while  lsof –i6  will display IPv6 connections only. The  lsof -u 
www-data | grep -i ESTABL  command displays all 
established connections owned by the www-data user and 
can be helpful for troubleshooting a misbehaving web server. 
The  lsof -nP -iTCP -sTCP:LISTEN  command shows which 
program is listening to a TCP port and the process’ owner.

For printing information about the Linux networking 
subsystem you can use netstat. This is a utility that shows 
information about the network status without needing root 
privileges. It’s a very powerful tool that works on the socket, 
TCP, UDP, IP and Ethernet level. Its main drawback is that it 
only works on the local machine while utilities such as nmap 
and tcpdump can also display information from other 
machines. The  netstat -r  command displays the routing 
information from the local machine; an erroneous routing 
setup is a common cause of networking problems, especially 
on machines with more than one network interface.

Sometimes you will want to check not only the current 
traffic but older network traffic as well. This is tricky because 
you need to find a way to store older data. The best way is to 
use a database, because it offers you a language to query 
your data at no additional cost. The following command will 
read the data.tcpdump file that has traffic captured using 
tcpdump and extract the wanted information in a readable 
format that can be inserted into a database using a script:
$ tshark -r data.tcpdump -T fields -e frame.number -e frame.
time_relative -e ip.src -e ip.dst -e frame.protocols -e frame.len 
-E header=y -E quote=n -E occurrence=f
frame.number frame.time_relative ip.src ip.dst 
frame.protocols frame.len
1 0.000000000 82.98.136.22 
109.74.193.253 eth:ethertype:ip:udp:dns 108

You can see the results from the three queries (pictured 
above) executed in a MySQL database that holds network 
data. The first query shows the connections per protocol. The  
 limit 3  parameter is used for limiting the output lines. The 
second query finds the Top-10 Source IPs, and the third query 
prints the average packet length per protocol as well as the 
total number of packets.

SQL is a powerful language for asking useful questions 
that help find historical information about network data. For 
example a query might reveal that the issue with clients 
having problems connecting to your servers is down to the 
high traffic at a particular time. Similarly, you can find out 
which web server drops connections due to high traffic and 
upgrade its RAM or use a faster hard disk.

In the real world
Let’s run through two real-world scenarios you might 
encounter and work through the problem-solving process. 
The first one is: a new ADSL router is installed on a LAN in 
order to connect it to the internet. The LAN is using a hub and 
a switch. First, a Wi-Fi connection to the router is tested and it 
works fine allowing devices to access the internet. However, 
when the hub is connected to the ADSL router using one of 
the router’s ports, no one can access the LAN or the internet 
any more, not even the existing Wi-Fi connections! We use 
this process to solve the problem:

Nmap
Nmap is an open source tool, created 
by Gordon Fyodor Lyon, that supports 
port scanning, operating system 
detection and version detection. 

Although regular users can perform 
various Nmap scans, particular 
command line options demand root 
privileges to run. Nmap can help you 
recognise the type of network device 

and the services that it runs. You can 
also tell if you can communicate with 
the remote device. If you want to ping 
multiple devices at once, you can 
always execute a ping scan using 
Nmap:  nmap -sP 192.168.1.0/24 .  
The command  nmap -sU aMachine  will 
also perform a UPD port scan on a 
machine (called aMachine).
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 This plot 
visualises the 
values from the 
frame.time_
relative field 
using R.

 Disconnect all Ethernet cables from the router and connect 
a laptop to the router using Wi-Fi and DHCP. Use ping and 
traceroute to test the Wi-Fi. In our case this is successful and 
so is a request to the router’s web interface with wget.

 Connect a machine to one of the switch ports of the router 
using an Ethernet cable. Check that the machine is getting its 
TCP/IP setup using DHCP; in our case the machine is working 
fine. This proves that the problem is with one of the hub ports.

 Disconnect all cables from the problematic hub and 
connect the ‘empty’ hub to the router. Then connect Ethernet 
devices to the hub until a device is connected to the port of 
the hub that causes the problem – root of the problem!

 The last step is to reboot the router and redo the whole 
process without using problematic port of the hub. If 
everything works the problem is fixed!

The second scenario is simpler: a Linux machine is set up 
to get the log messages from a Cisco router and the router is 
set up to send log messages to the Linux machine, but there’s 
nothing showing up in the log files of the Linux machine.

The Linux box uses the rsyslog service to get the 
messages. Usually, there’s a time delay between when rsyslog 
gets the data and the data is written to a log file.

Since rsyslog is a UDP service that listens to port 514, we 
can use  tcpdump 'udp port 514'  to test if there’s any network 
traffic for the service on the Linux machine. Once the traffic is 
there, it’s also written to the appropriate log file, which proves 
that there’s no problem at all.

WireShark could have been used for this same job but 
running it on a remote machine is not always possible, so 
never underestimate the power of command line tools! LXF

About routing
Routing is the process of choosing a path 
over which to send packets, where 
dedicated network devices called routers 
do most of the routing. However, even a 
computer can act as a router and the 
more complicated the topology of a 
network, the more difficult it is to select 
the optimum path. As you’d expect, the 
internet is the biggest network of all. 

The Routing Table is the place where 
routes are added; a route is more or less 
a rule that matches a single network 
address and defines the next-hop router 
IP address. If a device on the selected 
path fails, TCP/IP and the routing 
protocols will try to find another route to 
the destination. If an IP address matches 
several routes, then a set of predefined 
rules, called the routing algorithm, comes 
into play to resolve the ambiguity. 

Static Routing assumes that the 
network admin enters all required routing 
rules into the routing table manually. In 
Dynamic (or Adaptive) Routing, the 
necessary routes are discovered by 
special protocols, called dynamic routing 
protocols. These protocols exchange 
special packets, called routing updates, 
which are added into the routing table. 
Your Linux distro may use multiple 
network interfaces (Ethernet, Wi-Fi etc) 
but only one of them will have a default 
gateway value. The simplest way to see 
the routing information of your Linux 
machine is by executing  netstat -nr .

The most popular brand that 
manufactures routers is Cisco. The 
Cisco’s operating system is called Cisco 
IOS, and you see the routing table of a 
Cisco 877W ADSL router (right).

 This is the routing table of a Linux server and a Cisco 
877W router. From the output you can see how much 
more complicated the Cisco device is.

Next issue: networking part two
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problem. You should also understand and accept there’s a 
very small risk that you could ‘brick’ your device. If you do 
something silly when wiping the bootloader, then it’s 
possible your device will no longer boot. It’s very unlikely, but 
it can happen. With dire warnings out of the way, let’s 
transform your tablet into an Ubuntu machine!

What devices can you use? The good news is that a wide 
variety of mobile devices are supported, with varying levels 
of success. You can find a full list at https://wiki.ubuntu.
com/Touch/Devices. We’re using the fully supported Nexus 
7 (2013 Wi-Fi); the original Nexus 5 phone is also fully 
supported, but we can only guarantee that the details here 
will work for the 2013 Wi-Fi model. However, the link just 
mentioned offers advice for different devices. For a full guide 
to flashing Ubuntu Touch, have a look at http://bit.
ly/1TdKgnC. We provide a quicker rundown here.

We’re assuming you already have a working desktop or 
laptop with Ubuntu running on it. You need to connect your 
Google Nexus 7 to this using a suitable USB cable. You also 
need to do this via the Ubuntu terminal, so press Ctrl+Alt+t 
to open one. To begin, you need to add the software 
repositories (repos) that hold the Ubuntu Touch files:
$ sudo add-apt-repository ppa:ubuntu-sdk-team/ppa
$ sudo apt-get update

Next, we need to add a couple of packages that provide 
the tools to make all of this work. The ubuntu-device-flash 
package is your main tool for installing Ubuntu for devices:
$ sudo apt-get install ubuntu-device-flash
$ sudo apt-get install phablet-tools

With our Ubuntu desktop prepared, we need to get our 
Android device ready and back up its files. To begin, you 

Ubuntu Touch: 
On your Nexus 

Ubuntu Touch Prepare and back up a 
Nexus device and flash Ubuntu onto it

Ubuntu is designed to run everywhere on everything, so Neil Mohr takes a 
look at getting the distribution running on your Nexus tablet or phone.

Part of the plan for Ubuntu is to have it running 
everywhere and on everything. This is called 
convergence, and even Microsoft is embracing it with 

Windows 10. Part of convergence is that Ubuntu and its 
desktop have been built to be adaptable, so the interface 
can scale from large 4K desktop displays down to small 
ultraportable laptops, and even squeezes onto tiny phone 
screens with touch input. This means that if you own the 
right tablet, you can dump Android and install a full Linux 
desktop with all the power of Ubuntu behind it.

Before you start anything, you need to understand that 
this process will wipe your entire Android device. So if there 
are any photos, documents or other files on there, you need 
to copy or back these up before you continue. If you’ve 
unlocked your Android device, creating a full backup is 
generally far easier, so you’ll be able to restore it if you hit a 

Neil Mohr
has been hacking 
tablets since the 
HP TouchPad 
running the open 
source WebOS, 
but we won’t 
mention his time 
owning a first-gen 
iPod touch.

Our 
expert

 You need to fire up the terminal in Ubuntu to get it 
flashed over to your Android device.

 Currently three 
official Ubuntu 
Touch devices 

are available to 
buy, such as this 

Meizu MX4. 

https://wiki.ubuntu.com/Touch/Devices
https://wiki.ubuntu.com/Touch/Devices
http://bit.ly/1TdKgnC
http://bit.ly/1TdKgnC
https://wiki.ubuntu.com/Touch/Devices
https://wiki.ubuntu.com/Touch/Devices
http://bit.ly/1TdKgnC
http://bit.ly/1TdKgnC
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Restoring Android
At this stage, Ubuntu Touch runs perfectly but 
has few apps to offer outside of an excellent 
browser. This means you’ll want Android back. 
To do this on your Ubuntu desktop, download 
the correct Android image for your device. The 
full list is here: http://bit.ly/1M3PrCr.

You need to  cd  to the Download folder and 
then type  tar -xzf <archivename> . Then type  
 cd <archive folder>  to enter the new directory. 
Remember you can use  ls  to list everything in 

the current directory. Connect your Nexus 
device to the Ubuntu desktop, and type the 
following to first check that it’s connected, 
reboot into the bootloader and then flash 
the Android image:
$ adb devices
List of devices attached
025d138e2f521413 device        
$ adb reboot bootloader
$ sudo ./flash-all.sh

Wait until Android boots to its welcome page. 
If you’ve previously made a backup, as we 
suggested, you can restore this after first 
adding your Google account and then following 
the original steps on enabling Developer mode 
and USB Debugging. Open a terminal and  cd  
to the directory in which you saved the backup, 
which is likely to be the default, home:
$ cd ~/
$ adb restore backup.ab

Never miss another issue Head to http://bit.ly/LinuxFormat

need to switch the Nexus to Developer mode, so we can do 
naughty things to it. Select Settings > About Phone > About 
Tablet > About, then tap the Build Number seven times.

This creates a new Developer Options menu under 
Settings. In here, you’ll find the Enable USB Debugging 
option. Connect your Nexus to your Ubuntu desktop, and 
accept the security prompt that appears on the tablet. 
You can verify the connection by typing  $ adb devices  – 
if nothing is listed, try typing  $ adb kill-server .

At this point, it’s wise and easy enough to create a 
complete backup of the Android system on your desktop. 
Just type  $ adb backup -apk -shared -all  and wait a while. 
A file containing your backup is created in your current 
working directory named ./backup.ab. 

Flash, arrrg!
Before anything can be flashed to your Nexus device, it has 
to be unlocked. Last chance saloon – if your device isn’t 
already unlocked, doing this wipes everything from your 
device. If you haven’t already backed up, do it now. 
Otherwise proceed at your own risk. Type into the terminal  
 $ adb reboot bootloader . This reboots your device into the 
bootloader, which shows the green Android robot on its 
back, with a Start menu option displayed. To unlock, type the 
following and accept the terms that are displayed:
$ sudo fastboot oem unlock
$ fastboot reboot

You need to complete the first-use Android set-up steps, 
but skip setting an account as all data is about to be deleted 
during the Ubuntu install. First, power off the device and 
restart it in the bootloader, typically by holding the Down 
Volume button and then pressing Power On. For your 

specific Nexus device, see the Android guide at http://bit.
ly/1fcS6j7. We’re ready to flash your Nexus device with 
Ubuntu Touch. There are multiple channels, which are 
effectively builds of Ubuntu Touch – the usual Linux 
developer devel and stable, plus additional ones for specific 
devices, such as the BQ Aquaris E4.5. It’s likely that you’ll 
want to use the devel channel we use below, but there’s a 
guide here: http://bit.ly/1RcN6vu. To flash your device:
$ ubuntu-device-flash touch --channel=ubuntu-touch/devel/
ubuntu --bootstrap
2015/02/16 09:50:12 Expecting the...
2015/02/16 09:50:12 Device is |mako|
2015/02/16 09:50:12 Flashing version…
[...]

The  --bootstrap  option adds the Ubuntu bootloader. It’s 
only needed at this initial stage when replacing Android. At 
this point, Ubuntu is downloaded to your device and the 
installation starts and can take a while. Technically, the 
device boots from the recovery image and installs Ubuntu as 
the normal OS. But otherwise, welcome to Ubuntu Touch!

You’ll want to enable Developer mode if you want to put 
Android back on your Nexus (see Restoring Android, above), 
or if you want to create anything. Select Settings > About 
This Device > Developer Mode. The main reason  being this 
enables ADB access, among other things. LXF A successful flash ends up with a happy result like this.

 Ubuntu Touch 
happily running 
on the Nexus 
7 (2013) – but 
don’t expect 
many programs 
just yet.

http://bit.ly/1M3PrCr
http://bit.ly/1fcS6j7
http://bit.ly/1fcS6j7
http://bit.ly/1RcN6vu
http://bit.ly/1fcS6j7
http://bit.ly/1fcS6j7
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react to the arrival of that signal if it doesn’t install a handler. 
‘Term’ and ‘Core’ both mean the process will be terminated; 
the difference is that ‘Core’ also generates a core dump – a 
file containing a memory image of the process at the time, 
(and named after the magnetic ‘core memory’ of bygone 
days) which can sometimes be useful for debugging.

To explain the table a little, the signals SIGTERM, SIGINT 
and SIGKILL are all to do with terminating programs. 
SIGTERM is often interpreted as a polite ‘please clean up and 
terminate’ request, and a well-written daemon will typically 
respond by releasing any temporarily-held resources (eg 
work files) and terminating. SIGINT is the signal that gets 
delivered by a terminal driver to any processes attached to 
the terminal when it sees a ^C from the keyboard. Again, the 
usual response is to terminate the process, but some 
programs choose to ignore SIGINT. (We’ll see how to do that 
shortly.) Finally, we have the brutal SIGKILL, which processes 
can’t handle or ignore. Receiving a SIGKILL means certain 
and instant death to the process, like putting a bullet through 
its brain. Delivering a SIGKILL should be a last resort, after 
gentler methods of persuasion have failed.

SIGHUP is often interpreted by daemons to mean ‘I have 
just edited your configuration file, please re-read it’, though 
that was not its original purpose. (See The History of SIGHUP 
box, p85.) Finally, SIGALRM is a signal generated on 
expiration of an interval timer, which is primed by the alarm() 
system call. We’ll see a couple of possible uses for this later.

Most signals are generated externally to the process and 
occur asynchronously; that is, they aren’t directly related to 
whatever the process happens to be doing. In contrast, 
SIGSEGV and SIGFPE are examples of internally generated 
signals and both usually indicate a bug in the code. SIGSEGV 
(‘segmentation violation’) indicates that the program has 
attempted to access a memory address that’s outside its 
address space. As many programmers know to their cost, this 
is rather easy to do in C, if you make a reference through an 
uninitialised point. SIGFPE (‘floating point exception’) is most 
commonly encountered if you attempt an integer division by 
zero. Confusingly, in view of the name, a floating point division 
by zero doesn’t generate a SIGFPE because the IEEE 
standard for representing floating point numbers defines a 
valid representation for infinity.

Sending signals
Signals are generated by different applications and originate 
from different parts of the system. You can also send your 
own signals from the command line (or within a shell script):
$ kill -TERM 7451

or from within a C program like this:

System coding: 
Signal types
Dr. Chris Brown tries to get your attention by sending you kill signals. 

This month we’ll turn our attention to signals. We’ll see 
what they are and meet some of the different signal 
types and their uses. We’ll see how to send signals 

from within our programs and how to write signal handlers 
that control how a program will react when it receives a signal. 
Finally, we’ll look at seven possible uses for signals.

We were going to start with the OED’s definition of ‘signal’ 
but gave up when we discovered it runs to almost half a 
column. It’s a versatile word. In system programming terms, 
a signal is an event that’s delivered to a running process by 
the kernel. A signal says ‘something has happened (usually 
something external to the process itself) that you might want 
to respond to.’ There are a number of different signal types, 
which we’ll meet shortly. A program can choose to respond to 
a signal by providing a signal handler. In C programming 
terms, that means a function that will run if the signal is 
delivered. If the program doesn’t install a signal handler for a 
specific signal, and a signal of that type is received, there’s a 
‘default behaviour’. Usually that’s to terminate the program, 
but there are a few signal types that are ignored by default.

From a command prompt you can list all the signal types 
like this (I’ve shown only the first line of output):
$ kill -l
 1) SIGHUP  2) SIGINT  3) SIGQUIT  4) SIGILL  5) 
SIGTRAP

You’ll see that each signal type has a name (such as 
SIGINT, or just INT) and a number (2 in this case.) Out of a 
total of 64 signal types shown by  kill -l , you’ll probably only 
need to deal with half a dozen or so, and we’ve shown the 
most important ones in the table (below). The column of the 
table headed ‘Default Action’ specifies how the process will 

 Posix defines 64 signal types, but only a few are likely to be of interest to 
system programmers and we’ve listed them here for you. You’re welcome.

Signal Name Number Default 
Action Description

SIGHUP 1 Term Some daemons interpret this to mean 
‘re-read your configuration file’

SIGINT 2 Term The signal sent by ^C on terminal

SIGTRAP 5 Core Trace/breakpoint trap

SIGFPE 8 Core Arithmetic error, eg divide by zero

SIGKILL 9 Term Lethal signal cannot be caught or ignored

SIGSEGV 11 Core invalid memory reference

SIGALRM 14 Term Expiry of alarm clock timer

SIGTERM 15  Term Polite ‘please terminate’ signal

SIGCHLD 17 ignore  Child process has terminated

Dr. Chris Brown
provides Linux 
training, authoring 
and consultancy. 
He finds his Ph.D. 
in particle physics 
to be of no help in 
this work at all.
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Signal Types
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kill(7451, SIGTERM);
To be honest, ‘kill’ is a poor choice of name. It should be 

called ‘throw’ or ‘send-signal’. The name originated, I suppose, 
because in many cases the signal will result in the death of 
the process. In each case, 7451 is the target process ID. And 
yes, the arguments are in the opposite order in the two 
examples. (Hey guys, this is Linux – what do you expect? 
Consistency?) There are some rules, of course. You can only 
send signals to processes that you own, unless you’re root – 
then you can do anything. The kill system calls returns 0 on 
success and -1 on failure and there’s a little trick you can use: 
sending a signal number of zero doesn’t deliver a signal, but 
can be used to ask the question ‘does this process exist?’:
if (kill(7451,0) == 0)
  /* Process exists */
else
  /* Process does not exist */
A process can also send itself a signal with a call such as:
raise(SIGTERM);

Responding to signals
So, sending signals is straightforward. Responding to them 
within your code is a little harder. First, you write a signal 
handler, which is just a function with a specific signature:
void myhandler(int signum)
{ ... }

The value passed in tells you the signal type; this is often 
not of interest since typically a handler is installed to handle 
only one specific signal type so you’ll be quite sure which 
signal got you there. The next step is to ‘install’ the handler. 
There are a couple of ways to do this, I’ll show you the older 
one first because it’s simpler. The call  signal(SIGHUP, 
myhandler);  installs the function myhandler to be called 
whenever a SIGHUP arrives. There are two special values you 
can pass as the second argument. First,  signal(SIGHUP, 
SIG_IGN);  causes the system to ignore SIGHUP signals (this 
is very common usage) and second, signal(SIGHUP, SIG_
DFL);  restores the default handling.

Although the actual calls to signal() look simple, behind 
the scenes the type definitions make your eyes water. The 
second argument is a ‘pointer to a function that takes an int 
and returns void’. As a typedef we might write it as:
typedef void(*sighandler_t)(int);

Also, the return value from signal is the old handler (in if 
you need to restore it). So the prototype of signal itself is:
sighandler_t signal(int signum, sighandler_t handler);

Several of the examples below use signal() to install the 
handler; however the call has some shortcomings and the 
recommended replacement is the more complicated 

sigaction(). In addition to providing consistent semantics 
across all versions of Linux and Unix (which the original 
signal() does not), sigaction() provides additional flexibility. 
First, you can specify a set of signals that you want to block 
while the handler is running. Second, you can control whether 
any system calls that got interrupted by the arrival of a signal 
will be automatically restarted.

The signal call sigaction() takes a pointer to a sigaction 
struct whose members include:
struct sigaction {
  void     (*sa_handler)(int);
  sigset_t sa_mask;
  int      sa_flags;
};

Here,  sa_handler  is a pointer to the signal handling 
function, as we saw before with the older signal() call, and  
 sa_mask  defines set up signals to be blocked while the 
handler is executing, and  sa_flag  can include a number flag 
intended to be bitwise or-ed. The only one I want to mention 
here is SA_RESTART which specifies that system calls should 
be automatically restarted if they are interrupted by a signal. 
(This is the default behaviour when using the older signal() on 
Linux, but not on some earlier versions of Unix.) There’s also 
a flag SA_SIGINFO which causes a lot more information to be 
passed in to the signal handler, but I don’t plan to get into that 
here. Bringing these things together, here’s typical code to 
establish a handler using sigaction():
void handler(int sigtype)
{   ...   }
main()
{  struct sigaction action;
   action.sa_handler = handler;
   sigemptyset(&action.sa_mask);
   action.sa_flags = SA_RESTART;
   sigaction(SIGINT, &action, NULL);
   ...
} 

The  sigemptyset()  call that you see above is one of 
several macros that manipulate a signal mask, which is just a 
way of representing a set of signal types. The others macros 
are sigaddset() and sigdelset() which add and remove 
specified signals in the set, and sigfillset(), which initialises 
the signal set to include all signals. The man pages will fill you 
in on the details. We can use a signal set with sigaction to 
block delivery of a chosen set of signals during execution of a 
signal handler. We didn’t do this in the example above – we 
passed an empty signal set; but note that the signal that 
actually triggered the event handler will automatically be 
blocked during execution of the handler.

If you’re from a 
.NET programming 
background you 
may be tempted 
to liken signals 
to .NET events. 
It’s a misleading 
comparison. The 
.NET events are 
more ‘fine grained’, 
eg a simple mouse 
click generates a 
.NET event whereas 
Linux signals are 
less frequent and 
more life-changing. 
Also, .NET events 
tend to be, on the 
whole, ‘good news’ 
and signals tend to 
be ‘bad news’.

Quick
tip

The history of SIGHUP
The ‘HUP’ of SIGHUP stands for ‘hang up’, and is 
deserving of an explanation. Early telephones 
(long before even my memory) had a hook on 
the side and to end the call you would simply 
hang the receiver back on the hook. We still use 
the expression: “He hung up on me!” even with 
the hooks long gone. 

Anyway, suppose Ken was logged in to his 
Unix system via a modem and phone line (the 
usual way to get remote access before IP 
connectivity came along). He was running a shell 
when, for whatever reason, he ‘hung up’ the 
connection. Later, Dennis logs in to the same 
modem and finds himself talking to Ken’s old 

shell. Not good. To avoid this situation, the 
modem and its device driver conspire together 
so that when the modem notices that the call 
has ended, it drops a control line called ‘data 
carrier detect’ and the driver responds by 
sending a ‘HUP’ signal, which terminates Ken’s 
shell. Problem solved!
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 Where do signals come 
from, mummy?

If a program wants to defer handling of signals during 
certain ‘critical sections’ of code, it can set a signal mask 
defining a set of signals whose delivery is currently blocked, 
using sigprocmask(). In this code fragment we establish a 
section of code which won’t be interrupted by any signals 
(although remember that you can’t hide from SIGKILL):
sigset_t set;
sigfillset(&set);
sigprocmask(SIG_SETMASK, &set, NULL);
/* Code that won’t be interrupted by a signal */
sigprocmask(SIG_UNBLOCK, &set, NULL);

Useful things to do with signals 
Well, that’s the theory done. We’ll end this month by looking 
at seven useful things you can do with signals.

 No. 1: Ignore them OK, maybe you think this is cheating. Is 
ignoring a signal a ‘useful thing’? Definitely yes! Being able to 
write robust programs that don’t immediately fall over if a 
signal arrives is one of the most important reasons for 
knowing about them. The easiest way to do this is to make a 
series of calls like this:
signal(SIGINT, SIG_IGN);
signal(SIGQUIT, SIG_IGN);

And so on. Remember that you can’t ignore SIGKILL.
Alternatively you could just permanently block all the signals.

 No. 2: Clean up and terminate SIGTERM is typically used 
as a polite ‘please terminate’ request and a well-written 
daemon will respond by flushing any in-memory data to file 
and removing any temporary resources, such as files, named 
pipes, shared memory regions or semaphore sets that would 
otherwise outlive the process. Here’s a code sketch for a 
program that creates a workfile and a child process, and 
cleans them up on receipt of SIGTERM:
int child_pid;
void cleanup(int sigtype)
{
  unlink("/tmp/workfile");
  kill(child_pid, SIGTERM);
  wait(NULL);
  exit(1);
}

main()
{
  signal(SIGTERM, cleanup);
  open("/tmp/workfile”, O_RDWR|O_CREAT, 0600);
  child_pid = fork() ... ;
  /* Get on with some work */
}
 No. 3: Reconfigure on-the-fly SIGHUP is traditionally the 

signal that’s used to ask a daemon to re-read configuration 
information on-the-fly. This is usually less disruptive than 
completely re-starting the daemon; eg existing connections 
to clients will not be dropped.
int config_info;
void read_config_file(int signum)
{
  /* Read config_info from file */
}
main()
{
  signal(SIGHUP, read_config_file);
  raise(SIGHUP);
  while (1) // Main service loop
  {
    // Accept connection from client
    // Do stuff using config_info
  }
}

Note the global variable  config_info , which symbolises the 
config information a real-world daemon might carry. Also 
note the  raise()  call to force an initial read of the config file.

 No. 4: Report status dynamically The idea here is to 
provide a way for a long-running program to report internal 
status on demand – things like traffic summaries, usage 
counts, or client state tables. The report can be written to a 
terminal (if there is one open) or more likely, to a file. The 
state information being displayed must be global if it’s to be 
visible within the signal handler. Here’s a fictional long-
running tape copy program; we can send it a SIGUSR1 to ask 
it how much data it has copied:
int count;  /* Global state information */
void print_state_info(int sig)
{ printf("%d blocks copies\n”, count);
}
void main()
{
  signal(SIGUSR1, print_state_info);
  for (count = 0; count < A_BIG_NUMBER; count++) {
    read_block_from_input_tape();
    write_block_to_output_tape();
  }
}
 No. 5: Turn debugging on and off Despite the availability 

of powerful IDEs and debuggers, sprinkling printf() calls into 
the code remains a popular way of debugging. When they are 
no longer needed you can either just delete them, or if you 
think you might need them back later you can disable them 
at compile time using #ifdef. However a more dynamic 
approach is to turn them on and off at run-time using a 
signal. In this example, debugging is toggled using SIGHUP:
int debug_on = 0;
void toggle_debug_flag(int sig)
{

Blocking signals 
with sigprocmask() 
is not the same as 
ignoring them. If 
you ignore them 
they are simply 
thrown away. If you 
block them they get 
held until they’re 
unblocked. But 
multiple blocked 
signals of the 
same type are not 
queued -- only one 
will get delivered 
if the signal is 
unblocked.

Quick
tip
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  debug_on ^= 1;  // Flip the flag
}
main()
{
  signal(SIGHUP, toggle_debug_flag);
  /* Then sometime later in the code ... */
  if (debug_on)
    printf("something useful for debugging");
}
 No. 6: Implement a timeout The idea here is to use the 

interval timer to generate a SIGALRM signal in order to force 
a potentially blocking system call such as read() to time out if 
no data is received.
 1 /* Using SIGALRM to force a timeout */
 2 
 3 #include <stdio.h>
 4 #include <setjmp.h>
 5 #include <signal.h>
 6 #include <errno.h>
 7 
 8 void timeout_handler(int unused)
 9 {
10   /* Nothing to do */
11 }
12 
13 int t_getnum(int timeout)
14 {
15   int n;
16   char line[100];
17   struct sigaction action;
18 
19   action.sa_handler = timeout_handler;
20   sigemptyset(&action.sa_mask);
21   action.sa_flags = 0; /* Important! */
22   sigaction(SIGALRM, &action, NULL);
23 
24   alarm(timeout);
25   n = read(0, line, 100);
26   alarm(0);  /* Cancel alarm */
27   if (n == -1 && errno == EINTR) return -1;
28   n = atoi(line);
29   return n;
30 }
31 
32 void main()
33 {

34   int num;
35 
36   while(1) {
37     printf("enter a number: “); fflush(stdout);
38     if ((num = t_getnum(5)) == -1)
39       printf("timed out!\n");
40     else
41       printf("You entered %d\n”, num);
42   }
43 }

This is a longer example and warrants a walkthrough. First, 
lines 8-11 define an empty signal handler. Beginning at line 13 
we define a function  t_getnum()  which reads an integer value 
from stdin, with a timeout specified in seconds. The function 
returns -1 if no data is entered within the timeout period. 
Lines 19-22 wire in the signal handler to the  SIGALRM  
signal. Importantly, line 21 sets the  sa_flags  field to zero to 
prevent the system call being automatically restarted if the 
signal occurs. (On Linux, you can’t do this with the simpler 
signal() call.) Line 24 starts an interval timer which will 
generate a SIGALRM signal after the specified number of 
seconds. Now we’re all primed, so we block at line 25, reading 
a line from stdin. (And yes, I know, there should be a check for 
buffer overflow here!) As soon as the  read()  returns, we 
cancel the alarm timer. The test at line 27 is asking the 
question: ‘Did the read return normally or did it return as a 
result of receiving a signal?’ In the latter case  errno  will be 
set to  EINTR  (‘interrupted system call’), and we return -1, 
otherwise (lines 28-29) we convert the input line to an integer 
and return that. Admittedly, this implementation has 
problems if the user actually enters the value -1.

The  main()  function simply enters a loop (line 36) calling  
 t_getnum()  repeatedly with a 5 second timeout and reporting 
whether it timed out or whether user data was received. This 
is a program that really needs a live demo, but not even Linux 
Format can manage that in a print magazine!

 No. 7: Schedule periodic actions The idea here is to use 
repeated SIGALRM signals to force an action to occur at 
regular intervals. The trick is simply to re-prime the alarm call 
each time within the signal handler. Unlike our previous use of 
SIGALRM, in this case we definitely want to install the handler 
so that interrupted system calls are automatically restarted. 
An example might be an auto-save feature in a text editor 
where the text buffer is written out every 30 seconds.

Next month we’ll leap out across the network and see how to 
write clients and servers using TCP/IP and the sockets API. LXF

How did that process terminate?
If you’ve been following this series you’ll know 
that a program that terminates of its own free 
will return an exit status – a small integer – to  
its parent, with 0 indicating a normal, successful 
exit and non-zero values indicating some kind of 
failure. But a process terminated by a signal 
doesn’t get a chance to specify an exit status. In 
this case, the lower byte of the status retrieved 
by a wait() call will contain the number of the 
signal that caused termination. 

The following code illustrates the use of four 
macros:
main()
{
  int status;
  int a, b, c;

  if (fork())
  {
    /* Parent */
    wait (&status);
    if (WIFEXITED(status))
      printf("Child exited normally with exit 

status %d\n”, WEXITSTATUS(status));
    if (WIFSIGNALED(status))
      printf("Child exited on signal %d: %s\n”, 

WTERMSIG(status), 
strsignal(WTERMSIG(status)));
  }
  else
  {
    /* Child */
    printf("Child PID = %d\n”, getpid());

    *(int *)0 = 99;  // Force SIGSEGV, or ..
    a = 1; b = 0; c = a/b  // Force a SIGFPE
    sleep(3);
    exit(5);
  }
}

Here we see that if the child terminated 
normally,  WIFEXITED  returns true and  
 WEXITSTATUS  returns its exit status; if the 
child was terminated by a signal,  
 WIFSIGNALED  returns true and  WTERMSIG  
returns the signal number. It also suggests how 
you might deliberately generate SIGSEGV and 
SIGFPE signals, for demonstration purposes. 
The utility function  strsignal()  also provides a 
brief text description of each signal type.
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simple way to tap into your desired data and output the 
results you want. These RSS feeds are provided from many 
large classified and auction websites (such as eBay, eBay 
Classifieds, Monster and Craigslist etc) and many other 
websites, such as job websites (eg CareerBuilder and Indeed 
allow you to obtain XML feeds that can be parsed too). 

In many instances, you can just use a specific URL to 
acquire RSS feeds, while at other times you’ll need to use an 
API with a specified publisher key in order to obtain the feeds. 
One example of websites that require the publisher key for 
the API is the popular job site, Indeed.com. 

Since we had to pick an example topic, we’ll explain how to 
aggregate RSS from the various sources we’ve mentioned 
above. Our examples will show you how to narrow down a job 
search to location and job position or you could just as easy 
make this a personal RSS and XML feed aggregator to display 
bargains of items you want to buy from eBay, Craigslist etc.

In addition to the above, the output will load in your 
browser on a local web server, such as a LAMP setup running 
on the Ubuntu distribution (distro). Installing LAMP only takes 
a minute or two but we’ll explain how to do that as well.  When 
your output is shown in the web browser, it will link back to 
the original post and you can do what you want from there, eg 
inquire about the job position etc. 

Getting started 
So let’s roll up our sleeves and get ready to find out how to 
have the edge on data. The first thing you’ll need to get 
started with aggregating and parsing RSS feeds is a working 
web server along with a few extra packages, such as PHP. 
Since it only takes a minute, the instructions to set it up are 
shown next. For those who are thinking to yourself “Not 
another web server installation” you can skip ahead. To install 
the Apache server, run the code below:
sudo apt-get update
sudo apt-get install apache2

Next, install the PHP packages with:
sudo apt-get install php5 libapache2-mod-php5 php5-mcrypt

In this tutorial, we’ll use a downloadable script to parse 
RSS feeds and show the methodology to do it manually. 
The parser we’ll be using is Magpie RSS. Note: This is hosted 
on Sourceforge (http://bit.ly/MagpieRSS) but there are 
alternatives to it that don’t use the site, such as Simple Pie 
(http://simplepie.org/downloads).

Once you download Magpie, you place it inside the www 
or html folder, eg new installations of Ubuntu with Apache will 
locate the web folders in the /var/www/html path while 

PHP: Build a  
feed aggregator
Kent Elchuk explains a creative way to combine your favourite RSS feeds.

H ave you ever wondered how some websites display 
combined data from various websites? This is a bit 
of trickery that can be done using a few methods, 

including having select database privileges from the sources, 
scraping data and using RSS feeds – or, in fact, any 
combination of these three methods. In this tutorial we’ll 
focus on how to retrieve and combine data from other 
sources using RSS feeds. RSS, which stands for Rich Site 
Summary (and later Really Simple Syndication), has been 
around a long time – and stems from Ramanathan V. Guha’s 
work at the Apple Computer’s Advanced Technology Group in 
the mid-1990s – and you probably use them every day to 
display news feeds among other useful data.

RSS is generally XML files that contain data within 
organised tags, eg if you go to Craigslist and browse through 
regular listings you will see the usual list of items. This source 
code is HTML. But, if you look at the Craigslist RSS feed file 
for those same items you won’t see HTML code in your 
browser you’ll see an XML file that stores each listing within a 
parent ‘item’ tag. Each item tag contains information for an 
entry such as title, date and description. Grabbing and 
aggregating RSS feeds with a simple PHP script is a fast and 

Kent Elchuk
is a Canadian 
web developer 
who lives in 
Vancouver. In 
addition to 
developing 
custom, hand-
coded websites, 
he’s the author 
of PHP/MySQL 
Fundamentals 
and Snippets and 
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Codecanyon 
Marketplace.
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You can always 
run a cron job to 
open RSS feeds 
and save them as 
XML files. Then, you 
can use these files 
instead of your URL 
sources.

Quick
tip

http://bit.ly/MagpieRSS
http://simplepie.org/downloads
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older installation such as Ubuntu 12.04 will use /var/www as 
the root web folder.

Whatever your root folder may be, you will now create a 
folder called rss. Within this folder, you add the extracted 
Magpie folder that will have a name like magpierss-0.72. 
For simplicity right-click the folder and rename it to magpie. 

In addition to the magpie folder, you’ll have two files; 
index.php and customs.php. The index.php file is used to 
display your content and open it in a browser and customs.
php contains the functions to take the URLs and gather the 
data from the RSS sources (Craigslist, Ebay Classifieds, 
Monster.com, Careerbuilder.com and Indeed.com). Note: 
Most of the feeds in the coding sample are parsed with 
Magpie, with the exception of those from Indeed and 
Careerbuilder. The parsing for the latter two are done using 
the PHP built-in class DOMDocument().

The code used in this tutorial is provided on the LXFDVD 
and the website, which means the only lines you may want to 
edit are the actual URLs array that reside near line 3 in the 
index.php file. This is your source list of URLs for the RSS 
feeds that you want to aggregate. However, you may want to 
make some changes to the custom parser starting near Line 
108 in the file customs.php. At the moment, the custom 
URLs are set to use indeed and Careerbuilder.

You will have to uncomment the URLs for Careerbuilder 
and Indeed since they both require your publisher key. If you 
sign up and get your developer keys, all you need to do is 
replace  YOUR_KEY_HERE  with the proper keys.

The Indeed Publisher Program can be accessed at  
www.indeed.com/publisher while information for how to 
gather search results for the Careerbuilder website is 
available at http://bit.ly/CareerBuilderAPI.

Now that we’ve covered the basics, it’s time to go over the 
code and explain how it works. Start by opening the index.
php file in a web browser. The URL on your local machine 
would be http://localhost/rss or http://localhost/rss/
index.php. Near the top of the file, an array called  $urls  is 
created and contains the feeds you want to aggregate.

Getting RSS feeds from various sources is quite simple, 
but each provider will have a different method to find them. 
Some are definitely easier to find than others. Let’s start with 

Craigslist. If you navigate to http://craigslist.co.uk and look 
at jobs in skilled trade/craft in London, you will see many 
listings. You could just look at the bottom right corner of your 
screen and click the RSS button to get the feed, or you could 
narrow your search and get a feed from that.

At the upper left of your screen you’ll need to check the 
box ‘contract’. Next, click the yellow RSS icon on the bottom 
right and you will see the feed page. The URL in your browser 
is an example of what you could add into your feed URLs into 
the top of the index.php page.

Multiple sources
Another example would be gathering eBay RSS feeds, and 
eBay’s feeds aren’t so obvious. But, you can narrow your 
search to whatever you want by adding &_rss=1 to the end of 
the URL in your web browser to see a new page with the 
desired RSS feed.

The next two lines include the file Magpie will use to parse 
and the customs.php file, which uses custom functions 
and checking. Now, things get a little trickier. But, if you look 
at around line 108 in the customs.php, you’ll see a function 
that checks if the $urls array exists. When it confirms the 
array exists, it runs through a foreach loop for each URL. 

If the first set of conditions are met then it checks the URL 
to see if a part of the string doesn’t contain the text ‘indeed’ 

  

 There are many plugins available, such as Datatables (pictured) that 
make it easy to stylise your desired output.

Styling your feeds and links
Since the output is displayed in a basic table, it 
currently doesn’t look that stylish, but you could 
easily add a plugin that will do the job of 
smarting up your output. If you do a web search 
for ‘best responsive bootstrap table plugins’ you 
will see that there are many options and tutorials 
for adding styles, but we’ll quickly explain how to 
using a plugin called Datatables, which can be 
downloaded at https://datatables.net/
download/download. 

Not only will Datatables provide a resizing 
table for many devices and is searchable, you 
can also select how many entries you want to 
see on a page.

Although we’ve provided a file called index_
styled.php on the LXFDVD, I will quickly explain 
how easy it is to add the plugin. The first step is 

to go into the file and change the doctype to  
 html 5 . Thus, the very first tag  <html>  can be 

changed to  <!DOCTYPE html> . After that, you 
need to add a head section with links to the 
required files. The head data is shown below: 
<head>
<link rel="stylesheet” type="text/css” href="//

cdn.datatables.net/1.10.7/css/jquery.dataTables.
css">
<script type="text/javascript” charset="utf8” 

src="//code.jquery.com/jquery-1.10.2.min.js"></
script>
<script type="text/javascript” charset="utf8” 

src="//cdn.datatables.net/1.10.7/js/jquery.
dataTables.js"></script>
<script type="text/javascript">
$(document).ready( function () {

    $('#example').DataTable();
} );</script>
</head>

Note that you can use the downloaded files 
from the Datatables website or you can use links 
from the CDN (Content Delivery Network). 
There’s just one more thing left to do and that’s 
to add two attributes to the table tag:
id="example” class="display”

Now, if you load the page in a web browser 
you will see it looks a lot more stylish.

For those with some responsive coding 
experience, you may want to take things a little 
further, eg you could use bootstrap media 
queries and classes to resize the text and 
remove columns when the width of the screen 
being used changes.

http://www.indeed.com/publisher
http://bit.ly/CareerBuilderAPI
http://craigslist.co.uk
https://datatables.net/download/download
https://datatables.net/download/download
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 Magpie RSS can be downloaded from Sourceforge. 
(Don’t worry, it’s just a TAR and not an installer.)

or ‘careerbuilder’. The PHP built-in function strpos() is used to 
determine if the word is positioned in the URL. If the URL 
doesn’t contain indeed or careerbuilder, the custom_url($url) 
function with the URL will be fired. This function is near the 
top of customs.php. 

After the URL is passed into the custom_url() function, it 
will then get tossed into the fetch_rss() function, which is a 
Magpie function located in the magpie/rss_fetch.inc file. 

In short, Magpie grabs the URL and returns $rss_items. 
At this point, the elements in the array which contain the title, 
description, link are separated into individual variables with 
names like $title, $description and $date.

Note that Craigslist uses $item['dc']['date'] for the date 
while other sources tend to use $item['pubDate']. This 
sample code makes it easy to check out a feed, but see the 
tag and add a condition, if necessary.

Once the variables from the feed have been set, there are 
conditions that create an origin variable called $origin, which 
are based on the text from the URL. By doing this, you can 
see the source in the browser when you run the script. 

Finally, at the end of this function, the $tot_array grows as 
each URL runs through the function. The $tot_array contains 
all the variables, such as the date and title they were created 
previously. The array contains strings that contain each piece 
of data that is separated by commas.

Functions and conditions
Now looking back a little, do you remember that the custom_
url() function only runs if the URL isn’t from Indeed.com or 
Careerbuilder? What about if it is from either Indeed.com or 
Careerbuilder? Let’s answer that now. Since both Indeed.com 
and Careerbuilder have different XML tags, they each will go 
through a set of parsing specific to them. In fact, it’s good to 
remember this because you can apply the same techniques 
to other XML files that aren’t in this coding example – just 
follow the pattern and make the required adjustments.

The code is set to check if the URL is from Indeed.com 
first. If it isn’t, the check will be performed for Careerbuilder. 

Now, let’s assume it’s your custom API from Indeed.com that 
you can get free when you sign up.

First, a new DOMDocument is created that’s encoded 
using utf-8. After that, the $dom->load($url) method is called 
and the URL is loaded. At this point, you will have a list that 
comes out. With an Indeed XML file, each result from it is 
listed as ‘result’ while each listing from Careerbuilder would 
be ‘JobSearchResult’. 

For the rest of this example, only the explanation of 
Indeed.com and its tags will be covered. To show what is 
being interpreted, you can simply take your API URL from 
Indeed.com and load it in a browser. It will be an XML file and 
have all the tags and data for each listing.

Moving on, a foreach loop is used to parse each result. 
As you can see from the code (on the LXFDVD, the 
getElementsByTagname() method is used and some other 
coding to get the desired values; just like Magpie did with the 
other RSS feeds.

You will note that there will be some coding and functions 
such as htmlspecialchars_decode() that is used when 
creating the value variables such as $jobtitle_value. Basically, 
decoding converts character code to the desired symbol. 
With Indeed, you will also see that if there’s a $jobkey_value, 
a new $myurl_value is created. The reason for this is that it 
will provide a link to the actual company listing, not the 
Indeed post.

Note that with each foreach loop, the $tot_array gets 
larger with each loop and contains all listings when the loop 
comes to an end. Essentially, the $tot_array is everything 
from both Magpie and the custom XML parsing. Now can go 
back to the index.php and carry on where we left off, which 
was near line 9. 

If we got our listings from all of our sources, we have a 
$tot_array. Code-wise, if the array exists, it runs through a 
usort() function that calls the cmp() function. This is used to 
parse the array so the newest listings show up on top. 

Once that function runs its course the HTML code 
displays a table for the results. The left side will be the title  The source code of a feed, which contains entries in an organised manner.
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and link to the post, the middle will be the description and the 
date will be at the end.

To get a better understanding of how each of the listings is 
displayed, look around line 28. As you will see, the array_
unique() function is used to ensure our results are unique and 
have no duplicates. Then, near line 33, a foreach loop is used 
to parse the $tot_array.

For each listing in the array, new variables are made in 
order to create the title, date, URL and description entries. 
Since each item in the $tot_array, which is also known as 
$tot, comes through as a string with commas separating the 
values, the explode() function is used to make another array 
called $all.

The array $all contains the actual variables. Since the date 
was the first item in the array, you will see it is $all[0]. In 
addition, the title was the second element and took its value 
from $all[1]. If you have limited array knowledge, keep in mind  
that all indexed arrays begin with 0, not 1 as you may expect.

Finishing off your aggregator
Getting back to the latest date variable, you will see it 
contains other code. Well, this is because the date function is 
used to display the results with year, month and day. 
The strtotime() function is also included to gather the date 

from the loop located in the $all[0] element and convert it to 
a Unix timestamp. 

If you look at the source code in the index.php file, you will 
see that a table row is displayed for each entry and each value 
is shown between the <td></td> tags. At the bottom of the 
file you will also see the usual closing </body> tag and 
closing </html> tag. With that done, you have a working RSS 
aggregator and an explanation covering the details of our 
lean-coded script. But, currently it does look a little too old 
school and needs some style. As far as usability goes, you 
could add and draw the URLs from a database so that you 
could have various aggregated sources at your fingertips. 

Another feature you could add easily enough is listing 
management. Since each listing will have a specific URL, you 
could make buttons to insert the data into a database, eg one 
button could be used to make it a favourite and another could 
be to mark it as a dud that you don’t want to see in the list the 
next time you open the page.

So there you have it. You have your own RSS feed 
aggregator that will display the source and job description by 
date. Whether you’re looking or comparing jobs, trying to find 
bargains, or keeping up to date from multiple news sources, 
this bit of PHP scripting can be used to find the prize data 
that you are after. LXF

Using scraping
Scraping is an alternative method to using if an 
RSS feed if one isn’t available. This is a 
technique where source code from a web page 
is analysed for patterns of data that you might 
be interested in. 

Some of your sources may not supply RSS 
feeds. But, since they likely provide some kind of 
listings using HTML web page lists, tables or 
ordered <div> tags, you can always look at the 
source code, find the relevant pattern and then 
scrape the data out.

Often, entries of this kind will have a unique 
class or some other set of attributes that can 
make it easy to identify a beginning and end to 
the useful data.

To scrape a page with PHP, you can use one 
of its functions, such as file_get_contents() or 
curl() to retrieve the source code of a page that 
you fancy. Curl has many more advantages, eg 
you can use a proxy such as Tor. However, you 
must exercise caution when scraping data. 
You may want to contact the copyright holder 

and keep the content unpublished from the web 
so the content isn’t crawled.

Once the content is gathered into a string, 
you use regular expressions and PHP functions, 
such as preg_match_all() and preg_match() to 
separate the file into entries. In the end, you’ll 
have the same data as you would with RSS 
feeds. You could combine the scraping method 
with RSS feeds if you want to keep all of your 
data in one place, with only the addition of a few 
lines of code.

 Here’s a sample RSS feed shown in your web browser. 

Next issue: Build apps with Elixir 
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★ Repairing a 
broken bootloader

1  Unbootable Debian
 I cut my teeth on an 8-bit Sinclair 

ZX81. When I saw the 64-bit Debian 
8 disk on the front cover of LXF199 I 

was keen to see the progress that has been 
made since then. I have a Viglen Genie, with 
an AMD Athlon 64 X2 Dual-Core Pro 4200+ 
running at 2.2GHz with a 32-bit Windows 7 
OS. This assures me it’s 64-bit capable, but 
it won’t even look at the Debian distro. It 
won’t even load the elementary OS, but it 
has run the memory checker. Strangely 
enough, the elementary OS will install onto 

an Advent 4489 netbook I own. I have gone 
as far as deleting Windows XP that was on 
the Genie. So what’s happening? I think 
64-bit OSes want 2GB of RAM, and mine 
currently has 1GB, is that the issue?
Mike Wimbury

 That is indeed a 64-bit CPU, but this 
wouldn’t be the cause of your problem 
as elementary OS is 32-bit and that 

will not load either. Similarly, while 1GB of RAM 
is not much these days, it should not prevent 
either of these distros from loading. It may 
cause them to run slowly, but they should boot. 
It’s difficult to give precise advice without 
knowing the symptoms of the failure to load 
but here are some things you can try. The first 
is to be patient, sometimes the live CD boot 
scripts can appear to stall while probing for 
hardware or network data give it at least five 
minutes before deciding something is wrong.

Assuming you let the memory test run for 
some time, at least two full passes, without 
anything showing up, try copying the individual 
Debian or elementary OS ISO image to a disc, 
preferably a DVD-R disc as they are more 
reliable than DVD-RWs. See the FAQ on the 
DVD if you are unsure about copying ISO 
images to discs. This will remove any potential 
problems caused by your rather old BIOS and 
the two-stage boot process used by our DVDs. 
It would also be worth investigating whether a 
BIOS update is available for your motherboard, 
check the manufacturer’s website.

Try the failsafe boot option from the Debian 
menu. As well as turning off a number of 
features for a safer (if slower) boot 
environment, this also disables the splash 
screen so you can see the boot messages. 
This may give you an idea of why the boot fails. 
If it stops with an error, you can copy that into a 
web search engine to see what may be causing 

 This month we   
 answer questions on:

 It’s not attractive, but the Grub menu editor enables you change boot options on the fly.

 

Win!Enter our competition

Get into Linux today!

do sell way more copies 
than any of our competition in the 
UK. As we like giving things to our readers, 
each issue the Star Question will win a copy 
of one of our amazing Guru Guides or Made 
Simple books, discover the full range at: 
http://bit.ly/LXFspecials

For a chance to win, email a question to 
lxf.answers@futurenet.com, or post it at: 
www.linuxformat.com/forums to seek 
help from our very lively community. 
 See page 94 for our star question.

Linux Format is 
proud to produce 
the biggest and 
best magazine that 

we can. A rough word count of LXF193 
showed it had 55,242 words. That’s a few 
thousand more than Animal Farm and 
Kafka’s The Metamorphosis combined, but 
with way more Linux, coding and free 
software (but hopefully less bugs). That’s 
more than most of our competitors, and as for 
the best, well… that’s a subjective claim, but we 
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No mention of a problem at reboot but the 
address book was empty. In ~/.claws-mail/
addrbook there are 40 files named in the 
form addrbook-00000x where x is an 
integer, some with suffix .xml.bak and some 
with .xml. The latter opens in Firefox and the 
former in a text editor and both contain 
email addresses in the form <person 
uid=""first-name=""last-name="”...etc.../> 
with “” containing the relevant information. 
The backup on the external hard drive 
contains a duplicate set of files. Can you tell 
me how to get the files back into my address 
book other than by copying individually as it 
would take me days. And what could have 
caused the problem?
cbuffer
From the forums
 Claws Mail reads its various 

configuration and data files into 
memory when it starts up and writes 

them back when it exits. If you want to perform 
any operation in the files in ~/.claws-mail, 
whether editing or backing up, you must do it 
while Claws isn’t running, otherwise your 
changes will be overwritten and your backups 
will be out of date.

The numbered .xml files contain the various 
address books, the .xml.bak files are backups 
of the previous versions. You should also have a 
file called addrbook--index.xml – this tells 
Claws which address book files to use for what. 
If you don’t have it, recreate it like this
<?xml version="1.0” encoding="UTF-8” ?>
<addressbook>
  <book_list>
    <book name="first book name” 
file="addrbook-000001.xml” />
    <book name="secondbook name” 
file="addrbook-000002.xml” />
    ...
  </book_list>

 </addressbook>
You can see the name of each address book by 
looking in its file and you will find the name on 
the second line.

There may be a better way to achieve what 
you want. Sending bulk mails is discouraged by 
ISPs and mail gateways as it could be spam, 
particularly if it originates from an IP address 
allocated to a home user (think of Windows 
machines infected with spambots). What 
happens if your ISP imposes even more 
stringent restrictions? Do you want to split 
your address book again, and add even more 
work each time you send out a newsletter? 
A simpler option would be to set up a mailing 
list, then you send one mail to the list and every 
subscriber receives a copy. There are plenty of 
free mailing list services out there, such as 
Google Groups. You can create a mailing list 
with a few mouse clicks and set it up so that 
only selected members can post, which means 
that someone else can send the newsletter 
when you’re not available, with either open or 
invite-only membership, depending on 
your preferences.

3  Removing Xfce
 I have installed the Ubuntu desktop 

on a fresh Ubuntu Studio 14.04 
installation and I would like to 

remove Xfce. I have tried this before, but 
something that gets uninstalled prevents the 
HUD from finding any of the installed 
applications. What command do I use to 
correctly uninstall Xfce from Ubuntu Studio?
globetrotterdk
From the forums
 Ubuntu uses meta-packages for the 

various desktop choices. A meta-
package is one that doesn’t actually 

install anything of significance, but has 
dependencies on the actual packages you 

it. Elementary OS has no failsafe boot option 
but you can turn of the graphical boot splash 
screen. Highlight the ‘Try elementary OS 
without installing’ option but don’t select it, 
instead press e to edit the options. On the line 
starting with  linux , delete  quiet splash  then 
press Ctrl+x or F10 to boot. This will give you 
the verbose boot screen that should at least 
tell you at which step it stops, even if you don’t 
see an explicit error message.

2  Lost addresses
 I use Claws Mail to send a 

newsletter to a charity group. I 
recently re-arranged recipients into 

groups of fifty which is the maximum my ISP 
will now accept for mailing. At the same time 
I sorted my personal files more logically. 
Before closing I used Backup on my Mint 
Linux desktop to back up the .claws-mail 
directory to an external hard drive. When I 
started up the following day there was a 
message to the effect that the address book 
couldn’t be read. I closed it and rebooted. 

Terminals and 
superusers

We often give a solution as commands to type in  
a terminal. While it is usually possible to do the same 
with a distro’s graphical tools, the differences between 
these mean that such solutions are very specific. 
The terminal commands are more flexible and, most 
importantly, can be used with all distributions.

System configuration commands often have to 
be run as the superuser, often called root. There are 
two main ways of doing this, depending on your distro. 
Many, especially Ubuntu and its derivatives, prefix the 
command with  sudo , which asks for the user password 
and sets up root privileges for the duration of the 
command only. Other distros use  su , which requires the 
root password and gives full root access until you type 
logout. If your distro uses  su , run this once and then 
run any given commands without the preceding  sudo .

N
othing is more infuriating than 
random crashes of a computer. If a 
crash is reproducible, you have a 

starting point to investigate, but if it happens 
at any time and using any software where do 
you look? If it happens regardless of the 
software you’re using, it may be a hardware 
problem. If you have a spare PSU, try 
swapping your current one out. Desktop 
PSUs can vary greatly in quality and the 
cheaper ones can cause the sort of power 
glitches that will crash a computer. They can 
also damage components that cost several 
times more than a new PSU. If it’s a laptop, 
the battery may be on the way out. If the 

computer doesn’t run reliably on battery 
power alone, look for a new battery.

The other common culprit is faulty 
memory. Not all of it, just a few bytes. Most 
of the time things will work just fine, until 
something uses those bytes and BOOM! 
Testing memory on a running system is 
unreliable as you can’t test anything the 
system needs, so use Memtest86+. This is a 
bootable system that uses the minimum of 
RAM for itself, leaving the rest for testing. It’s 
on the LXFDVD as the last boot menu entry.

Memtest86+ runs a comprehensive 
series of tests and takes a while to run, but 
even that isn’t enough. Because such 

problems can be transient, there’s a chance 
of faulty memory passing on a single run, so 
let it run for at least two passes and 
preferably overnight.

If neither of these show anything, you 
may have a problem with some core 
software. If you use a popular distro that 
cause is unlikely without other users also 
being affected. One other possibility is a dirty 
mains supply, voltage spikes or drops can 
trigger a reboot. Some sort of power 
smoothing, such as a UPS (Uninterruptible 
Power Supply) can eradicate the problem 
and are a wise investment if you use your 
computer for any sort of work.

A quick guide to...

Dealing with random crashes
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This will list the packages to be 
removed but not actually do so. 
Check the list to make sure it 
has nothing you want to keep 
and then remove the  --dry-run  
option. You may also wish to add  
--purge , which removes 
configuration files for the 
packages as well as programs 
and documentation 
(configuration files are left in 
place by default, so that you can 
re-install the package and keep 
your settings).

By allowing the package 
management system to decide 
what to remove, you reduce the 
risk of removing something that 
is required by some software 
that’s still installed, which 
appears to be what has 

happened to you. Should you still suffer the 
breakage, you can always reinstall xubuntu-
desktop, which will pull in all the other 
packages, to restore your system to a working 
state. Software dependencies can be complex 
and while it can be satisfying to clean up your 
system of all unnecessary software, sometimes 
it’s easier to just leave it there and make better 
use of your time than chasing that last few 
megabytes of disk space – unless you have 
something like a small SSD and disk space is a 
real issue.

4  Converting to PDF
 I have been using gscan2pdf to 

archive many documents since 
reading about it in Linux Format a 

couple of years ago. I have been using the 

DJVU file format to save them as it is so 
much more compact than anything else I 
have seen. If only more software and 
systems supported it, I now need to send 
some files to someone who cannot read 
DJVU files. I know I could load them each 
into gscan2pdf and save them again as PDFs, 
but there are a lot of them and I don’t want 
to make my RSI any worse with all the 
mouse clicking. Is there a way to batch 
convert the files, using either the terminal or 
a graphical program? Where I can give it a 
list of files and let it get on with converting 
them all? I am using Ubuntu 15.04 if that 
makes any difference.
Stuart Wilson
 DJVU is a remarkable format, and 

quite well supported on Linux, Okular 
reads them and renders them a lot 

faster than the same document as a PDF. I’ve 
also found a couple of viewers for Android, 
I use AnDoc, which handles both PDF and 
DJVU files. Converting the files from the 
command line is pretty straightforward. As you 
use gscan2pdf, you will already have the DJVU 
tools installed. It’s a two-stage conversion, 
using  djvups  to convert the file to PostScript, 
then use  ps2pdf  to create a PDF. You could do 
this for each file:
$ djvups somedoc.djvu somedoc.ps
$ ps2pdf somedoc.ps somedoc.pdf
$ rm somedoc.ps

However, both of these programs work with 
pipes, so you can send the converted data 
from one to the other without the need to 
create a PostScript file, like this:
$ djvups somedoc.djvu | ps2pdf - somedoc.pdf

When  djvups  is run without an output file 
name it prints the postscript to standard 

Star
Question

★ Broken bootloader
 I have an old Windows XP laptop on 

which, a number of years ago, I 
installed Linux Mint 8. Yes, I said it’s 

old! I now want to upgrade to Mint 15 for 
which I have the install disk. I’ve reformatted 
the old partition containing Mint 8, in 
preparation for replacing it. However, now 
when I reboot the laptop, Grub gives me a 
message Error 17 and it appears I can’t 
re-attempt the boot from this point. I 
suspect I shouldn’t have deleted the 
partition containing the first option in the 
boot list – how do I get out of this problem 
please? I don’t have a rescue disk for the 
Windows XP even if the laptop’s dual-boot 
mechanism would let me use it, and I’m 
anxious to avoid rebuilding the hard disk, for 
which I have the recovery disks.
David Bew

This month’s winner is David Bew. Get in touch with us to claim your glittering prize!Winner!

 As you suspect, you appear to have 
removed the partition containing files 
used by Grub to boot the computer. 

The initial Grub boot code lives in the first block 
of the disk, the Master Boot Record (MBR) but 
this then calls other code from that partition, 
which is why Grub loads but then shows you 
this particular error. There wasn’t any need to 
delete the partition to install a newer Mint, 
you could have simply booted into the newer 
Mint installer (although why version 15 and not 
the current 17.2?) and told it to install on the 
Mint 8 partition. However wonderful hindsight 
may be, it’s not a good bootloader so you need 
to fix this.

The lack of the partition only stops hard 
disk booting, so you should still be able to boot 
from the Mint disc and install the later version, 
which will include a new bootloader, which will 
enable you to sidestep the problem. Your other 

option is to restore the Windows bootloader, 
although this only makes sense if you have 
no other Linux distros on the disk. Boot from 
your recovery disc and enter the Rescue 
shell and run:
fdisk /mbr

This command is specifically for Windows 
XP, later Windows versions used different 
commands. If you don’t have your Windows 
CD to hand or you would prefer a graphical 
method, download Rescatux from  
www.supergrubdisk.org/rescatux, burn it to 
a CD and boot from it, instead. You’ll need 
the beta version (currently 0.32 beta3). 
After booting you will see a button marked 
‘Restore Windows MBR’ – you may need to 
scroll down to see it. After using this, your 
computer should boot from Windows as 
normal, then you can proceed to install Linux 
at your leisure.

need for that desktop – it’s basically a list of 
packages to install. So you need to uninstall the 
meta-package first, which for Xfce is called 
xubuntu-desktop. You can search for desktop 
packages in the graphical package manager or 
use  apt-cache  on the command line:
$ apt-cache search -n -- -desktop

The  --  is needed to stop  apt-cache  trying to 
interpret  -desktop  as a list of options. For 
most shell commands the use of  --  tells 
command to stop processing options and treat 
anything else as a normal argument.

Of course, as the xubuntu-desktop 
package doesn’t install anything, removing it 
doesn’t uninstall anything, but your system no 
longer requires its dependent packages, and 
you can remove these with  apt-get :
$ sudo apt-get --dry-run autoremove

 Sending emails to large numbers of recipients is often 
best handled by a dedicated list server.

Answers
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Help us to help you

complete, wait that long then run:
$ sudo smartctl --log=selftest /dev/sda

to see the results. If you are feeling impatient, 
you could use  --test=short  instead, but this will 
only save you time if it shows a fault, otherwise 
you will need to run the long test to be sure.

As far as speed testing is concerned,  
 hdparm  performs basic throughput tests. It 
passes the device node of a partition that 
contains a Linux filesystem, like this:
$ sudo hdparm -tT /dev/sda2

For a far more comprehensive test, you can use 
bonnie++, which should be in your 
distribution’s (distro) package manager:
$ bonnie++ -d /directory/to/check

The directory can be anywhere on your 
filesystem but it’s best to use an empty 
directory created for his purpose. If your distro 
installed the program in /usr/sbin, you may 
need to give the full path, /usr/sbin/bonnie++, 
to run it. Bonnie++ isn’t meant to be run as 
root, if you do it will insist you provide a user 
name with the  -u  option. These tests should 
be run while nothing else is using the disk, 
otherwise they will show a lower result than 
they should. Bonnie++ gives detailed 
benchmark results which are only of any real 
use when you have something to compare 
them with, like the results from a test when the 
drive was new. However, it can also be useful 
when you are trying to improve the 
performance of your drive, so see whether the 
subjective results are real.

output. This is piped to  ps2pdf , the  -  in place 
of the input file tells it to read from standard 
input. This still only converts one file at a time, 
but with a little shell magic we can convert all 
the DJVU files in the current directory like this:
$ for f in *.djvu
$ do
$   djvups $f | ps2pdf - ${f/%.djvu}.pdf
$ done

This runs  djvups  and  ps2pdf  for each 
matching file in the directory. The part at the 
end of the  ps2pdf  command strips the .djvu 
from the end of the input file name and 
replaces it with .pdf, so you now have all your 
DJVU files and their (much larger) PDF 
equivalents in the same directory.

5  Driving slowly
 My hard drive seems to be running 

slower than it used to. Is there a 
program I can use to measure its 

performance? I realise that it would be more 
useful if I had done this when I got the 
computer in the first place so I can compare, 
but can anything help?
Eric Foster
 The hard drive itself is unlikely to slow 

down unless there’s a fault with it. 
You can check for this with  smartctl , 

part of the smartmontools package by running 
the following:
$ sudo smartctl --test=long /dev/sda

It will tell you how long the test will take to 

We receive several questions each month that we are 
unable to answer, because they give insufficient detail 
about the problem. In order to give the best answers to 
your questions, we need to know as much as possible.

If you get an error message, please tell us the 
exact message and precisely what you did to invoke it. 
If you have a hardware problem, let us know about the 
hardware. If Linux is already running, you can use the 
Hardinfo program (http://bit.ly/Hardinfo) that gives a 
full report on your hardware and system as an HTML file 
you can send us.

Alternatively, the output from lshw is just as useful 
(http://ezix.org/project/wiki/HardwareLiSter). 
One or both of these should be in your distro’s 
repositories. If you are unwilling, or unable, to install 
these, run the following commands in a root terminal 
and attach the system.txt file to your email. This will  
still be a great help in diagnosing your problem:

uname -a >system.txt
lspci >>system.txt
lspci -vv >>system.txt

If  smartctl  showed no errors, and 
particularly if  hdparm  gave a decent result, 
it may be that you are seeing a slowing down of 
the filesystem rather than the drive holding it. 
This can happen if it becomes fragmented, 
particularly if you are working with large files. 
While Linux filesystems are good at keeping 
themselves defragmented, if the filesystem is 
nearly full fragmentation is almost inevitable. If 
you are using an ext4 filesystem, the default for 
most distros, then you can check for 
fragmentation with  e4defrag :
$ sudo e4defrag -c /dev/sda1

Passing a device like this checks the entire 
filesystem, or you can give a directory to check 
only the files in there. If it’s your home 
directory, you don’t need to use  sudo . This 
command checks for fragmentation, if it 
reports that its fragmented too much, [don’t 
do this on an SSD – ED] run the command 
again without the  -c  option. LXF

Most of the time you can get all the 
software you need from your distro’s 
package repositories (repos). Even if 

the core repos don’t have what you need 
there’s often a package in an external repos, 
such as an Ubuntu PPA, that you can add to 
your package manager’s list of sources.

There are times that you can’t get what you 
need from your package manager, either 
because the software you want hasn’t been 
packaged for your distro or you need a feature 
from a version later than the one your distro 
provides. In those cases, it’s time to roll your 
sleeves up and compile from source, which is 
nowhere near as scary as it sounds. You don’t 
need to know how to program, the software has 

already been written, you just need to be able 
to follow a few instructions.

Source code is distributed as tarballs, a file 
like foo-1.2.3.tar.gz, which contains all the 
source files for version 1.2.3 of foo. Unpacking 
this generally creates a directory called foo-
1.2.3 in which you’ll find all the source files 
along with some documentation. The most 
important files are usually called readme and 
install and tell you all you need to install the 
software. If these, or similar files aren’t present, 
check the project’s website for instructions. 
The first step is to read these and look at any 
dependencies required, you can install these 
from your package manager wherever possible. 
Then you can follow the compilation 

instructions, which normally fall into three 
steps: set up, compilation and installation. With 
the typical autotools system used by most 
open source software, you can run:
$ cd foo-1.2.3
$ ./configure
$ make
$ sudo make install

If it complains about a library being missing 
and you have it installed from your package 
manager, go back there and install the -dev or 
-devel package to go with it, as these are 
needed for compiling. The  make  command 
compiles the source code into executable 
program files. Finally,  make install  puts those 
files in the correct places on your filesystem. 

A guide to…

Compiling software from source

 If the hdparm throughput test doesn’t provide enough detail, Bonnie++ gives in-depth 
information about the performance of your hard drive and filesystem.
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On the disc

UberStudent 4.1Recently, I 
watched a 
TV show 

about dogs that told us all dogs – 
from Great Danes to Pugs – are 
descended from one breed of wolf. 
I was amazed that in just a few 
thousand years so much diversity 
had occurred from a single source. 
I was reminded of this when 
compiling this Linux Format DVD. 
We have two distros based on 
Ubuntu, which share a common 
ancestor but appear so different. 
The third distro, OpenMediaVault, 
is even more distinct but is based 
on Debian, so all three distros 
share a grandparent.

It shows the truth of the saying 
‘Linux is Linux’: these distros all 
share the same basic kernel code, 
and very much more besides, but 
they look and feel so different. 
Being able to change so many 
aspects of an operating system 
to suit different needs, while 
retaining the same, proven 
core code, is one of the great 
advantages of Linux. That this 
flexibility is free, in both senses of 
the word, is not only a benefit but 
the reason the choices exist.

No wonder users are confused 
when they come from Windows to 
try Linux for the first time. About 
the only feature 
of Windows not 
available on 
Linux is the 
‘take it or leave 
it’ attitude!

Linux for learners

This issue of LXF has an education slant, so what 
better choice of lead distro could there be than 
UberStudent? Aimed primarily at those in 
secondary and higher education, this is an Ubuntu 
derivative using the Xfce desktop. What matters 
most, though, is the selection of software available. 
UberStudent comes with everything you would 
expect to find in a general purpose desktop distro, 
but builds on that with a wealth of software useful 
for those in education. On top of the addition of 
educational software packages are nice touches 
like custom extensions for Chrome and Firefox.

Defective discs
In the unlikely event of your Linux Format 
coverdisc being in any way defective, 
please visit our support site at 
www.linuxformat.com/dvdsupport for 
further assistance. If you would prefer to 
talk to a member of our reader support 
team, email us at discsupport@futurenet 
.com or telephone +44 (0) 1225 822743.

Important
NOtIce!

Distros 64-bit

The best of the internet, crammed into a phantom-zone-like 4GB DVD.

An alternative way with windows

Many distros claim to be optimised for older 
hardware, often by adding a lighter desktop. 
WattOS is an Ubuntu derivative that takes a similar 
approach with its LXDE based release, but this 
Microwatt Edition goes even further. It uses the i3 
tiling window manager, which works differently 
from the traditional floating window approach. 
Open windows are tiled across the whole screen. 
Open a single window and it fills the screen; open 
another and both are resized to use half the space 

each. Of course, sometimes you want a window to 
have priority, so this behaviour can be controlled. 
This manager also uses the keyboard as the main 
control mechanism, so much so that the default 
wallpaper for wattOS lists the main shortcuts.

New users might be confused by the lack of an 
application menu: instead, open the file manager 
and go to its Applications section from the left-
hand menu. From here you can browse available 
programs, configure the system and so on.

WattOS R9
32-bit

www.linuxformat.com/dvdsupport
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New to Linux?
Start here

OpenMediaVault 2.1

Are you reading 
this on a tablet?
Download your DVD from 
www.linuxformat.com

Specialised NAS-based distro

Linux for learners, take 2

OpenMediaVault is a ready-to-go file server for 
home and small office networks. Unlike most of 
the distros on our cover DVD, this is not a live distro 
but a more traditional install disc. Copy the ISO 
image to a CD-R or USB stick and boot from that 
to install. You may want to try out OpenMediaVault 
before letting it loose on your hard drive, and the 
developers have thought of that. Go to http://
openmediavault.org and follow the Demo link, 
which takes you to an online demo where you 
can view some of its features. See our review in 
HotPicks, page 56, for more information.

We have commissioned some video tutorials to 
help you get to grips with your Linux distro. These 
tutorials are based on Ubuntu 15.04 but, following 
the ‘Linux is Linux’ paradigm, most of what they 
cover applies to many other distros. The Using the 
Desktop video is fairly Ubuntu (or more accurately 
Unity) specific, and the package management 
video is not much use to those with RPM distros 
like Fedora and openSUSE, but the sections on 
programs and applications, such as web browsers 

and LibreOffice, apply whatever distro is running 
underneath. The videos are in a standard MP4 
format, so you can view them anywhere, although 
the easiest way is to click on the video thumbnails 
after loading the DVD’s index into a web browser. 
If you use Chrome/Chromium and have a 
Chromecast device, you can even view them on the 
family TV, although not all families will appreciate 
such an interruption to their normal diet of soap 
operas and (un)reality TV.

 What is Linux? How do I install it?
 Is there an equivalent of MS Office? 
 What’s this command line all about?
 How do I install software?

Open Index.html on the disc to find out

And more!

Linux training

32-bit

MP4 videos

System tools
Essentials
Checkinstall Install tarballs with your 
package manager.

Coreutils The basic utilities that should 
exist on every operating system.

HardInfo A system benchmarking tool.

Kernel Source code for the latest stable 
kernel release, should you need it.

Memtest86+ Check for faulty memory.

Plop A simple manager for booting 
OSes, from CD, DVD and USB.

RawWrite Create boot floppy disks 
under MS-DOS in Windows.

Smart Boot Manager An OS-agnostic 
manager with an easy-to-use interface.

WvDial Connect with a dial-up modem.

A
s this is the education 
issue to help you get 
started with Linux, 
we’ve included 16  

video tutorials from the Urban 
Penguin, hosted by Linux expert 
Andrew Mallett. Through these 
videos, you’ll be introduced to 
Linux, the desktop and the 
standard development tools. He 
holds your hand through using 
the classic desktop programs 
and office tools, then cover more 
advanced topics. If you’re feeling 
brave, we start to look at how 
you can use Ubuntu to develop 
software, and the basics of 
programming. Moving past that, 
we turn to the essentials of the 
core Linux systems that run 
under the hood, so you can push 
your knowledge even further. If 
you like the idea of open source, 
Linux and Ubuntu, you can 
discover more at: 
www.theurbanpenguin.com.
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LXF203 will be on sale Tuesday 
29 Sept 2015

Get into Linux today!

Contents of future issues subject to change – we might be too busy fighting.

Free Software Foundation 
The FSF turns 30 in October 2015. We celebrate with 
interviews and features on software freedom.

Linux filesystems  
They’re the systems that store all of your vital files, but 
which is best? We look in-depth at filesystems… Sexy!

Upgrade your desktop
Bored with your current desktop environment? Find 
out how to upgrade and improve your Linux desktop.

We are committed to only using magazine paper which is 
derived from well-managed, certified forestry and chlorine-
free manufacture. Future Publishing and its paper suppliers 
have been independently certified in accordance with the rules 
of the FSC (Forest Stewardship Council).

We pit the best desktop distros head-to-head to see 
how 2015 has changed the distro landscape.

Future is an award-winning international media 
group and leading digital business. We reach more 
than 49 million international consumers a month 
and create world-class content and advertising 
solutions for passionate consumers online, on tablet 
& smartphone and in print. 
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