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Welcome to the latest issue of Linux User & Developer, 
the UK and America’s favourite Linux and open source 
magazine. Putting together your own computer – having 
hand-picked the parts to meet your ideal specifi cation – 
is incredibly satisfying and also highly educational. This 
month we’re showing you how to do just that, so you can 
take advantage of the holidays to set up a fresh Linux rig 

for the new year – we focus on a solid mid-tier build but you can 
easily adapt our recommended shopping list. Turn to page 20 to get 
started. Just as satisfying and equally handy is running a distro that 
you’ve tailored to both your hardware and your taste in software, 
so read on once you’ve built your PC to fi nd out how the Ubuntu 
Customisation Kit works and create your perfect installation ISO.

We’re also putting the Steam Machines through their paces 
this month, now that the long-awaited Linux-based consoles are 
fi nally out in the wild. From page 86 we have a supertest of the 
Alienware, CyberPowerPC and Zotac models, with accompanying 
performance benchmarks for each, to help you choose the right 
Steam Machine for you. Rounding off a rather hardware-focused 
month, you can fi nd our report on this year’s excellent Pi Wars event 
starting on page 56. Full  of duelling robots, creative coders and 
ambitious electricians, it’s not to be missed! Enjoy the new issue.

Gavin Thomas, Editor
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Dell enables fi rmware 
updates within Linux
The fi rst of a stream of manufacturers making our lives easier

FIRMWARE

Above  The Linux Vendor Firmware Service launched in the summer of 
2015 but take-up has been relatively slow to date

Below  Dell has become the second company to sign up to the LVFS

Dell has confirmed that it has become the 
first major manufacturer to sign up to the 
Linux Vendor Firmware Service (LVFS), a 
project which aims to make it possible to 
update device firmware from within Linux 
rather than requiring users to boot into a 
proprietary operating system.

Created by Richard Hughes, the LVFS 
and its associated fwupd package began 
life as a means for users of Hughes’ 
ColorHug colour calibration hardware to 
update the firmware of the device from 
within Linux. With Dell’s membership, 
the project moves forward as a formally-
supported method of updating device 
firmware from multiple manufacturers for 
the first time.

Dell’s use of fwupd will begin with the 
company’s Dell Edge Gateway 5000/5100 
Series hardware, which the company has 
been trialling through the LVFS. Support 
is due to expand in the future, however: 

“I’ve been told that Dell are considering 
expanding out the LVFS support to all 
new models supporting UEFI updates,” 
Hughes explained in the announcement of 
the partnership.

It’s not just Dell taking an interest in the 
LVFS, either. Hughes has indicated that 
numerous other major vendors are trialling 
updates through the service, though at the 
time of writing he was unwilling or unable 
to name names. Currently, usage of the 
fwupd tool is limited. “In November, 224 
firmware files were installed onto client 
systems using fwupd,” Hughes revealed. 
“At the moment, to update the firmware 

metadata you need to manually click the 
refresh button in the updates page, which 
so far 40,000 people have done. Given 
that the ColorHug hardware is the only 
released hardware with firmware on the 
LVFS, the 224 downloads is about what I 
expected. When we have major vendors like 
Dell (and other vendors I can’t talk about 
yet) shipping real consumer hardware 
with UEFI update capability the number 
of files provided should go up by orders 
of magnitude.”

To support these users, Hughes has 
been working on improving the LVFS 
process. From the release included in 
Fedora 24, the firmware metadata will 
be automatically refreshed rather than 
requiring manual updating, meaning that it 
will be possible to be automatically notified 
when new firmware is available. The fwupd 
build included in Fedora 24 will also be the 
first to support system upgrading from 

within GNOME and to support USB devices 
adhering to the Device Firmware Upgrade 
(DFU) standard.

The development of fwupd and the Linux 
Vendor Firmware Service is financially 
supported by Red Hat, though Hughes 
offers access to the service freely to all 
distributions. Dell is currently asking its 
customers to fill in a survey, available at 
is.gd/dellsurv, to ascertain interest and 
begin planning which models of hardware 
will be the next to gain LVFS support. 
No formal roadmap for extending its 
use of LVFS has yet been provided by 
Dell, however.

 The project moves forward as a formally-
supported method of updating device fi rmware 

from multiple manufacturers for the fi rst time 
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TOP FIVE

1  Pi Zero support
The biggest reason to update for a lucky few tens 
of thousands of people worldwide is Raspbian’s 
new support for the Raspberry Pi Zero, a pared-
down ultra-compact device which packs the 
computing power of the original Pi into a chewing-
gum sized board priced at less than £5.

2  Node-RED Added
IBM’s popular Node-RED drag-and-drop 
development environment for Internet of Things 
(IoT) projects is now included by default, offering a 
browser-based environment for rapid application 
development. Existing Raspbian users can simply 
install the new nodered package.

3  New Package Manager
Raspbian has long struggled with package 
management, with traditional graphical tools 
struggling on the single-core models and the 
text-based versions putting newcomers off. 
Thankfully, a new package manager looks to fi x 
that once and for all.

4  GPIO Zero Included
Although it has long been available as a separate 
package, GPIO Zero is now installed by default. 
Designed to make addressing the general-
purpose input/output (GPIO) header from Python 
apps easier, it replaces the older and more 
complex RPi.GPIO library.

5  Video Playback Boosted
A new version of the Epiphany browser promises 
to make video playback smoother on the Pi’s 
on-board graphics processor, with better support 
for several popular sites including YouTube and 
Vimeo and overall improved stability during 
streaming and playback.

New features 
in Raspbian

Canonical has announced that it is offi cially 
disabling the online search functionality of its 
Unity desktop environment from Ubuntu 16.04 
onwards, ostensibly due to changes planned 
for Unity 8.

The on-by-default online searching 
functionality led to considerable user backlash 
when Canonical introduced it in Ubuntu 
12.04. Designed to offer a more polished 
user experience while generating a revenue 
stream for Canonical, the system would send 
all searches performed from within Unity to a 
remote server in order to push related products 
into the system. Searches for the Terminal 
application, for example, would also reveal 
Amazon results for the fi lm The Terminal, while 
anybody clicking on such a result would earn 
Canonical advertising revenue.

The system was branded “spyware” by the 
Free Software Foundation and described as a 
“major privacy problem” by the Electronic Frontier 
Foundation, but Canonical insisted that it was 
benign and could be disabled by the user. Now, 
though, it’s disabling the system by default from 
Ubuntu 16.04 onwards.

“Online search will be off by default. This 
means that out-of-the-box none of your search 
terms will leave your computer,” explained 
Canonical’s Will Cooke of the change. “You can 
toggle this back on through the Security & Privacy 
option in System Settings. Additionally, if you do 
toggle this back on then results from Amazon & 
Skimlinks will remain off by default,” he added, 
referring to the two biggest advertising revenue 
generators for Canonical.

In addition, Ubuntu 16.04 will no longer include 
the various music-related Scopes in its default 
install and will see the Music Store, launched in 
September 2012 as part of the Ubuntu One cloud 
initiative, retired completely.

The shift comes not as an admission of 
wrongdoing by Canonical, though, but as a 
precursor to the launch of Unity 8. “We can better 
manage the eventual transition to Unity 8 and not 
have to maintain two sets of scope infrastructure 
for the duration of the LTS support period of fi ve 
years,” Cooke explained, adding that “On Unity 8 
the Scopes concept has evolved into something 
which gives the user fi ner control over what is 
searched and provides more targeted results.”

Above  Raspbian’s new package manager has a 
much more user-friendly graphical interface

Above  Previously enabled by default, the search system would upload even local searches to remote servers

UBUNTU

Canonical ditches 
“spyware” search tool
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Copyleft & compliance
Copyleft licences drive the success of free software and the 

development of Linux by ensuring reciprocity and community

OPINION FREE SOFTWARE

 Much of the success of GNU/Linux has 
been due to the GPL, and the reciprocity 
it ensures. Copyleft obliges those who 

distribute the code to pass on the same rights to 
others, unimpaired, which means giving access to the 
source code, and to any changes that have been made 
to the code. As we know, the GPL has few conditions. 
The user of software licensed under the GPL can 
deploy the software in any context that they please. 

The software can be repackaged and sold, or given 
away for free, and verbatim copies can be made of the 
program. The only restriction is that if the code is made 
publicly available in any form, the source code must 
also be available, accompanied by the GPL and any 
notices referring to the GPL, including the copyright 
and disclaimers of warranty for the software. All 
changes to the code must be noted and released under 
the GPL, with notice of the changes and who made 
them. In this way, copyleft guarantees the freedom of 
the code and ensures reciprocity and community. 

The restrictions of the GPL help to ensure open 
standards and the continuity of the code that are vital 
if people are going to inter-operate in a networked 
world, which has worked to the advantage of users and 
developers alike. Copyleft has made it easier to port 
Linux and other software to mobile and embedded 
devices, which has spread the usefulness and reduced 
the cost of these devices. 

In the early days, much of the success of free 
software was due to the ubiquity of GCC, the GNU 
Compiler Collection. Because GCC was the cheapest 
and most effective of compilers and used the GPL, it 
became the path of least resistance for companies 
to add the code to compile languages and proprietary 
architectures into GCC, which in turn made the 
languages and architectures accessible to others. 

If chip manufacturers or the designers of proprietary 
languages kept their changes to themselves, the 
languages and the architectures would be less 
useful to ISVs and OEMs and to the manufacturers 
themselves. The portability of GCC played a big part 
in making it possible to port Linux to many devices. 
A permissive licence would not have prohibited this 
effect, but would have made it less likely, if only 

because the GPL enforces reciprocity and in doing so 
encourages some level of commonality. 

Similarly, reciprocity was a positive asset for the 
growth of use of the Linux kernel across the computing 
industry. Copyleft ensured that a company that 
contributed to the Linux kernel had the assurance that 
it would also benefit from the contribution of others. A 
company could fork, strip or enhance the Linux kernel 
according to the strengths and weaknesses of the 
company’s hardware, but its enhancements had to 
be made available to others. And the GPL, which gave 
assurance of the continued freedom and commonality 
of the code, was the driver behind this impulse.

All this assumes compliance with the terms of the 
GPL, and this is where Software Freedom Conservancy 
comes in. The benefits of reciprocity and re-usability 
of code are not always visible to the end user, but are 
vital to the continued health of free software. Sharing 
the code is useful to everyone, but the application of 
copyleft depends upon the willingness of distributors 
of GPL’d software to comply with the terms of the 
licence, and/or the willingness of copyright holders to 
act in defence of the GPL. And the licence hasn’t always 
been enforced because the copyright holders have had 
other things to do, or because the copyright has been 
assigned to corporate entities that don’t care about the 
licence beyond their immediate needs. 

Software Freedom Conservancy ensures, on behalf 
of developers, that third parties comply with the 
terms of the GPL. For the most part this is a routine 
undertaking. Most infringements are not deliberate, 
and according to Bradley Kuhn, the founder of SFC, 
“99.999 per cent of violations get resolved without 
court proceedings. Most of the companies that have 
had enforcement actions against them nobody’s 
ever heard of, and they came into compliance without 
much fanfare.” 

While most companies comply without a fuss, there 
are a handful of notable exceptions, the most famous 
of which involves VMware, which is alleged to have re-
used portions of Linux kernel code in its own kernel 
codebase, and was covered in this column earlier 
this year. The case, involving the senior Linux kernel 
developer, Christoph Hellwig, is still ongoing. 

Richard Hillesley
writes about art, music, digital 

rights, Linux and free software for 
a variety of publications

 The 
restrictions of 
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Microsoft offers official 
Linux certification
Teaming up with TLF for new Azure cert

CLOUD

Microsoft, which has for years stood against 
Linux in the data centre, has teamed up with The 
Linux Foundation to offer a joint certification 
aimed at those using Linux guests on the 
company’s Azure cloud computing platform. A 
tacit admission of the success of Linux in cloud 
computing, and echoing comments made earlier 
this year by Azure chief technology officer Mark 
Russinovich regarding the need to support Linux 
on Azure, Microsoft’s new certification is designed 
as a follow-on to the Microsoft Implementing 
Azure Infrastructure Solutions and Linux 
Foundation Certified System Administrator exams.

“Today’s IT environments demand more from 
professionals than ever before, and the ones 
equipped to manage this new landscape look 
to professional certifications to rise above the 
rest,” says Jim Zemlin, executive director at The 
Linux Foundation, in the joint announcement. “A 
Microsoft-issued certification that includes the 
Linux Foundation Certified SysAdmin exam will 

definitely allow professionals to stand apart from 
their peers and allow them the opportunity to work 
on the most interesting technologies of our time.” 

“The Linux Foundation is the leading 
organisation representing stakeholder interests 
in the open source ecosystem,” emphasised 
Steven Guggenheimer, chief evangelist at 
Microsoft. “That, combined with its proven 
commitment to professional, distribution-flexible 
and performance-based certifications, makes 
it a natural choice for our partner for Linux on  
Azure certifications.”

The Microsoft Certified Solutions Associate 
Linux on Azure certification is available now, 
with the promise that it “demonstrates your 
ability to design, architect, implement, and 
maintain complex cloud-enabled Linux solutions 
that leverage Microsoft Azure open source 
capabilities” and “also validates your Linux system 
administration skills to show that you are fluent in 
today’s cloud-native world.”

Apple has announced that it is releasing its Swift 
programming language under an open source 
licence and setting up a new community site 
designed to foster its adoption. Originally created 
for the company’s iOS and OS X operating systems 
and since ported to Linux, Swift was released 
in June 2014 as a more resilient alternative to 
Objective-C and the flagship for Apple’s approach 
of “protocol-oriented programming.” To aid its 
adoption outside the iOS/OS X ecosystem, the 
company has now released the language as an 
open source project under the Apache Licence 2.0.

The release, publicised through the company’s 
newly-set-up GitHub repository, includes source 
code for the Swift compiler, LLDB debugger, 
REPL, standard and core libraries, and other 
projects. The company has also indicated it will 

Apple open-sources Swift
OPEN SOURCE

Protocol-oriented language released on GitHub

GRAPHICS

AMD takes on 
NVIDIA with new 
graphics toolkit
AMD has announced a new set of open 
source tools for developers called 
GPUOpen. Similar to rival NVIDIA’s 
proprietary GameWorks libraries, the toolkit 
will empower game developers with a range 
of visual effects, tools, libraries and SDKs 
designed to make optimal use of the GPU. 

With GPUOpen set to launch in January 
2016, AMD plans to include TressFX, 
ShadowFX, GeometryFX and AOFX access 
– software for dealing with hair, shadows, 
object geometry and ambient occlusion, 
respectively. GPUOpen will also feature 
libraries and SDKs including the FireRender 
rendering engine, LiquidVR, RapidFire and 
Firerays, plus DirectX 11 and DirectX 12 code 
samples, along with the CodeXL debugger 
and performance profiler. All software 
provided through GPUOpen will be made 
available under the MIT licence and hosted 
on GitHub.

Currently, AMD has both a closed-source 
Catalyst driver and an open source Radeon 
driver. Going forward, AMD will have two 
driver stacks – ‘All Open’ and ‘Professional/
Gamer’ – above a single, open source base 
graphics driver: AMDGPU. With OpenCL 
and Vulkan support on the roadmap for 
AMDGPU, and the new GPUOpen providing 
a vendor-neutral set of GPU tools, AMD is 
embracing open source at the heart of its 
strategy for the year ahead.accept pull requests from outside contributors, in 

support of the open source ethos. The company 
has also set up swift.org, a site dedicated to the 
language. Used to organise the engineering of the 
language, the site is open to the community and 
includes issue tracking, a mailing list, tutorials, 
documentation, design guidelines, and how to 
contributing to Swift’s development.

“Swift makes it easy to write software that 
is incredibly fast and safe by design. Now that 
Swift is open source, you can help make the best 
general purpose programming language available 
everywhere,” Apple boasted of its release in a 
statement published to the swift.org website. 
“For students, learning Swift has been a great 
introduction to modern programming concepts 
and best practices.”

www.linuxuser.co.uk 9

Above  TressFX was used to create Lara Croft’s 
realistic hair in the rebooted Tomb Raider games
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DISTRO FEED

                

1. Linux Mint  3,705

2. Debian  1,903

3. openSUSE  1,487

4. Ubuntu  1,383

5. Fedora  1,057

6. Mageia  1,015

7. Manjaro  - 958

8. CentOS  820

9. Kali  802  

10. Puppy  - 775

 Top 10
(Average hits per day, 24 November - 14 December)

Latest distros 
available:
fi lesilo.co.uk

Mozilla pivots 
Firefox OS for IoT
Bad news for Firefox OS handset owners

Let’s Encrypt, the joint initiative to create an 
automated certificate authority to make it 
easier and cheaper for administrators to add TSL 
security to their sites, has entered public beta.

Designed to use automated verifi cation to 
reduce staffi ng requirements and offering 
certifi cates completely free of charge, Let’s 
Encrypt is off to a grand start. In the fi rst week 
of its public beta the service issued more than 
100,000 individual certifi cates, fi gures show, 
including the 26,000 it issued during a closed 
beta period.

Let’s Encrypt enters public beta
SECURITY

MOBILE

“We have more work to do before we’re 
comfortable dropping the beta label,” says the 
Internet Security Research Group’s Josh Aas, 
“particularly on the client experience. Automation 
is a cornerstone of our strategy, and we need to 
make sure that the client works smoothly and 
reliably on a wide range of platforms. We’ll be 
monitoring feedback from users closely, and 
making improvements as quickly as possible.”

Interested parties can download the client and 
apply for certificates from the service by visiting 
letsencrypt.org and following the documentation.

100,000 certifi cates issued within a week

Mozilla has confi rmed that it is dropping 
development of the HTML5-powered Firefox 
OS as a smartphone platform, but claims it 
will use the bones of the project for a new 
platform aimed at Internet of Things (IoT) 
projects. Launched in 2013, initial interest 
in Firefox OS was high. Demand for the fi rst 
devices to run the software crashed retailers’ 
websites, but poor performance and a lack of 
third-party development cooled the ardour of 
even the most fervent fan. With sales lacking 
and new OEM partners thin on the ground, 
Mozilla has opted to call it a day on the project.

“[The] Internet of Things, as many call it 
today, will fundamentally affect all of us. 

We will prototype this future starting right 
now using technologies developed as part 
of the Firefox OS project to give us a kick 
start,” explained Mozilla’s vice president for 
connected devices Ari Jaaksi of the move. “We 
will make space for this exploration by stopping 
our work to build and ship smartphones 
through carrier partners.”

That cessation of development work on 
the smartphone side of Firefox OS means 
those with existing handsets will receive no 
more software updates, including security 
and bug fi xes, and puts paid to any possibility 
that companies will port their smartphone 
applications to the platform.

 This month
■ Stable releases (14)

■ In development (3)

We’ve seen just three 
development releases 
this month: Deepin 15 

Alpha 2, Elive 2.6.12 
Beta, and Pentoo 

2015.0 RC4.6

 Highlights
Elementary OS 0.3.2
A relatively minor update to the 
distribution’s Freya branch, the 0.3.2 

release is mainly notable for fi nally squashing 
some bugs users have had with GRUB boot 
errors appearing on UEFI and Secure Boot-
enabled systems.

Linux Mint 17.3
Still the most popular Linux distribution 
around, the Mint 17.3 release represents 

a Long Term Support (LTS) build with official updates 
planned right through to 2019.

Q4OS 1.4.4
Designed for low-resource hardware, the 
latest Q4OS build includes a new update 

notifier and manager along with improved file transfer 
performance to and from Android devices.
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Convert tabs to spaces
Learning about the beauty of text processing by learning how to 

translate a tab character into multiple space characters

OPINION CODING 

 The issue we’re looking at this month 
is converting a tab to a given number of 
space characters and vice versa. This 

particular functionality is most often needed in text and 
programming editors and less often in word processors.

Two C programs are going to be developed this 
month. The t2s.c program replaces tabs with space 
characters. The number of space characters is defined 
as a command line argument. Similarly, s2t.c replaces 
space characters with tab characters; once again the 
number of space characters is provided as a command 
line argument. As you might have guessed, the 
implementation of t2s.c is easier than s2t.c because a tab 
is a single character whereas the exact number of spaces 
may vary. A tab character is represented as \t and a space 
character is represented as ‘ ’ in C.

There are two main approaches for solving this 
problem: using a separate function for each task or 
embedding the functionality inside main(). As the first 
approach is more generic and reusable, both t2s.c and 
s2t.c will use a separate function named t2s() and s2t(), 
respectively. Both functions will return a string and 
get a string and an integer as their input. The integer 
variable will define the number of space characters that 
will replace a tab character and the number of space 
characters required to be present in order to be replaced 
by a tab, respectively.

Inside both t2s() and s2t() the input string will be 
processed character by character. The final output can 
be printed on screen using printf() and the user will be 
free to save it or discard it – therefore the original string 
will remain intact. Defining exactly how each program will 
behave is very important, especially when you are making 
changes to your input. The core part of the t2s() function 
implementation is the following:

  while ( (c = *line++) ) {
      if (c == ‘\t’) {
          for (i = 0; i < n; i++) {
              *newLine++ = ‘ ’;
              totalChars++;
          }
      }
      else {
          *newLine++ = c;

          totalChars++;
      }
  }

The input string is processed character by character 
using pointer arithmetic. If you are unfamiliar with pointer 
arithmetic, the code might be difficult to read, especially 
the condition in the while() loop. *line++ does two things: 
first, it dereferences line for the program to read a 
character and then increments the pointer to point to the 
next character. As the ASCII code of the NUL character, 
which signifies the end of a string in C, is 0, the end of the 
string also terminates the while() loop.

The difficulty in ts2() is that you must pre-allocate 
enough space for the string you are going to return. The 
worst-case scenario is when the input string is full of 
tabs; therefore, malloc() function does the necessary 
memory allocation for the newLine string using the worst-
case scenario.

The most interesting part of the s2t() function 
implementation is the for loop – open up s2t.c and take a 
look now (it’s two lines below the first comment). As you 
can see, this time the input string is processed using 
array arithmetic, which is simpler to understand. The 
key idea here is that when the required number of space 
characters is found, a tab is inserted.

Both functions are relatively easy to read if you 
know what they do and how they operate. However, the 
t2s() implementation is cleaner as it performs a much 
simpler task due to the fact that it only looks for a single 
character. If you decide to replace the tabs with zero 
characters when executing t2s.c, then all the tabs of the 
original string will be deleted!

The s2t.c program does not allow a zero as its 
command line parameter; the relevant checking takes 
place inside main(). Both functions are greatly simplified 
by the fact that an extra string is used for storing the 
resulting string. However, s2t() benefits the most from 
the extra string.

Once again, it should be made clear by the coding 
column of this month that simple yet challenging 
problems will make you a better programmer, so try to 
solve as many of them as possible.

You can find the source code of this article at github.
com/mactsouk and on FileSilo.   

Mihalis Tsoukalos
is a UNIX administrator, a 
programmer, a DBA and a 

mathematician. He has used 
Linux since 1993
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Digital signage with Screenly

 Why did you create Screenly?
It was around New Year’s 2012, I stumbled 
into a position where we basically had to 

create a digital signage solution for a company that 
was acquired. Between just before Christmas, when 
the deal closed, and the fi rst of January, roughly, we 
ended up having a digital signage network and no 
software. So that’s really how the very fi rst version of 
Screenly came to be, the POC [proof of concept] – that 
ended up being a very rough-around-the-edges kind of 
solution where it just wrapped around a lot of tools like 
rsync, bash and a lot of baked-in Linux tools. 

In this time-frame we basically looked at what 
was out there – bear in mind, this was before the 
Raspberry Pi – and our goal was to see what open 
source solutions were out there, and we found that 
none of them were really up to snuff. We looked at them 
and they were kind of rough, too homebrew-ish to be 
something that could be relied upon in production. So 
we said, well, we could do something better than this 
anyways – we just need something simple. Within two 
weeks we had a prototype that worked.

Fast-forward about four, fi ve months or so and the 
Raspberry Pi came along. We were running on regular, 
commodity PCs back then – I think the bill of material 
for each computer was about four hundred bucks or so. 
Then the Raspberry Pi came along and it was thirty-fi ve 
bucks per unit. It was like, ‘Wait a second – this device 
can do exactly what this four hundred-dollar computer 
can do, at a much smaller price point?’ So I ended up 
porting in and running a prototype of what is today 
Screenly OSE, an open source version of Screenly, 
and I think that by June or so, about a month after I 
got my Raspberry Pi, we had this version working. We 
open-sourced it, put it up on GitHub, we posted on the 
Raspberry Pi forum and it really just exploded. 

We never… I mean, we wrote this for our own needs 
so we didn’t intend this to be a big product, but it just 
exploded. We posted one post in the Raspberry Pi 
forum [bit.ly/22ihRCi], and I think that thread on the 
forum has something close to 130,000 views, close to 
700 replies. The funny thing is, that is more or less the 
only marketing we’ve done for Screenly. I think so far 
we’ve spent under fi ve hundred bucks on marketing!

The disruptive power of the Raspberry Pi gave Viktor 
Petersson the opportunity to launch a low-cost solution 
to the problem of effectively driving multiple screens

Viktor Petersson
co-founded the software company 
WireLoad Inc while still in college, 

which grew into a thriving business. 
In 2013, Viktor took a break from 

WireLoad and joined CloudSigma 
to head partnerships and business 
development. In early 2015, Viktor 

rejoined WireLoad as the CEO 
to support the company’s latest 

product, Screenly. Today, Screenly 
is the most popular digital signage 

solution for the Raspberry Pi, 
powering thousands of screens 

around the world.

Right  The  Screenly Pro dashboard gives 
you at-a-glance info on your signage, 
including its location, IP and last ping
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So we launched Screenly and we were overwhelmed 
by the amount of feedback and traction we got from 
that, and it really goes to prove that the Raspberry Pi 
community really is amazing. I think a month or two 
after we launched the open source version of Screenly 
we were contacted by a company in the US that had 
something like 10,000 ATM machines around the US, 
and they were like, this would be great for us. So we 
thought we should probably do a commercial version. 

That particular deal didn’t pan out, but we started 
to get more and more questions from companies who 
were like, ‘This is great but we actually want something 
that’s commercially viable – a managed service and 
not just an open source standalone solution’. So that’s 
how Screenly Pro, our hosted and managed service of 
Screenly, came to be – it grew out of demand. So we 
started writing this and it took us about eight months 
or so to get the fi rst prototype up, the fi rst beta of that.

The OSE is a standalone solution, so you install it on 
the Raspberry Pi and you basically point your browser 
to the IP address and manage it from there. Screenly 
Pro, on the other hand, is a managed service, so we 
have a disc image that you download and you basically 
pair it – when it boots up the fi rst time, you get a PIN 
on-screen and you pair that with the web interface 
– and that’s it! No keyboard or mouse or anything on 
the actual device. And there’s central management 
through the web interface, where you manage all these 
screens. If you sign up for a twelve-month package we 
give you the hardware for free. We have thousands of 
these screens running around the world today. 

That’s how Screenly and Screenly Pro came to 
be. We maintain both – we think the Screenly Open 
Source Edition is essential and we defi nitely want to 
give back to the community in terms of maintaining 
that and providing updates to it. We have developers 
working on that all the time, as well as Screenly Pro. 
We’re a big open source company and we use open 
source wherever we can. We like to submit updates 
and patches whenever we can, and provide feedback 
to the community.

What sorts of use cases have you seen with the OSE 
and Pro editions?
The long-term vision with Screenly and Screenly 
Pro is basically to become a screen platform. If you 
have anything that you want to display, you should 
be able to do that over either a web interface or over 
our API. That’s the big picture. We currently support 
web pages, images and videos, so we cover most use 
cases. In terms of actual people using this, I would say 
for the majority of people – if you look at the data that 
people are using it for – it’s mostly images, but we do 
see a fair amount of all types of content, really.

We’ve been completely surprised by how people are 
using this. One of the most interesting use cases is a 
customer that manages hotels. So you know the TVs in 
hotel rooms? They are usually fed by a central system 
in the hotel, and a lot of these are dated and they run 
on RCA, which is a dying standard, more or less, and it 

Screenly launched its Reseller 
Program early in 2015 to enable 
companies to sell Screenly 
subscriptions to their own 
customers. For each new qualified 
customer signed on to Screenly, 
the reseller receives 15% of the 
subscription value. “It just came 
about organically,” says Viktor. 
“It’s been really successful, I’d 
say – we’ve been overwhelmed by 
how many use cases there are for 
Screenly that we just could never 
have thought of ourselves. There 
have been a lot of resellers who are 
vertical-specific, so they cater to a 
lot of local retail stores, restaurants, 
or they have some other specific 
use case, so really it’s been an 
enabler for them to actually earn a 
commission off not only that, but 
they can also sell additional services 
on top of Screenly.”

Reseller 
Program

Above Screens can be grouped inside Screenly Pro in order to 
facilitate, for example, regional variations in your displays
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just so happens that the Raspberry Pi supports that. 
So what they did was they threw the legacy system 
out and they took Screenly to replace it, so they could 
manage the hotel’s TV system.

The most popular, I would say, is retail. Adverts in 
hotels, restaurants and retail stores; info boards in 
universities and schools; churches use them as well; 
even companies, within the break room. One of the 
more interesting uses, I think, that I really like, is for 
dashboards. Maybe you have your Nagios, Hosted 
Graphite or Geckoboard, whatever you want to have 
– we see customers with that. So instead of having 
a mouse or keyboard to the screen and going in to 
manage that way, they throw Screenly on it and they 
can manage centrally. Currently, the way we do it is that 
we just display the web pages, and for most of these 
dashboard softwares they have a private URL for each 
individual dashboard, that you can basically add as an 
asset inside Screenly and Screenly Pro.

Going forward, we’re thinking about the ‘app store’,if 
you like, of add-ons – that’s defi nitely something that 
we have on the radar, and something we’re looking to 
do in the future, so you can basically integrate this with 
your board seamlessly. It’s something we are looking to 
do in the future but we’re not quite there yet.

What advantages are there to Screenly Pro besides 
the monitoring tools?
One thing that I think is really key for Screenly Pro, 
but I think a lot of people are struggling with on 
the Raspberry Pi, is video encoding. The GPU on the 
Raspberry Pi is relatively picky in terms of the formats, 
so what we do with Screenly Pro is, for all the videos 
that we upload to our system, we encode them before 

we dispatch them to our devices. We know exactly what 
format we want sent to the device, and that basically 
means we can upload something like a Windows media 
fi le to our system and it would work on the Pi. So that’s 
one of the really big features.

The whole thing about logical groups is also a really 
popular feature. Let’s say if you’re a retail chain and 
HQ wants you to manage all the marketing, maybe you 
have hundreds of stores around the nation. You might 
want to have each region grouped, so you can then 
schedule playlists towards those particular groups. So 
that’s a pretty popular feature.

Also, the playlist management feature is a lot more 
sophisticated. I’m actually really happy with the way 
we’ve structured it – you can set conditions, really 
complex rules. With a hotel or restaurant, say, you 
could have one menu for the breakfast hours and one 
for the lunch hours, one for dinner hours, and maybe 
you have a brunch menu on Sundays. That was a 
highly-requested feature that we got early on, and 
that’s why we spent a lot of time on making the playlist 
really dynamic. The big strength of Screenly Pro is that 
you don’t have to worry about these devices. What we 
strive to do here is have a ‘set and forget’ device – plug 
it in and then it just sits there, it doesn’t stop.

We are working on a new player module that is going 
to take Screenly to a whole new level, which we hope 
to get out in Q2 or so next year. We’ve basically written 
an entire player from scratch, and leveraged a lot more 
of the hardware resources – we’ve basically squeezed 
all the power we could get out of the Raspberry Pi, and 
we’re doing some really fancy things with that.  

Above The playlist feature gives you a GUI-driven means of 
setting up rules for when your content is played

Snappy Ubuntu Core is a minimal 
server image from Canonical 
that’s managed with transactional 
updates, designed for atomic 
upgradability with roll-back 
baked-in. “We are moving to Snappy 
[Ubuntu Core],” Viktor told us. “When 
we move to a new player, we’ll most 
likely be doing it on Snappy instead 
of Raspbian. We’ve been playing 
with it and it seems very promising. 
What we missed with Raspbian was 
being able to build an image from 
scratch and have full control over 
it, as well as being able to work with 
Canonical to get good support. Also, 
I’m very impressed by how they’ve 
done on the technical foundation 
of that – it’s definitely more robust, 
even though it’s just early days.”

Snappy 
Screenly
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Jon Masters details the latest happenings in the kernel community, 
including the approach of Linux 4.5, Ras Pi graphics and security

OPINION

 Linus Torvalds announced the latest 
Linux 4.4 Release Candidate 6 (-rc6). 
In his announcement, he noted that 

“things remain fairly normal” for this late point in 
the development cycle. Typically, there are at most 
seven or eight release candidates prior to a final 
version of the kernel, which means that the final 4.4 
kernel is imminent. That kernel will include many 
changes under the hood, as well as new drivers, 
and a few features more visible to end users and 
userspace developers. 

One of those more noticeable features is the 
addition of a driver for the Broadcom Videocore 4 
(VC4) GPU found inside Broadcom’s BCM2835 and 
BCM2836 SoC (System-on-Chip) processors, known 
more generally for their use in the Raspberry Pi and 
Raspberry Pi 2. The new KMS (Kernel Mode Setting) 
driver is very rudimentary in its support for non-3D 
accelerated basic display plane and cursor output on 
the Pi’s HDMI connector, but it marks the first time 
that an upstream kernel has contained support for 
graphics on the Pi, and perhaps a sign of eventually 
having full upstream kernel support.

The new 4.4 kernel release will at this rate occur 
early this year, possibly even by the time you’re 
reading this. New kernel releases mean the opening 
of the “merge window” – the period of time during 
which disruptive changes are allowed into the kernel 
– for the following 4.5 development cycle. The merge 
window is typically at most two weeks in duration, 
and requires preparation on the part of developers. 

Of course, the vast majority of new features will 
have been tested in linux-next, or in maintainer 
subtrees for an entire previous kernel development 
cycle (4.4) – such is the standard practice these 
days – but there are still last-minute activities prior 
to sending code up to Linus for inclusion into a new 
kernel. Many developers will just be returning from 
their holiday breaks as this activity hits a fever 
pitch, meaning that there could be unintended 
disruption both to holiday schedules, as well as to the 
development of 4.5. For this reason, Linus has pre-
announced that he is likely to delay the merge window 
opening by a few days after the release of 4.4.

Read-only memory
The Linux kernel uses memory in many different 
ways. There are runtime allocations for user 
application processes, which are known as userspace 
tasks, filesystem data, internal kernel states, and 
numerous other uses besides. Then there is statically 
“allocated” memory that is defined in the course 
of building the kernel image that will be loaded 
at boottime. 

Such memory is not really allocated by the kernel, 
it just is assumed to be reserved for use by the 
kernel from the moment that it begins to execute at 
boot. This memory often contains regions that will 
be touched early on and seldom or never modified 
again, no matter how long the kernel remains running. 
Some of this memory contains sensitive data that, 
if suitably manipulated by bad or rogue code, could 
cause significant security concerns. A recent effort 
aims to reduce the risk of such by making these 
memory regions read only.

Modern computer systems divide physical memory 
into millions of small (or sometimes, not so small) 
chunks known as “pages”. Pages are typically 4K, 
16K or 64K (kilobytes) in size. To put that into context, 
about 4K of machine memory is needed to store 
the plaintext version of this column on a machine 
that contains about 2 million physical 4K pages of 
RAM. Much more than 4K is of course consumed by 
a graphical text editor – although this author uses 
vim in a terminal – which might use as many as 25-
100 thousand pages of memory to contain all of 
the executable code and runtime data (as well as 
memory-mapped file data) used to provide those 
fancy features and popup paperclips.

Pages are the smallest unit of size that can 
be referenced and managed individually by the 
computer’s Memory Management Unit(s). The 
MMU(s) are used to translate “virtual” memory 
addresses into physical ones used by the memory 
chips containing the actual data. Such a translation 
is used in order to allow each running application, 
and, to an extent, the kernel itself, to use a convenient 
mapping between physical and virtual address. This 
also preserves the “virtual machine” abstraction 

Jon Masters
is a Linux-kernel hacker who has 
been working on Linux for some 
19 years, since he first attended 
university at the age of 13. Jon lives 
in Cambridge, Massachusetts, and 
works for a large enterprise Linux 
vendor, where he is driving the 
creation of standards for energy 
efficient ARM-powered servers

The kernel column
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illusion in which each running application does not 
need to be aware of every other one since it has 
an entire virtual memory address space to itself. 
Page size is a trade-off between keeping fine-
grained control over memory, and the amount of 
additional memory needed to store housekeeping 
data about virtual-to-physical memory translations, 
themselves stored in memory also managed by the 
kernel. Normal memory management hardware 
supports not only a translation to a physical address, 
but also page protections.

The “protection bits” are part of what prevents 
regular applications from touching kernel memory. 
The machine has a concept of privilege embedded 
into its understanding of such protections, which 
encompass certain access restrictions. This means 
that it is possible, for example, to mark a region of 
virtual memory as readable and executable by the 
kernel, but not visible to userspace applications. 
It is also possible to mark some kernel memory as 
non-executable. This allows for trapping of efforts 
to coax the kernel into running exploit code that has 
been inserted into a kernel maliciously through a 
“buffer overflow” type of scenario. Similar nasties 
can happen when the kernel is coaxed into changing 
data that is really only intended to ever be written 
during bootup (for example, during detection of 
various unchanging CPU properties), and then never 
changed again. Imagine the damage that could be 
done if a kernel could be convinced to change some 
of these values for an attacker.

A particularly nasty example of modification 
of read-only data comes in the form of the VDSO 
(Virtual Dynamic Shared Object) area of kernel 
memory. This is kernel-provided executable code 
that is at runtime linked into userspace programs. 
It is a rare example of kernel code directly visible 
to userspace. The idea behind VDSO is one of 
optimisation: userspace runs this optimised code 
directly rather than making slower “system” calls 
into the kernel proper for certain very performance-
sensitive tasks, such as reading various timestamp 
counters quickly. If the VDSO can be changed, an 
attacker has a large surface of attack with which 

to find ways to compromise the system. Thus, it 
is beneficial to mark such regions as being non-
writeable. The kernel actually already contains 
special sections of memory within its binary image 
that are marked as read-only during compilation, 
and loaded in such a way that the machine’s 
MMU(s) know to keep them safe from modification 
after bootup.

This mechanism of read-only code marking works 
well, hence its widespread adoption in recent years. 
A problem exists, however, when there is code – for 
example, in the VDSO – that needs to be modified 
early in boot and will then never be changed again. 
Kees Cook, of Google Chromium and security fame, 
aims to change this in future kernels by introducing 
what he originally termed “post-init read-only 
memory” which allows developers to mark areas of 
kernel memory as “read only” after a certain point 
(“init”) very early in the kernel boot process. That 
“init” point is referred to using the code annotation 
“__init”. It is not quite the same as the concept of 
userspace “init” or, more colloquially, as system 
boot, but it is similar.

Strictly speaking, such marking refers to the 
point at which the kernel begins to execute the 
userspace “init” (often, systemd) process, the first 
real userspace application (task) that spawns the 
rest. You could think of it as the point at which you 
might see “freeing init memory” during bootup if you 
booted without a graphical progress bar (booted 
without “quiet” and “splash” – or similar – on the 
kernel command line). The new work represents a 
continuation of an effort that is underway to make 
Linux less vulnerable to undisclosed “0-day” security 
problems by removing unnecessary attack surfaces 
to begin with. It is likely to land a Linux kernel near 
you within the next major release cycle or so (4.5/4.6).

Finally this month, Greg Kroah-Hartman (also 
known within the community as Greg K-H) released 
the final 4.2 “stable” series kernel. For those who are 
still using such an old Linux kernel, he informs them 
that 4.2 is “now end-of-life” and that they should 
at a minimum move for a 4.3.y version kernel if not 
something much newer.  
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WIN £5,400
of PostgreSQL training
We’ve teamed up with 2ndQuadrant to give 
away up to £5,400 worth of training to two 
lucky winners who’ll be able to master their 
understanding and use of PostgreSQL. 
The global experts in PostgreSQL support, 
training, development, migration and 
consultancy are offering two £2,700 training 
vouchers that can be used on their approved 
courses in London, which 100 per cent of 
clients have described as “excellent.”

All 2ndQuadrant training courses are taught 
by leading PostgreSQL experts, with many 
years of industry experience in databases and 
code development.  Courses last between one 
and fi ve days, and those currently available 
include Linux for PostreSQL DBAs, Replication 
and Recovery, and PostgreSQL Immersion – a 
fi ve-day intensive course for those wanting to 
learn PostgreSQL fast. For more information, 
please visit 2ndquadrant.com/en/training/
course-catalog.

The UK Met Offi ce approved PostgreSQL as 
its preferred RDBMS, following an evaluation 
of alternatives. The decision was infl uenced by 

2ndQuadrant training. Data Services Portfolio 
Technical Lead James Tomkins commented: 
“With the training we had from 2ndQuadrant 
we could feel the weight of expertise that 
came with Gianni [Dr Gianni Ciolli, tutor] and it 
was obvious he really knew his subject inside-
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of the largest teams of PostgreSQL experts in 
the world, and continues to make signifi cant 
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through development. Consequently, the 
company is able to offer 15-minute response 
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Where was Postgres, the 
forerunner to PostgreSQL, 
first developed? 
a. Massachusetts Institute 
 of Technology

b. University of California, 
 Berkeley

c. Harvard University

TERMS & CONDITIONS

The two winners will each receive a 2ndQuadrant training voucher worth up to £2,700. A training voucher entitles the winner to book only one course, lasting up to fi ve days and up to the value of £2,700, and cannot be used in conjunction with 
any other offer or discount. The training voucher will retain its value in terms of course days if prices increase before a course is booked.  Winners must book a scheduled course by 1 July 2016. Courses are subject to availability and will take 
place in London. Course dates are subject to change. Competition entrants must be at least 18 years old. The closing date for entries is 29 February 2016. Terms and conditions are subject to change.

Please email your answer, along with your full name and contact details, to 

linuxuser@imagine-publishing.co.uk

Closing
date for entries
29 February

2016
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Feature

When the first IBM Compatibles hit the 
market, the world of computing exploded 
with the revolution of open architecture 
hardware. When Linus Torvalds released 
Linux, a similar revolution hit the world of 
operating systems. Now, it’s possible to 
buy off-the-shelf components and build a 
computer to your exact requirements, and to 
build your operating system similarly. Rather 
than relying on what a designer far removed 
from your situation thought was best, you 
can build something that works exactly the 
way you want it to.

If you’ve never built your own computer or 
customised your own operating system, don’t 
panic: if you’re capable of putting Tab A into 
Slot B in fl at-pack instructions, what you’re 
about to read is no more diffi cult. Simply 
grab your screwdrivers and put aside a spare 
afternoon, and you can have a computer 
that is built specifi cally around your 
requirements. In the case of the example that 
follows, that means a future-proof mid-range 
system with room to grow as your needs 
expand, alongside an operating system that 
you’ve created exactly to your tastes.

 CPU  £199.99
Intel Core i5-6600K 3.9GHz 
‘Skylake’

Intel’s surprisingly supportive approach to 
the open source community – selected Atom 
models aside – makes it an obvious choice for 
a CPU purchase. Its sixth-generation Skylake 
architecture is on the cutting edge, and this 
quad-core K-part has an unlocked multiplier 
for easy overclocking if you’d like to boost 
performance still further. It also includes all the 
various extensions, from AES-NI to vPro, with the 
exception of HyperThreading; those who will be 
needing more than four simultaneous threads 
should look to the Core-i7-6700K or above for 
this feature.

Why buy a PC off the shelf, when you can 
pick up bargain components and tailor one 
to your exact requirements?

Choosing 
components
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 Motherboard  £99.95
Gigabyte GA-Z170M-D3H 
Micro-ATX

If you want the latest chipset, you can expect to pay 
for it. This Gigabyte motherboard offers support 
for Skylake processors and DDR4 memory in a 
sub-£100 package, while also supporting the 
ability to use the overclocking headroom built 
into K-series chips to boost performance. It’s also 
entirely Linux compatible, something that can’t be 
said of some higher-end boards with integrated 
wireless or audio chipsets that only work under 
proprietary operating systems.

 Power Supply  £55.99
Be Quiet! Pure Power L8 430W

Never be tempted to skimp on a power supply. 
A faulty power supply can crash your computer 
or even damage hardware, so it’s always worth 
spending a little more to get a quality brand-name 
unit. This Be Quiet! model is rated to the 80PLUS 
Bronze standard for power efficiency and includes 
modular cabling to reduce the clutter in your case, 
while offering enough headroom for adding extra 
hardware such as a dedicated GPU further down 
the line as your needs increase.

Need more power?
If you’re a gamer with a high-resolution display or 
a professional who could benefi t from general-
purpose GPU (GPGPU) offl oad, consider adding a 
Zotac GeForce GTX 970 Gaming Edition (£239.99, 
GX-071-ZT) to the build to signifi cantly boost 
performance and gain access to OpenCL and 
CUDA offl oad on a powerful GM204 graphics 
processor. If your tasks are more CPU-bound, 
upgrade to the Intel Core-i7-6700K (£341.99, 
CP-581-IN) to add HyperThreading support and 
double the number of simultaneous threads that 
can run on the processor from four to eight while 
also boosting the clock speed and L3 cache.

 Heatsink  £39.95
Alpenföhn Matterhorn CPU Cooler

Intel sells its K-series chips without a heatsink, 
but even if you’re buying a mainstream non-K 
part there are benefi ts to buying a third-party 
cooler. This Alpenföhn offers signifi cantly 
improved performance over Intel’s stock heatsink 
design, and with a fan that runs more quietly – 
not necessarily a feature you think you’ll need, 
but you’ll be glad you did when you get into more 
intensive projects. If you’re planning to overclock 
your K-series chip, a high-performance cooler like 
this is a must to help dissipate increased heat and 
keep your system running stably at higher core 
voltages and frequencies.

 SSD  £104.99
Crucial MX 250GB M.2

A solid-state drive makes a massive difference 
to the perceived performance of any PC. 
Boot times and program load times are vastly 
improved over mechanical storage thanks to a 
555MB/s peak throughput, while power draw 
and noise levels drop through the fl oor. This 
Crucial MX model uses the compact M.2 form 
factor, locking into a slot on the motherboard in 
order to keep your other drive bays free for any 
additional storage you may need in the future.

 RAM  £89.99
Corsair Vengeance LPX 16GB 
DDR4 Dual-Channel RAM Kit

To built a truly future-proof system, you will 
defi nitely need plenty of RAM, and Double 
Data Rate 4 (DDR4) is the newest standard. 
This Corsair Vengeance LPX DDR4 kit uses two 
8GB modules to offer 16GB total, while leaving 
two slots free on the motherboard to upgrade 
your RAM to 32GB in the future as and when 
your requirements grow. Those working with 
containers or virtual machines, high-resolution 
video editing, or server tasks will certainly benefi t 
from the additional headroom offered over an 
8GB or lower system.

 Case  £62.99
Raijintek Styx Classic mATX

The beauty of a case is subjective, but the 
Raijintek Styx breaks from the usual black-box 
mould and offers something more eye-catching. 
A compact chassis designed for micro-ATX 
motherboards, it nevertheless offers room for 
full-length add-in graphics cards and up to three 
3.5” or four 2.5” hard drives for future expansion 
potential. There’s even room for a small form 
factor slot-loading optical drive in the side, if you 
need easy access to physical media.

In association with 
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Before you begin creating your new PC, take a 
moment to ready your work area. Try to build on 
a clear table or other work surface, as the static 
electricity from carpets can play havoc with 
sensitive electronics. Check all the items you’ve 
purchased to make sure that they’re intact, 
paying close attention to the tiny pins in the 
processor socket on the motherboard; these 
are easily damaged, even at the factory, and if 
you only notice post-installation you’ll have a 
hard time arguing that it wasn’t your fault when 
it comes to claiming under your warranty. 

Begin by placing the motherboard face-up 
on your work surface, then lift the protective 

cover over the CPU socket’s pins by unhooking 
then lifting the ZIF (Zero Insertion Force) lever.  
Leave this cover in place, as it will automatically 
‘pop’ off later. Take the CPU from its packaging, 
then fi nd the triangle which indicates the 
location of pin one. Match this with the triangle 
on the CPU socket, then carefully place the 
CPU into the sockets (01). Double-check the 
alignment by looking for the two notches at 
the upper left and right sides of the CPU before 
lowering and locking the ZIF socket lever.

Installing the heatsink
With the CPU in place, you can then install the 
heatsink. Begin by spreading a thin layer of the 
thermal grease included in the packaging over 
the metal heatspreader on the CPU. An easy 
way to do this is to place a small blob in the 
centre, then spread it outwards with a piece 

of card or plastic so that it covers the entire 
surface nicely (and, ideally, neatly). This fi lls 
in the tiny gaps between the heatsink base 
and the CPU, allowing it to transfer heat more 
effi ciently. Next, take the LGA 1150/1151 back-
plate and install the anti-vibration washers 
and double-screw bolts (02) before lifting 
the motherboard to insert these through the 
mounting holes from beneath.

Insert the LGA 1150/1151 mounting bracket 
over the heads (03) and fasten with the 
supplied screws. Place the heatsink onto the 
processor (04) then fasten the sprung bolts 
down into the mounting bracket. Be careful not 
to over-tighten; hand-tight should be plenty, 
and over-tightening runs the risk of cracking 
the CPU. Finally, attach the heatsink’s fan with 
the supplied wire clips and connect its cable to 
the CPU Fan header on the motherboard.

Build Your Own Linux PC

Putting the parts together
Assembling a modern PC 
is an easy job, thanks to 
standardised components

of card or plastic so that it covers the entire 
surface nicely (and, ideally, neatly). This fi lls 
in the tiny gaps between the heatsink base 

Putting the parts togetherPutting the parts together
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Installing the motherboard
Before placing the motherboard in the case, 
install the RAM modules in the colour-coded 
slots, taking care to line up the off-centre 
key in the middle of the module with the 
corresponding key in the slot (05). Each 
module should push down and the locking 
arms click into place without excessive force; 
if not, reposition and try again. Next, install 
the M.2 SSD by inserting it into the M.2 slot 
at an angle, then lowering it down by gently 
tightening the included screw (06).

With all components in place, the 
motherboard can now be installed into the 
case. Start by removing the side panel of the 
case followed by the drive bay bracket, then 
installing the included metal rear panel shield 
into the rear of the case by pushing it into place. 
Place the case on its side, put the face-plate 

in place (07), then insert the motherboard; 
this may be most easily achieved by placing 
it against the rear panel shield at an angle 
then lowering it onto the brass stand-offs 
(08). Using the included screws, fasten the 
motherboard down onto the brass stand-offs, 
being careful not to over-tighten in order to 
prevent any damage to the board.

Wiring it up
Slide the power supply into the bracket, then 
fasten into place with the four screws provided 
(09). As the Styx has the power supply facing 
downwards, you’ll then need to take the pre-
installed pass-through power cable and 
connect it to the power supply’s AC input.

Remove the second side panel from the case 
to provide access to the cable management 
area. Using this, run the ATX and CPU power 

leads from the modular power supply to the 
motherboard (10). At the same time, you will 
need to wire the case’s extraction fan to the 
System Fan header on the motherboard.

The fi nal wiring provides connectivity for the 
front panel USB and audio ports as well as the 
power button and status LEDs. These leads 
are pre-installed in the case, and should be 
inserted with the audio lead in the port to the 
very bottom-left of the motherboard and the 
two USB 3.0 leads to the USB headers next to 
the ATX power connector (11). The power LED 
goes to pins 2 and 4 of the front panel header 
– positive to 2, and the power switch to pins 6 
and 8 in either orientation. Finally, the included 
speaker should be connected with the positive 
to pin 14 and the negative to pin 20.

Check your wiring, then reassemble the case 
to fi nish assembling your PC (12).

Overclockers UK offers only the best in hardware components and systems. With a close 
relationship to all major brands in the industry, Overclockers UK manages to offer unique, finely tuned 
hardware bundles along with immediate availability of the hottest components to its UK customers. With an 
extensive range of fully customisable systems, Overclockers UK is able to utilise its extensive know-how of the 
market and products, to create the fastest high performance systems geared toward the enthusiast user.

In association with 
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Use the Ubuntu Customization Kit to make a bootable Linux disc
Making a custom distro

Ubuntu Customization Kit (UCK) is Ubuntu’s tool for 
customising official Ubuntu Live CDs. With UCK, you can 
add any package to the live system, such as language packs, 
applications, media files and manuals. Although we still speak 
of live CDs, Ubuntu is now far too big to fit on a single CD – you 
can use a DVD, but a USB flash drive gives you far more flexibility, 
both for booting laptops without a disc drive, and for keeping 
data on the USB key to edit wherever you go.

UCK is a collection of scripts that manipulate the live image 
and build a new ISO for you. The graphical front-end, uck-
gui, is a wizard which walks you through the creation of the 
customised Ubuntu Live image, from language choice to adding 
extra packages.

Bit-rot caveat
Before we go any further, we must deliver a small warning. 
UCK has been unchanged in the Ubuntu repository for more 
than two years, apart from a single dependency tweak last 
autumn – and upstream hasn’t changed in three years. 
During that time, as the distro has changed around it, bug 
reports have rolled in, but as we go to press, they have not 
been followed up. But worry not – we outline a few steps 
to take, and variations to avoid, and following that UCK will 
still give you a customised Ubuntu with far less effort than 
manually carrying out all of the steps that the UCK scripts are 
running for you. On Ubuntu, installation is simple:

  sudo apt-get install uck

The .deb package can be grabbed from the Ubuntu Wily 
repository and installed on Debian, Linux Mint or other 
related distros, should you want to build Ubuntu without 
having Ubuntu already installed. In this latter case, be very 
careful that dependencies are being properly installed. From 
libfribidi-bin to gfxboot-theme-ubuntu, look out not just 
for all declared dependencies, but anything that uck-gui 
complains about after running. One you may miss is syslinux-
utils for the isohybrid command, to produce an ISO that works 
with USB drives as well as DVDs. Without this, UCK will seem 
to run fine right through to the last minute.

Although it’s a GUI program, you should start it from the 
command line with uck-gui, as you’ll be able to see messages 
from the app in your terminal, and should it fail you’ll find clues 
there to what went wrong. Don’t worry if messages whizz past 
too quickly – they’re also recorded in the file ~/tmp/build.log

You can start the program with the -m switch, which 
mounts a writable image for speedier writing than using the 
disk drive, for which you’ll need fuse-utils and unionfs-fuse, 
but if you have problems here on your hardware, run without. 
By default all file operations happen under ~/tmp – to change 
this, just specify a local directory on the command line:

  uck-gui -m ~/disk2/my-tmp-build

Build Your Own Linux PC

Above  Personalising 
a live disc can be as 

easy as installing 
new software on 

your PC, with UCK

Resources
Any Ubuntu system

Downloaded 
Ubuntu ISO

5GB of HDD space

Blank DVD or a 2GB+ 
flash drive
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Squashing bugs
But before all of that, note that changes to GNOME-terminal 
in recent Ubuntus mean that the script will fall over. This is 
no problem, and we don’t need to run around replacing our 
terminal program. Rather, we remove the references to it from 
~/tmp/customization-scripts/customize by commenting out 
the four lines referring to GNOME terminal – see the small 
screenshot just above and to the left.

The second error you may encounter in the script is 
related to gfx-boot-theme which, from Ubuntu 15.04, is a .xz 
package, and the ~/tmp/customization-scripts/customize_
iso has not been updated in UCK to refl ect this. There’s a 
discussion of the problem, with a diff fi le, at: https://bugs.
launchpad.net/uck/+bug/1463583

But we had success replacing customize_iso with the 
thread found at: http://askubuntu.com/questions/699282/
ubuntu-customization-kit-vs-ubuntu-mate-15-10.

With luck, these problems will be fi xed with an updated 
release – possibly even by the time you read this.

Speaking our language
One of the primary reasons for customising is localisation into 
your native language, so Ubuntu sets the locale choice early in 
the process, allowing as many language packs as you wish to 
be installed, then letting you set the default. Not all languages 
are available for default boot, however, due to incomplete 
translation work.

After picking languages, choose from Unity, GNOME, KDE 
and that old favourite, “others” – choose as many as you wish; 

if you might need more than one, now is the time to get them 
on there. Select your ISO, which you hopefully saved to some 
easy-to-fi nd location, like ~/Downloads, and now for your 
fi rst creative act of the operation: labelling your distro with a 
snazzy name. Without stretching our imagination too much, 
we gave variations on LUDbuntu.

You are given the option of further customisation (select 
yes), of generating an isohybrid image (ditto), and of keeping 
all of the fi les used by Ubuntu Live when it is inserted into a 
Windows PC, such as autorun. Then UCK tells you where it 
will write the fi nished ISO to, and advises you to “fasten your 
seatbelts and enjoy the ride.”

At this point you will be prompted in the terminal for your 
password. UCK relies on sudo, so you must run it as a user 
who has sudo permissions on the machine. UCK now unpacks 
the Ubuntu image, with squashfs, then runs apt-get update, 
before grabbing any language packs that you have requested 
– often available directly from the downloaded ISO.

Now UCK is ready for the main customisation step. If boot-
up language is your only concern, then select to continue, 
otherwise choose to open the console, which will give you 
a terminal window running with root privileges, to issue 
commands directly to customise your Ubuntu. Note that if 
you are used to prefi xing admin commands with sudo, this is 
not necessary here, as you already have the privileges.

Package installation
You may just need to download resources, such as manuals, 
to carry around with you, but most people will want to install 

Left  You select 
software to be 
included in your 
custom ISO, using a 
package manager

Bottom Left  These 
are the four lines you 
need to comment 
out if the script fails

Bottom Middle  The 
‘others’ category 
holds a surprising 
number of desktops

Bottom Right  UCK 
provides you with a 
console that logs its 
current operations –
great for debugging

Customise 
without UCK
UCK is a script that 
performs a number 
of operations for 
you to enable you 
to modify an ISO. 
These steps can 
be performed 
manually 
and as UCK is 
not perfectly 
maintained, it's 
worth considering 
learning what goes 
on inside it, and 
performing the 
steps yourself. 
You can fi nd a 
useful but old 
tutorial on this at 
bit.ly/1OAvEKH 
and another at bit.
ly/1mrqom4 for 
working without 
a downloaded 
LiveCD image.

020-027_LUD161.indd   25 22/12/2015   20:53



26

Feature

software that they regularly use. Try it out with apt-get install 
emacs, for example, and you’ll likely have no problems here, 
but before long you’ll get a fi le not found: time to expand apt’s 
horizons. If you don’t feel comfortable adding repositories to 
/etc/apt/sources.list with one of the command line editors, 
you can instead perform the job directly with a single 
command: simply enter the following as a single line into the 
console carefully:

  echo -e “\ndeb http://archive.ubuntu.com/ubuntu/ wily 
universe\ndeb http://archive.ubuntu.com/ubuntu/ wily 
multiverse\n” >> /etc/apt/sources.list

Note the >> which appends the text to the end of the fi le; a 
single > would overwrite the existing content. Don’t forget to 
run apt-get update after this step. You can carry on using apt 
if you like, or run apt-get install synaptic, then type synaptic 
to run a friendly GUI package manager. 

Since UCK 2.4.0, it is supposed to be possible to upgrade 
the kernel whilst building the Live CD image. Trying the latest 
kernel from the Ubuntu kernel PPA, for the Skylake processor 
in our custom hardware build, UCK had some problems. If 
your time is more valuable to you than any satisfaction to be 
gained from complicated workarounds, we suggest sticking 
with Wily’s 4.2 kernel – or waiting for a good beta of Ubuntu 
16.04 – then upgrading after you’ve used the custom Ubuntu 

ISO to install onto your new PC; see the Skylake kernel boxout 
just to the left. When you have fi nished, type exit, then go and 
make yourself a pot of tea, as it will be some time before the 
ISO is fi nished building. Test that it works, using your favourite 
VM software. For QEMU:

  qemu-system-x86_64 -boot d -cdrom ~/tmp/remaster-new-
files/livecd.iso -m 512

Now all you have to do is copy to a USB drive or DVD – see the 
next section – and you’re ready to carry your digital home 
wherever you go, like some sort of cyber-snail.

Transferring the custom ISO you have created 
(or any other ready-made distro you download) 
to a disc or USB stick is not a simple matter of 
drag and drop – that would just put the ISO onto 
the device as a stored file. To make a bootable 
fl ash drive you need to use a special command, or 
the super-friendly Ubuntu Startup Disk Creator. 

This program, as you can see from the 
screenshot, lets you select the ISO fi le to copy 
and the destination drive. If the drive is not empty, 
you have the option of installing into the empty 
space or erasing the disk. To burn the image to 
DVD, pop in a blank disc and Ubuntu will pop up 
the option to burn something onto it. If you don’t 
like the built-in burner, there are plenty of good 
alternatives a short search away.

Command line
On Ubuntu, wodim is the successor to the old 
cdrecord command (see the man page for more 
details). Check your DVD drive’s location: use 
wodim, or just ls -l /dev/cdrom to see the device's 
real location, then record to disc with:

  wodim -eject -tao speed=2 dev=/dev/sr0 
-v -data livecd.iso

If you wish to create a bootable USB drive from 
the command line, use the dd command, which is 
so old – predating Unix – it has a syntax all of its 
own. You’ll be typing something along the lines of:

  dd bs=1M if=livecd.iso of=/dev/sdb

… but fi rst plug in your USB fl ash device. Did 
Ubuntu automount it? If so, unmount from the 
fi le manager, or at the terminal see its mount 
and device names – cat /etc/mtab is the way to 
do this, but dd is quicker to type, and you still get 
the information you need. Unmount with sudo 
umount /dev/sdb1 or whatever device name 
is appropriate, then use that name in the dd 
command without the partition number, as you’re 
copying over a whole device.

Caution! Please note that if you get the wrong 
device and copy over your hard drive, you can 
lose everything.

Burn to DVD or USB stick
Now you’ve got your distro set up exactly how you want it, burn it onto 
a DVD or make a bootable fl ash drive so that it’s ready for installation

Build Your Own Linux PC

Above  The Synaptic GUI can be easier to work with and 
provides you with lots of useful information to browse

Skylake 
kernel
If you've followed 
the build on the 
hardware pages 
of this feature, 
you'll need a Linux 
4.3 or later kernel; 
changing the kernel 
from within UCK is 
not recommended. 
Instead, post 
install, download 
the latest 
amd64 linux-
headers-generic, 
linux-headers, 
and linux-image 
debs from http://
kernel.ubuntu.
com/~kernel-ppa/
mainline/v4.3-wily
and install with
sudo dpkg -i *.deb, 
then reboot your 
system to fi nish.

Left  Ubuntu Startup Disk Creator is nothing 
fancy but it does exactly what’s needed
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SUSE Studio
susestudio.com

As the traditional software scene has clouded 
up with online services, it’s no surprise to find 
even customising your own operating system 
transferring to an online service. In the dial-up 
days, SuSE (as it was then capitalised), with its 
several CDs of applications released every six 
months, was a popular way of keeping up with the 
Free Software world. openSUSE still has a loyal 
following as a desktop distro, particularly among 
KDE users, and SUSE Linux Enterprise can be 
found everywhere from S/390 mainframes to old 
64-bit SPARC workstations.

Through the web interface, customisation is 
easy, and others’ tweaked SUSEs are available 
to download. A minimal JeOS – Just Enough 
Operating System – is also available for custom 
appliances at the first stage, where you choose 
a base system. Next, add software, then 
personalise and tweak. Custom distros from 
SUSE Studio can be deployed directly to cloud 
servers including Windows Azure, Amazon EC2, 
and SUSE Cloud, or your own VPS, or downloaded 
for making bootable discs and drives. You can 
even host your own version of Studio, and deploy 
over the local network with PXEBoot.

Go beyond Ubuntu
Customise a live version of your favourite distro, or try something new

Porteus
build.porteus.org

Spun off from the venerable Slackware Linux 
(Slack hasn’t always referred to an online 
collaboration tool), Porteus gives a lean and fast-
booting live CD, configured and built online like 
SUSE Studio, and running well on older hardware. 
There is no directory structure (/bin, /usr, /
root, et al) on the USB device – the filesystem is 
generated on the fly at boot-up.

Extra software is available in modules to add 
to the live filesystem. Further customisation 
with individual packages involves a little 
manual lifting, but Slackware’s ability to convert 
packages from Debian/Ubuntu and Fedora RPM 
formats gives a wide choice of software.

Porteus documentation lists many “cheat 
codes” (custom boot arguments) to change the 
behaviour of Porteus, including booting from a 
local hard drive. Anyone who’s grown used to 
GUIs and menu selections over the last decade 
will find this all rather oldschool, but it makes 
for a powerful tool with flexibility of options – 
and the default distro selections on the website 
cover most use cases for users who just want the 
quickest and slickest live distro out there, without 
having to learn a whole new set of commands.

Linux From Scratch – Live
linuxfromscratch.org/livecd

Everyone should consider building Linux From 
Scratch (LFS) at least once. Following an 
online book, you build a complete but minimal 
GNU/Linux system from source code, getting 
a customised and secure system, as well 
as learning much about the internals of the 
operating system, which will come to your aid 
when diagnosing problems (or writing software 
for) any GNU/Linux system.

LFS maintains a number of sub-projects. 
Beyond Linux From Scratch (BLFS) extends 
the OS, and Hardened Linux From Scratch is 
a security-hardened version. The LFS LiveCD 
provides a known good host for compiling LFS 
– for using with non-Linux PCs, or distros with 
bugs that show up under heavy compilation loads 
– and doubles as a useful rescue CD with many 
interesting tools. 

LFS LiveCD can be customised – see the 
documentation – but it is helpful to have built LFS 
before. Braille and speech output work on the 
default version, but customisation is necessary 
to avoid starting with a US keyboard, for those 
familiar with other layouts.

Debian Live
debian.org/devel/debian-live

Persistent modifications to Debian Live can 
be made using a “hidden feature” – download 
a Debian ISO and transfer to USB device, then 
create a second primary partition on the drive 
(make sure that you get the correct device), 
format as ext2 (or 3 or 4), and give it a meaningful 
label, such as “persistence”. When you boot from 
the USB drive, press Esc at the boot menu to 
escape the menu and get to a command prompt, 
then boot with the command live persistent.

Changes between Debian versions make 
it difficult to point to a definitive resource 
for Debian Live, but the instructions at:  
http://cosmolinux.no-ip.org/raconetlinux2/
persistence.html are fairly reliable. 

Despite the recent controversy between the 
original project and the aims of an official Debian 
team, Debian Live continues to develop, and is 
used as the basis for important projects across 
the world such as one found, for instance, on 
millions of Netbooks in South America. It’s still 
very well worth getting to grips with.  

Above  SUSE Studio enables you to deploy your images straight to the cloud
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Tutorial

Step up your UNIX game and get to 
grips with the complex subject of 
processes on your Linux machine

Systems 
programming 
Dealing with 
processes

This tutorial will present the system calls and explain the 
techniques that will allow you to deal with processes, 
which is a relatively tricky subject because you cannot 
completely control a Linux process.

As you already know, any autonomous C program starts 
with the execution of the main() function. The main() 
function takes two arguments and returns an integer; 
the fi rst argument, which is also an integer, is called argc 
(argument count) and holds the total number of command 
line arguments including the executable itself. Therefore 
its minimum value is 1. The second argument is called 
argv (argument vector) and is a array of string pointers to 
the command arguments. The fi rst string is always the 
name of the executable fi le.

The adjacent image shows the source code of a small C 
program (args.c) that prints all command line arguments. 
It also shows how argc is used to help you access all 
command line arguments.

More information about Processes
Processes are fi rst class citizens in UNIX and therefore 
in Linux. If you execute the ps command with the right 

Processes

Tutorial fi les 
available:
fi lesilo.co.uk

Mihalis 
Tsoukalos

is a Unix administrator, 
a programmer (for Unix 

and iOS), a DBA and 
also a mathematician. 

He has been using 
Linux since 1993

Resources
Text editor

GCC compiler

Above  The code for args.c is printed at the top; below 
you can see the output as the program is being run
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options you can get the full list of processes that run on your 
Linux machine. Most likely, you will be amazed by the amount 
of processes that run in the background. It is also amazing 
that all of them were started using either an exec or a fork 
call! There’s a lot to get into here, so let’s just dive right in…

The lifetime of a UNIX Process
The status of a process changes throughout its lifetime, as 
it is not always being executed. The diagram above shows 
the various states of a process as well which transitions are 
allowed to happen between the various statuses.

It is important to remember that you cannot control the 
state of a process as this is the job of the Linux scheduler that 
runs in the kernel. In other words, you cannot know when the 
state of a process is going to change or when the process is 
going to go into the running state.

The atexit() system call
The atexit(3) system call allows you to register a function to be 
called at normal process termination. The functions that were 
registered are called in the reverse order of their registration. 
The thing to remember is that no arguments are passed. A 
function can be registered multiple times and it will be called 
once for each registration. 

Additionally, a program must fi nish using the return() or the 
exit(3) function in order for the atexit() registered functions to 
be called. This essentially means that if a program is killed 

abnormally by a signal, then the registered functions will not 
be called at all. Keep a sharp eye out for this.

The following code shows a C program that uses atexit(3) 
as well as its output when running it. The atexit(3) function 
returns 0 on success, -1 otherwise. As you can see from 
the code, the function_one() function is registered twice; 
therefore, it is called twice. As function_two() is registered 
last, it is called fi rst – similar to the stack data structure.

  #include <stdio.h>
  #include <stdlib.h>

  void function_one()
  {
      printf(“Inside function_one.\n”);
  }

  void function_two()
  {
      printf(“Inside function_two.\n”);
  }

  int main(int argc, char **argv)
  {
      printf(“Entering main()!.\n”);

      if(atexit(function_one) != 0)
          printf(“atexit() failed!\n”);
      if(atexit(function_one) != 0)
          printf(“atexit() failed!\n”);
      if(atexit(function_two) != 0)
          printf(“atexit() failed!\n”);        
    
      printf(“Exiting main.\n”);
      return 0;
  }

 Most likely you will be 
amazed by the amount of 
processes that run in the 
background 

Left  Processes can 
only move between 
states as indicated 
by the arrows in this 
diagram, and this 
is controlled by the 
Linux scheduler

  Process 
Categories
There are three 
categories of 
processes: user, 
daemon and kernel. 
User processes 
run in user space 
and usually have 
no special access 
rights, whereas 
kernel processes 
are being executed 
in kernel space only 
and can fully access 
all kernel data 
structures. Daemon 
processes, also 
called services, are 
programs that can 
be found in the user 
space and run in the 
background without 
needing a terminal. 
A dedicated user 
other than root owns 
them (for security 
reasons) and usually 
they have more rights 
than an ordinary 
user process but 
fewer privileges than 
a kernel process. 
A web server is a 
service, the ls utility 
is a user process, 
and kworker is a 
kernel process.
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to run

Blocked, waiting 
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On disk
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How a process is terminated
There are many ways to terminate a running process; some 
of them are normal and can be handled by the process 
whereas others are abnormal and violently terminate a 
process. A simple example of an abnormal processes 
termination is when you send the SIGKILL signal to a running 
process – the SIGKILL signal is analogous to turning off a 
computer by cutting its power with a pair of scissors; not 
to be used if you can help it. Another way to abnormally 
terminate a program is with the abort(3) function.

A normal process termination can happen when you 
normally exit a program using a menu or an option – this 
allows the process to save any unsaved data as well as do the 
necessary cleanup. Three system calls terminate a program 
normally: exit(3), _exit(2) and _Exit(2)! As you already know, 
a program can also terminate with the return() function. 
However, the following two calls are equivalent when called 
from the main() function:

  exit(0);
  return(0);

All three exit functions take a single integer argument that 
specifies the exit status, which can be examined afterwards 
if needed. Additionally, the C standard specifies two 
constants, EXIT_SUCCESS and EXIT_FAILURE, that may 
be passed to exit(3) to indicate successful or unsuccessful 
termination, respectively. If you want to write perfectly 
portable code, use EXIT_FAILURE for failure case. Similarly, 
you can use either exit(0) or EXIT_SUCCESS to indicate a 
successful program termination.

The exec family of system calls
Although the exec family of system calls has been 
mentioned before, this time it will be discussed even more 
as it contains very important system calls.

There exist six functions in the family: execl, execlp, 
execle, execv, execvp and execve. The l letter signifies 
that the arguments are given as a list whereas the v letter 
signifies that the arguments are given as a vector. The 
e letter at the end shows that you are using a particular 
environment whereas the p letter indicates that the PATH 
environment variable should be used when searching for a 
program. As you can see from the names, you cannot have 
both p and e used in the same exec system call!

When a process uses one of the exec system calls to 
execute a program, the new program completely replaces 
the process and starts its execution at its main() function. 
However, the process id remains the same.

The execl() is used for executing a program with an 
argument list. Its first argument is the path of the program 
to be executed. The new program is executed from its main() 
function whereas both user data and instruction parts 
are replaced by the respective parts of the new program. 
Therefore, a successful call to execl() does not return any 
values. However, an unsuccessful call to execl() does return 
-1 which mostly happens when the path does not point 
to an executable file or when the path does not exist. The 
remaining arguments to execl() are character pointers that 
define the arguments to the executables one by one. The 
last argument that shows the end of the list of arguments 
must be NULL or “(char *) 0”. 

As it happens with argv[0], the first argument after 
the path parameter is just the name of the executable 
without the entire path. Most of the process attributes 
remain unchanged including the process and group IDs, 
the effective user and group IDs and open file descriptors. 
However, the new program does not keep any functions 
that were previously registered with atexit(), signal handling 
is reset to default and shared memory segments are gone. 
We’ll take a closer look at an example script using the execl() 
system call in just a moment.

The execlp() is used for executing a file by searching the 
PATH environment variable. The rest of its arguments are 
given as an argument list just like in execl(). If the string 
that holds the file that you want to execute contains no 
slashes, then each string of the PATH variable is used and 
the program tries to locate the first path name with execute 
permissions. If the process is successful and the file is a 
program, it gets executed. If the process is successful but 
the file has no execute permission, then it is assumed to be 
a script file. A script file is executed as follows:

TheDefaultShellThatIsUsed /a/full/path/file arg1 arg2 …

The execle() is used for setting the environment that the new 
program will be executed. The environment, which is the last 
argument to the execle(), is given as an array of pointers to 
strings, just like the argv variable of the main() function. The 
next to last argument should be NULL or “(char *) 0” for the 
list of arguments to be properly terminated.

The next three system calls put the arguments into an 
array instead of listing them explicitly – the same happens 
with the main() function and the argv variable. This is 
necessary because, usually, you do not know the exact 
number of arguments at compile time.

  Processes and Programs
It is important to understand exactly what a process is and 
how it differs from a program. Strictly speaking, a process is an 
execution environment that contains instructions, user data 
and system data parts and other kinds of resources that are 
obtained during runtime.

On the other hand, a program is a file that contains 
instructions and data, which are used for initialising the 
instruction and user data parts of a process.

The only way to execute a program on Linux – apart from the 
Linux kernel itself – is through an exec system call. Similarly, the 
only way to create a new process is through a fork system call.

When you execute an exec system call, the program that is 
being executed changes, while the process is the same. When 
you execute a fork system call, you create a new process that 
is a copy of an existing one with the same instruction, user data 
and system data parts. As a result, the child process and the 
parent process both execute the same instructions; therefore, 
the new process is not initialised from a program.

Although when used individually neither fork nor exec are 
so powerful, when used together they form a powerful pair. 
It is vital to make sure that you completely understand the 
differences and the similarities of programs and processes.
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Therefore, the execv() system call is comparable to execl() 
apart from the use of the array, execvp() is analogous to 
execlp() apart from the use of the array and the execve() 
system call is similar to execle() apart from the use of 
the array that holds the arguments. Here is a C program 
(myExec1.c) that uses the execl() system call:

  #include <unistd.h>
  #include <stdio.h>

  int main(int argc, char **argv)
  {
      printf(“Hello Linux User and Developer!\n”);
      // Use the execl() system call
      execl(“/bin/ls”, “ls”, “.”, (char *)0);
 
      printf(“Hello LUD!\n”);
      return 0;
  }

… whereas the following shows a C program (myExec2.c) that 
demonstrates the use of the execle() system call:

  #include <unistd.h>
  #include <stdio.h>
  #include <stdlib.h>

  int main(int argc, char **argv)
  {
      char *env[] = {“PATH=/usr/bin:/usr/local/bin:/

bin”, (char *)0 };
      execle(“/bin/ls”, “ls”, “-l”, (char *)0, env);
 
      return 0;
  }

The tricky part with myExec1.c is that the output of the 
second printf() command is not going to be printed! So what 
happened? The answer is simple and has to do with the way 
execl() works. After the execl() system call is executed, the 
rest of the myExec1.c program gets replaced by execl(), which 
also includes the second printf() command! As you can see, 
you need to specify all arguments, including argv[0], because 
execl() does not take it from the executable.

As you can see in myExec2.c, in order to call the execle() 
function, you should declare in advance the variable that 
will hold the environment. The fork(2) system call, which 
is mentioned in the next section, is used for creating a new 
child process whereas an exec function starts a entirely 
new program.

The fork(2) system call
Another important system call is fork(2) which creates a new 
process by duplicating the calling process. The new process 
is called the child whereas the calling process is called the 
parent. The fork(2) system calls returns the process id of 
the child in the parent process, 0 in the child process and -1 
in case of error where no child process is created. A fork(2) 
call might fail for two main reasons: when there exist too 
many processes on the system, which means that there 

Left  Sample output 
from the myExec2.c 
script, which uses 
the execle() call
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is something terribly wrong with the system, or when the 
user is not allowed to create a new process because they 
have reached the limit of allowed processes; the last limit is 
specified by the CHILD_MAX which defines the maximum 
number of simultaneous processes per real user ID.

In other words, if the fork(2) call succeeds, it returns twice 
despite the fact that it is called only once! It is also important 
to remember that both the child and the parent continue their 
execution with the code that follows the original call to fork(2)! 
You usually use fork(2) for two reasons. First, when a process 
wants to duplicate itself so that the parent and the child can 
each execute different sections of code at the same time. 

As you will see in a forthcoming section, server processes 
such as Apache use fork() to start multiple processes that are 
being controlled by the parent process and allow you to serve 
multiple client requests. In this case, the parent process gets 
all client requests, as only one process can listen to a given 
TCP/IP port, and is responsible for sending client request 
to its children to be served. Second, when a process wants 
to run a different program without terminating itself, which 
is very common for Linux shells. So, the child executes the 
exec system call immediately after it returns from the fork(). 
forkExec.c is such an example:

  #include <stdio.h>
  #include <stdlib.h>
  #include <unistd.h>

  int main(int argc, char **argv)
  {
      pid_t pid;
      pid = fork();
 
      if (pid == 0)
          execl(“/bin/ls”, “ls”, “.”, (char *)0);
      else if (pid < 0)
          printf(“Error executing fork!\n”);

      else
      {
          sleep(2);
          printf(“Hello from the server!\n”);
      }

      return 0;
  }

The child process is an exact duplicate of the calling-parent 
process except for the following: different process IDs, 
different return values for the fork(2) call, different parent 
process IDs, the file locks set by the parent are not inherited 
by the child, pending alarms are cleared for the child, the list 
of pending signals is cleared for the child, and the tms_utime, 
tms_stime, tms_cutime, and tms_cstime values of the child 
process are set to 0.

As the whole subject is a little difficult to understand, let’s 
have a look at the following, which presents myFork.c as well 
as its output:

  #include <unistd.h>
  #include <stdio.h>

  int main(int argc, char **argv)
  {
      pid_t pid;
      pid = fork();
    
      if ( pid == 0)
      {
          printf(“This is the child process 
talking!\n”);

      }
      else if ( pid < 0)
      {
          printf(“There was an error!\n”);
      }
      else
      {
          printf(“This is the parent process 
talking!\n”);

      }

      return 0;
  }

The program is executed as usual, until it reaches fork(). At 
this time, another process is created while the parent process 
continues its execution. So, you now have two separate 
processes running. The child process understands that it is 
the child of a fork() call by examining the return value of fork() 
– this is happening inside the child process. Similarly, the 
parent process understands that it is the parent by the return 
value of fork() – this is happening inside the parent process.

The result of myFork.c is the printing of two messages on 
screen, one from the parent and another from the child. The 
difficult part is that after the message from the parent, you get 
the command prompt and then the child prints its message, 
which happens because the parent does not control the child.

  Printing the environment
When you execute a Linux program, it automatically gets two 
sets of data from the process – which can be a shell or some 
other process – that invoked it. The first set is the command line 
arguments that you saw at the beginning of this tutorial and the 
second set is the environment. The environment is passed to a C 
program with the help of the global variable environ which is an 
array of strings similar to argv.

The following C code (env.c) prints all the environment 
variables of a program:

  #include <stdio.h>
  #include <stdlib.h>

  extern char **environ;

  int main(int argc, char **argv)
  {
      for (char **env = environ; *env; ++env)
          printf(“%s\n”, *env);
      return 0;
  }

Processes
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Waiting for a child process to terminate
When a child process terminates, either normally or 
abnormally, the kernel notifi es the parent by sending the 
SIGCHLD signal to the parent. Please note that this is an 
asynchronous event that can happen at any time. The parent 
process has two options: either ignore the SIGCHLD signal, 
which is the default behaviour, or handle it using a signal 
handler function. Additionally, there exist two more system 
calls that can help a parent process take care of its children: 
wait(2) and waitpid(2).

In the case of a server, the parent server process wants to 
know the number of running child server processes for two 
reasons: fi rst, in order to create more of them, and second, in 
order to know where to send a request.

This C program (exitFork.c) waits for the child to be properly 
terminated before it exits: 

  #include <unistd.h>
  #include <stdio.h>
  #include <stdlib.h>
  #include <sys/wait.h>

  void function_one()
  {
      printf(“Inside function_one.\n”);
  }
  void function_two()
  {
      printf(“Inside function_two.\n”);
  }

  int main(int argc, char **argv)
  {
      printf(“Inside the parent process!\n”);   
      if(atexit(function_one) != 0)

          printf(“atexit() failed!\n”);
      if(atexit(function_two) != 0)
          printf(“atexit() failed!\n”);
      pid_t pid = fork();
      if (pid == -1)
          printf(“Error!\n”);
      else if (pid > 0)
      {
          int status;
          waitpid(pid, &status, 0);
          printf(“Hello from the parent!\n”);
      }
      else 
      {
          printf(“Hello from the child!\n”);
          _exit(EXIT_SUCCESS);
      }
      return 0;
  }

The two functions of the parent that were registered with 
atexit() are executed just fi ne when the parent process ends 
and the message from the child process is printed before 
you return to your Linux shell. The same technique can be 
used for starting more than two child processes.

Soon we will run a tutorial that will talk about developing 
server processes to learn more about how to code a server 
and deal with the lifetime of its children.

Combining fork() and exec!
The code in forkExec.c shows the beauty of UNIX that 
comes from combining simple things in order to construct 
advanced software with smart functionality. The child 
executes another program using execl() whereas the server 
continues its own job.  

Left  Run the ps 
command to bring up 
a list of all currently 
running processes

  About 
CHILD_MAX 
The POSIX.1 and 
POSIX.2 standards 
specify a number 
of parameters that 
describe capacity 
limitations of the 
system. The tricky 
and relatively 
advanced C code 
(fi ndLimits.c, 
available in FileSilo) 
prints the value 
of CHILD_MAX. 
The program uses 
sysconf(), which 
is used for getting 
confi guration 
information at run 
time, to get the value 
of CHILD_MAX using 
the _SC_CHILD_
MAX argument.
Another way to 
calculate CHILD_
MAX is to start 
using fork() while 
keeping track of 
the total number 
of processes you 
created until you 
reach the limit but 
this might cause 
problems to your 
Linux system!
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With external plugin support, your WordPress  
blog can evolve into an ecommerce platform

Set up an open source 
e-store for WordPress

One of the biggest revolutions that the Internet has brought 
to our connected global society is the ability to shop online. 
You can stay right in the comfort of your own home and buy 
everything you might need with nothing but a working internet 
connection and a device to connect to that. With ecommerce 
becoming ever more mainstream, the cost of getting started 
with your own shop has been made much more financially 
viable than it has been. This gives rise to another interesting 
phenomenon – anyone and everyone can set up their own 
website and sell products with nominal technical know-how. 

While there are several proprietary solutions already 
available for this, open source is not far behind. Today, we will 
take a look at one such open source tool called WooCommerce. 
WooCommerce is an open source plugin that integrates 
seamlessly with WordPress. Once you set it up, it extends 
your WordPress installation with ecommerce features. In 
this tutorial we will run through the steps to install and use 
WordPress and WooCommerce to create your own web shop 
and then start selling items. We will also take a look at the 
administrative aspects of a WooCommerce web shop and 
learn how to use it effectively.

Right  
WooCommerce is a 

plugin for WordPress 
that’s managed via 

your dashboard

01 Install WordPress
Several hosting providers these days have the option 

to one-click-install WordPress. However, if you are more of a 
hands-on person or want to do it on your local machine first 
before taking it online, it is important to first learn to install 
WordPress. First of all you need to create the database for 
WordPress and then create a user and assign privileges to the 
user so that they can access the WordPress database. To do 
this, type the following in a terminal window:

  $ mysql -u root -p 
  CREATE DATABASE WordPress;
  CREATE USER WordPressuser@localhost IDENTIFIED BY 
‘password’;

  GRANT ALL PRIVILEGES ON WordPress.* to WordPressuser@
localhost;

  FLUSH PRIVILEGES;

Note that after the first step, you need to enter the root 
password for MySQL. By default there is no password 
assigned, so if you don’t remember changing it, you can 

Resources
WordPress
wordpress.org

WooCommerce
woothemes.com/

woocommerce

WooCommerce

Nitish Tiwari 
is a software developer by 

profession and an open 
source enthusiast by 

heart. As well as writing 
for leading open source 

magazines, he helps 
firms set up and use open 

source software for their 
business needs
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just press Enter at the password prompt and you’ll be 
through. Next step is to download WordPress and set up 
the configuration file. You can download the latest stable 
WordPress release from their website, unzip the file and place 
the contents in the root folder of your webserver. Then use 
the sample config file (wp-config-sample.php) to create the 
actual config file and name it as wp-config.php. Once this 
is done, open the config file and update the DB_NAME, DB_
USER and DB_PASSWORD fields with actual values.

02 Install WooCommerce
Now that the config file is up, start the web server and 

open the default page. You should see the WordPress web 
installer now. Just enter the username, password and the 
email id. You should have your WordPress installation ready 
now. The next step is to install the WooCommerce plugin to 
WordPress: download the WooCommerce plugin from its 
home page, then upload the files to WordPress using the 
web interface. Just log in to WordPress and go to the Plugins 
link on the left menu bar, click Add New and select Upload 
Plugin. You can also directly search WooCommerce in the Add 
Plugins page and install from there directly. You may run into 
errors related to permissions to upload files. To solve this, you 
will need to create uploads folder and then change its owner. 

  $ sudo chown -R :www-data /var/www/html

03  Import sample data 
Assuming that you want to test the various features 

here, and that you don’t have the necessary content ready to 
be uploaded to the online shop, it is important to add dummy 
data to our WooCommerce installation. This will make things 
clearer as you explore WooCommerce. Luckily, a dummy data 
set is available on the WooCommerce source folder itself. To 
import the data, go to Tools>Import>WordPress. If not already 
installed, it will install the WordPress importer plugin. Once 
installed, click on Activate and import link. 

Browse for the folder called dummy-data (inside the 
WooCommerce source code) and then select the file 
dummy-data.xml. In the next page, select the user you want 
to attribute all the content to and check the box that says 
‘Download and import file attachments’. Finally, click Submit. 
You should now have the content available on your website. To 
cross-check, just click on the Products link on the menu bar 
and you should see several products listed.

04 Start with WooCommerce
As you install WooCommerce, you’ll get two new 

menu icons on the left menu bar: WooCommerce and 
Products. You’ll find all the admin business, like orders, 
coupons management, reporting, system status and so on, 
under the WooCommerce section. The Products section 
shows everything related to products like their attributes, 
tags, categories, etc. Let’s start exploring the Products section. 

Since we already imported sample data, you’ll see several 
items listed as products already. Adding a new product 
is easy: just click on the Add Product link. In the form that 
appears next, fill in the product details like name, description, 
category, tags, etc. If you are familiar with the WordPress 
blog post interface, you’ll find this page very similar, with 
one important change. Below the description field, you have 
the product data section, and this is where all the product-
specific settings sit. These settings include product type, 
general settings, inventory related settings, shipping details, 
linked products and product attributes.

04 Start with 
WooCommerce

  With ecommerce becoming 
mainstream, the cost of getting  
started with your own shop has  
gone down several notches 

  Using 
Pushover
The Pushover plugin 
integrates your 
WooCommerce shop 
and the Pushover 
notifications app 
for Android and iOS. 
Once you install 
and set it up, you 
can get automatic 
notifications on your 
mobile for everything 
– new orders, 
low stock, back 
orders, out of stock 
notifications etc. 
Download the plugin 
from here: github.
com/shopplugins/
pushover-for-
woocommerce.

Left Adding new 
products is very 
much like adding 
new web posts
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05 Product types and settings
By default there are four product types available. Also, 

you can choose to set any of these products as virtual and/or 
downloadable. The first product type is Simple: this can be used 
for standalone products. Next is a Grouped product: a collection 
of related products that can be purchased individually. Note 
that Grouped products can only contain Simple products. For 
example, a mobile phone with different configurations like 32 or 
64 GB internal storage can form a Grouped product. 

An External or Affiliate product is something that is sold 
elsewhere but listed on your website. A Variable product has 
variations that have different SKU, price and stock quantities, 
for example. After the product type is set, you can also select 
the virtual and downloadable checkboxes; a virtual product is 
something that isn’t physical, downloadable products can be 
used to give access to files following a purchase – think ebooks. 07 WooCommerce settings

Now that you have an idea of how to manage products 
in WooCommerce, let’s take a look at various settings. Click 
on WooCommerce>Settings to see the settings page with 
several different tabs on the top. To start with, check out the 
General tab. You can find basic settings here like base location, 
selling locations, currency, etc. The Products tab has settings 
like measurement units, product reviews, display settings, 
inventory management, downloadable product settings, etc. 
Under the tax tab, you can enable tax-related calculations for 
each sale, and then various tax rates if required. 

The Checkout tab helps to set things like coupon codes, 
supported payment modes, etc. The Shipping tab is for 
everything related to shipping products after a sale. The 
Accounts tab helps set up the various links for account-related 
actions like order management, password management and 
the like. The Emails tab lets you set the email notifications for 
various milestones during the order life cycle. The API tab is 
used for integrating WooCommerce with other plugins. You can 
use webhooks or APIs for the integration. 

06 More settings
The General tab lets you set the regular price and a sale 

price for the product. You can also choose to schedule the sale 
for a fixed time period by clicking on the Schedule link just next 
to the sale price field. Under the Inventory tab, you can choose 
to manage stock at the product level – this way, the number 
of items in stock will be tracked and updated after every sale. 
Shipping lets you set the weight and the dimensions of product. 

Linked Products can be used to set related products for up-
sells and cross-sells. This displays recommended products on 
product and cart pages. Attributes lets you set the details like 
size, colour, capacity, etc. to the product page. Finally there is 
the Advanced tab to help you set an optional purchase note to be 
sent to customers after a purchase, and to enable reviews, set a 
customer menu order, etc. Below the product settings field, you 
can also find the short description field. If you fill it, that small 
description will be available on the product page.

Right You’ll mostly 
need to work with 

Simple products, as 
Grouped products 

comprise these

05 Product types 
and settings

WooCommerce

  Choosing 
the right look
Users are spoilt for 
choice, especially 
on ecommerce 
websites. So, it is 
important to make 
sure that your 
WooCommerce 
website has a nice 
look and feel. The 
grid/list view plugin 
adds this small but 
actually surprisingly 
important feature to 
your WooCommerce 
website, improving 
it vastly. You can 
download the plugin 
from here: github.
com/jameskoster/
woocommerce-grid-
list-toggle.
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08 Coupons
Another important aspect of online shopping is coupon 

management. eCommerce websites are known for discounts 
and offers round the year and you may want to implement this 
for your own shop too. To do this, you need to enable coupons 
in the Checkout tab under the settings field. Then, go to 
WooCommerce>Coupons. Click on the Add Coupon link at the 
top of the page. On the next page, you add the coupon details. 
Coupon code and the description fields are self-explanatory. The 
Coupon Data section is where all the important things are set.

The Discount Type drop-down lets you set if the code is 
valid for everything in the user’s cart or only to a product in the 
cart. The Coupon Amount field is to set the discount amount 
or percentage as chosen in the previous drop-down. To make 
the coupon valid for certain time, you can set the coupon’s 
expiry date. The Usage Restriction section enables you to 
add restrictions to the coupon, like minimum amount spent, 
individual use only, etc. Usage Limits lets you restrict the number 
of times the coupon can be used overall or by a certain user.

09 Orders and shop frontend
Let us now move to the shop frontend and see how 

the orders are managed. The process is simple: users visit 
the shop page and select a product. They can then add the 
items to their cart. Once all the items are added, they can 
click the Checkout button. On the checkout page, users 
need to fill in the shipping address and select the payment 
method. Finally, once the payment succeeds or if the user 
selects cash on delivery, the order is completed. 

As the admin, you can see all the orders under 
WooCommerce>Orders. If you have set up the email 
notifications then you’ll also get emails as and when 
customers order items from your eshop. You can also add 
orders via the backend. Just click on Add Order and in the 
next page that appears, fill in the order details. 

10 Reports
Reports are important to help you understand the 

business perspective of your ecommerce venture. Let’s take 
a look at all the kinds of reports that WooCommerce offers 
out of the box. Go to WooCommerce>Reports on the left 
menu bar and in the next page that appears, you can see 
three tabs with different report types.

In the Orders tab, you can see all the reports related to the 
sales – sales by date, sales by product, sales by category, 
etc. In the Customers tab, you can see reports about 
checkouts processed by registered users versus guests. 
You can also see the list of customers. The Stock tab is 
used to display information about stock quantities of all the 
products – you can see which items are stocked the most 
and the least, and you can also see out-of-stock items.  

Above Once set 
up, WooCommerce 
provides users with 
a standard shopping 
cart interface

09 Orders and 
frontend
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Take a deeper look at this network intrusion detection 
system and learn to monitor your device’s web traffic

Detect network  
intruders with Snort

Resources
Snort

snort.org

In its sniffer mode, during operation Snort will read network 
packets and just display them on the console. Snort in packet 
logger mode will be able to log the packets to the disk.  In network 
intrusion detection mode, Snort will monitor the network traffic 
and analyse it against the rules defined by the user. Snort will 
then be able to take a specific action based on the outcome. It 
is worth noting at this point that Snort has an in-built real time 
alerting capability.

As expected, network intrusion detection systems are placed 
at certain points within the network so that they are able to 
monitor the traffic to and from all devices on the network. Once 
an attack or an abnormal situation is identified, then an alert 
can be triggered to the system administrator to take corrective 
actions as needed.

To get started, let’s first install the Snort package. The first 
step, as you might expect, is to execute the following command 
in your Linux terminal:

  $ sudo apt-get install snort

Once the installation is complete, you can check for a successful 
installation by using the following command:

Snort is a very popular open source network intrusion 
detection system (IDS). It can be considered as a packet sniffer 
and helps us monitor the network traffic in real time. In other 
words, it scrutinises each and every packet to see if there are any 
dangerous payloads. In addition to this, Snort can also be used 
to perform protocol analysis, content searching and matching. 
As expected, Snort can therefore be used to detect the various 
types of attacks such as port scans, buffer overflows, etc. 

Snort is available on Linux, Windows, various UNIX systems, 
and all major BSD operating systems. Snort doesn’t require that 
you recompile your kernel or add any other software or hardware 
to your existing distribution, but it does require that you have root 
privileges. Snort is intended to be used in the most classic sense 
of a network intrusion detection system. All it does is examine 
network traffic against a set of rules, and then alert the system 
administrators to any suspicious network activity so that they 
may take appropriate actions.

Snort can be configured in three different modes:

• Sniffer mode
• Packet logger mode
• Network intrusion detection mode

Swayam 
Prakasha

has a master’s degree in 
computer engineering. He 
has been working in IT for 
years, focusing on areas 

like operating systems, 
network security and 
electronic commerce 

Right  Once Snort 
is installed, run 

man snort to bring 
up these handy 

instructions

Snort
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  $ snort -version

Also, note that Snort comes with a very detailed man page and 
that readers are advised to go through this man page to fully 
understand the system. Another important thing to note here 
is that a few packages are pretty much essential if you need to 
run Snort. They are:

• apache2 for the web server
• mysql-server for the database
• php5 for the server-based script
• php5-mysql
• php5-gd for graphics handling
• php-pear (PHP Extension and Application Repository)

We can use apt-get to install all of these programs, either one 
at a time (for example, sudo apt-get install apache2) or all at 
once (ie sudo apt-get install package1 package2 package3).

As a next step, we need to create the set of directories 
required for a successful running of Snort. You can use the 
following commands to create these files:

  $ mkdir /etc/snort
  $ mkdir /etc/snort/rules
  $ mkdir /var/log/snort

The snort.conf file controls everything about what Snort 
watches, how it defends itself from attack, what rules it 
uses to find malicious traffic, and even how it watches for 
potentially dangerous traffic that isn’t defined by a signature. 
A very good understanding of what is in this file and how it can 
be configured is pretty essential to a successful deployment 
of Snort as an IDS in your environment. By default, this 
configuration file is located /etc/snort. If the configuration is 
located somewhere else, then you need to specify -c switch 
along with the file’s location. 

Alerts are placed in the alert file inside your logging directory 
(/var/log/snort by default, or the directory you specify with the 
-l switch). Snort exits with an error if the configuration file or 
its logging directory does not exist. You can specify which type 
of alert you want (full, fast, none or UNIX sockets) by supplying 
the -A command line switch; you need to use the -A switch if 
you do not use the -c switch, or Snort will not enter alert mode. 
Additionally, if you use just the -c switch, Snort will use the 
full alert mode by default. The snort.conf file is used to store 
all the configuration information for a Snort process running 
in IDS mode. The majority of the snort.conf file’s content is 
commented-out instructions on how to use the file. Let us have 
a quick look at some of the popular configurable items of this 
snort.conf file:

Sl # Variable Description
1 HOME_NET Specifies the IP address 

of the system that you 
are protecting. When you 
use Snort, you will need to 
change this parameter to 
your actual home network IP 
address range – do not leave 
this set to the default value 
of ‘any’.

2 ORACLE_PORTS Used to specify the port that 
Oracle is listening on.

3 RULE_PATH Points to the location of the 
rule sets in your file system. 
Typically, rules are stored in 
/etc/snort/rules, so make 
sure that you use the full 
path name or whatever 
the right location is on 
your system.

Left  You should see 
output similar to this 
when running Snort 
in IDS mode

  Why use 
Snort?
Snort is considered 
as a first choice when 
it comes to network 
intrusion detection 
systems in many 
organisations. Cost 
effectiveness and 
robustness are the 
two main parameters 
behind the selection 
of Snort. However, 
with the several 
commercial versions 
of Snort, industry 
support is another 
reason behind 
Snort’s popularity. 
In addition, the 
open source Snort 
community is very 
active, providing 
the much needed 
support and 
enhancements of 
various features.
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Also note that in order to get Snort ready to run, you need to 
change the default configuration settings to match your local 
environment and operational preferences. Further to this, if 
you want to change the settings of the default configuration file 
then you will need to have root privileges. 

It is very common to see include items in Snort configuration 
files. These include commands instruct Snort to include the 
information in files located in Snort’s sensor’s file system. 
Typically, these files contain configuration-related information 
and also contain the rules that Snort can use to catch bad 
behaviours. As expected, the actual rules themselves are not 
entered directly into the configuration file, in order to simplify 
its management.

You can easily set an alert in the rules files with the 
following structure:

<Rule Actions> <Protocol> <Source IP Address> 
<Source Port> <Direction Operator> <Destination IP 
Address> <Destination port > (rule options)

Let us take a quick look at the rule structure with an example:

Structure Example
Rule action alert
Protocol ICMP
Source IP address any
Source port any
Direction operator ->
Destination IP address any
Destination port any
Rule options (msg:“ICMP Packet”; 

sid:477; rev:3;)

It is important to understand here that a few lines are added for 
each alert and these lines the following information:

• IP  address of the source
• IP address of the destination
• Packet type and useful header information

In order to execute Snort, you can use the following command:

  $ snort -c /etc/snort/snort.conf -l /var/log/snort/

With this, a file called alert will be created in the /var/log/snort 
directory. This file contains the alerts generated while Snort 
was running. Snort alerts are classified according to the type 
of alert, and a Snort rule specifies a priority for an alert as well 
– this lets you filter out low priority alerts to concentrate on the 
most worrisome. You can also run Snort as a daemon process 
by using the -D option, as shown in the following command

  $ snort -D -c /etc/snort/snort.conf -l /var/log/snort/

Note that if you want to be able to restart Snort by sending the 
SIGHUP signal to the daemon, you will need to use full path to 
the Snort binary when you start it. You can type snort -help 
to get a fuller understanding of the various options that are 
available within Snort. 

Now let’s take a look at how you can use Snort in its various 
modes – as mentioned earlier, Snort can be configured in three 
ways: sniffer mode, packet logger mode and network intrusion 
detection mode.

In sniffer mode, Snort will be able to print TCP/IP packet 
headers to the screen. This can be done easily by using the 
following command:

  $ snort -v

If you want Snort to display packet data as well as the headers, 
you need to add -d option, as shown below:

  $ snort -vd

In some cases, you may even be interested in a more 
descriptive display, and for this we need to use the -e option.

In packet logger mode, the main idea is to record the packets 
to the disk. In this mode, we need to specify a logging directory, 
and Snort will automatically know how to get into the packet 
logger mode. A simple command to operate Snort in this mode 
looks like this:

  $ snort -dev -l ./log

The above command assumes that you have a directory 
named log in the current directory. If that is not the case, 
Snort will exit with an error message. As expected, in order to 
log relative to the home network, you just need to tell Snort 
which is the home network. Another useful mode for logging 
is binary mode, and in this mode Snort logs the packets in 
tcpdump format to a single binary file located in the logging 
directory. The following command shows how binary mode 
can be used:

Snort

  Pre-defined rule sets
Snort has enough intelligence to read a rule set, observe the 
traffic going across the line and determine if any of the traffic 
matches the rules. When there is a matched condition, alerts 
can be logged to a file specified from the command line or even 
sent through syslog and appended to your system messages. It 
is a common practice to use the rule sets available on the Snort 
home page, but a custom interface is also available. A simple 
rule looks like the following:

  log tcp any any -> 192.168.1.0/24 23

This rule says to log tcp traffic coming from any IP address and 
any source port to our network where the destination port is 23 
(corresponding to telnet).

Snort rules are easy to write, yet powerful. There are three 
base action directives that Snort can use when a packet 
matches a specified rule pattern: pass, log or alert. Pass rules 
simply drop the packet; log rules write the full packet to the 
logging routine that was selected by the user at runtime; alert 
rules generate an event notification using the method specified 
by the user at the command line, and then log the full packet 
using the selected logging mechanism to enable later analysis.

Now it is time for you to use it in your environment. A variety 
of third-party tools have come up in the market and these tools 
will help in using Snort for various useful purposes such as 
administration, reporting, performance and log analysis.
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Left  Snort’s packet 
logger mode will 
identify packet 
traffic in real-time

  $ snort -dev -l ./log -b

You can see from the above command that there is no need to 
specify the verbose mode or -d/-e switches. This is because, 
in binary mode, the entre packet is logged and not just parts 
of it. If you need to enable network intrusion mode, you can use 
the following command:

  $ snort -dev -l ./log -h $HOME_NET -c /etc/snort/ 
snort.conf

Please note that snort.conf is the name of your rule file and 
that HOME_NET is a variable whose value is defined in the 
configuration file. The rule set defined in the snort.conf file will 
be applied to each packet, and a decision will be made for each 
to see if an action needs to be taken or not. The default snort.
conf references several other rules files, so it is a good idea to 
read through the entirety of snort.conf before calling it from the 
command line. 

It is also important to note here that if you are going to use 
Snort over a long period as an IDS, you should not use the -v 
switch in the command line for the sake of speed. When used 
as a network intrusion detection system, Snort provides near 
real-time intrusion detection capabilities.

In some cases, we are interested in the performance of 
Snort. In such a scenario, you can use the -b and -A fast 
options. With these options, the packets will be logged in 
tcpdump format and you can expect very minimal alerts. The 
following command can be used for this purpose:

  $ snort -b -A fast -c/etc/snort/snort.conf -lib

Also keep in mind that Snort applies its rules to packets in 
a specific order. The default order is that Alert rules will be 
applied first, then the Pass rules and finally the Log rules. 
Snort provides the -o switch to change the default rule 

application behaviour to process Pass rules first, then Alert, 
then Log, as shown in this command:

  $ snort -d -h 192.168.1.0/24 -l ./log -c /etc/snort/
snort.conf -o

Another important concept that we need to understand in 
Snort is the output configuration. Snort provides a variety of 
options to display the output and the detected information, 
although in practice many Snort administrators use third-
party applications to monitor and investigate the information 
generated by Snort. To do this, Snort must output the data 
a particular format. You can enable multiple output plugins 
and they enable a variety of tools to be employed by Snort 
administrators. Let us have a quick look at some of these 
output configurations:

• Alert syslog – UNIX-based systems use the syslog facility 
to consolidate the generated messages. Snort-generated 
information can be presented to syslog in a number of 
different ways. In this output configuration, the format looks 
like the following:

  Output alert_syslog: <facility> <Priority>
      Example: output alert_syslog: LOG_AUTH LOG_
ALERT

• Log tcpdump – This logs packets to the tcpdump file format. 
There are a variety of applications that can read this format.

• MySQL – MySQL logging requires that the database support 
be present on the system running Snort, in the form of the 
MySQL client software and libraries.

As a final note, now that you know how to use Snort, it is best 
to run it from behind a firewall because this adds a layer of 
protection and makes Snort easier to manage.  
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MonoGame’s content pipeline makes adding music, 
images and complex game objects really easy

Detect object collisions 
in MonoGame

Resources
MonoGame
monogame.net

Right  Simple 
shadows can be 

added to easily give 
your spheres a  

3D quality

MonoGame

Pre-rendered practicality
Since designing 3D objects is an art of its own (personal 
experience has taught that developers tend to be, shall 
we say, less proficient in this particular skill), the following 
tutorial will make do with two pre-rendered objects 
contained in Blender. They were exported into the fbx format 
using the normal export option.

MonoGame’s content system is based on content 
projects: our skeleton contains an mgcp file in the /Content 
subfolder. Double-click it in MonoGame in order to open the 
MonoGame Pipeline Editor. Next, right-click the Content 
heading item and select Add>Existing Item in order to add 
one of the fbx files. The Pipeline tool will enquire about 
copying the file to the project folder: select ‘Copy the file’ in 
order to have all of the content in one place.

Check the reliability of your resources by clicking Build> 
Build: the window on the right-hand side provides further 
information if an error occurs. Finally, click File>Save and 
close the Pipeline editor. From the next compile process 
onward, the resource pipeline will bundle the resources built 
in the Pipeline editor with the application. From here, it’s 
easy to get stuck right in with your creations.

Tam Hanna 
had an Xbox 360 fall to 

his lap; a lawsuit with 
a renitent third-class 

university required the 
creation of a prototype. 

This led to intimate 
familiarity with XNA, 

leading to knowledge 
which transfers to 

MonoGame seamlessly

At the end of last month’s instalment of our C# and 
MonoDevelop series, we had succeeded with rendering a 
three-dimensional cube on the screen of our workstation. 
Even though this is quite a laudable achievement in its own 
right, creating complex models with thousands of vertices by 
hand is just not economically feasible – who has the time for 
that? Instead, professional developers fall back to modelling 
tools like Blender or 3D Studio Max. They provide a GUI-driven 
environment for drawing, and once the model is ready, it can 
be exported easily in a variety of formats.

When Microsoft first set out to design XML, an 
abstraction was introduced in order to simplify the 
handling of the various forms of input file. A workstation-
based content processor would transform files into one 
of Microsoft’s well-defined output formats, which the 
engine could then read natively. File transfers were further 
simplified via the resource system. This handles embedding 
automatically; once a file is part of the resources, 
developers don’t need to worry about transferring or 
encoding issues. In addition to looking at all of this, we will 
also add some interactivity to our game, and even go on the 
hunt for collisions. So stay tuned – you’re in for quite a ride…
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Don’t panic!
As of the time of writing, MonoGame’s content pipeline 
is frustratingly still quite finicky – in many cases, the 
compilation project will fail. Don’t worry, as it’s likely you’ve 
done little or nothing at all wrong. If this happens, spin up 
a Windows VM and proceed to installing MonoGame. Open 
the Pipeline tool and create a new pipeline project of choice. 
It will generate a set of .xnb files, which are to be copied into 
the /Content subfolder of your MonoDevelop project (e.g. 
ImagineGame/GameCode/bin/Debug/Content).

After that, content can be loaded in LoadContent. 
MonoGame’s content processor emulates Microsoft’s in 
that the file extension gets stripped during the compile – our 
code snippet worked with two model files called Ape.fbx and 
BallzyObject.fbx:

  protected override void LoadContent ()
  {
      spriteBatch = new SpriteBatch (GraphicsDevice);
      myApe = Content.Load<Model>(“Ape”);
      myApe = Content.Load<Model>(“BallzyObject”);

Running the code above makes MonoGame load the model 
coordinates into memory: the Model class does not provide 
storage space for transformations and other geometric 
information discussed in the last part of the tutorial. This 
problem is best addressed by creating a custom model class, 
with the following members:

  public class ModelClass
  {
      public Model myModel;
      public Matrix myWorldMatrix;

      private float _myScaleFactor;
      public float myScaleFactor {
          get{ return _myScaleFactor;}
          set{
              _myScaleFactor = value;
              recalculateMatrix ();
          }
      }

      private Vector3 _myPosition;
      public Vector3 myPosition
      { 
      ...

We implement both scaling factor and position as method 
properties; the world matrix object of the model must 
be updated every time one of the factors changes. The 
recalculateMatrix() function handles this computation using 
the process described in the last issue:

  public void recalculateMatrix()
  {
      myWorldMatrix = Matrix.CreateScale(new 
Vector3(_myScaleFactor)) * Matrix.CreateTranslation 
(_myPosition);

  } 

You can, of course, save resources by caching part of the 
matrix; multiplications are among the most expensive 
computational operations. For our simple example, however, 
the basic method shall suffice.

With that, it’s now time to update LoadContent. The 
method now generates one monkey and a total of ten 
randomly-positioned spheres:

  protected override void LoadContent ()
  {
      spriteBatch = new SpriteBatch (GraphicsDevice);
      Model ape = Content.Load<Model>(“Ape”);
      Model ball = Content.
Load<Model>(“BallzyObject”);

      myApe=new ModelClass(ape,1,new Vector3(0,0,0));
      myBalls = new ModelClass[10];
      Random myRandom = new Random ();
      for (int i = 0; i < 10; i++) {
          myBalls [i] = new ModelClass (ball, 0.5f, 
new Vector3 (myRandom.Next(-10,10),myRandom.Next(-
10,10),myRandom.Next(-10,10)));

      }
  } 

XNA extends the normal .net RNG with a convenient method 
that returns a random number inside a specified range. We 
limit the three axes of our balls to a range of -10 to 10 in order 
to keep the balls on the screen.

Let’s draw
Drawing a ‘canned’ model is similar to the process used 
to display last issue’s cube. The main difference is that 
MonoGame detects our model’s automatically – the new 
version of our main Draw() method looks like this:

  protected override void Draw (GameTime gameTime)
  {
      graphics.GraphicsDevice.Clear (Color.
CornflowerBlue);
        

      Matrix aView = Matrix.CreateLookAt(new 
Vector3(10,5,15), Vector3.Zero, Vector3.Up);

      Matrix aProjection = Matrix.CreatePerspective
FieldOfView(MathHelper.PiOver4, graphics.
GraphicsDevice.Viewport.AspectRatio, 1.0f, 1000.0f);

      myApe.Draw (aView, aProjection);
      foreach (ModelClass c in myBalls) {
          c.Draw (aView, aProjection);
      }

      base.Draw (gameTime);
  } 

In principle, little new is to be observed here. We compute 
a view and a projection matrix, and proceed to invoking 
the Draw() method of each element. The actual rendering 
intelligence is located in the individual models. Invoking 
EnableBasicLighting instructs the BasicEffect class to add 
some rudimentary illumination to the objects at hand:

  Convert 
the FBX
FBX is a classic 
legacy file format 
which, over time, 
has begun to show 
signs of its age. When 
working with FBX 
Converter, take note 
of the formats used. 
In our tests, FBX 
2013 files created in 
binary mode work 
best. Running the 
converter in a virtual 
machine makes 
switching back and 
forth painless – don't 
hesitate to try out a 
few settings.
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  public void Draw(Matrix view, Matrix projection)
  {
      foreach (ModelMesh mesh in myModel.Meshes)
      {
          foreach (BasicEffect effect in mesh.Effects)
          {
              effect.EnableDefaultLighting ();
              effect.World = myWorldMatrix;
              effect.View = view;
              effect.Projection = projection;
          }
          mesh.Draw();
      }
  } 

Get a move on
Now that our models are visible on the screen, it is time to 
add some extra intelligence. The laws of physics dictate 
that bodies with a mass cannot change their position in an 
infinitely short time; doing so would require an infinitely large 
force. Instead, acceleration is applied, gradually moving 
objects to their intended position.

Simulating this behaviour on a computer is quite easy. The 
model class is expanded with three float fields called dx, 
dy and dz. Prefixing a variable with the letter d states that it 
contains a delta value – in maths, this Greek letter signifies 
a difference. The next step involves the actual movement. At 
each invocation of Update(), each position is combined with 
the value found in its delta value field:

  public class ModelClass
  {
      ...

      public float dx, dy, dz;

      public void UpdatePos()
      {
          myPosition=new Vector3(_myPosition.X+dx,_
myPosition.Y+dy, _myPosition.Z+dz);

      } 

Our model stores must be wired into the Update() method:

  protected override void Update (GameTime gameTime)
  {
      . . .
      // TODO: Add your update logic here          
      myApe.UpdatePos(); 
      foreach (ModelClass c in myBalls) {
          c.UpdatePos ();
      }
      base.Update (gameTime);
  } 

Finally, dx, dy and dz must be populated with random 
numbers during the creation of the balls:

  protected override void LoadContent ()
  {

      . . .
      for (int i = 0; i < 10; i++) {
          myBalls [i] = new ModelClass (ball, 0.5f, 
new Vector3 (myRandom.Next(-10,10),myRandom.Next(-
10,10),myRandom.Next(-10,10)));

          myBalls [i].dx = myRandom.Next (0, 1000) / 
1000f-0.5f;
          myBalls [i].dy = myRandom.Next (0, 1000) / 
1000f-0.5f;
          myBalls [i].dz = myRandom.Next (0, 1000) / 
1000f-0.5f;
          myBalls [i].dx *= 0.25f;
          myBalls [i].dy *= 0.25f;
          myBalls [i].dz *= 0.25f;
      }
      myCube=new CubeClass();
  }

It’s good to also be aware that myRandom also provides a 
NextDouble method. Using Next() is more interesting from a 
didactic point of view, as this approach permits us to learn a 
bit about scaling.

The method provides us with a value ranging from 0 
to 1000. Scaling that to a target area of 0.5 to -0.5 starts 
out with a division. Forgetting to add the f qualifier to the 
second operand makes Mono perform an integral division, 
thereby depriving us of the urgently needed information 
after the comma. Once the number is in the range of 0 to 1, 
a subtraction of 0.5 ‘moves’ it into the desired range. As our 
coordinates are relatively small, we then perform another 
scaling operation to slow down the elements.

When run, the elements will slowly but surely crawl across 
the screen. Sadly, they run off the boundaries of the visible 
area after some time – a not particularly satisfying situation.

Stay apart
Collision detection is one of the most significant parts of 
game design; major mistakes here can lead to broken games. 
Sadly, subtle errors can be even worse, as they silently hog 
significant CPU resources during program execution (see the 
above boxout for a first primer into optimisation).

When dealing with collision detection in ‘open-box’ games, 
a two-pronged approach can be helpful. Elements are 
prevented from gallivanting off the screen by the introduction 
of a static bounding box, whose boundaries are enforced 
during each step of the update cycle:

  public void UpdatePos()
  {
      myPosition=new Vector3(_myPosition.X+dx,_
myPosition.Y+dy, _myPosition.Z+dz);

      if (_myPosition.X < -10 || _myPosition.X > 10) {
          dx *= -1;
          myPosition=new Vector3(_myPosition.X+dx,_
myPosition.Y, _myPosition.Z);

      }
      if (_myPosition.Y < -10 || _myPosition.Y > 10) {
          dy *= -1;
          myPosition=new Vector3(_myPosition.X,_
myPosition.Y+dy, _myPosition.Z);

MonoGame

  Collision 
detection
Let us approach 
collision detection 
from a reverse POV: a 
scene containing the 
four items A, B, C and 
D is to be assumed. 
As A is checked 
against B, C and D, 
we automatically get 
the checks for the 
pair BA, CA and DA for 
free. This “symmetry” 
can be harnessed to 
significantly improve 
the performance by 
reducing the number 
of computations.
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Above In FBX 
Converter 2013, 
we found that files 
created in binary 
worked best for us

      }
      if (_myPosition.Z < -10 || _myPosition.Z > 10) {
          dz *= -1;
          myPosition=new Vector3(_myPosition.X,_
myPosition.Y, _myPosition.Z+dz);

      }
  } 

If a collision is detected, the offending component is inverted 
via a multiplication with -1. Then, the last move is undone 
in order to prevent the object from latching itself to the 
boundary with an unwanted oscillation.

Checking for collisions between the individual models is a 
more complex process. Even though our objects are relatively 
simple, performing an intersection check on every plane will 
overload even the strongest processors.

This problem can thankfully be easily solved by introducing 
bounding objects. These geometric objects – most engines 
will likely use either spheres or octahedrons – are erected 
around the geometry of an element. A basic collision check 
can then be performed by comparing the boundaries of 
the two bounding elements, and more involved algorithms 
are deployed only if the boundaries indicate a possibility 
of collision. In the case of ModelClass, the following 
modifications are required:

  public void recalculateMatrix()
  {
      myWorldMatrix = Matrix.CreateScale(new 
Vector3(_myScaleFactor)) * Matrix.CreateTranslation 
(_myPosition);

      myBoundingSphere = myModel.Meshes [0].
BoundingSphere;

      foreach (ModelMesh m in myModel.Meshes) {
              myBoundingSphere = BoundingSphere.
CreateMerged (myBoundingSphere, m.BoundingSphere);

      }
      myBoundingSphere=myBoundingSphere.Transform 
(myWorldMatrix);

  } 

By default, each mesh has its own bounding sphere. We use 
the static CreateMerged method in order to gang them up. 
BoundingSpheres live in the ‘world’ coordinate system. Due to 
this, their position needs to be updated whenever the location 
or the scaling factor changes – in an advanced engine, CPU 
time could be saved by storing the constant BoundingSphere 
in a separate variable.

With that, we can now check for collisions. For now, it shall 
suffice to check whether the ape has intimate contact with 
one of the balls via the following bit of code:

  protected override void Update (GameTime gameTime)
  {
      . . .
      foreach (ModelClass c in myBalls) {
          c.UpdatePos ();
          if (myApe.myBoundingSphere.Intersects 
(c.myBoundingSphere)) {

              myApe.dx = c.dx;
              c.dx = 0;
              myApe.dy = c.dy;
              c.dy = 0;
              myApe.dz = c.dz;
              c.dz = 0;
          }
      }
      base.Update (gameTime);
  } 

When testing physics, setting up desired phenomena is 
a classic. For our collision, the following modification to 
LoadContent should do the trick:

  protected override void LoadContent ()
  {
  . . .
      for (int i = 0; i < 10; i++) {
          . . .
      }

      myBalls[0].myPosition=new Vector3(4,0,0);
      myBalls[0].dx = -0.1f;
      myBalls[0].dy = 0;
      myBalls[0].dz = 0;

      //TODO: use this.Content to load your game 
content here 

      myCube=new CubeClass();
  } 

Conclusion
Even though our cube and ape box still is a far shot from a 
real game, the current stage of the proceedings nevertheless 
permits us to try out a wide variety of interesting techniques, 
which can be applied in a variety of ways to both professional 
and indie titles.  
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Structure your data by creating, 
manipulating and sorting linked lists 
to simplify traversal and editing

Computer 
science 
Dealing with 
linked lists

Strictly speaking, a linked list is a structure with a finite 
set of elements. Each element uses at least two memory 
locations: one for the data and the other for a pointer that 
links the current element to the next one in the sequence of 
elements that construct the linked list. This is also known as 
a singly (or single) linked list.

Linked lists enable you to delete or insert elements at will. 
Additionally, all operations that can be performed on any 
kind of linked list are easy to understand and simple to code; 
the logic of a linked list will not bother you, make you write too 
much code, or put restrictions into your code. 

This tutorial will present all the know-how and code that 
you will need to know in order to make good use of linked lists. 
The presented C code will explain how to implement a linked 
list as well as how to perform the various operations that 
a linked list can perform: inserting, searching and deleting 
a node. We’ll also take you through doubly linked lists and 
circular linked lists.

The theory
The first element of a linked list is called the head, whereas 
the last element is often called the tail. A queue is a special 

kind of a linked list where each new element is inserted to 
one end (head) and removed from the other end (tail).

The first thing that you should do when defining a linked 
list is keep the head of the list inside a separate variable. 
The head is the only thing that you need in order to access 
a linked list.

The biggest advantages of linked lists are that they are 
easy to understand, easy to implement and generic enough 
that they can be used in many different situations and can 
model many different kinds of data.

The lookup function of a linked list is the single most 
important function because it decides whether an element 
belongs to the list or not, which allows you to delete it, find 
it or insert it, depending on what you wish to do with it. The 
sooner the lookup function returns with an answer, the 
better it will be for you, since you’ll know where you are in 
the list, and the quicker your program will be.

Programming a linked list
The create.c program generates a linked list that is not 
sorted. Inside create.c a node of the linked list is of the 
following form:

Linked lists

Tutorial files 
available:
filesilo.co.uk

Mihalis 
Tsoukalos

is a Unix administrator, 
a programmer (for Unix 

and iOS), a DBA and 
also a mathematician. 

He has been using 
Linux since 1993

Resources
Text editor

GCC compiler
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  typedef struct node
  {
    char *data;
    struct node *next;
  } node;

The *next variable of the last node (tail) points to NULL in 
order to indicate that you have reached the end of the list. The 
defined node structure has only one variable for storing actual 
data, but a linked list can contain more data, as you are free to 
declare numerous variables inside the node structure. The C 
code that allocates the memory for a new node is the following:

  new_node = malloc(sizeof *new_node);
  if (new_node == NULL)
      return 0;

A successful call to malloc(3) returns a pointer to the allocated 
memory; if there is an error, malloc(3) returns a NULL pointer. 
Therefore, the last two lines of code are used for checking the 
return value of malloc(3). Once a new node is created, you will 
also need to allocate memory for the data of the node because 
it is just a string pointer, which is done with the following code:

  new_node->data = malloc(strlen(value)+1);

Download and refer to the full code in FileSilo. Each new node 
is inserted in front of the existing unsorted linked list and 
becomes the new head of the linked list:

  new_node->next = *list;
  *list = new_node;

It is now time to talk a little bit more about the linked list 
implementation of create.c, which is the base of this tutorial. 

Two functions govern create.c: insert() and lookup(), which 
are used for adding a new node and looking up whether 
an element already exists in the list, respectively. Both 
functions take two arguments as input – the head of the 
linked list and the data (value) – and return an integer, 
which is 1 in case of success and 0 in case of failure. The 
insert() function has to call the lookup() function in order to 
determine whether the data already exists in the list, which 
makes the lookup() function the most important function of 
the program.

No operation on a linked list can be completed without 
using the lookup() function. The traverse() function prints 
the cardinality of the linked list by visiting all the nodes. The 
main() function reads a text file that contains words – each 
word occupies a separate line – and populates the linked list 
with them. The name of the text file is given as a command 
line argument.

Creating a sorted linked list
Linked lists not only help you sort your data easily, but can 
also help you keep your data sorted even after inserting or 
deleting elements. Deleting a node from a sorted linked 
list is the same as before; however, inserting a new node is 

 Linked lists are  
generic enough that they 
can be used in many 
different situations 

  Advantages and disadvantages
Linked lists are really good at sequential searching, especially 
when used with C pointers and when they are sorted. If a linked 
list has many elements, reaching the last element of the list can 
be really slow. 

Additionally, unsorted linked lists can be terribly slow when 
dealing with large amount of elements: one way or another, an 
unsorted link list with 150,000 nodes will be slow! Also, linked 
lists have no random access, like arrays have. However, arrays 
cannot add or remove elements from the middle. 

As you can appreciate, sorted linked lists have many 
advantages over unsorted ones as far as searching is concerned, 
so try to keep your linked lists sorted when possible. However, 
sorting comes with a cost that you should always consider.

If you need to maintain a very large number of sorted 
elements and be able to search them fast, then you’d better 
use a different data structure such as a tree or a hash table – 
the price you are going to pay for speed is that you will lose the 
simplicity of the linked list; moreover, you will need more code to 
create and keep a tree or a hash table sorted or balanced.

Above  Each of the 
five nodes in this 
linked list contains 
a value and a link to 
another node

Head Tail

NULLaa bb cc abc bab

A SIMPLE LINKED LIST
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different, as the new node has to go to the right place in order 
to keep the list sorted. The C code in createsorted.c, shown 
below, creates a sorted linked list and is based on create.c.

  #include <stdio.h>
  #include <stdlib.h>
  #include <string.h>
  #include <ctype.h>

  typedef struct node
  {
    int data;
    struct node *next;
  } node;

  void printLinkedList(node *list)
  {
      node *e;
      e = list;
      int n = 0;
      while( e != NULL )
      {
          printf(“%i ”, e->data);
          n++;
          e = e->next;
       }
       printf(“\n”);
       printf(“The Linked List has %d nodes.\n”, n);
  }

  // Returns 1 on success, 0 otherwise
  static int lookup(node **list, int value)
  {
      printf(“Examining %i\n”, value);
      const node *it = *list;
      while (it != NULL && (it->data < value))
          it = it->next;

      if (it == NULL)
          return 0;
      if (it->data == value)
          return 1;
      return 0;
  }

  int insert(node **list, int value) 
  {
      if (lookup(list, value ))
          return 0;
    
      node *new_node;
      node *temp;
      node *previous;
      node *start = *list;

      //create new node
      new_node = (node *)malloc(sizeof(node)); 
      //check whether node is created or not
      if(new_node == NULL) 
      {

          printf(“Insufficient memory.”);
          return 0;
      }   

      //Updating different parts of the node
      new_node->data = value;
      new_node->next = NULL;    

      //checking whether the node is only node or not
      if (start == NULL) 
      {       
          start = new_node;
      }

      //If value is less than the value of first node
      else if(value < start->data) 
      {
          new_node->next = *list;
          start = new_node;
      } 
      else 
      {   
          previous = start;
          temp = start -> next;
        
          //Go to position node is to be inserted
          while(temp != NULL && value > temp->data) 
          {
              previous = temp;
              temp = temp->next;
          }

          //Insert the node at particular position
          if(temp == NULL) 
          {
              previous->next = new_node;
          } 
          else 
          {
              new_node->next = temp;
              previous->next = new_node;
          }
      }
    
      *list = start;
      return 1;
  }

  void traverse(node *list)
  {
      node *e;
      e = list;
      int n = 0;
      while( e != NULL )
      {
          n++;
          e = e->next;
       }
       printf(“The Linked List has %d nodes.\n”, n);
  }
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  int main(int argc, char **argv)
  {
      node *linkedList = NULL;
      int data[] = {21, -12, 56, -2, 21, 190};

      // Initialize the Linked List
      for (int i = 0; i< 6; i++)
          insert(&linkedList, data[i]);

      printLinkedList(linkedList);
      return 0;
  }

However, the logic that is embedded in the lookup() function 
of createsorted.c is different from the logic in create.c, 
because the search operation stops as soon as the data 
you are searching is ‘bigger’ than the last data that it was 
compared to. ‘Bigger’ can have many meanings, depending 
on the data and the logic behind the sorting – the key point 
here is that the data is sorted from ‘smaller’ to ‘bigger’, which 
help you determine whether the data you are searching for is 
present in the list or not. This is the main benefit that you get 
from a sorted list. 

Additionally, the insert() function behaves differently on a 
sorted linked list because it does not just insert a new node in 
front of the linked list but puts it in the right place. If you refer 
to the full code of createsorted.c, you can see that the data 
field of the node structure is now an integer.

Sorted linked lists allow you to use various optimisation 
techniques when searching or inserting a node; the most 
common one is to keep a pointer to the centre node of the 
sorted linked list and start lookups from there. 

Sorting an unsorted linked list
The next C program in your FileSilo resources (sortExisting.c) 
will sort an already constructed linked list that is not yet sorted 
– the original linked list will be manually created using C code. 
This is a hybrid approach because you first create the linked list 

as fast as possible and then you sort it before you actually use 
it. This time the node structure will be defined as follows:

  typedef struct node
  {
      int data;
      struct node *next;
  } node;

The reason for using an integer instead of a string is for you to 
better understand the sorting process. Additionally, you will 
not need a second malloc() call as the memory for the integer 
is allocated when you declare it, so sortExisting.c will be a 
little simple in this regard. In order to sort a linked list, you will 
have to use a sorting algorithm such as Bubble sort or Quick 
sort. sortExisting.c will use Bubble sort because it is easier to 
understand – Quick sort, however, is faster.

Inserting a node to an unsorted linked list
Inserting an element into a linked list is pretty easy. As you 
can see, due to the fact that you will first have to search 
the entire list in order to find out if the element already 

  Circular linked list
Although usually you will use a single linked list, there exists 
another kind of linked list called a circular linked list. The tricky 
point with circular links lists is they can be either singly or doubly 
linked. In a circular single linked list, the next element of the 
tail points to the head of the list. If it is double-linked, then the 
previous element of the head points to the tail of the list.

A simple situation where a circular linked list can be useful 
is in a game with multiple players where according to the card 
a player gets from a stack, they can lose their turn, or ask a 
question of the next or the previous player, etc.

If you want to traverse a circular linked list, you should save 
a pointer to the first node that you see. While traversing the 
list, you should check for the saved element; once you see that 
element again, you know that you have traversed the entire list.

Left  Adding a node 
to the start of a 
linked list means 
changing the headHead Tail

NULLaa bb abc bab

Head Tail

NULLaanew bb abc bab

ADDING A NEW NODE TO A LINKED LIST

BEFORE

AFTER

New
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exists, you will most likely want to insert the new element 
at the beginning of the linked list to save time. If the linked 
list is sorted then the new node must be inserted into the 
appropriate place, which makes the process trickier.

The diagram on the previous page shows a graphical 
representation of the whole process where you can see that 
the head element of the list has been changed.

Delete a node from an unsorted linked list
As soon as you find that an element is present in a linked list, 
it will be very easy to delete it, as you only have to ‘disconnect’ 
it from the list by removing any references to it. It is important 
to free the memory of the deleted node, although this has 
nothing to do with the list itself.

The above diagram shows a graphical representation of 
the process. As you can understand, the new linked list will be 

smaller by just one node. The crucial thing is to appropriately 
connect the node that was on the left of the deleted node with 
the node that was on the right. Therefore, you should keep 
an extra variable to hold the node on the left of the node you 
want to delete, as this cannot be found automatically.

Extra care must be taken in case it is asked to delete the 
head of a linked list, so your code should first examine whether 
you are dealing with this special node.

The important C code that is needed for deleting a node that 
is not the head of the list from a linked list is just the following:

  previous->next = it->next;

As you can see, it is surprising small yet very effective! When 
you have to delete the head of the list, then the process is a 
little different:

  *list = it->next;

Deleting the tail needs no special treatment from the developer.

Traversing a linked list
The cost of traversing a linked list and the way traversing works 
both remain the same and do not depend on whether a list 
is sorted or not. Therefore, the traverse() function as found 
in create.c will be used without any changes for traversing a 
linked list and calculating its cardinality.

The printLinkedList() function also crosses the entire linked 
list just like the traverse() function; however, it also prints the 
data of each node. If you have a big linked list, the output of the 
printLinkedList() function is going to be huge.

The cost of sorting
Although the cost of sorting while inserting new nodes might 
look like a big drawback, you can understand the benefits of a 
sorted linked list when you try to do some searching.

For this part, we performed some tests to better 
demonstrate the advantages and disadvantages of a sorted 

Linked lists

Right  Deleting a 
node is as easy 

as removing the 
references to it in the 

adjacent nodes

  Reversing a linked list
This boxout will present a pretty interesting problem, which is 
how to print a linked list in reverse order. The C code, found in the 
reverse() function, for reversing a linked list is the following:

  void reverse(node **list)
  {
      if (!list)
          return;
      myReverse(*list, NULL, list);
  }

As you can see, reverse() calls another function named 
myReverse(), which does the whole job and works recursively. 
If you really want to understand how myReverse() works, you 
should put a call to printLinkedList() in myReverse() to see how it 
changes the linked list during its execution.

As you can see, singly-linked lists can be easily traversed in 
only one direction. Should you want to traverse a linked list using 
both directions, you should consider using a circular or a doubly 
linked list.

cc

DELETING A NODE FROM A LINKED LIST

Head Tail

NULLbbaa cc abc bab

BEFORE

Head Tail

NULLaa bb abc bab

AFTER
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linked list. We compared the cost of constructing a sorted 
linked list in relation to an unsorted linked list with the same 
number of nodes, as well as the time it took to search for the 
same data in a sorted (searchsorted.c) and an unsorted list 
(search.c) with the same number elements. For reasons of 
simplicity, each node stored an integer value.

The input file used for populating the two linked lists 
contained 1,000,0000 randomly-generated non-unique 
integers. Similarly, the file used for checking the performance 
of each linked list contained 10,000 randomly-generated non-
unique integers. The total number of distinct integers is only 
21,000, so the cardinality of both linked lists is 21,000.

As it turns out, the cost of creating a sorted linked list from 
scratch is big – it took almost twice as long for this, as well 
for searching the linked lists. Put another way, the whole 
operation of the unsorted linked list is faster than the sorted 
one. A possible explanation is the use of integer data instead 
of strings or more complex data. You can make your own tests 
with your own data and see for yourselves.

Doubly linked lists
There is a special kind of linked list called a doubly (or 
double) linked list. The diagram above shows a graphical 
representation of one. In C, a node of a doubly linked list is of 
the following form:

  typedef struct node
  {
      char *data;
      struct node *next;
      struct node *previous;
  } node;

The aforementioned C code should make perfect sense; each 
node must not only keep a pointer to its next node but also 
contain a pointer that points to its previous node. Apart from 
the *previous variable in the structure, there is no other real 
difference between a linked list and a doubly linked list. As 
you can see, inserting and deleting nodes is now a little more 
expensive, as you will have to define and delete two pointers 
instead of one in each node, respectively.

As before, the *next variable of the last node points to NULL 
in order to show that you have reached the end of the list. 
Similarly, the *previous variable of the first node points to NULL 
in order to indicate that you are at the beginning of the linked 

list. As a result, any node of a double-linked list can help you 
access the entire linked list!

While inserting a new node is easy, deleting a node, 
especially the head or the tail, from a doubly linked list must be 
done with extra care as you can see in the delete() function of 
the supplied double.c.

If you refer to the source code of double.c, you can see that 
it implements an unsorted doubly linked list. Sorting a doubly 
linked list is relatively easy and is left as an exercise for the 
reader. The most critical task is inserting the first node in a 
doubly linked list, which is done with the help of the following 
if statement:

  if ( *list == NULL )
  {
      *list = new_node;
      new_node->previous = NULL;
      new_node->next = NULL;
      return 1;
  }

This happens because the first node of such a list has no 
previous and no next node. So, should you use a doubly linked 
list or not? At the end of the day, it depends on your needs as to  
whether you require one or not.  

  Reversing a doubly linked list
Although it is more difficult to maintain a doubly linked list, there 
are times that its benefits might be worth the cost, particularly 
when you want to reverse one. The following C code prints a 
double linked list in reverse order:

  // Go to last Node
  while (e->next != NULL)
      e = e->next;
  // Use the pointer to the tail to traverse it 
backwards

  while (e != NULL)
  {
      printf("%s ", e->data);
      e = e->previous;
  }

See the reversePrint() function of the supplied double.c program 
for more information on this.

Above  Doubly linked 
lists have nodes 
containing links to 
both adjacent nodes

Head Tail

NULL
NULL ab aab cab ca

A DOUBLE LINKED LIST
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Creativity and robots fused into an awesome display of 

talent at this year’s Pi Wars show hosted in Cambridge, 

home of the Raspberry Pi. Here are our event highlights
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WHAT IS PI 
WARS?

When did you start 
organising Pi Wars?
The original one 
we started around 
September of last year, 

but this one we started a little earlier. We 
started thinking about it probably around 
March and we started building around 
July. It’s been a long time coming and 
there’s been a lot of planning behind it, 
trying to improve on last year’s event.

So, tell us about the new courses for 
this year.
Pi Noon is a replacement for the duel. 
There was a Pi-on-Pi duel originally, the 
sumo wrestling: there was one robot 
trying to push the other one out, and 
bigger robots had the advantage. We 
wanted to do something where neither 
robot had an advantage, and this seemed 
like it was likely to be that ‘size doesn’t 
matter’ duel.

What do you think of the robots built for 
the new Skittles event?
We expected people to just push the ball 
with their robot – that’s all we thought 
they’d do. We’ve just been blown away by 
what people have been doing to propel 
that ball. We had to put some cardboard 
boxes behind it, just to stop them from 
smashing the windows! We really didn’t 
expect the engineering that they’ve come 
up with.

What’s your favourite robot so far?
There are some absolutely beautiful 
robots, but probably Triangula. It’s just the 
fact it’s three-wheeled and can go in any 
direction – it’s beautifully engineered.

Did you enter any challenges?
I didn’t bring a robot along, I must admit. 
I’ve been spending an awful lot of time 
recently creating the EduKit 3, which is 
the robotics kit. I wrote the worksheets 
and designed the EduKit 3. I actually 
wrote all the worksheets for all of the 
kits – I used my own information to 
actually build the kits. I knew nothing 
about electronics before I started, so I’m 
teaching myself to teach other people. 
I’m getting them all checked out – 
everything is quality controlled – and I’m 
trying to get affordable kits for people 
to explore electronics. An example from 
today is someone who’s never done any 
programming, didn’t even like computers, 
but has built an EduKit 3 robot into a 
sheep. It’s absolutely gorgeous! Brilliant.

Any plans for the new year?
We have some things in the pipeline 
that we can’t talk about. It’s going to 
be another exciting year. We may have 
another Pi Wars but it may not be next 
year – we haven’t decided yet. We’re just 
taking one event at a time.

Held for the fi rst time just last year, Pi Wars was 

hosted as part of the Cambridge Raspberry Jam 

on 6 December 2014. The event saw contestants 

compete to win some great prizes by entering 

their Raspberry Pi-powered robots into six 

challenges: an obstacle course, a line-following 

challenge, a three-point turn challenge, a 

proximity sensor test, robot golf and a sumo 

wrestle (a test of strength where competing 

robots need to push the opponent out of a ring).

One year on, Pi Wars returned in style with 

upgraded challenges and robots to match. 

From fi rst-time creators to established experts, 

everyone was welcome, and once again, this 

was an event not to be missed. Staples like the 

line-following challenge and obstacle course 

were signifi cantly re-worked, and two brand 

new challenges were introduced: Pi Noon and 

Skittles. We spoke to Tim Richardson to fi nd out 

more about how they put the robots and their 

owners through their paces…

Above Some competitors built special fi ring apparatus 

into the fronts of their robots for the skittles challenge

TIM RICHARDSON
PI WARS ORGANISER

Creator of CamJam’s EduKit packs, Tim 
Richardson orchestrated this year’s Pi Wars 

event alongside Michael Horne

Pi Wars

www.linuxuser.co.uk 57

056-061_LUD161.indd   57 22/12/2015   22:08



PRECISION 
PROXIMITY 

SENSOR

HIGH-POWERED 

SHENANIGANS

Not known for half-measures, Hitchin Hackspace 
was hard at work on a separate robot to the Bighak 
for the proximity sensor test when we popped into 
the robot workshop. The challenge is to get your 
robot to stop as close as possible to the destination 
wall – without touching it.

“The infrared distance sensor shows us roughly 
where we’re going and it tells us how far away 
from the wall we are,” explained team member 
Rob Berwick, “but it’s not very accurate. It’s not 
millimetre-accurate, and we want better than that. 
So once it’s stopped about 10mm away, we then 
deploy our very sensitive probe, which is this air 
pressure sensor. Effectively, we’re blowing out of 
a straw and measuring the pressure in the straw. 
When the straw gets close to the wall – really close 
– then the air pressure goes up and we stop. The 
chassis is all CAD-designed and 3D-printed, so 
there’s 3D-printed stuff, laser-cut stuff, machined 
stuff… We may have taken this a little too seriously!”

We found Alex Ellis towing around furniture like it was 
weightless, using his DualShock 3 to manipulate his 
robot’s gripper extension. “This is a kit from RoboSavvy 
called the Wild Thumper,” he explained. “There’s a 
four-wheel drive version with a motor controller that 
can handle 60 amps. Both motors go up to 6 amps 
each, and then the Raspberry Pi is connected to a PS3 
controller – that talks to the Arduino over serial bus 
and then that just tells it what to do with the servers. 
The arm came with the product as well – it’s quite 
expensive, £130 for the whole kit, but it’s really fun. 

“It’s driven by a 5000 mA two-cell LiPo, and there’s 
another LiPo for the Pi itself. It’s all on Arch Linux rather 
than Raspbian. It makes it a bit harder to do startup 
scripts – you need to do a systemd unit and it’s a bit 
tricky. I’m a software developer and I do this in my spare 
time – I love the Raspberry Pi, it’s really fun.”

HIGH-POWERED 

SHENANIGANS
We found Alex Ellis towing around furniture like it was We found Alex Ellis towing around furniture like it was 
weightless, using his DualShock 3 to manipulate his weightless, using his DualShock 3 to manipulate his 
robot’s gripper extension. “This is a kit from RoboSavvy robot’s gripper extension. “This is a kit from RoboSavvy 
called the Wild Thumper,” he explained. “There’s a called the Wild Thumper,” he explained. “There’s a 
four-wheel drive version with a motor controller that 
can handle 60 amps. Both motors go up to 6 amps 
each, and then the Raspberry Pi is connected to a PS3 
controller – that talks to the Arduino over serial bus 
and then that just tells it what to do with the servers. 
The arm came with the product as well – it’s quite 
expensive, £130 for the whole kit, but it’s really fun. 

“It’s driven by a 5000 mA two-cell LiPo, and there’s 
another LiPo for the Pi itself. It’s all on Arch Linux rather 
than Raspbian. It makes it a bit harder to do startup 
scripts – you need to do a systemd unit and it’s a bit 
tricky. I’m a software developer and I do this in my spare 
time – I love the Raspberry Pi, it’s really fun.”

First rolling onto the scene at the Raspberry 
Pi Big Birthday Weekend at the end of 
Feburary 2015, the amazing Bighak robot 
appeared once again at Pi Wars and is 
well on its way to becoming the unoffi cial 
event mascot. We spoke to Alex Palfreman-
Brown, founder of Hitchin Hackspace and 
designated Bighak driver for the day, to 
learn more.

So, tell us about Hitchin Hackspace!
We meet once a week. Quite often it’s 
projects that people are working on for their 
own purposes, but we do things as a group 
as well. Bighak was a group project that we 
put together for the Newcastle Maker Faire 
[in 2014], and the Pi Wars robot is something 
that has been worked on for six weeks – 
we’ve been meeting a lot more than once a 
week to get that fi nished.

Can anyone drop in to the hackspace?
Yeah, we’re very welcoming to anyone who 
wants to come down and see what we’re 
about, and if they want to get involved then 
they can. If they have a problem that they 
need a solution to, we can do that as well. 

We’ve been working with Remap recently 
(remap.org.uk), who are a charity who 
customise technology for people who have 
disabilities. So one thing we’ve worked on 
recently was a Kindle e-reader – to scroll 
through the pages, we added voice control. 

Where do you meet?
We meet once a week at the Pavilion at 
Ransom’s recreation ground in Hitchin, 
which is off Nightingale Road. The website 
is hitchin.hackspace.org.uk. We’re all 
over social media and the web – just type 
‘Hitchin Hackspace’ and you’ll have access 
to all our information there.

Above Hitchin Hackspace hard at work on their precision proximity sensor

Top Find out how the team built the Bighak at hackhitchin.org.uk/bighak-2

HITCHIN 
HACKSPACE

Meet the team behind the iconic Bighak 
robo-vehicle, built from scratch, and sporting a 

Raspberry Pi under the hood

Feature
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3D-PRINTED 
ROBOTS

“I started building it in July. All of it’s been 3D-printed except for 
the MDF parts, which have been laser-cut. So everything here 
I’ve designed on SpaceClaim and 3D-printed all of it using the 
Makerbot and Overlord here. I’ve designed my own suspension,” 
Subratty tells us. “The actual motor holders are made out of 
ABS rather than MDF, which is a bit stronger. Two H-Bridges, 
currently – they can actually handle up to 43 Amps, so they’re 
quite overpowered. 

“And I’ve got two 5000 
mAh battery packs, which 
output 7.2 V, but the motors 
need 14.4 to actually give 
it quite a good kick, so 
that’s what I’m using at 
the moment.” 

“Robotic laser tag! So you’ve got infrared guns on them and the 
idea is you drive these around – you’ve got a fi rst-person view 
on the screen, and it works like a fi rst-person shooter game. 
So all the controls are the same – WASD – and the idea is you 
go around and you can shoot this tank over here [closes in]. So 
it’s got sensors all the way around, so you can get shot from any 
direction, and you’ve got three lives – get shot three times and 
your tank explodes. Or maybe it just judders for a bit and stops 
fi ring until you press the reset button,” says Neil Lambeth of Red 
Robotics. “We’ve only just started Red Robotics (redrobotics.org.
uk), the idea being that it’s a kit you can make yourself. So all the 
parts here come open source and downloadable, all the parts 
are laser-cut or 3D-printed, and it all could all be made part of a 
school robotics project. I didn’t want to spend money on existing 
kits and such, so all this has been designed to be easy to make – 
you download the fi les, make it yourself.”

Muhammad Subratty

Red Robotics

“I started building it in July. All of it’s been 3D-printed except for 
the MDF parts, which have been laser-cut. So everything here 
I’ve designed on SpaceClaim and 3D-printed all of it using the 
Makerbot and Overlord here. I’ve designed my own suspension,” 
Subratty tells us. “The actual motor holders are made out of 
ABS rather than MDF, which is a bit stronger. Two H-Bridges, 
currently – they can actually handle up to 43 Amps, so they’re 

“Robotic laser tag! So you’ve got infrared guns on them and the 
idea is you drive these around – you’ve got a fi rst-person view 
on the screen, and it works like a fi rst-person shooter game. 
So all the controls are the same – WASD – and the idea is you 
go around and you can shoot this tank over here [closes in]. So 
it’s got sensors all the way around, so you can get shot from any 
direction, and you’ve got three lives – get shot three times and 
your tank explodes. Or maybe it just judders for a bit and stops 
fi ring until you press the reset button,” says Neil Lambeth of Red 

redrobotics.org.
), the idea being that it’s a kit you can make yourself. So all the 

parts here come open source and downloadable, all the parts 
are laser-cut or 3D-printed, and it all could all be made part of a 
school robotics project. I didn’t want to spend money on existing 
kits and such, so all this has been designed to be easy to make – 

Above This 3D-printed robot has infrared transmitters in the guns, 

enabling players to fi re at the IR receivers on opponents

Above  The rubber band looms were used for extra 

traction on K.E.I.T.H. Evolution’s tracks

INNOVATIVE 
MOVERS

Many teams explored innovative means of movement, and 
Niklas Henderson’s team impressed us with a segmented robot 
intended to give fi ne turning control through the use of a central 
pivot. “This is our fi rst venture into robotics,” Niklas told us. 

“It’s got a Raspberry Pi 2 and it’s in two segments, with a 
pencil down the middle, and that allows it to bend and it creates 
steering for the robot. We were hoping that it would be able to 
bend slightly more, but the bending’s a little bit limited – a few 
design fl aws we didn’t expect… We thought about maybe next 
time having three sections to it – that means in the middle bit it 
can bend almost right the way around, and that allows it to go in a 
circle. Like a snake!”

The fi rst Pi Wars event saw a tiny tank-like 
robot called K.E.I.T.H. (Kinetic Electronic 
Interactive Tracked Hardware) take on 
almost every challenge. This year it was 
back, but mounted on top of an even 
larger, Mark IV tank-like robot. Distinctive 

for its CAD-designed, laser-cut chassis and the array of rubber 
bands wound round the tracks for extra grip, Harry and Andy 
Merckel’s K.E.I.T.H. Evolution was surprisingly good at one of the 
most diffi cult challenges of the day. “We’ve done really, really well 
in the line-following,” Andy told us, “which is a bit of a surprise 
because that thing’s a hell of a… Well, we managed that one fi ne 
– we did fi ve straight laps without any problems, which was a 
miracle! And we’ve just won our fi rst round of Pi Noon as well, so 
we’re very, very pleased!”

From pencils for turning power to rubber 
band tyres, creativity knew no limits
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PIBORG’S OBSTACLE 

COURSE TURNTABLE

Feature

Above Triangula’s innovative vector-based movement 

code enables it to instantly move in any direction

Right PiBorg’s turntable was the crux of the obstacle 

course, spinning many challengers out of control

Tim Freeburn, director of PiBorg, tells us about the 
spinning centrepiece of the new obstacle course

60

“Tim [Richardson] and Mike [Horne] 
asked us if we could build the turntable 
for the centre of the obstacle course. 
Tim and Mike did the humps at the start 
and they also did the marble challenge; 
the see-saw was from last year. But in 
the centre, the rotating turntable – Tim 
and Mike said ‘Can you make this? We’re 
not really sure how big or how powerful, 
but can you make something?’ And so 
we took as a bit of a challenge! As usual, 
we’ve over-engineered everything a 
little bit too much!

“What we did with this turntable is 
we designed and modelled it all in CAD 
fi rst. So this is just a CAD package that 
we just recently bought, PTC Creo – it’s 
our pride and joy at the moment. We can 
sit there and see exactly what it’s going 
to look like, and exactly how it’s going 

to operate, even down to the colour 
scheme on it. It’s great.

“What we ended up with has a 24-volt 
motor in the centre of it. At the moment 
it’s just running at a 17% power level 
– it can run extremely quickly, but we 
didn’t want it to be too challenging and 
we didn’t want to destroy too many 
robots with it! On the top, we’ve got the 
three logos: PiBorg, ModMyPi – Jacob 
from ModMyPi did all the laser-cutting 
of the perspex for us, so it’s very much 
thanks to him for that – and Pi Wars. 
On the side, we wanted some foam so 
if anything got stuck then it wouldn’t 
get damaged. We want to disable the 
robots, but not permanently disable 
them. The few nights, it was a bit of a 
rush to get it working. It’s been a 
lot of fun!”

POETRY IN MOTION

“The wheels [on Triangula] are omniwheels,” Tom 
explained. “They’re made up of other rollers that are 
90 degrees in this case to the primary motion. So you 
drive the wheel as normal, but it also can slide easily 
at the 90-degree vector. So effectively, because you 
can take any vector as the sum of two other vectors, 
you can think of any direction as a combination of the 
main vector the wheel’s driving at, plus a quantity of 
the vector perpendicular, which can slide.

“So when you want to do the dynamics of something 
like this, you work out what your overall motion is in 
terms of the translation of the centre-point and the 
rotation around that point. From that, you then solve 
for the two-dimensional velocity vector for each wheel. 
For each of those, you then take the component of that 
that’s in line with the wheel’s primary rotation vector – 
the direction it’ll go when you’re turning. And then you 
just drive the motors, and what you end up with is a 
control system where you can arbitrarily translate and 
rotate from any starting position.

“This project is on GitHub – the user is BaseBot 
(github.com/BaseBot), which is my previous robot. 
There’s a repository in there called Triangula, which 
contains the Python code for this, code for the Arduino, 
also some documentation – I had to write my own 
Python library to handle the PlayStation controller.”

Tom Oinn’s mathematical 
approach to movement gave 

Triangula unparalleled mobility

Python library to handle the PlayStation controller.”
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Above Leo White’s Optimus Pi dwarfed his entry from last 

year and was packed with HATs and functionality

Pi Wars

RIVAL BATTLE

VSVSVS

Last year the smallest robot took on the largest in the 
sumo challenge. This year, the makers swapped sizes…
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Above Here’s Brian Corteil with his excellent robot 

Revenge, upon which the PyroBot is mounted

Brian Corteil’s Revenge of PyroBot is actually a 
combination of his entry from last year and his new 
build. With a laser-cut acrylic chassis based on 
the design of PiBorg’s DiddyBorg robot and six 12V 
300rpm motors driven by PiBorg’s Diablo motor 
controller, the new design is a huge, powerful truck 
of a robot. And riding shotgun? “He’s PyroBot, last 
year’s robot,” explains Brian, pointing to the tiny 

buggy mounted behind the info screen. “This one 
is called Revenge, so the team name is Revenge 
of PyroBot! In one of the links going around from 
last year there’s a little robot going up against a 
pirate ship [bit.ly/1Za4MIK], so it was the smallest 
competing robot going up against the biggest 
competing robot, and I just thought I’d come back 
with a big robot.”

Leo White, captain of the pirate ship that thwarted 
PyroBot, returned with a wholly new creation this 
year: Optimus Pi. “It’s built around a Maplin’s kit,” 
Leo explained, “and on the outside I’ve mounted 
four motors and two wheels – these are all easily 
removable. Inside is an Arduino with a motor 
controller, and the battery and UBEC. On the 
top I’ve got the Raspberry Pi – that has an OLED 
connected to it by I2C, which is what I use for my 
menu. I’m using a little ProtoHAT here, just so I can 
solder up my connectors so that they don’t come 
loose. On top of that I’ve got the Sense HAT. 

“Some of the programs are set up to use the 
compass, but I found it a bit unreliable so I’ve 
ended up just doing it dead-reckoning. But I am 
using the joystick – that controls the menu; I’ve got 
a little info screen that shows the IP address and 
things. ‘Brains’ gives me a list of everything I can 
select, and this is in theory dynamically populated 
– so because I’ve utilised my PS3 DualShock, 
manual is an option, otherwise it wouldn’t be. I’ve 
also plugged in the Adafruit spy camera version of 
the Raspberry Pi camera, and then basically I’ve 
been turning that on and off during the challenges.

“On the back I’ve just got this little I2C hub, 
because everything connects through I2C. So a 
cable goes down to the Arduino, one goes onto 
the Raspberry Pi itself. And then currently I have 
a sensor on the front for the proximity alert, and 
that’s a SparkFun Range Finder. And then at 
the moment I’ve also got the attachment for the 
Pi Noon wire thing [used to pop the opponent’s 
balloon]. Basically, I got a 3D printer off eBay 
recently and I’ve just been using it to make these 
little components. And then other than that 
I’ve got a little combo Wi-Fi and Bluetooth USB 
adaptor; so the model A’s only got one USB port, 
and to avoid needing a hub I bought this relatively 
expensive combo unit. 

“Technically I don’t need Wi-Fi, but it means 
that if it anything goes wrong with the robot I 
can log in and tweak it. And that’s pretty much 
it! Last year it was an off-the-shelf kit, which I 
put a pirate ship on the top of. This year it’s all 
scratch-built, so it’s smaller and everything’s 
built from the ground up. You can fi nd out more at 
optimuspi.mybigideas.co.uk.”

Revenge of PyroBot

Obstacle course
Cybercondriac

Line follower
K.E.I.T.H. Evolution

Proximity alert
K.E.I.T.H. Evolution

Skittles
Hitchin Hackspace

Straight-line speed 
test 

Hitchin Hackspace

Three-point turn
K.E.I.T.H. Evolution

Pi Noon
Triangula

Best coding
Slice Of Pi Club

Build quality
Triangula

Blogging
Revenge of PyroBot

Aesthetics
Triangula

Overall score
(larger than A4)
Revenge of PyroBot

Overall score
(A4 or smaller)
K.E.I.T.H. Evolution

Optimus Pi

For even more interviews, photos 
and videos from this year’s Pi Wars 
event, hit up the Pi Foundation’s 
blog to fi nd an excellent guest 
post written by the young blogger 
Femi Owolade-Coombes: 
raspberrypi.org/blog/pi-wars-2. 
Also, there’s another swathe 
of photos and videos for you to 
browse over here: bit.ly/1TfOk6q. 
If you’re interested in taking part 
in the next Pi Wars, head over to 
piwars.org and sign up to mailing 
list to keep up with the latest news 
and chat with the community.
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Multitasking with your Pi
Learn how to add multitasking to your own Python code 
 – perfect for those with multiple projects on the go

 The majority of  programmers 
will learn single-threaded 
programming as their first 

computational model. The basic idea is 
that instructions for the computer are 
processed sequentially, one after the 
other. This works well enough in most 
situations, but you will reach a point 
where you need to start multitasking. 
The classical situation for writing multi-
threaded applications is to have them 
run on a multi-processor machine of 
some persuasion. In these cases, you 
would have some heavy, compute-bound 
process running on each processor. 
Since your Raspberry Pi is not a huge 
16-core desktop machine, you might be 
under the assumption that you can’t take 
advantage of using multiple threads of 
execution. This isn’t true, though. 

There are lots of problems that map 
naturally to the multiple thread model. 
You may also have IO operations that 
take a relatively large amount of time to 
complete. In these cases, it is well worth 
your programming effort to break your 
problem down into a multi-threaded 
model. Since Python is the language of 
choice for the Raspberry Pi, we will look 
at how you can add threads to your own 
Python code. For those of you who have 
looked into multi-threaded programming 
in Python, you may have run into the GIL 
(Global Interpreter Lock) before. This lock 
means that only one thread can actually 
be running at a time, so you don’t get true 
parallel processing. But on the Raspberry 
Pi, this is okay. We just want to use a 
more natural programming paradigm for 
certain problems where it makes sense.

The first bit of code we need is to 
import the correct module. For this 
article, we will be using the threading 
module. Once it is imported, you have 
access to all of the functions and objects 
that you would need to write your code. 
The first step is to create a new thread 
object with the constructor:

t = threading.Thread(target=my_func)

The Thread object takes some function 
that you have created, my_func in the 

above example, as the target code that 
needs to be run. When the thread object 
has finished its initialisation, it is alive but 
not running. You need to explicitly call the 
new thread’s start() method. This will 
begin running the code within the function 
handed to the thread. 

You can check to verify that this thread 
is alive and active by calling its is_alive() 
method. Normally, this new thread will run 
until the function exits normally. The other 
way a thread can exit is if an unhandled 
exception is raised. Depending on your 
experience of parallel programs, you may 
already have some ideas on what types 
of code you want to write. For example, 
in MPI programs, you typically have the 
same overall code running in multiple 
threads of execution. You use the thread’s 
ID and a series of if or case statements 
to have each thread execute a different 
section of the code. To do something 
similar, you can use something like:

def my_func():
   id = threading.get_ident()
   if (id == 1):
      do_something()
thread1 = threading.
Thread(target=my_func)
thread1.start()

This code works in Python 3, but the get_
ident() function doesn’t exist in Python 2. 
Threading is one of those modules that is 
a moving target when moving from one 
version of Python to another, so always 
check the documentation for the version 
of Python your are coding for. 

Another common task in parallel 
programming is to farm out time-
intensive IO into separate threads. This 
way, your main program can continue 
on with the core work and all of the 
computing resources are kept as busy 
as possible. But how do you figure out 
if the child thread is done yet or not? 
You can use the is_alive() function 
mentioned above, but what if you can’t 
continue without the results from the 
child thread? In these cases, you can use 
the join() method of the thread object 
you are waiting on. This method blocks 

Joey Bernard 
is a true renaissance 
man, splitting his time 
between building 
furniture, helping 
researchers with 
scientific computing 
problems and 
writing Android apps 

It’s the official 
language of the 
Raspberry Pi. 
Read the docs at  
python.org/doc

Why 
Python?

Python column

until the thread in question returns. You 
can include an optional parameter to 
have the method time-out after some 
number of seconds. This allows you to not 
get trapped into a thread that will never 
return due to some error or code bug.

Now that we have more than one thread 
of execution happening at the same 
time, we have a new set of issues to start 
worrying about. The first is accessing 
global data elements. What might happen 
if you have two different threads that want 
to read, or even worse write, to the same 
variable in global memory? You can have 
situations where changes to the value of 
variables can get out of sync with what you 
were expecting them to be. 

These types of issues are called 
race conditions, because the different 
threads are racing with each other to see 
in what order their updates to variables 
will happen. There are two solutions 
to this type of problem. The first is to 
control access to these global variables 
and only allow one thread at a time to be 
able to work with them. The generic term 
describing this control is to use a mutex 
to control this access. A mutex is an 
object that a thread needs to lock before 
working with the associated variables. In 
the Python threading module, this object 
is called a lock. The first step is to create a 
new Lock object with:

lock = threading.Lock()

This new lock is created in an unlocked 
state, ready to be used. The thread 
interested in using it must call the 
acquire() method for the lock. If the lock 
is currently available then it changes 
state to the locked state and your thread 
can run the code that is meant to be 
protected. If the lock is currently in a 
locked state, then your thread will sit in 
a blocked state, waiting for the lock to 
become free. Once you are done with 
the protected code, you need to call the 
release() method to free the lock and 
make it available for the next thread. As 
an example, you could control a variable 
containing the sum of a series of results 
with code like:
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What if you need to actually have truly parallel code, 
that has the ability to run on multiple cores? Because 
Python has the GIL, you need to move away from 
using threads and go to using separate processes to 
handle the different tasks. Luckily, Python includes 
a multiprocessing module that provides the process 
equivalent to the threading module. As with the 
threading module, you create a new process object 
and hand in a target function to be run. You then 
need to call the start() method to get it running. With 
threads, sharing data is trivial because memory is 
global and everybody can see everything. 

However, different processes are in different 
memory scopes. In order to share data, we need to 
explicitly set up some form of communications. You 
can create a queue object where you can transfer 
objects. Processes can use the put() method to dump 
objects on the queue, and other proceses can use the 
get() method to pull objects off. If you want a bit more 
control over who is talking to who, you can use pipes 
to create a two-way communication channel between 
two processes. 

When you use pipes and queues, you need to hand 
them in as arguments to your target function. The 
other way you can share information is by creating 
a section of shared memory. You can create a single 
variable sharelocation with the Value object. If you 
have a number of variables you need to pass, you 
can put them in an Array object. As with pipes and 
queues, you will need to pass them in as parameters 
to your target function. When you need to wait for the 
results from a process, you can use the join() method 
to get the main process to block until the sub-process 
fi nally fi nishes.

The processing module also includes the idea of 
a process pool that is different from the threading 
module. With a pool, you can pre-create a number of 
processes that can be used in a map function. This 
kind of construct is useful if you are applying the 
same function to a number of different input values. 
For people who are using the concepts of mapping 
or applying functions from R, or Hadoop, this might 
be a bit more of an intuitive model to use in your 
Python code.

Processes 
Or threads?

It is worth the effort to 
break your problem down 
into a multi-threaded model

lock.acquire()
sum_var += curr_val
lock.release()

This can lead to another common issue in 
parallel programs: deadlocks. These issues 
occur when you have multiple locks that are 
associated with different global variables. 
Say you have the variables A and B, and 
the associated locks lockA and lockB. If 
thread 1 tries to get lockA then lockB, while 
thread 2 tries to get lockB then lockA, you 
could have the situation where they each 
get their first requested lock, and then wait 
forever for the second requested lock. 

The best way to avoid this type of bug 
is to code your program very carefully. 
Unfortunately, people are only human 
and messy code can creep in. You can try 
and catch this kind of bad behaviour by 
including the optional timeout parameter 
when you call the acquire() method. This 
tells the lock to only try and get the lock for 
some number of seconds. If the timeout is 
reached, the acquire method returns. You 
can tell whether or not it was successful 
by checking the returned value. If it was 
successful, acquire will return True. 
Otherwise, it will return False. 

The second way you can deal with 
data access is by moving any variables 
that you can to within the local scope of 
the individual threads. The essential idea 
is that each thread would have its own 
local version of any required variables 
that nobody else can see. This is done by 
creating a local object. You can then add 
attributes to this local object and use them 
as local variables. Within the function 
being run by your thread, you would have 
code that looks like:

my_local = threading.local()
my_local.x = 42

The last topic we will look at is 
synchronising your threads so that they 
can work together effectively. There will
be times when a number of threads will 
need to talk to each other after working 
on their separate parts of a particular 
problem. The only way they can share 
their results is if they have all finished 
calculating their individual results. You 
can solve this problem by using a barrier, 
which each thread will stop at until all 
of the other threads have reached it. In 
Python 3, there is a barrier object that can 
be created for some number of threads. 
It will provide a point where threads 
will pause when they call the barrier’s 
wait() method. 

Because you need to explicitly tell the 
barrier object how many threads will be 
taking part in the barrier, this is another 
area where you can have a bug. If you 
create fi ve threads but create a barrier 
for ten threads, it will never reach the 
point where all of the expected threads 
have reached the barrier. The other 
synchronisation tool is the timer object. 
A timer is a subclass of the thread class, 
and so takes a function to run after some 
amount of time has passed. As with a 
thread, you need to call the timer’s start() 
method in order to start the countdown 
to when the function gets executed. A 
new method, cancel(), allows you to stop 
the countdown of the timer if it hasn’t 
reached zero yet.

You should now be able to have your 
code running even more effi ciently by 
farming out any time intensive parts 
to other threads of execution. In this 
way, the main part of your program 
can remain as reactive as possible to 
interaction with the end user and you 
can keep all parts of your Raspberry Pi 
as busy as possible.  
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Set up and deploy a mobile solution to take 
night-time photos of your garden’s hidden wildlife

Capture photos at night 
with the NoIR Pi camera

You are probably already familiar with the Raspberry Pi 
camera module. However, it is also available in the NoIR edition 
– ‘NoIR’ in this instance being shorthand for ‘no infrared’. Using 
this module, you can use the camera to take photos and video 
footage in the dark, similar to a night vision camera. Many of 
us are fortunate enough to have a wide variety of animals that 
visits our gardens and homes, and while we obviously see them 
more during the day, there are also a large number of nocturnal 
visitors to your garden. This tutorial shows you how to set up your 
camera, then add and combine an infrared light source and PIR 
motion sensor to trigger the camera and photograph night-time 
wildlife. Each photo that is captured is saved to the Pi and a 
‘time stamp’ is also added to monitor and track the time that the 
animal visited your garden.

01 Attach the NoIR camera module
To get started, add your camera to the Raspberry Pi. 

It is vital that you ensure that you remove all static electric 
charge you may have built up by touching, say, a radiator fi rst, 
as the camera can be damaged or even destroyed by static. 
The blue-coloured label points away from the HDMI port. 
Once in place, start up the Raspberry Pi as normal. Access the 
confi guration settings using sudo raspi-confi g and enable the 
camera as shown below, then reboot.

It is always advisable to update the software, so type this into 
the command line:

  sudo apt-get update
  sudo apt-get upgrade

Tutorial

Dan Aldred
is a Raspberry Pi 
Certifi ed Educator 
and a Lead School 
teacher for CAS. 
He recently led a 
winning team of the 
Astro Pi secondary 
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What you’ll need
■ NoIR camera module
■ LISIPAROI LED light ring

bit.ly/1meQGaR

■ PIR Sensor
■ Portable battery 
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Pi NoIR

02 Take a picture
Once the Pi is updated, test that the camera is working 

correctly. In the LXTerminal, enter the following: raspistill -v -o 
test.jpeg. When run, you will see a brief preview on the screen 
and a picture will be taken and saved with the fi le name ‘test’. 
This fi le is saved in the /home/pi folder. The parameter –o is for 
output and this is the name of the fi le you save the image as. For 
example, raspistill –o keyboard.jpeg saves the image as a fi le 
called keyboard. 

03 Using Python to take pictures
In this project, you will use Python to control the 

NoIR module and capture the pictures. Taking a picture with 
Python can be easily achieved with just a few lines of code. 
Open your Python editor and create the function below, then 
save and run. The image can be previewed using the code 
camera.start_preview() (line 6). To take a picture, use camera.
capture(‘nature.jpg’) (line 8). Replace ‘nature’ with the name 
that you wish to call the image fi le. This will test that the camera 
is working correctly with Python. 

import time
import picamera

def Nature_selfie()
  with picamera.PiCamera() as camera:
      camera.start_preview()
      time.sleep(2)
      camera.capture(‘nature.jpg’)

Nature_selfie()

05 Connecting up the LISPARIO
Connecting the LISIPAROI is easy: simply take four 

female-to-female leads and attach them to the pins on the 
LISIPAROI. Connecting to the Raspberry Pi is easy, too: the pins 
required are 5V, GND, GND and the GPIO 10 pin. In this project, 
the code uses the BCM pin numbering system – the physical pin 
number is provided here for ease. The 5V is attached to physical 
pin 4, the ground wires go to pins 32 and 39, although there are 
several GND pins you can use. The fi nal wire is the GPIO 10 pin, 
which is physical pin number 19 on the board. Now you have your 
LISIPAROI connected and you are ready to take a picture.

04 But does it work?
When you take your fi rst photo in the dark, it may 

appear that the NoIR module does not work. The picture is not 
a night vision spy-style photo; in fact, it is probably completely 
black. What you need to change this is an infrared light source. 
The LISIPAROI is an add-on for the camera module which is 
designed to provide additional illumination when taking pictures 
or recording video in the dark. It features extra mounting points, 
which are perfect for using custom mounts or a gooseneck 
holder. There are two versions: a standard for the original 
camera and the NoIR version. The infrared LISIPAROI (noted with 
clear LEDs) has 12 infrared LEDs arranged around the camera 
module to offer a wide spread of light when used in low/zero light 
conditions, making it perfect for capturing night wildlife activity. 

Cron, which many 
say stands for 
Commands Run 
Over Night, is used 
as a time-based 
job scheduler 
which permits 
you to schedule 
jobs (commands 
or shell scripts) to 
run periodically 
at certain times 
or dates. It is 
commonly used to 
automate system 
maintenance 
programs used for 
administration or 
disk-related tasks.

Cron

Taking a picture with Python 
can be easily achieved with 
just a few lines of code

Above  The NoIR camera module picks up just enough light to enable 
you to take some fascinating outdoor photography at night
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10 Saving as a new picture
Currently, when the Pi takes a picture using the code in 

Step 3 it overwrites the existing file because both files have the 
same filename. This is not suitable for taking multiple pictures 
over a period of time. 

To ensure the files are not over-written, create a variable 
called File_Number. Each time the camera is triggered this 
variable is incremented by a value of one. So in the example 
below, the first file is called Nature1.jpg, then the next files are 
Nature2.jpg, Nature3.jpg and so on. This saves each new photo 
with a different file name and won’t overwrite existing images.

camera.capture(“Nature” + str(File_Number) + “.jpg”)
      File_Number = File_Number + 1

11 Add the time the picture was taken
You may be keen to know the time that the camera was 

triggered and the pictures taken, especially if the setup has 
been running over night. To do this, create a new variable called 
time_of_photo, at the start of the program, to store the current 
time. To retrieve the time that the photo was taken use time.
asctime(time.localtime(time.time())). This will check the local 
time of your Raspberry Pi and save it to the variable time_of_

GPIO pins are a 
physical interface 
between the Pi and 
the outside world. At 
the simplest level, 
you can think of 
them as switches 
that you can turn 
on or off. You can 
also program your 
Raspberry Pi to 
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off. The GPIO.BCM 
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to the pins by the 
“Broadcom SOC 
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you start counting 
the pins, this is the 
physical pin number. 
The GPIO.BOARD 
option specifies that 
you are referring 
to the pins by the 
plug number, ie the 
numbers printed on 
the board.

BCM 
number

08 Connecting the PIR sensor
Time to connect the PIR. To check this is working 

correctly, first remove the LISIPAROI wires. The PIR has three 
wires: the 5V, a ground and the out wire. Remember you are using 
the BCM pin numbering system, so the number stated in the 
code will be the GPIO pin number on the Raspberry Pi. The +5V 
wire connects to physical pin 2, the out connects to pin 26(GPIO 
7) and the Ground connects to physical pin 6. 

09 Testing the PIR
Now that the PIR sensor is connected, test that it 

is working correctly and adjust the settings to ensure that it 
triggers correctly. Open your Python editor, open a new file and 
enter the test code below. The important line of code is :

GPIO.add_event_detect(PIR, GPIO.RISING, 
callback=Motion_Sensing)

It is set to detect the GPIO rising as the heat from, say, a badger is 
detected by the PIR and it triggers the GPIO pin 7. The Raspberry 
Pi identifies that the voltage is rising and executes the callback. 
In this example, the callback is a function called Motion_
Sensing, which when run will display the phrase “We see you” in 
the Python console window. When the badger moves, there is 
another change in heat and the PIR senses this.

import time
import RPi.GPIO as GPIO
GPIO.setmode(GPIO.BCM)

PIR = 7
GPIO.setup(PIR, GPIO.IN)

print “Ready to find you”
time.sleep(2)

def Motion_Sensing(PIR):
  print “We see you”

try:
  GPIO.add_event_detect(PIR, GPIO.RISING, 
callback=Motion_Sensing)
  while 1:
    time.sleep(100)
except KeyboardInterrupt:
  print “Quit”
  GPIO.cleanup()

07 PIR sensor
A PIR sensor, ‘passive infrared sensor’, picks up the 

heat energy that is given off by objects. This radiation is invisible 
to the human eye because it radiates at infrared wavelengths. 
However, it can be detected by electronic devices such as the 
PIR. The sensor can be used to detect when a change in heat 
has occurred. The PIR has two dials that can be changed to 
adjust the settings of the PIR. The first is to adjust the ‘heat’ 
sensitivity, which will make the PIR trigger with more or less of a 
heat change. The second dial adjusts the rest time between the 
sensor stopping and restarting. This is originally set to a delay of 
around a few seconds.

06 Another test
Now it’s time to adapt your previous camera code to 

turn on the LISPARIO and capture a picture in the dark. First, 
import the GPIO module (line 1, below): import RPi.GPIO as GPIO. 
Set the GPIO numbering system to BCM with the code GPIO.
setmode(GPIO.BCM) on line 4. The LISAPRIO runs on GPIO pin 
10, so set this on line 5: GPIO.setup(10, GPIO.OUT). Before the 
picture is taken, set the output to HIGH on line 6 to turn the LEDs 
on: GPIO.setup(10, GPIO.HIGH). The picture is then taken and 
saved. On the last line, the LEDs are turned off. Check your image 
file – you should now have a night vision-style photo.

import RPi.GPIO as GPIO
import time
import picamera
GPIO.setmode(GPIO.BCM)
GPIO.setup(10, GPIO.OUT) 
GPIO.output(10, GPIO.HIGH)

with picamera.PiCamera() as camera:
  camera.start_preview() 
    time.sleep(2)
    camera.capture(‘nature.jpg’)
  camera.stop_preview()

GPIO.output(10, GPIO.LOW)  
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15 Automatically start the program
If you deploy the project outside then you will probably 

not have a monitor or screen attached, meaning that you cannot 
see what the program is doing. To sort this, set the program to 
start automatically when the external power supply is plugged in. 
First, write down where you have saved the Night Box program – 
for example, in the /home/pi folder, called Night_Box.py, in which 
case you’d use /home/pi/Night_Box.py. Double-check you’ve got 
the correct path by opening the LXTerminal and typing: 

  sudo cat /home/pi/name_of_your_script.py

If correct, this will display the contents of your Python code. The 
next step is to create a Cron job by modifying the ‘crontab’. To edit 
it, type sudo crontab –e (this will run the Cron task for all users) 
Scroll to the bottom of the window and then add the following 
line to the file:

  @reboot python /home/pi/name_of_your_program.py &
  
The “&” at the end will run the code in the background and ensure 
your Raspberry Pi will boot up as normal. Save the file by hitting 
Ctrl+X followed by Y, and then reboot.

16 Deploy the Night Box
To deploy the setup effectively you will want to create a 

box or holder for the PIR, LISIPAROI, etc. This will protect them 
from the weather, especially if it rains or snows. You may want to 
consider a 3D-printed solution or even an old match box to hold 
the components. In the previous step you scheduled a Cron task 
to start the program automatically when the Raspberry Pi is first 
booted up. Find a suitable location and set up your box. Plug in 
your portable power supply and the Raspberry Pi will boot up and 
start the program. Check back the next day to see who visited 
your garden the previous night!  

14 Taking a video 
You may decide that you would prefer to take a video 

when the PIR is triggered; you could adapt the program to trigger 
and record videos of wildlife that may visit your garden or the 
location where your camera is. Again, Python makes it simple to 
record video using the code camera.start_recording(‘/home/
pi/Desktop/evidence.jpg’) to start the recording, which you can 
save as a file called evidence. If you want to video for, say, 20 
seconds then use time.sleep(20) before stopping the recording 
with camera.stop_recording(‘/home/pi/Desktop/evidence.jpg’).

camera.start_preview()
  camera.start_recording(‘/home/pi/Desktop/evidence.h264’)
  time.sleep(20)
  camera.stop_recording( )

12 Add the time to the picture
Recording the time that the picture is taken is only 

relevant if you are there watching and waiting for wildlife to 
trigger the camera, and you can see the time value. A better 
solution is to use the time to add a ‘time stamp’ to the picture. 
This means that when you view each image you can see the time 
that the pictures were taken at the top. The line of code required 
is: camera.annotate_text = “time_of_photo”. 

13 Recap
Before you finalise the project, a quick recap on the 

features and setup: the NoIR camera module is attached to the 
Pi to capture photos in the dark. This requires an infrared light 
source, which is provided by the LISIPAROI. A PIR is attached 
and used to sense changes in heat, which then turns the LEDs 
on and triggers the camera to capture a picture. The current time 
is added to the picture for future reference. The diagram on the 
facing page shows the wiring solution for the LISIPAROI and PIR. 

import time
import os
import sys
import picamera
import subprocess
import RPi.GPIO as GPIO

GPIO.setmode(GPIO.BCM)
###Set up the PIR
PIR = 7
GPIO.setup(PIR, GPIO.IN)
###Set up the LISPARIO
GPIO.setup(10, GPIO.OUT) 

global File_Number ###number of photo
global file_name ###name of photo
File_Number = 1
 
def Nature_selfie(): ###Takes a picture of the wee beastie###
  global File_Number
  global file_name
  ###Grabs current time###
  time_of_photo = time.asctime( time.localtime(time.time()) )
  GPIO.output(10, GPIO.HIGH)
  with picamera.PiCamera() as camera:
  #camera.start_preview()
  time.sleep(0.5)
  camera.annotate_text = time_of_photo 
  camera.capture(“Nature” + str(File_Number) + “.jpg”)
  file_name = “Nature” + str(File_Number) + “.jpg”
  print file_name
  File_Number = File_Number + 1
  GPIO.output(10, GPIO.LOW) ###Turn off LISPARIO

def Motion_Sensing(PIR): ###Response to movement###
  print “We see you”
  Nature_selfie()
 
###Code to respond to a movement of the wee beastie### 
print “Ready to find you”
time.sleep(2)

try:
  GPIO.add_event_detect(PIR, GPIO.RISING, callback=Motion_Sensing)
  while 1:
  time.sleep(100)
except KeyboardInterrupt:
  print “Quit”
  GPIO.cleanup()

Full code listingphoto. Ensure that your Pi’s clock is set correctly before you  
start your program.

time_of_photo = time.asctime( time.localtime(time.
time()) )

Pi NoIR
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Get to grips with Apple’s iBeacon technology 
using your Raspberry Pi as a DIY PiBeacon

Build an iBeacon 
with a Bluetooth dongle

The 2002 movie Minority Report, based on the Philip K Dick 
novel, is set in the archetypal dystopian future, where police 
react to crimes before they happen and adverts are targeted 
at individuals. Such targeted advertising displayed ads and 
messages based on your identity, interests and habits. It was seen 
as one of many futuristic elements to the film, but fast-forward to 
2015, and that targeted advertising is here.

While it doesn’t rely on retinal identification (yet), iBeacon from 
Apple uses Bluetooth and an iPhone 4S or later in close proximity 
to trigger an app or message. Google, meanwhile, has its own 
version, known as Eddystone. Raspberry Pi owners can investigate 
this technology in more detail by setting their devices up as 
‘PiBeacons’ with the addition of a low-cost Bluetooth Low-Energy 
(BLE) USB module, available from ModMyPi at bit.ly/1MtDbJC.

01 Prepare your Pi
To set your Raspberry Pi up as a PiBeacon, begin with 

a fresh, updated version of Raspbian, perhaps installed using 
NOOBs. From here, run the update and upgrade commands to 
ensure that your Raspbian version is fully up to date. When this 
is done, you can proceed to install the libraries required for your 
PiBeacon project.

Again, these will take a little bit of time to download and 
install. Once the libraries have installed, however, you’ll be able to 
proceed and set up Bluetooth.

Above Beacons can 
trigger a number 

of actions on your 
smartphone or 

tablet as you move 
close to them

02 Set up your Pi with Bluetooth
You’ve probably got a Bluetooth dongle already, but 

before connecting, ensure that it is the correct type (see 
Bluetooth devices boxout on the right). Using a standard 
USB Bluetooth dongle for this project will result in a lot of wasted 
time and frustration.

Tutorial

What you’ll need
■ USB Bluetooth Low-Energy 

device  bit.ly/1MtDbJC

■ Android/iOS device
■ Android/iOS beacon app
■ BlueZ

Christian 
Cawley 
is a former IT and 
software support 
engineer. Since 
2010 he has written 
for computer and 
smartphone users, 
both online and in 
print magazines
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Left Our PiBeacon 
relies on Bluetooth 
technology, so you’ll 
need a dongle

Left Here’s how a 
universally unique 
identifi er breaks 
down into more 
meaningful chunks

PiBeacon

03 Build BlueZ
Next, remove the BLE device and build BlueZ, 

extracting the fi les and confi guring the system. Note that the 
sudo make command will take some time to complete, so don’t 
worry if the Raspberry Pi seems unresponsive. Just wait, and 
when done, input the fi nal sudo make install, and wait again.

Once this is done, you’ll need to switch off your Raspberry 
Pi with the usual sudo shutdown –h now command. Wait for 
the power light to go out, and then reconnect the Bluetooth 
Low-Energy USB dongle. 

Follow this by reconnecting the power supply and then 
rebooting your Raspberry Pi:

  sudo unxz bluez-5.11.tar.xz
  sudo tar xvf bluez-5.11.tar
  cd bluez-5.11
  sudo ./configure --disable-systemd
  sudo make
  sudo make install

05 Input a UUID
The PiBeacon is now ready. All you need to do is instruct 

it to advertise to other (correctly confi gured) devices. This simply 
means using the hcitool command to attract attention to the 
PiBeacon. Note how the universally unique identifi er (UUID) 
below is broken into pairs. Like any such identifi er, certain 
portions of the string (everything after “cmd”) are intended to 
communicate particular information. For instance, after FF, 
manufacturer-specifi c data is displayed, in this case 4C 00, 
which is Apple’s ID. The example UUID shown here can be used 
on your Pi, but note that it is intended for a particular app – 
specifi cally, the 99p Beacon Toolkit app in the App Store.

  sudo hcitool -i hci0 cmd 0x08 0x0008 1E 02 01 1A 
1A FF 4C 00 02 15 E2 0A 39 F4 73 F5 4B C4 A1 2F 17 
D1 AD 07 A9 61 00 00 00 00 C8 00

A Bluetooth Low-
Energy (BLE) device 
is the key to success 
with this project, 
but if you opt for any 
old USB Bluetooth 
dongle, the chances 
are you won’t have 
the success you’re 
expecting. For 
the best results, 
order online from 
ModMyPi (the 
version 4.0: bit.
ly/22npQOL). 
If shopping 
elsewhere,  check 
the description and 
reviews to ensure 
the device is BLE 
(alternatively listed 
as “Bluetooth LE” 
and “Bluetooth 
Smart”), and 
Raspberry Pi 
compatible. 
Avoid the cheaply 
made, overpriced 
Bluetooth 
dongles sold in 
supermarkets!

Bluetooth 
devices

Once connected, open a terminal and enter lsusb to confi rm 
the device is connected and detected. A suitable Bluetooth Low-
Energy device will be listed as a Bluetooth 4.0 device.

Once you’re happy the device is detected, create a new 
directory for BlueZ (the Linux Bluetooth stack), switch to the new 
directory and download BlueZ:

  sudo mkdir bluez
  cd bluez
  sudo wget www.kernel.org/pub/linux/bluetooth/
bluez-5.11.tar.xz

04 Confi gure for Broadcast
With the BLE connected and the Pi restarted, enter 

hciconfi g in the command line to confi gure the Bluetooth 
module. It will usually be listed as being “DOWN”. To resolve this, 
input the following code. As ever, stay aware of the commands 
you’re inputting. In this case, the fi nal line ends with noscan, 
which disables Bluetooth scanning. This is done to avoid issues 
with the module attempting to scan while simultaneously 
broadcasting. With these commands entered, enter hciconfi g 
once more. This time, the device status will be “UP RUNNING”.

  sudo hciconfig hci0 up
  sudo hciconfig hci0 leadv 3
  sudo hciconfig hci0 noscan

iBeacon prefi x. Manufacturer 
data begins after FF

Major
Minor

TX PowerThis string is the proximity UUID

1E 02 01 1A 1A FF 4C 00 02 15 E2 0A 39 F4 73 F5 4B C4 A1 2F 17 D1 AD 07 A9 61 00 00 00 00 C8 00
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Right You’ll need an 
app such as iBeacon 

Detector when 
you’re fi rst setting 
up your PiBeacon

Below iBeacon & 
Eddystone Scanner 

is another useful 
beacon detection  

app for Android

08 Using Beacon Toolkit
With the app installed, open it and tap Listen. As you 

move your phone or tablet around, the iOS device will display the 
position of the PiBeacon and you can use this information to get an 
idea of signal strength, and where you can expect the PiBeacon to 
be picked up by the intended app or service.

But how might you use this? Well, the iBeacon technology 
is really like a sort of NFC, but without the close proximity of 
contact. This naturally has some security concerns, so be careful 
how you use it…

07 Test with an iOS device
Before proceeding to use your PiBeacon for a particular 

project, you’ll need to make sure that it is broadcasting correctly. 
To do this, you’ll need an iPad or iPhone (or even an iPod Touch) in 
order to detect the Scan Response Data – information (including 
the UUID) sent from the PiBeacon to your smartphone when it 
comes into proximity.

In addition, you’ll need an app. Something like Beacon Toolkit, 
mentioned above, should be suffi cient. We’re really just looking 
at this stage to test the strength and range of your PiBeacon. 
Both of these qualities rely on the BLE device connected to your 
Raspberry Pi’s USB port, of course.

06 Resolve errors
From time to time you may encounter errors with your 

PiBeacon, specifi cally in persuading the status to switch from 
“DOWN” to “UP RUNNING”.

Restarting the Pi is no good here. Instead, you need to reset 
the hci device. First, enter hciconfi g to check the hci device 
name. Usually, this is hci0.

Next, enter sudo hciconfi g hci0 reset. This essentially clears 
everything out and lets you start again with hci. To check, input 
hciconfi g again, where you should see that the status now reads 
“UP RUNNING”.

  sudo hciconfig hci0 reset

08 Using Beacon Toolkit
With the app installed, open it and tap Listen. As you 

move your phone or tablet around, the iOS device will display the 
position of the PiBeacon and you can use this information to get an 
idea of signal strength, and where you can expect the PiBeacon to 
be picked up by the intended app or service.

07 Test with an iOS device
Before proceeding to use your PiBeacon for a particular 

project, you’ll need to make sure that it is broadcasting correctly. 
To do this, you’ll need an iPad or iPhone (or even an iPod Touch) in 
order to detect the Scan Response Data – information (including 
the UUID) sent from the PiBeacon to your smartphone when it 
comes into proximity.

In addition, you’ll need an app. Something like Beacon Toolkit, 
mentioned above, should be suffi cient. We’re really just looking 
at this stage to test the strength and range of your PiBeacon. 
Both of these qualities rely on the BLE device connected to your 
Raspberry Pi’s USB port, of course.

06
PiBeacon, specifi cally in persuading the status to switch from 
“DOWN” to “UP RUNNING”.

Restarting the Pi is no good here. Instead, you need to reset 
the hci device. First, enter 
name. Usually, this is hci0.

Next, enter 
everything out and lets you start again with hci. To check, input 
hciconfi g again, where you should see that the status now reads hciconfi g again, where you should see that the status now reads hciconfi g
“UP RUNNING”.

sudo hciconfig hci0 reset

70
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10 PiBeacon projects to consider
Various projects for Raspberry Pi-powered iBeacons can 

be developed, including systems that can assist with any smart 
home builds you have planned. Among these include things like 
garage door automation, switching on a device such as lamp, or 
simply tracking the whereabouts of your Raspberry Pi.

Note that the vast majority of projects will work with whatever 
mobile device you are using, so overlook the platform-specific 
details of detection whenever you’re researching such projects. 
To get you started, we’ll use the remainder of this tutorial to take 
a look at a couple of PiBeacon projects you can build today.

11 Making your PiBeacon smart
You can take what you’ve done so far further with some 

smart interaction between your smartphone and Raspberry Pi, 
but where should you start? Rather than going headfirst into a 
DIY task, it pays to take your time finding the right app for your 
smartphone, one that will enable you to launch apps based on 
the presence of a PiBeacon.

The tools we’ve looked at above are simply for detection and 
measurement, and the data they reveal is useful for developing 
trigger apps. But how do you launch an app when your phone is 
near a PiBeacon?

15 Preparing for smart home hardware
Although a very useful addition to smart homes, the 

PiBeacon isn’t a miracle fix. While you might want to use it to 
open your garage door – perhaps with an IFTTT command send 
once your smartphone comes into proximity – without the right 
mechanical hardware connected to your Raspberry Pi, this won’t 
be possible.

Similarly, you’ll need to employ suitable electronic hardware 
to your PiBeacon to aid in the switching on and off of connected 
devices, such as a lamp. The PowerSwitch Tail II is such a device, 
and ships with jumper connectors for hooking it up to your 
Raspberry Pi GPIO.

17 PiBeacon, low profile
Thanks to the fact that a PiBeacon project really only 

needs a power supply and USB Bluetooth BLE dongle, you can 
rely on the less-featured/popular Raspberry Pi devices for any 
PiBeacon projects.

If you have an old Model A or Model A+ laying around at 
home, this would be ideal. And if you’re fortunate enough to 
have bagged a Raspberry Pi Zero for just £4, this too would be 
suitable. All you would need in addition is a USB to micro-B USB 
adaptor, which would then be connected to the Pi Zero’s micro-B 
USB for data port.  

16 Weather-proof your PiBeacon
Smart home projects using iBeacon technology may 

well need weather proofing. This might mean secreting your 
Raspberry Pi inside a suitable all-weather case, for example, or 
placing it somewhere sheltered.

Additionally, if no standard power supply is available, you’ll 
need to add a battery pack. You may consider a standard 
portable USB power supply, or prefer to use a DIY solution, 
such as that demonstrated in LU&D issue 154. This explained 
how to power your Raspberry Pi with AA batteries, and covered 
the inclusion of a UBEC, a voltage regulator that protects the 
Raspberry Pi from being damaged by the batteries.

Whether you plan 
on developing your 
own apps or projects 
using PiBeacon, 
keep in mind this 
one unavoidable 
truth: smartphones 
and tablets all have 
different antennae, 
something that 
can result in vastly 
different results for 
signal strength and 
proximity. For this 
reason, you should 
set triggers to occur 
at low proximity 
(that is, close to 
the PiBeacon); 
alternatively, you 
might employ 
multiple PiBeacons, 
or simply target 
specific smartphone 
models only.

Signal 
strength

14 Choosing PiBeacon vs NFC
As you may have gathered by now, there are some 

similarities in use for an iBeacon and NFC, especially when it 
comes to smart home applications. So which one should you use 
for your project?

Adafruit produces an NFC breakout board to add NFC 
functionality to the Raspberry Pi, which can prove very useful for 
any project that requires physical contact between an NFC tag 
and a piece of hardware – we grabbed ours from ModMyPi.

And this is really where the distinction lies. If your project 
requires physical contact, use NFC. Otherwise, the PiBeacon 
solution should be adequate.

12 PiBeacon Trigger Apps
Whether you’re using iOS or Android, you’ll find a trigger 

app on the corresponding app store that can be set up to launch 
an app when your smartphone comes into proximity with your 
PiBeacon. Android users should take a look at nRF Beacon, 
available free from Google Play and intended for devices equipped 
with Bluetooth 4.0 hardware and running Android 4.3 or later.

Meanwhile, iOS users should take a look at Beecon, available for 
£1.59 in the App Store. This app has support for IFTTT, Philips Hue, 
HomeKit and Lux lights integration.

13 What a PiBeacon can’t do
As things stand, for better or worse, you’re not in a 

Philip K Dick novel. This means that for the time being (at least), 
iBeacon technology cannot launch a web page on your phone 
without a third-party tool (such as those mentioned above).

It is not beyond the realm of possibility that such a feature 
might be integrated into iOS or Android in the foreseeable future, 
a situation that might see an advert displayed on your phone as 
you pass an iBeacon, perhaps including a discount for shopping 
at the advertising store.

09 iBeacon scanning on Android
Various apps are available for Android users planning to 

communicate with their Raspberry Pi iBeacons. These include 
Locate Beacon, iBeacon Detector and Beacon Scanner. As well 
as being compatible with the iBeacon, they also provide support 
for Eddystone, the Android answer to iBeacon, and AltBeacon, 
an open specification iBeacon alternative. Pictured at the lower-
left of the opposite page is iBeacon & Eddystone Scanner (aka 
Beacon Scanner), which will scan for a nearby beacon following a 
simple button press. Once the iBeacon is found, the app displays 
live info, and when this is tapped, a more detailed set of data.

If you have an old Model A 
or Model A+ lying around at 
home, this would be ideal

PiBeacon
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Get your favourite shows and video podcasts 
streamed automatically to your TV with Miro

Stream internet TV to 
your Raspberry Pi

Finding the content you’re interested in viewing can take 
a while. Whether you’re looking for internet TV stations, 
video podcasts, audio podcasts or shows syndicated online, 
taking the time to fi nd and download them can be slow going, 
particularly if you have a busy lifestyle. You might even have no 
time to watch after you’ve waited for the download.

Thanks to the Miro media management software, we 
can automate all of this, and with the software running on 
a Raspberry Pi, you can easily build a compact system for 
downloading and playing back shows that you have an interest 
in. We’re talking targeted TV on demand, which makes this 
project ideal for staying up to date with particular news and 
trends on a certain topic.

01 Set up your Pi with Raspbian
Sadly, Miro cannot run on Raspbian Jessie, so make sure 

you’re using Wheezy, available via raspberrypi.org/downloads
/raspbian. Ensure your Pi is connected to a TV or display via HDMI.

03 Set Miro to launch at startup
Make sure Miro app is confi gured to launch at startup. 

Open File>Preferences>General and check ‘Automatically run 
Miro when I log in’ and ‘When starting up Miro remember what 
screen I was on when I last quit’. Also set your Pi to boot into X 
using the raspi-confi g utility.

What you’ll need
■ Raspbian Wheezy
■ HDMI cable
■ Monitor/TV display

Above Miro gives you a decent playback interface and excellent export options for converting videos for other formats

Tutorial

02 Install Miro
With Wheezy fl ashed to your SD card and your Pi 

booted up, open Terminal and enter:

  sudo apt-get install miro

Installation will take a few moments. Once complete, you’ll 
fi nd Miro in Menu>Sound and Video. Click it to get started. 

Christian 
Cawley 
is a former IT and 
software support 
engineer, and since 
2010 he has written 
for computer and 
smartphone users, 
both online and in 
print magazines

As Miro is a desktop application, you’ll need your mouse and 
keyboard connected to confi gure it.
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05 Configure playback settings
Move now to the Playback tab, and check Play media 

in Miro. This limits reliance on other apps, which may drain 
resources. You should also click the Play video and audio 
items one after another radio button, and under Resume 
Playback, check the first and third items.

04 Check for content
Switch to the Podcasts tab and place a check in 

the box labelled ‘Show videos from podcasts in the Videos 
section’. On the right-hand side of the window, set your 
preferred frequency for checking for new content. Miro will 
poll your favourite websites and feeds based on this setting.

Left You can 
subscribe to all sorts 
of content, from 
internet TV channels 
to news podcasts

The more links you add, the more 
regularly updated content will be 
downloaded to your media manager

Miro

06 Source videos and podcasts
With Miro set up to play back the video and audio 

content you want to enjoy, it’s time to find some! The best way 
to do this is to just check the websites that you regularly use 
for video and audio podcasts (preferably the former) and then 
copy the XML link.

It is tempting to set 
a regular frequency 
for your content 
checking in File> 
Preferences> 
Podcasts, but 
note that checking 
too regularly is 
going to result in 
resources being 
hogged temporarily, 
which may result 
in an interruption 
if you happen to be 
actually watching 
something when 
Miro checks for 
new content. Limit 
polling to hourly or 
daily checks.

Checking 
for new 
content

09 Avoid YouTube
As good a solution as Miro is to building a video 

podcast streaming center, displaying material that you’re 
interested in on demand, it’s sadly just no good for videos 
on YouTube. This doesn’t really restrict you too much as 
there are plenty of other media outlets to cover, but it’s 
worth mentioning if you’re a frequent YouTube watcher. This 
is a shame, but shouldn’t impact the way you use it – your 
Raspberry Pi now downloads focused content on demand!  

08 First time use
Remember earlier when we instructed Miro to behave 

a particular way upon launch? It’s time to set that behaviour 
now, by opening the Videos view in the left-hand pane and 
playing the first video. Each time you boot your system, Miro 
will jump to this view and begin playing.

07 Add podcast feeds
In Miro, open up File>Add Podcast and then paste the 

podcast feed URL into the dialog that appears, clicking Create 
Podcast when you’re done.

The more links you add, the more regularly updated content 
will be downloaded to your Pi-powered Miro media manager, 
ready to watch on demand.
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What you’ll need
■ FUZE BASIC V3  

fuze.co.uk/getfuzebasic

■ 73MP357PART3.fuze

Add the fi nishing touches to your 
FUZE BASIC arcade game
Welcome to the fi nal episode of our FUZE 
BASIC tutorial. Over the last two issues 
we’ve built up a retro tunnel shooter game 
inspired by the classic Tempest. This 
month, we’re going to add in the last few 
features and tighten up our code to make 
this into a fully functional game.

At almost 900 lines, 73MP357 is now 
a fairly signifi cant program. You will need 
to download the full program as well as 
a few sound effect and music fi les, all of 
which are available to download from this 

issue’s FileSilo page or from fuze.co.uk/
tutorials/73MP357.zip.

Download and decompress the fi les, 
then save the resulting folder to your 
FUZE BASIC folder. This fi nal version is 
exactly that: the fi nished article. We now 
have levels, enemies, explosions, music 
and sound effects, scoring, collision and 
an attract screen. One more thing: FUZE 
BASIC has been updated somewhat since 
the last tutorial and as such we highly 
recommend you update it.

Luke 
Mulcahy 
is the FUZE 
team’s in-house 
programmer. Just 
15 years old, Luke 
is adept in many 
programming 
languages, though 
he does love to put 
FUZE BASIC through 
its paces

Tutorial

Code a Tempest clone 
in FUZE BASIC Part 3

Full codeFileSilo.co.uk

074-077_LUD161.indd   74 22/12/2015   21:20



www.linuxuser.co.uk 75

01 Main loop   (lines 001 - 034) 
Start FUZE BASIC and either load (with F8) 73MP357.

fuze or copy and paste the code straight into the editor (F2 
switches between the editor and immediate mode).

The first thing you might notice is that we have tidied things 
up significantly compared to the previous versions. As much 
as possible, we have compartmentalised each section so it 
is easier to follow and debug. It is also far easier to add new 
things. The main program now looks like this:

  // 73MP357 by Luke Mulcahy - FUZE Technologies Ltd
  PROC initialise
  PROC attract
  CYCLE // start of the main loop
    frameStart = TIME // makes a note of the time so 
we can see how long a single frame takes

    CLS2 
    IF speedCount > speedCounterMax THEN // only do 
anything once a certain time has passed

      speedCount = 0
      PROC keys
      PROC updatePowerUp
      PROC warp
      PROC lasers
      PROC enemies
      PROC updateStars
      PROC updatePlayer
      PROC drawPlayingfield
      PROC updatePerspective
      IF warp = FALSE THEN // we don’t update some 
things when the warp effect is active

        PROC drawPowerUp
        PROC drawlasers
        PROC drawEnemies
      ENDIF 
      IF destroyed = FALSE THEN PROC drawPlayer
      PROC checkProgress
      PROC updateDebris
      PROC updateGameInfo
      UPDATE // update and display the screen
      PROC speedLimit
    ENDIF 
    speedCount = speedCount + 1
  REPEAT // the end of the main loop
  END

02 Procedural languages
Rather than go through the entire program line by line, 

we’ll take on each individual procedure individually and explain 
what is going on.

Firstly, though, FUZE BASIC is a procedural language, not an 
object-orientated one. This means we include everything we 
require in the one program rather than referencing ‘classes’ or 
libraries of external functions.

While most modern languages are based around object 
programming techniques, the original procedural-based style 
is very easy to follow and understand, but on the downside it 
means we generally have to write everything in the one program 
which can turn it into quite a beast.

Procedures therefore allow us to break the program up into 
sections similar in some ways to objects but, most importantly, 
into smaller and far neater segments of code that are much 
easier to debug.

So, to the first PROCedure then!

03 Initialise game variables    (lines 747 - 851) 
The DEF PROC initialise section initialises the game 

environment variables and loads the logo sprite, sound effects 
and music files. You will see quite a few DIM statements 
initialising variable arrays; DIM stands for Dimension. We 
declare an array variable and specify its dimensions. Then 
rather than using simple cellOne=1, cellTwo=5, cellThree=9, etc, 
we can declare DIM cell(5), then cell(0)=1, cell(1)=5, cell(3)=9 
and so on. These can easily be populated with a simple LOOP. 
The difference is we now only need one variable to store any 
number of values. You can even create multidimensional arrays 
– chessBoard(8, 8), for example, could be used to hold the 
positions of the pieces: chessboard(0, 0)=Castle, chessboard(0, 
1)=Knight and so on. Arrays are widely used across programming 
languages and are fundamental; it is worth getting to know them.

The reason we’re using so many arrays is that we need a lot of 
variables to store all the information about the stars, the lasers 
and even the debris from explosions. Every single star, bullet and 
piece of debris has a set of coordinates, an angle and speed of 
travel, etc. Sound effects and the main soundtrack are loaded 
and given identifiers, and we end by loading a high score file so 
the main score can be recorded.

04 Make an attract screen   (lines 728 - 744) 
A feature of retro arcade machines, the attract screen 

is a simple graphic and/or animation used to entice passers-
by into popping a pound into the slot to play. The DEF PROC 
attract section of code displays the initial title logo along with 
a starfield effect for good measure. The starfield is updating by 
calling the updateStars process that we defined previously.

05 Control the game’s speed   (lines 854 - 859) 
Let’s take a look at the speed limiter function as it is 

used for both the main loop and the attract routine. Just before 
the end of the main loop, PROC speedLimit is called to check to 
see if we should run the main loop again or not. If our speedCount 
has not reached the speedCounterMax limit then it ignores the 
main loop and goes round again until it does. Only then is the main 
loop executed. This allows us to control the entire game speed with 
a single speedLimit variable (set at the very end of the program).

  frameStart = TIME
  CLS2 
  IF speedCount > speedCounterMax THEN
  ... (the main code)
  PROC speedLimit
  ENDIF
  speedCount = speedCount + 1
  REPEAT

  DEF PROC speedLimit
  frameEnd = TIME
  timeTaken = frameEnd - frameStart
  speedCounterMax = gameSpeed - timeTaken
  IF speedCounterMax < 0 THEN speedCounterMax = 0
  ENDPROC

06 Check for keyboard input   (lines 037 - 086) 
The DEF PROC keys block is straightforward. The 

routine checks to see if Z (or A), X (or D) or the Spacebar (or Enter) 
have been pressed. If the rotation keys (Z and X) are pressed, the 
player’s angle variables are adjusted accordingly, whereas the 
Spacebar initiates a laser to be fired. Before firing it makes sure 
there aren’t too many and which type, standard or particle, to fire.

FUZE BASIC
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12 Update the player   (lines 197 - 214) 
Next, the player is drawn (in yellow) using a simple 

polyPlot function inside the updatePlayer procedure. Then 
there are a few steps to determine the movement, so when you 
go from one segment to another it glides over and doesn’t just 
jump from segment to segment. The FN lerp function is used to 
determine the movement step

13 Calculate the lerp   (lines 863 - 865) 
The lerp function (DEF FN lerp) takes three numbers, of 

which the fi rst two are the start and end point of something. It 
could be the distance between two points, a range of colours 
or the score, both before and after. The third number is used 
to work out an equal step between the fi rst two. The function 
is used here to ensure that we get equal and therefore smooth 
movement steps.

  DEF FN lerp(a, b, c)
  result = a + c * (b - a)
    = result

14 Playing fi eld and perspective   (lines 217 - 265) 
Next up, we draw the playing fi eld. This is handled 

with the drawPlayingfi eld procedure. Each segment is drawn 
using three lines – top, side and bottom – and repeats around 
until completed. The Gap variable determines the size of each 
segment. Moving straight on to the next procedure, since it’s 
related, updatePerspective is a nice little routine. This simply 
checks to see which corner of the screen the player is in and 
then shifts the centre origin a bit so that everything is then 
drawn from that centre point. It is a very effective way to create 
a pseudo 3D effect.

15 Draw the power-up   (lines 268 - 288) 
The drawPowerUp procedure checks to see if the 

power-up is within the outer radius and, if so, modifi es its 
brightness depending on how close to the edge it is. Lerp is 
used again to fi gure out an even step from one colour to the 
next and smoothen the transition from the centre outwards.

07 Update the power-up   (lines 089 - 132) 
The updatePowerUp procedure checks to see if we 

already have a power-up on-screen, and if not there’s a 1-in-
200 chance that one will be created. The fi rst power-up always 
gives you particle lasers, then after this either a score boost or 
an extra life is awarded. To see if we have collected the power-
up, we just check if it has reached the outer edge and is in the 
same segment as the player: IF powerupAngle > playerAngle - 
(gap / 2)’ and ‘IF powerupAngle < playerAngle + (gap / 2).

08 Activate the warp drive   (lines 135 - 141) 
The warp procedure checks to see if a warp has been 

activated and, if so, modifi es the inner and outer radii so they 
zoom off the screen. The inner radius is increased by a smaller 
amount than the outer so you get a warp drive effect.

09 Check the lasers   (lines 144 - 150) 
One of the shorter sections of our fi nal code listing, 

DEF PROC lasers is just a quick check (a simple IF statement) 
to see if we are running particle lasers or not. The fi re speed 
is adjusted accordingly, using hard-coded values rather than 
more variables.

10 Stagger the spawns    (lines 153 - 176) 
Next up is DEF PROC enemies. Here we use a counter 

variable, enemyDelay, to determine how long to wait between 
each new enemy. Early in the game the delay is quite long 
so you won’t likely see more than one at a time, but as you 
progress then it is possible to see ten or more at once. 

11 Update the starfi eld   (lines 179 - 194) 
To create the illusion of fl ying through space, we have 

a playing fi eld that displays objects like enemies and the 
background stars moving outwards from the centre. The stars 
are handled with DEF PROC updateStars: the FOR CYCLE 
loop counts from zero to maxStars. A distance is added at the 
current angle using COS and SIN. If the star goes off the screen 
then it is repositioned in the centre of the screen with a small 
random offset, so they don’t all start in the dead centre.

Right Our modular,  
PROC-based code 

means you can 
easily add in new 

modules – another 
power-up, for 

example – to mix up 
the core gameplay
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17 Draw the enemies   (lines 404 - 486) 
Now for the enemies: DEF PROC drawEnemies. As you 

will now be getting used to, the FN lerp is used to maintain 
smooth movement steps. It really is a very cool little function, 
that one. The position is calculated and then the enemy is 
plotted. We then check to see if it comes into contact with the 
player and again, if so, then debris flies about, the player’s lives 
are reduced by one and we check to see if it is game over. If 
we’re not out of lives then we warp the level off the screen and 
start afresh.

18 Draw the player   (lines 489 - 501) 
Firstly, the c and s variables are used to store the 

current COS and SIN results. This is so we don’t have to 
use tmpPlayerAngle + 90 + playerTurn against every draw 
calculation. The u variable is the distance from the centre of 
the screen. The player is then drawn using a polyPlot function.

  DEF PROC drawPlayer
  COLOUR = Yellow
  c = COS (tmpPlayerAngle + 90 + playerTurn)
  s = SIN (tmpPlayerAngle + 90 + playerTurn)
  u = gHeight / 80
  polyStart 
  polyPlot ((u * 5 * c) - (u * 5 * s) + playerX, (u * 
5 * s) + (u * 5 * c) + playerY)

  polyPlot ((u * 5 * c) - 0 + playerX, (u * 5 * s) + 
playerY)

  polyPlot (0 - (u * -2 * s) + playerX, (u * -2 * c) 
+ playerY)

  polyPlot ((u * -5 * c) - 0 + playerX, (u * -5 * s) 
+ playerY)

  polyPlot ((u * -5 * c) - (u * 5 * s) + playerX, (u 
* -5 * s) + (u * 5 * c) + playerY)

  polyPlot ((u * -7 * c) - 0 + playerX, (u * -7 * s) 
+ playerY)

  polyPlot (0 - (u * -4 * s) + playerX, (u * -4 * c) 
+ playerY)

  polyPlot ((u * 7 * c) - 0 + playerX, (u * 7 * s) + 
playerY)

  polyEnd 
  ENDPROC

19 Display remaining lives   (lines 507 - 524) 
Our next procedure, DEF PROC plotPlayerLives, helps 

us to display the number of lives that the player has left at the 
top-right of the screen. This routine positions the location just 
below the top with GHEIGHT and then draws the lives from 
left to right using polyPlot commands.

20 Check progress   (lines 527 - 538) 
Now we check to see how far we’ve got with the 

checkProgress block. Every time we kill an enemy, the progress 
variable is increased, and if we kill enough then we surpass the 
advance variable, which warps us off to the next level. A score 
bonus is also awarded.

  DEF PROC checkProgress
  IF progress = advance THEN 
    playSample (sfx(7), 4, 0)
    oldScore = score
    score = score + ((10 * scoreBoost) * level)
    scoreTime = 1
    level = level + 1
    warp = TRUE
    advance = advance + 1
    enemyDelay = enemyDelay + 240 / targetfps
  ENDIF 
  ENDPROC

21 Update the debris   (lines 541 - 552) 
Starfields need starjunk, so next we have a very simple 

updateDebris procedure. Each piece of debris is updated with 
its new position and then plotted in a random colour.

22 Update the scores   (lines 555 - 569) 
DEF PROC updateGameInfo is responsible for 

displaying the current score and level. Would you believe it, 
yet another use for FN lerp! This time it works out the value 
required to equally increment the score each time any points 
are awarded. This is how the score increases as if it is counting 
up the numbers and not just adding a complete number each 
time like a simple addition.

23 Start the game   (lines 572 - 725) 
The setup procedure is called every time you start 

a new level, either from the attract screen or after a warp is 
initiated. All level variables are reset – not the score or difficulty, 
but pretty much everything else is reset or cleared ready to 
start again.

Then, about half way down, the WHILE intro < radius CYCLE 
statement starts a loop in which the playing field is zoomed into 
the screen. The player is displayed, and score and lives plotted. 
Lasers and enemies are reset and we’re off!

24 Take it to the next level 
And there you have it. There’s still plenty of scope for 

improvement. It could include more enemies, a smart bomb, 
more audio tracks, a jump feature and a proper end sequence 
with a high score table, for example. We hope you have enjoyed 
playing with 73MP357 and that you do go on to make many 
improvements – we’d love to see them if you do, so please send 
them in to us here at LU&D or straight to the FUZE website.

We also hope you’ve been intrigued by what can be achieved 
with FUZE BASIC. We don’t expect you to keep using BASIC 
forever, but if it has given you the programming bug and now 
you want to climb the language ladder then we have done our 
job. Our expert recommends starting with C++; it is still the 
most widely-used coding language in the world and most other 
languages stem from it or are at least similar. If you can code in 
C++ then you’re pretty much set and will easily be able to adapt 
to just about any other language. Good luck!

To find out more about FUZE BASIC and the FUZE in general 
please visit www.fuze.co.uk  

16 Draw the lasers   (lines 291 - 401) 
DEF PROC drawlasers is huge, but actually there’s a 

lot of repetition so it’s not as tough as it looks. The first section 
works out, depending on whether we’re using a standard or 
particle laser, the position of each individual laser. We then 
perform pretty much the same calculations on each instance. 
Notice that, when working on the particle version, there are two 
(left and right) to deal with.

Following this we check to see if any of the enemies have 
come into contact with a laser. This is done by comparing the 
laser distance and segment to that of each enemy – if they 
match, then BOOM! The explosion takes place and debris goes 
everywhere! The enemies are reduced by one, a score is added 
and sound effects are played depending on laser type.

FUZE BASIC
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With decidedly retro roots, the award-winning 
FUZE is a programmable computer and 
electronics workstation. Born out of a passion 
for programming and love of electronics, the 
solid aluminium case features an integrated 
keyboard, a specially designed GPIO header 
and a breadboard for simple electronics. 
Housing the Raspberry Pi safely below the 
keyboard, the FUZE comes complete with 
FUZE BASIC already installed.

FUZE BASIC is an advanced, modernised 
version of the BASIC programming language, 
widely accepted as the easiest beginner 
language to teach and learn. Featuring a 
redesigned interface and advanced graphics 

support, including sprite and image scaling, 
angle and alpha controls and rotation, FUZE 
BASIC is fully confi gured to run with all models 
of the Raspberry Pi. The whole FUZE system is 
slick and intuitive, and more than capable of 
programming web and mobile games.

The FUZE Special Edition pays tribute to 
home computers of the Eighties like the BBC 
Micro, and comes complete with a robotic 
arm kit to integrate with your projects. The 
FUZE Special Edition also provides you with 
a projects pack and directs you to plenty of 
online resources at the FUZE Lair, giving you 
everything you need to get started. For more 
information, head over to www.fuze.co.uk.

Enter the competition
For a chance to win a FUZE T2-SE-R – a 
Special Edition with the robotic arm kit – 
just go to the link below. Answer the simple 
question provided on that webpage and 
then add your contact details to enter the 
competition. The three winners will then be 
announced in the New Year – good luck!

FUZE
Special EditionWIN!

TERMS & CONDITIONS

This competition is open to residents of the United Kingdom and Ireland. Imagine Publishing has the right to substitute the prize for a similar item of equal or higher value. Employees of Imagine Publishing (including freelancers), their relatives 
or any agents are not eligible to enter. The editor’s decision is fi nal and no correspondence will be entered into. Prizes cannot be exchanged for cash. Full terms and conditions are available upon request. By entering the competition you give 
consent for Imagine Publishing to send you monthly email newsletters and occasional special offers. You can unsubscribe from this at any time by clicking on the unsubscribe link of any email received.

Answer the question on this webpage for a chance to win! 

www.linuxuser.co.uk/news/win-a-fuze-se

Closing
date for entries
10 February 

2016
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Audacity

KWave

Rezound

Sweep

We’re looking at the most feature-packed and stable audio editors for Linux 
to record, process and save dialogue or perhaps compose a simple song

Audio editors

Audacity
One of the most successful open 
source projects, the brainchild of 
Carnegie Mellon University and the 
most recognised digital audio editor 
and post-processing software for 
many platforms, including Linux. It’s 
too early to establish Audacity as a 
reference competitor, so we’ll see 
how others look in front of it first.

Download: bit.ly/1fTZmQF

Rezound
Rezound is a lesser-known audio 
editor, maybe due to the fact that it 
hasn’t been updated for too long, yet 
it offers a decent stack of built-in 
filters and effects, LADSPA plugins 
support, 32-bit sound and works 
great with most popular file formats. 
We’ll also try to capture sound with it 
and process it for later use.

Download: bit.ly/1Qqrv1S

KWave
It’s certainly simpler than the two 
previous apps, but KWave integrates 
very well into the KDE desktop and 
handles the capturing, importing 
and exporting of audio beautifully. It 
is also equipped with all the essential 
tools for editing your recordings, 
offers encoder setup, handles large 
files and much more.

Download: bit.ly/1Nv00hJ

Sweep
Another powerful and relatively 
undiscovered app with capturing and 
editing capabilities. Sweep doesn’t 
have many filters (although LADSPA 
plugins can be used), but it is easy to 
use and has its own unique feature 
for navigating inside an audio file. 
Sweep is also an aging software, but 
still works nicely on modern systems.

Download: bit.ly/1Za4GRx

81 Group test | 86 Steam Machines | 92 Free software

GROUP TEST
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Capturing sound
Audacity records sound from your default PulseAudio source. It officially 
only supports ALSA, but since we have a compatibility layer (named similar 
to Pulseaudio-module-alsa) to link the two sound systems, Audacity can 
use it without troubles. In Edit>Preferences>Devices you can set a different 
recording source, change quality settings, etc.

Capturing sound
Between 2008 and  2013 Rezound was troublesome in capturing sound on 
account of the ancient code that looked for the /dev/dsp device (of ye olde 
OSS system) and failed to record and play sound on recent systems. In 2013 
David Durham, the key Rezound maintainer, fixed this. If you get vinyl-like 
crackles on sound, play with sample rate in /etc/pulse/daemon.conf.

Audacity

n Audacity is built using wxWidgets and features some remarkable 
bevelled buttons on its main toolbar

It’s cross-platform and millions of 
Windows users often use it too

Effects and post-processing
There are over 30 built-in effects and plug-ins in Audacity, in the Effect menu. 
You won’t be able to convert acoustic guitar sound into distorted electric 
riffs, but other elements are here, including noise reduction, normalisation, 
faders, echoing. Extra plugins can be placed in /usr/share/audacity/plugins.

Effects and post-processing
It seems like Rezound has remained at the level of first-generation audio 
editors, available for Windows PCs in late Nineties. At least in terms of 
available filters and effects, it is comparable to early versions of Sound Forge. 
Rezound may be extendable but it carries a very modest number of built-in 
effects. No noise removal and no preview for existent filters.

Performance
Most users begin to care about performance once they start working with a 
large project where stored audio data grows to tens of gigabytes or so, so we 
were curious how Audacity performs when the system runs out of RAM. In 
our tests the application simply froze when it couldn’t allocate resources any 
more. While Audacity is great for amateur use, it’s not perfect for heavy loads.

Performance
Rezound performed well when working with large audio files. Instead of 
trying to load it all at once, like some other editors try to do, Rezound loaded 
only the part that we worked with. However, the app’s interface left mixed 
emotions. It was fast, yet tended to segfault if something was set incorrectly.

Multi-track and mastering
Audacity proved perfect for dealing with multiple tracks. When recording 
inside a project that already contains an audio track, Audacity adds new 
recordings to a separate track, not overwriting anything. You can play with 
the L-R balance and volume of each track, adjust their mutual position, scale, 
reorder and more. Audacity is a great tool for podcasts or home-made songs.

Multi-track and mastering
Rezound has some tools for sound balance, playing with dynamic range, 
changing tempo, drawing curves that affect audio tone, etc. Unfortunately, 
Rezound can’t play more than one track at once. It allowed switching 
between opened files, and we could copy-paste fragments from one track 
to another, but it was impossible to superimpose sound and master a song.

Rezound

n There are some handy tools in Rezound, offered with great 
presets and graphs

Refreshed in 2013 with bug fixes and 
basic PulseAudio support

Overall
Only really useful in the latest 0.13 beta version and 
Rezound still takes time to troubleshoot recording and 
playback. In return, though, you get an efficient tool for 
working with large files. 6

Overall
If you don’t plan to load Audacity with a very large amount 
of data, you’ll find it very snappy. Plus it’s already shipped 
with dozens of great plugins for restoring sound or adding a 
personal touch to it. 8
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Capturing sound
We have to admit that KWave offers the best-designed capturing dialog with 
clear controls for recording format and source. KWave does capture sound 
without any preliminary setup, but in the end we got low-quality recording 
with cracks and clicks – this is a common issue when ALSA-based apps 
don’t interact well enough with the PulseAudio server.

Capturing sound
Sweep offers a different approach to capturing sound. First you create a 
working file (by default in .aiff format), then select the area you want to fill 
with your recording and finally press the red circle on the bottom panel. But 
since Sweep was last updated in 2008, it looks for a /dev/dsp device. To fix 
this, launch Sweep with a special PulseAudio wrapper: padsp sweep.

Effects and post-processing
KWave has the most basic set of features, only capable for entry-level sound 
processing. You get several fading options, an amplifier, low pass, band pass, 
notch filter, reverse tool and perhaps that’s it. Enough to add a small touch 
to an amateur recording, but nothing beyond that. The only feature-rich part 
of KWave was the encoder setup, designed to export sound to MP3 or OGG.

Effects and post-processing
Sweep is a very lightweight audio editor that is focused on doing specific 
simple tasks, at least this is how it was planned in Pixar Animation Studios 
and CSIRO Australia, which helped develop Sweep. Sadly, only basic cut-
and-paste-like features are found here, without filters or any sort of effects.

Performance
There is a very useful setup window at Options>Memory where you can 
control the limits for physical memory (RAM), virtual memory (swapping to 
a file) and the undo/redo feature. Provided that you have enough free space, 
KWave is stable, though it can’t cache parts of large files as well as Rezound.

Performance
After the failure with effects, we were surprised that it turned out to be the 
fastest and the most productive software in this group test. Sweep’s user 
interface stayed impressively responsive even when thrown a massive WAV 
file. You can fly through an audio file, select, copy and paste in seconds, and 
change the waveform magnification without ever having to wait. 

Multi-track and mastering
There are grounds for multi-track support in KWave  –  you can create a file 
with custom number of tracks and turn them on/off when needed. But 
currently KWave cannot save your work as a project, and when you record 
new sound, KWave wants to close the current file and create a new one. The 
only way to switch between files is to use separate running KWave instances.

Multi-track and mastering
As you might suspect, there is no multi-track feature in Sweep, and very few 
mastering tools either. But Sweep attracts users with its own killer feature, 
an indirect aiding tool for mastering records. It’s called Scrubby  –  a playback 
cursor that can be thrown around the amplitude waveform in the same way 
that you might move a stylus over a vinyl record.

KWave
Modern audio editor from KDE, KWave 
is a modular independent component

Sweep
Developed with the support of Pixar, 
Sweep promised to be a bold editor…

n KWave’s audio capture dialog gives you much better control over 
your recordings than the other software tested here

n The Sweep window is mostly occupied by the amplitude 
waveform area, with auxiliary buttons above and below

Overall
Very robust and responsive but is nowhere as packed with 
features as Audacity or Rezound. A very fast package, but 
not one that you can actually do much with if you’re looking 
to be creative.

Overall
Neat but very basic sound editor with good stability and 
nicely designed interface. Easy to get to grips with, but not 
one that we would recommend for anyone looking to do 
more than a little light tweaking. 67
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Review

Audacity
Maybe if we could use a time machine and 
travel back a decade, the results could be 
quite different: Audacity was not so mature 
at the time, while other titles of this group test 
were actively maintained and enjoyed quick 
bug fixes. But as of 2016, only Audacity and 
KWave seem to be alive and keeping up with 
the times. Of the two, Audacity is clearly the 
best choice and currently the only option for 
anyone who wants to do some creative work 
with multiple audio tracks. For instance, you 
can add a music background to your podcast or 
audiobook, or maybe add a bass section to an 
acoustic guitar session, add vocals and master 
all tracks into one balanced song. Audacity may 
run out of system resource and start lagging, 
but that is perhaps its only real fault. 

KWave performed really well and we 
appreciated its clear and straightforward 
interface for setting up sound capturing – even 
a novice can figure out how to select the right 
input device and then play around with the 
various format settings. KWave is definitely a 
simple recording tool, without tools for mixing 
or mastering a composition, but it works just 
right and is very stable.

AND THE WINNER IS…

In brief: compare and contrast our verdicts

n Set Audacity to work with ‘pulse’ device and it will use your current PulseAudio settings

Rezound and Sweep are both sadly aging 
into obscurity. They used to record sound 
correctly in the times when most Linux users 
had Open Sound System (OSS) and were 
switching to a much more advanced ALSA. 
Nowadays we have to use workarounds like 
padsp in order to emulate the /dev/dsp device 

for those legacy softwares. Regardless, it’s 
still possible to use Rezound and Sweep for 
certain simpler tasks with wave audio, and we 
particularly liked the Scrubby tool from Sweep 
for its amazing accuracy and speed even with 
very large files.

  Alexander Tolstoy

Audacity Rezound KWave Sweep

Capturing 
sound

The only editor 
that captures from 
PulseAudio source 
without errors

9
Some issues with 
creaking code. Works 
okay after tweaking 
PulseAudio configs

6
Works flawlessly with 
ALSA and decently 
with PulseAudio. Great 
capturing interface

8
Poor and half-working 
audio capturing. Hasn’t 
been updated in years 
so needs a workaround

5
Effects 
and post-
processing

Lots of built-in 
effects and plug-ins. 
Extra plugins can be 
manually added

8
Basic set of effects 
and lots of filters. 
Very dated –feels like 
Nineties software

7
Modest set of basic 
filters. Good enough for 
light fixes on amateur 
recordings only

6
Not focused on 
processing at all – too 
lightweight for any 
advanced usage

5

Performance

Severe slowdowns 
on heavy files, but 
acceptable for 
everyday use

7
Very snappy thanks 
to caching, even with 
large files, but the 
interface tends to crash

6
Sane defaults and 
stable work with 
memory swapping. 
Surprisingly good

8
Fast as a greyhound! 
Impressive speed and 
responsiveness make 
up for other failings

9

Multi-track and 
mastering

Fine control options 
make this brilliant for 
home-made multi-
track recordings

9
Can switch between 
opened files, good nav 
tools, but cannot play 
multiple tracks

6
Cannot save projects 
and forces file closure. 
Not suitable for 
mastering records yet

4
Like KWave, it’s just not 
designed for mastering. 
No multi-track feature 
but a decent playback

4

Overall

The most balanced 
and feature-rich 
audio editor. Highly 
recommended 8

Very good after 
tweaking, but still 
not modern or stable 
enough for us 6

Decent recorder but 
a very simple editor. 
Stable enough for 
general use, though 7

Great only for surfing 
through large wave 
files or making the 
simplest of edits

6

Audio editors
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Review Steam Machines Supertest

It’s been two years in the making; can Dell’s dedicated gaming 
device live up to its rivals and the Alpha that came before it?

First thing’s fi rst – you can’t upgrade the video card 
on the Alienware Steam Machine. That’s going to 
put a lot of hardcore gamers off, but unfortunately, 
the box’s problems run a bit deeper than that, too. We 
haven’t been able to benchmark the machine thanks to 
the Alienware’s unique way of booting the SteamOS. It 
runs pretty well though, from a graphical perspective, 
but if you’re after a device you want to keep relevant as 
games get prettier and prettier, go elsewhere.

You can boot the machine into desktop mode, but the 
option to do so is hidden away behind Big Picture view 
and disabled by default. Fight your way through the 
myriad windows and menus (good luck doing that on the 
Steam Controller) and you’ll be able to bring up Internet 
browsers and streaming apps. The machine clearly isn’t 
made for this – despite all the other consoles out there 
being viable media hubs. You might as well just stick 
with the games.

Since this machine runs on Steam OS and forsakes 
the traditional ‘Big Picture’ Steam mode that Windows-

users are used to, you’ll notice your library of games will 
take a hit – and it’ll dwindle further if you’re only going 
to use the Steam Controller, rather than a keyboard/
mouse combo. The machine isn’t quite ready to play 
out the box, either, if you’ve got a decent audio setup in 
your living room: the Alienware machine is set to output 
mono sound (sans subwoofer) fresh out of the box, so 
you’ll have to confi g all that yourself… not exactly ‘plug 
and play’.

Upgrading the machine is easy – we must’ve taken 
the shell off over ten times while we were testing it – 
and all the removable parts detach with ease. But not 
being able to swap out the graphics card will make 
this machine obsolete in a few years (a problem its PC 
competitors don’t have) and Alienware requires the 
machine to be put back into base confi guration if any 
calls for support/warranty are made – seemingly a way 
of dissuading customers from upgrading.

And that’s a shame, because you’ll notice that Steam 
OS isn’t exactly kind to a lot of games – we were playing 

Alienware 
Steam Machine

CONSOLE

Specs
4th Gen Intel Core i7 Processor

8GB DDR3L 1600Mhz RAM
Nvidia GTX CPU w/ 2GB GDDR5 

Memory
1TB HDD

Intel Wireless Adapter
Gigabit Ethernet Input 

HDMI Out/In, 4x USB2, 1x USB3
130W AC power supply

Steam Controller

Price  £698.99
(Ranges from £448.99 – £698.99)

Hidden compartments  The underside of 
the unit houses a single USB3 port – the 
ideal hiding spot for the Steam Controller 
adapter you’ll need to plug in
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both higher in quality and creativity. There’s even the 
£50 more expensive Alienware Alpha machines (they 
run on Windows) that are more viable as consoles… 
they just don’t boot into Big Picture mode for that 
lounge-friendly feel.

It’s small things like this that keep putting us off – 
the Xbox One and the PS4 can both be turned on from 
the sofa via the controller… the Alienware can’t. Not 
a huge deal, sure, but noticeable enough to make it 
inconvenient at home. The OS does update itself before 
it turns on, which is handy, but at the expensive of fairly 
lengthy boot-up times.

The Alienware Steam Machine doesn’t seem to hit 
upon either of the positives you’d expect from console 
gaming or PC gaming, and tackling the living room 
audience without access to modern triple-A games is 
ludicrous. This fi rst Steam Machine from Alienware is 
a great proof-of-concept, but it just needs to nail down 
exactly what that concept is come Steam Machine 2.0.

 Dom Peppiatt

through a few graphically intense games (The Talos 
Principle, Middle-Earth: Shadow Of Mordor…) and 
noticed the frame-rate dip quite a lot – sometimes to 
lower than 20fps, rendering more action- and timing-
heavy games simply unplayable. The machine we were 
using played most games on High settings, and could 
run older things on Ultra, but don’t expect to be playing 
modern games at max settings, even on the highest 
£1000+ variant of the Alienware – Steam OS and Linux 
just can’t hack it. Running the Unigine Valley benchmark 
gave us an unimpressive average of 31.7 frames per 
second, while Unigine Heaven reported 32.0 fps.

Since the games’ publishers are only porting these 
originally Windows-only titles to Linux, it makes sense 
that maybe they aren’t optimised to get the most out of 
OpenGL environments… but that makes it even more 
peculiar that Steam and Alienware are pushing this box 
as a console. You could pick up an Xbox One and PS4 for 
the price of the third tier and above machines, and you’d 
have access to a lot more games in the meantime, many 

Summary
The Alienware Steam 
Machine occupies an 
awkward middle-ground 
that lacks the ease of use of 
console and doesn’t deliver 
on the variety or future-
proofi ng of the PC. The box 
itself is well-presented 
– a perfect little device for 
casual lounge-based play 
– and it’s cheaper than its 
competitors, but you can 
feel that in its functionality 
and the way it prevents you 
from upgrading.

Best for Budget

 The Alienware Steam Machine 
occupies an awkward middle ground 

between console and PC 

Size does matter  The Alienware Steam 
machine is tiny, coming in at 2.3 inches tall, tiny, coming in at 2.3 inches tall, tiny

and a mere eight by eight inches in diameter; 
smaller than any console on the market

Stealthy and sleek  The black fi nish 
hints at what Alienware wants from the 

machine – a box that fi ts in the living room 
– and it runs silently, to boot

Out of this world  The Alienware power 
button and the Steam logo light up in 
a cool blue, but can be altered via the 
AlienFX confi guration within SteamOS
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Specs
Intel Core i5-6400T Quad-Core 

2.2GHz (2.8GHz Turbo)
8GB DDR3 1,866MHz SODIMM 

(1x 8GB)
Nvidia GeForce GTX 960 3GB

1TB 2.5” SATA-III Hard Drive
On-Board audio

Dual Gigabit Ethernet, 
802.11ac/b/g/n 2.4/5GHz Wi-Fi, 

Bluetooth 4.0
3x USB 3.0, 1x USB Type-C, 
2x USB 2.0, PS/2, 4x HDMI, 
Analogue Audio, Infra-Red 

Receiver
180W External power supply

Steam Controller

Price  £799.99

Storage and USB  The NEN’s SD/SDHC/
SDXC slot has a USB port built into it, for 
devices that haven’t yet switched over to 
the new Type C port style

Steam Machine  While the NEN may be 
based on Zotac’s previous ZBox gaming 
systems, there’s no mistaking that it’s a 
Steam Machine thanks to its logo

Wi-Fi and Bluetooth  With dual-band 
2.4GHz and 5GHz 802.11ac/b/g/n Wi-Fi, 
the NEN includes integrated Bluetooth 
4.0 connectivity for controllers and more
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Can the console-like design and cutting-edge 
hardware make up for a hefty asking price?

it’s a disappointment to fi nd Zotac pairing a Skylake 
processor with last-generation DDR3 RAM, and the 
use of laptop-style SODIMM parts will increase the 
cost of any future upgrade.

To treat the NEN like a PC, though, misses out on 
its main selling point. Zotac describes the device as 
“PC gaming, console DNA,” and it’s not just the small 
size that confi rms that statement. The cooling system 
works well, and is whisper-quiet even when running 
graphically-intensive games – a far cry from the whine 
emitted by some larger Steam Machine models.

The benchmark results, though, proved a mixed bag. 
Given its higher-end internals, the Zotac’s topping the 
chart with 63.7 frames per second and 61.4 frames per 
second in the Unigine Heaven and Valley benchmarks 
is unsurprising, but not necessarily higher enough over 
its rivals to justify the extra expense. Those gaming at 
resolutions above Full HD will fi nd the GPU’s 3GB of 
VRAM a boon, but its performance will stop short of 
offering a smooth experience at the other consumer 
standard of Ultra HD.

Considering its signifi cantly higher price point, it’s 
somewhat disappointing to fi nd that the NEN fails 
to convincingly outperform its lower-cost rivals. It’s 
clear, though, that the bulk of the money goes not into 
the raw computational power of its parts but rather 
the engineering that has left it smaller than even a 
mainstream games console. There are also some 
strokes of brilliance: a USB Type-C port at the front 
of the case is ready for future peripherals,  while the 
wireless module offers dual-band 802.11ac/b/g/n and 
Bluetooth 4.0 connectivity.

 Gareth Halfacree

While other manufacturers have stuck off-the-shelf 
PC components in a smaller-than-average case 
and called it a Steam Machine, Zotac has used its 
experience in creating compact computers to great 
effect. At just 210x203mm it’s smaller than an Xbox 
One or PlayStation 4, which is impressive given the 
machine’s specifi cations, which outshine any of the 
other Steam Machines on test.

There’s a catch, of course. The small size of the 
case means that Zotac has created a device that has 
more in common with a gaming laptop than a desktop 
computer. This is most evident in the customised 
cooling system, which uses a pair of centrifugal 
blowers attached to thin heatsinks, themselves 
attached to heatpipes designed to transfer the heat 
from the CPU and GPU. Compared to the large tower-
like heatsinks used in desktops, the coolers aren’t 
capable of dissipating as much heat, which has a 
direct impact on the components picked: the Core i5-
6500T CPU is a low-power 35W part, albeit one which 
is from Intel’s latest-generation Skylake family, while 
the Nvidia GeForce GTX 960 graphics processor is on 
a laptop-style MXM module, which will greatly impact 
on the device’s upgradability in the future. A further 
trick has been pulled with the NEN’s power supply, 
which is an external DC brick in order to keep the size 
of the main unit down.

That’s not to say the NEN is not upgradable, though. 
While the GPU and CPU are locked away beneath a 
warranty sticker and thus should be left alone for the 
device’s fi rst two years, the removal of two thumb-
screws at the rear of the case allows access to the 
user-upgradeable components. The 1TB hard drive 
is a standard 2.5” SATA model, easily upgraded in the 
future, while there’s an M.2 slot populated with a USB 
pass-through board for an additional solid-state drive 
(SSD). Better still, the 8GB of memory is in a single 
module, leaving a second slot free for more, though 

Zotac NEN

Summary
The Zotac NEN certainly isn’t cheap, and 
those on more of a budget will likely fi nd 
that the performance gains over the Syber 
or Alienware are unconvincing at best, 
given the relative pricing. It’s a pretty piece 
of kit, though, and for those who are after 
a compact and quiet Steam OS gaming 
machine for the living room, the NEN is the 
obvious choice.

Best for Family

CONSOLE

 Zotac describes the 
device as ‘PC gaming, 
console DNA’, and it’s not 
just the small size that 
confi rms that statement 

USB Type-C  Designed to take over 
from micro-USB, USB Type-C offers a 

compact connector type which can be 
plugged in either way up and is seeing 

increasing use on smartphones
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Review Steam Machines Supertest

Designed for a wide range of budgets, does the 
entry-level Syber Steam Machine have what it takes?
CyberPowerPC was one of the fi rst companies to 
announce a Steam Machine, and for good reason: 
it had already built them, running a proprietary 
operating system and sold under the Vapor brand. 
With a quick switch to Steam OS and the bundling of a 
Steam Controller in the box, CyberPowerPC has been 
able to get the Syber Steam Machine family out of the 
door in double-quick time.

That’s not to say corners have been cut, though. The 
company has clearly thought the design through, and 
while the aggressive angles and fi ngerprint-magnet 
fi nish won’t be for everyone, the case is certainly neat. 
A single screw, which is hidden under a plastic cover, is 
undone to pop the lid from the case and provide access 
to its internal components, while for those who like a 

bit of style there’s a button to the side which shifts LED 
strips through various hues to coordinate with your 
decor. Sadly, the case’s rubber feet are badly adhered 
and fell off the review unit after only gentle handling.

Built to fi t in a TV stand, the Syber is fl at but fat: 
the mITX motherboard, an ASRock H81m-ITX, takes 
up just over a quarter of the overall footprint, with 
the power supply, graphics card, and hard drive 
accounting for the rest. To keep the overall height of the 
system down to something looking like a console rather 
than a PC, the graphics card is mounted on a fl exible PCI 
Express extension bracket with the fan facing towards 
the bottom of the case. Removing the hard drive 
bracket from above reveals a certain amount of wobble 
present, though this is only a concern during transit; 

Syber Steam Machine I
CONSOLE

Specs
Intel Core i3-4170 Dual-Core 

3.7GHz
4GB DDR3 1,866MHz (1x 4GB)
Nvidia GeForce GTX 950 2GB

1TB 3.5” SATA-III Hard Drive
On-Board audio

Gigabit Ethernet, 802.11b/g/n 
2.4GHz Wi-Fi

4x USB 3.0, 5x USB 2.0, PS/2, 
1x DVI-I, 1x DVI-D, 1x HDMI, 1x  
DisplayPort, Analogue Audio

250W SFX power supply
Steam Controller

Price  £505
(Ranges from £505 – £1219)

Front-facing IO  Two USB 3.0 ports, 
one USB 2.0 port and analogue audio 
connections for a headset make it easy 
to connect peripherals to the Syber
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audio kicks in it soon disappears into the background. 
Performance for the Syber is impressive, given its 
entry-level status and £505 price tag. The system 
completed the demanding Unigine Valley benchmark 
with an average frame rate of 55 frames per second and 
a low of a still-playable 31.1, though it briefl y dropped 
to 11.9 frames per second in a run of the Heaven 
benchmark before quickly recovering for an average of 
53.3. Compared to the Alienware system, these results 
are impressive, though naturally beaten by the more 
expensive Zotac NEN.

For those looking to game at higher resolutions, 
though, it is advisable to upgrade the Syber at the 
time of purchase with a more powerful CPU, GPU and 
more memory. Although the easy-access case makes 
it theoretically possible to upgrade post-purchase, the 
250W power supply included with the entry level model 
will limit the choice of graphics card upgrades.

 Gareth Halfacree

a bigger problem is that the fan pulls air up through a 
surprisingly small ventilation area at the base of the 
case. Over time this may get clogged with dust and 
cause the graphics card to overheat, meaning fl ipping 
the machine and giving the vent a good clean should be 
on any owner’s list of regular maintenance tasks.

Booting the system up starts the Steam OS 
registration process, which connects to your Steam 
account or creates a new one for those who have not yet 
entered into the Valve ecosystem. Here the boot time is 
somewhat delayed by the use of a 1TB mechanical hard 
drive rather than a smaller but faster solid-state drive, 
though the mechanical drive provides room for more 
games to be installed for the same price point.

The decision to use the stock Intel heatsink and fan 
assembly in the Syber means that it emits an audible 
whine when in use, which increases considerably 
during gaming as the GPU fan kicks into high gear. In a 
silent room it’s certainly noticeable, but once the game 

Summary
Designed to appeal to 
a gamer’s sensibilities, 
the aggressive styling of 
the Syber family isn’t for 
everyone but the front-
facing USB 3.0 ports 
and colour-changing 
power lights are a nice 
touch. There’s plenty of 
performance for gaming 
at resolutions up to 1080p, 
but there’s little room for 
upgrading the entry-level 
model post-purchase.

Best for Gamers 

Colour switch  It’s possible to colour-
coordinate the Syber with your living room 

decor by pushing this button to cycle the 
power LEDs through a range of hues

Ventilation  The casing of the Syber 
includes well-designed vents, although 

the air intake on the underside for the 
graphics card will need regular cleaning

802.11b/g/n Wi-Fi  Built-in Wi-Fi capability 
gets the Syber up and running even where gets the Syber up and running even where 

there’s no wired network, albeit on only a 
2.4GHz frequency band
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Review Free software

A free replacement for the 
much missed Opera Web

Offl ine documentation viewer with great repository of documentation

Opera hung on as a fast and efficient web 
browser for many years, and its departure 
left an empty space between the 
gargantuan, tottering edifices of Mozilla 

and Chromium, and the speedy minimal browsers – 
from w3m to Dillo. Otter is a “project aiming to recreate 
the best aspects of Opera 12.x UI using Qt5.”

Weekly releases show a consistent improvement, with 
Opera features – such as mouse gestures – showing 
steady improvement. This latest release, Beta 8, sees 
power features in URL completion, and improvements 
in many areas. Installation is easy from the Ubuntu PPA, 
downloaded .deb or BSD packages, or from the source at 
GitHub. Our test machine already had every dependency 
installed, but you might need to grab the Qt packages.

The first thing you’ll notice is responsiveness. It can’t 
quite make up for a slow connection, but the interface 
responds quickly, and rather than the UI oversimplification 
seen in some rivals, power features are easily accessible 
(Otter is “a haven for power users”), and most of Opera’s 
much loved mouse gestures work as remembered. If 
improvements continue at this pace, this is one to watch.

Zeal is inspired by Dash – from OS X 
and iOS – and benefi ts from more than 
150 offl ine document sets prepared for 
Dash, as well as extra sets generated 

through package managers; including Ruby Gems, 
Scala, Go, Haskell, Dart and even Stack Overfl ow 
answers. Should all this not be enough, instructions 
are given for generating your own docs for Zeal, from 
various source fi les including HTML.

With packages available for most distros, from Arch 
to Slackware, installation is unlikely to be an issue. 
First thing to do is click File>Options, then select the 
Docsets tab. Scroll through the Downloadable docsets 
list, then tick those you want (the selection is good) 

and click Download. You now have a searchable list 
of downloaded documentation on your laptop, in one 
handy place, for when you’re travelling or otherwise 
temporarily disconnected from the lifeblood of the 
Internet (the horror!). 

Plugins integrate Zeal with code editors like Atom, 
IntelliJ IDEA, KDevelop, and – of course – Vim and 
Emacs. All documents can be searched at once, or the 
search can be restricted to just one language by typing 
the language, a colon and the search term into the 
search box – eg python:cached – and a “see also” box 
pops up both with search results, as it also does with 
selections made through the document contents. A 
very useful tool.

Otter Browser 0.9.08

Zeal 0.2.1

Pros
Opera’s speed and range of 
features, plus the fact it is 
freely licensed, make this well 
worth investigating.

Cons
The browser is not quite 
fi nished, so while features are 
arriving fast you may want to 
keep your old browser for now.

Pros
Great collection of programming 
docs, easily augmented and all 
available to read offl ine

Cons
A little sluggish on older machines. 
Other than that, it’s hard to fault 
this excellent reference manual

BROWSER

DOCUMENTATION

Above Don’t be fooled by the interface design – Otter is surprisingly modern

Great for…
Anyone tired of bloated 
browser development
otter-browser.org

Great for…
Keeping programming docs 
together in one place
zealdocs.org
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Action, strategy and 
violent hedgehogs

Speedy cross-platform compiler for the user-friendly language

Featuring “pink hedgehogs with attitude 
as they battle from the depths of hell to the 
depths of space,” this is a strategy game. 
Obviously. The combination of all-out war 

(the aim is to destroy all the enemies) and hedgehogs with 
bazookas makes for surreal carnage, while the level of 
game detail and development could lead to you losing a lot 
of time you planned to spend elsewhere.

Installation is easy through the package manager 
– Hedgewars has been around for a long while, and is 
packaged for most distros, with new releases quickly 
entering repositories. Your first task is to read the manual 
on the Hedgewars  wiki, then start on the training missions.

Get your hedgehogs proficient in the art of ropes, 
parachutes, shoryuken and desert eagles, and you can 
play against others locally or over the network, or against 
AI opponents. There are over 50 different weapons 
and numerous set maps, as well as an infinite number 
of randomly-generated maps. Customisation options 
include “ 280 costumes, 32 graves, 13 forts, 100s of flags 
and unique voice packs” in the main game, as well as 
community contributions, and the possibility of creating 
your own plugins or artwork. 

Free Pascal Compiler – FPC – is a compiler 
both for the Object Pascal dialect, Free 
Pascal, and for other Pascals like Delphi 
and Turbo Pascal. FPC compiles Free 

Pascal to a choice of many platforms and processors, 
with no change to the Pascal source. For cross-platform 
GUI (and web) projects, the Lazarus IDE – built with Free 
Pascal, and part of the Free Pascal project – can be used. 
Binaries are available for some distros already. FPC 
hadn’t reached the Ubuntu PPA when we tested, but we 
installed by adding Debian experimental to our /etc/apt
/sources.list and installing with:

  apt-get install -t experimental fpc

For other distros, a complete package and install 
script is on the download site. FPC has astonishingly 
modest demands (we’re sure your PC has more than 
16MB of RAM), and FPC and Lazarus IDE will run on your 
Raspberry Pi without any trouble at all, even if you don’t 
have the more powerful model 2B.

Free Pascal is a speedy, object-oriented language, 
which integrates with assembler, and supports 
PostgreSQL and MySQL – it’s grown a long way beyond the 
teaching language of the Seventies. The documentation 
will get you back up to speed if you haven’t used Pascal in 
a while, and if you’ve never used Pascal take a quick look 
at one of the tutorials, then grab the source for one of the 
games at: pascalgamedevelopment.com.

Hedgewars 0.9.22

Free Pascal Compiler 3.0.0

Pros
Hedgehogs with weapons and 
tools! This game is a must-have 
for any fans of the classic 
Worms franchise

Cons
A huge (though hugely 
entertaining) timesink! 
Graphics are starting to get a 
bit dated now, too

Pros
Blazing fast IDE that compiles 
many dialects, integrates with 
assembler and supports databases

Cons
Not so many new Pascal projects to 
join, but hopefully that will change 
in the near future

COMPILER

GAMING

Below Hedgewars is a 2D, 
turn-based artillery game 

that’s playable online 

Great for…
Playing games because you’re 
“investigating Free Pascal” 
hedgewars.org

Great for…
Language learners and those 
wih old Delphi code to revive
freepascal.org
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94

Hosting 
listings

Whether you’re a hosting firm or 
a happy customer who wants a 
favourite provider listed, drop us 
a line with the details!

Got a deal  
you think we 
should list?

linuxuser@imagine-publishing.co.uk
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Dedicated server listings

O = Option

Sponsorship opportunity
Bring attention to your brand by sponsoring this section. 
Contact Luke Biddiscombe on +44(0)1202 586431

Bravo14 (http://bravo14.co.uk) Starter Linux N/A £20 N/A N/A 2,000MB N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Starter Windows N/A £20 N/A N/A 2,000MB N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Business Linux N/A £45 N/A N/A 4,000MB N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Business Windows N/A £45 N/A N/A 4,000MB N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Ultimate Linux N/A £60 N/A N/A Unlimited N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Ultimate Windows N/A £60 N/A N/A Unlimited N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

PoundHost (www.poundhost.com) DS 2.2 0333 247 0222 £19.00 1 month Intel Atom 2 cores / 
1.8GHz 1x 250GB O N/A ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) BudgetBox 4 0333 247 0222 £29.00 1 month Intel Xeon 2 cores / 
2.3GHz From 2x 250GB O ✗ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 3.1 0333 247 0222 £39.00 1 month Intel Xeon 2 cores / 
2.3GHz From 2x 500GB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 4.3 0333 247 0222 £59.00 1 month Intel Xeon 4 cores / 
3.2GHz From 2x 500GB O ✗ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 4.5.1 0333 247 0222 £79.00 1 month Intel Xeon 4 cores / 
3.2GHz From 2x 500GB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 4.6.2 0333 247 0222 £115.00 1 month Intel Xeon 4 cores / 
3.4GHz From 2x 1TB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 6.5.1 0333 247 0222 £249.00 1 month Dual Intel Xeon 12 
cores / 2.2GHz From 4x 1TB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 6.6 0333 247 0222 £349.00 1 month Dual Intel Xeon 16 
cores / 2.4GHz From 8x 1TB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

Heart Internet (www.heartinternet.
co.uk/dedicated-servers) Linux Dual Core 0845 644 7750 £79.99 12 months Dual Core Xeon 

2.33GHz 160GB ✓ ✓ ✓ ✗ 99.99% ✓ ✗
24/7 Ticket 

support

Heart Internet (www.heartinternet.
co.uk/dedicated-servers) Windows Dual Core 0845 644 7750 £89.99 12 months Dual Core Xeon 

2.33GHz 160GB ✓ ✓ ✓ ✗ 99.99% ✓ ✗
24/7 Ticket 

support

Heart Internet (www.heartinternet.
co.uk/dedicated-servers) Linux Quad Core 0845 644 7750 £129.99 12 months Quad Core Xeon 

2.5GHz 250GB ✓ ✓ ✓ ✗ 99.99% ✓ ✗
24/7 Ticket 

support

catalyst2 (www.catalyst2.com) Bronze Managed 
Dedicated Server 0800 107 79 79 £199 1 month 1x 2.4GHz vCPU 50GB ✓ ✓ ✓ ✓ 99.90% ✓ ✓ ✓

catalyst2 (www.catalyst2.com) Silver Managed 
Dedicated Server 0800 107 79 79 £299 1 month 1x 2.4GHz vCPU 80GB ✓ ✓ ✓ ✓ 99.90% ✓ ✓ ✓

catalyst2 (www.catalyst2.com) Gold Managed 
Dedicated Server 0800 107 79 79 £399 1 month 2x 2.4GHz vCPU 150GB ✓ ✓ ✓ ✓ 99.90% ✓ ✓ ✓

123-Reg (www.123-reg.co.uk) Dell PowerEdge R200 
(Ubuntu Linux) 0871 230 9525 £69.99 12 months 4x 2.13GHz 2x 160GB 10Mbit ✓ ✓ ✗ 99.99% O ✗ ✓

123-Reg (www.123-reg.co.uk) Dell PowerEdge R200 
(Windows Web Edition) 0871 230 9525 £79.99 12 months 4x 2.13GHz 2x 160GB 10Mbit ✓ ✓ ✗ 99.99% O ✗ ✓

Daily (www.daily.co.uk) Linux VPS Pro 0845 466 2100 £29.99 1 month 2.27 Intel Quad Core 60GB 100Mbps ✓ ✓ ✗ ✗* ✓ - full 
backup ✗ ✗**

Daily (www.daily.co.uk) Linux VPS Max 0845 466 2100 £59.99 1 month 2.27 Intel Quad Core 100GB 100Mbps ✓ ✓ ✗ ✗* ✓ - full 
backup ✗ ✗**

Daily (www.daily.co.uk) Windows VPS Pro 0845 466 2100 £34.99 1 month 2.27 Intel Quad Core 60GB 100Mbps ✓ ✓ ✗ ✗* ✓ - full 
backup ✗ ✗**

Daily (www.daily.co.uk) Windows VPS Max 0845 466 2100 £64.99 1 month 2.27 Intel Quad Core 100GB 100Mbps ✓ ✓ ✗ ✗* ✓ - full 
backup ✗ ✗**

Daily (www.daily.co.uk) VPS Pro Hyper-V 0845 466 2100 £44.99 1 month 2.27 Intel Quad Core 60GB 100Mbps ✓ ✓ ✗ ✗* ✓ - 1GB ✗ ✗**

Daily (www.daily.co.uk) VPS Max Hyper-V 0845 466 2100 £74.99 1 month 2.27 Intel Quad Core 100GB 100Mbps ✓ ✓ ✗ ✗* ✓ - 1GB ✗ ✗**

Daily (www.daily.co.uk) VPS Ultra Hyper-V 0845 466 2100 £139.99 1 month 2.27 Intel Quad Core 200GB 100Mbps ✓ ✓ ✗ ✗* ✓ - 1GB ✗ ✗**
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Equiphase (www.equiphase.net) Bronze 0121 314 4865 £30 200MB 2GB 10 ✓ ✓ ✗ ✓ ✗ ✓ ✓ ✓

Equiphase (www.equiphase.net) Silver 0121 314 4865 £42 400MB 5GB 20 ✓ ✓ ✗ ✓ ✗ ✓ ✓ ✓

Equiphase (www.equiphase.net) Gold 0121 314 4865 £72 800MB 10GB 100 ✓ ✓ ✗ ✓ ✗ ✓ ✓ ✓

Equiphase (www.equiphase.net) Platinum 0121 314 4865 £114 1,200MB 40GB 200 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Eurofasthost.com (www.eurofasthost.com) Email only 02380 249 823 £40 1GB 2GB 10 ✗ ✗ ✓ ✓ ✓ ✓ ✓ ✓

Eurofasthost.com (www.eurofasthost.com) Essential 02380 249 823 £75 2GB 5GB 10 ✗ ✗ ✓ ✓ ✓ ✓ ✓ ✓

Eurofasthost.com (www.eurofasthost.com) Superior 02380 249 823 £140 5GB 10GB 25 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Eurofasthost.com (www.eurofasthost.com) Premium 02380 249 823 £250 10GB 25GB 100 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Evohosting (www.evohosting.co.uk) Starter N/A £29.99 500MB 1GB 3 ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✓

Evohosting (www.evohosting.co.uk) Home N/A £54.99 2.5GB 30GB 50 ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✓

Evohosting (www.evohosting.co.uk) Business N/A £79.99 6.5GB Unlimited Unlimited ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✓

Evohosting (www.evohosting.co.uk) eCommerce N/A £159.99 30GB Unlimited Unlimited ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✓

Giacom (www.giacom.com) Business Pro 0800 542 7500 £199 100MB 2GB 100 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Hostway (www.hostway.co.uk) Silver 0808 180 1880 £79.50 150MB 3GB 5 ✗ O ✓ ✓ ✗ ✓ ✓ ✗

O = Option

Dedicated and Shared server listings

Skymarket (www.skymarket.co.uk) Standard 1 0800 321 7788 £49 10MB 2GB 1 ✓ ✗ ✓ ✓ ✓ ✓ ✓ ✓

Skymarket (www.skymarket.co.uk) Standard 2 0800 321 7788 £69 20MB 2GB 1 ✓ ✗ ✓ ✓ ✓ ✓ ✓ ✓

Skymarket (www.skymarket.co.uk) Premium 1 0800 321 7788 £99 25MB 2GB 1 ✓ ✗ ✓ ✓ ✓ ✓ ✓ ✓

NameHog (www.namehog.net) Email Only 0845 612 0330 £11.75 25MB 1GB 5 ✗ ✗ ✓ ✓ ✓ ✓ ✓ ✓

NameHog (www.namehog.net) Standard package 0845 612 0330 £35.25 100MB 4.5GB 10 ✗ ✗ ✓ ✓ ✓ ✓ ✓ ✓

NameHog (www.namehog.net) Professional package 0845 612 0330 £58.75 250MB 8GB 25 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

NameHog (www.namehog.net) Expert package 0845 612 0330 £105.75 500MB 15GB 75 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

luke.biddiscombe@imagine-publishing.co.uk
+44(0)1202 586431

GET YOUR LISTING HIGHLIGHTED! CONTACT LUKE

Blacknight (www.blacknight.com) Minimus +44 (0)845 5280242 €49.95 10GB 150GB 1,500 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✗

Blacknight (www.blacknight.com) Medius +44 (0)845 5280242 €89.95 20GB 300GB 5,000 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✗

Blacknight (www.blacknight.com) Maximus +44 (0)845 5280242 €149.95 30GB 600GB Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✗

Digital Gibbon Ltd (www.digitalgibbon.com) Cheeky Chimp N/A Free 500MB Unlimited 5 ✓ ✗ ✓ ✓ ✗ ✓ ✓ ✗

Digital Gibbon Ltd (www.digitalgibbon.com) Digital Gibbon N/A £12 5GB Unlimited 10 ✓ ✗ ✓ ✓ ✗ ✓ ✓ ✗

Digital Gibbon Ltd (www.digitalgibbon.com) Silverback N/A £24 Unlimited Unlimited Unlimited ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✗

Digital Gibbon Ltd (www.digitalgibbon.com) WordPress hosting N/A £12 5GB Unlimited 10 ✓ ✗ ✓ ✓ ✗ ✓ ✓ ✗

ServWise (https://www.servwise.com) Personal 0800 520 0716 £25.20 1GB 10GB Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

ServWise (https://www.servwise.com) Business 0800 520 0716 £50.40 2GB 20GB Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

ServWise (https://www.servwise.com) Reseller 0800 520 0716 £126 4GB 40GB Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Netcetera 
www.netcetera.co.uk

Home 0800 808 5450 £34.88 1GB Unlimited 500 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Designer 0800 808 5450 £71.88 5GB Unlimited 1,000 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Business 0800 808 5450 £199.88 1000GB Unlimited 1,000 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Reseller 0800 808 5450 £299.88 Unlimited Unlimited Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Linux Cloud 0800 808 5450 £60 50GB Unlimited Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Windows Cloud 0800 808 5450 £300 6GB Unlimited Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

3100QC Dedicated 
Server 0800 808 5450 £1,300 2TB Unlimited Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
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YOUR FREE RESOURCES

Linux Mint 
17.3

Raspbian 
2015-11-21

Porteus Kiosk 
3.6

Rockstor 
3.8-10

LOG IN TO WWW.FILESILO.CO.UK/LINUXUSER AND DOWNLOAD 
THE LATEST DISTROS AND FREE SOFTWARE TODAY

YOUR BONUS 
RESOURCES

ON FILESILO THIS ISSUE, FREE 
AND EXCLUSIVE FOR LINUX USER 
& DEVELOPER READERS, YOU’LL 
FIND THESE GREAT RESOURCES…

»  Four latest distros, including the 
latest Linux Mint LTS and the new 
Raspbian, now including Node-RED.

»  20 excellent FOSS packages, 
including everything in our reviews 
section plus the tutorial tools.

»  Watch The Linux Foundation, Red 
Hat and Raspberry Pi video guides, 
tutorials and webinars.

»  Code and assets for this issue’s 
tutorials, including everything you 
need for the Raspberry Pi feature.need for the Raspberry Pi feature.

www.filesilo.co.uk/linuxuser

LENGTH 
OF VIDEO 
TUTORIALS:20HOURS

LATEST 
DISTROS

TOP LINUX FOSS TUTORIAL CODE & ASSETS

FileSilo
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FILESILO – THE HOME OF PRO RESOURCES

The most popular downloads are 
shown in this carousel, so see what 
your fellow readers are enjoying! 

Green open padlocks show the issues 
you have accessed. Red closed 
padlocks show the ones you need to 
buy or unlock.  

Find out more about our online stores, 
and useful FAQs like our cookie and 
privacy policies and contact details. 

If you’re looking for a particular type 
of content like distros or Python files, 
use these filters to refine your search. 

Top Downloads are listed here, so you 
can get an instant look at the most 
popular downloaded content. 

Check out the Highest Rated list to 
see the resources that other readers 
have voted for as the best! 

Discover our amazing sister 
magazines and the wealth of content 
and information that they provide. 

The first time you use FileSilo you’ll 
need to register. After that, you can 
use the email address and password 
you provided to log in. 

This is the new FileSilo site that 
replaces your disc. You’ll find it by 
visiting the link on the following page. 

A rapidly growing library 
Updated continually with cool resources
Lets you keep your downloads organised
Browse and access your content from anywhere
No more torn disc pages to ruin your magazines

No more broken discs
Print subscribers get all the content
Digital magazine owners get all the content too!
Each issue’s content is free with your magazine
Secure online access to your free resources

DISCOVER YOUR FREE ONLINE ASSETS
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HOW TO USE
EVERYTHING YOU NEED TO KNOW ABOUT 
ACCESSING YOUR NEW DIGITAL REPOSITORY 

Finished reading this issue? There’s plenty more free and open source goodness 
waiting for you on the Linux User & Developer website. Features, tutorials, reviews, 
opinion pieces and the best open source news are uploaded on a daily basis, covering 
Linux kernel development, the hottest new distros and FOSS, Raspberry Pi projects 
and interviews, programming guides and more. Join our burgeoning community of 
Linux users and developers and discover new Linux tools today.

www.linuxuser.co.uk

MORE TUTORIALS 
AND INSPIRATION

Issue 162 of                               is on sale 11 February 2016  from GreatDigitalMags.com                      

To access FileSilo, please visit www.filesilo.co.uk/linuxuser

01 Follow the 
instructions 

on-screen to create an 
account with our secure 
FileSilo system, then log 
in and unlock the issue 
by answering a simple 
question about the 

magazine. 
You can 
access the 
content for 
free with your 
issue. 

02  If you’re a print 
subscriber, you 

can easily unlock all 
the content by 
entering your unique 
Web ID. Your Web ID is 
the eight-digit 
alphanumeric code 
printed above your 
address details on the 
mailing label of your 
subscription copies. It 
can also be found on 
your renewal letters.

03  You can access 
FileSilo on any 

desktop, tablet or 
smartphone device 
using any popular 
browser (such as 
Firefox, Chrome or 
Safari). However, we 
recommend that you 
use a desktop to 
download content, as 
you may not be able to 
download files to your 
phone or tablet.  

04  If you have any 
problems with 

accessing content on 
FileSilo, or with the 
registration process, take a 
look at the FAQs online or 
email filesilohelp@
imagine-publishing.co.uk

ACCESSING YOUR NEW DIGITAL REPOSITORY 

To access FileSilo, please visit www.filesilo.co.uk/linuxuser

opinion pieces and the best open source news are uploaded on a daily basis, covering 

www.linuxuser.co.uk

FileSilo
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