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Welcome to the latest issue of Linux User & Developer, 
the UK and America’s favourite Linux and open source 
magazine. This month, we’ve created a special covermount 
DVD for you containing six distros that can, between them, 
help you out in some of the most common (Linux-specifi c) 
situations. Need to re-partition one of your drives? There’s 
GParted Live. Trying to fi x a faulty fi lesystem? Just run 

SystemRescueCd. Deploying multiple machines on your network? 
Give Clonezilla a whirl. Strengthening the security on said network? 
Use BackBox. We’ve considered those times when you need these 
solutions but, importantly, might not have access to the internet to 
download an ISO or the ability to create your own bootable medium. 
Simply live-boot the tool you need from our Total Distro Toolkit, and 
refer to the feature starting on page 19, and you’ll be good to go.

We also take a good look at Python development this month. 
Starting on page 60, we run through some of the essential tools for 
automation with Python, web development work, using Python for 
maths and science investigations, and for robotics projects. If you’re 
ready to start using your programming language for some real dev 
work, it’s a must-read. There’s plenty more this issue, too, including 
a revealing interview with the creator of Solus OS, which has hit its 
fi rst major point release (page 12). Enjoy the magazine!

Gavin Thomas, Editor
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Sony’s PlayStation 4 gets 
unoffi cial Linux support
The cheap way to get your hands on an eight-core PC

HACKING

Above  The PS4 can now boot 
Linux, if you have an exploit

Noted engineering team ‘fail0verflow’ 
has successfully booted Linux on Sony’s 
PlayStation 4 console, bypassing the 
protections the company has put in place 
against running third-party software and 
potentially opening the doors to novel uses for 
the device.

Sony’s PlayStation family has a long history 
with Linux. The company released an expansion 
kit in 2002 which turned its PlayStation 2 console 
into a fully-fledged Linux personal computer, 
and its successor the PlayStation 3 launched 
with ‘OtherOS’ support for booting a number of 
Linux distributions. The company soon began 
worrying that developers would find a way to 
use the OtherOS support to play illegitimately 
copied games, however, and removed the feature 
in a firmware update – prompting a class-action 
lawsuit against the company.

Given Sony’s removal of OtherOS from the 
PlayStation 3, the fact its successor launched 
without the ability to run anything but the 
company’s BSD-variant Orbis OS was no 

surprise – but that limitation has now been 
unoffi cially removed.

Speaking at the 32nd Chaos Communication 
Congress, the fail0verfl ow team demonstrated 
the ability to bypass protections against booting 
third-party software on the console by loading a 
Linux distribution – something Sony had taken 
pains to prevent.

“Linux on the PS4 actually makes a lot of 
sense, more than it ever did on any previous 
game console,” claimed fail0verfl ow’s ‘marcan’ 
of the team’s work. “It’s close enough to a PC 
that getting 3D acceleration working, while 
rather painful, seems entirely possible without 
undue amounts of effort to the level needed 
for real indie games and even triple-A titles, not 
just homebrew. And many thousands of indie 
and triple-A games already run on Linux. Yes, 
SteamOS on the PS4 should ‘just work’ once 
the driver issues are sorted out. We demoed 
a silly GBA emulator because all we had was 
a 2D framebuffer, but the real fun is getting 3D 
games to run just like they do on a PC.”

The feat has far 
more potential than 
just gaming, too: the 
PS4’s processor is an 
eight-core AMD model with powerful integrated 
graphics, yet the device retails at less than £300 
– far less than an equivalently-powered PC. 
Both the PS2 and PS3 found use in computing 
clusters due to their price-performance ratio, 
and the ability to run Linux on the PS4 will likely 
lead to the same uses.

There is a catch, however: while the team has 
released the loader required to boot Linux on 
the PS4, it has not released the exploit needed 
to boot the loader. “We can add more value to 
the homebrew ecosystem by helping port Linux 
than by releasing exploits,” explained marcan, 
telling interested parties to “write an exploit, 
point it to our loader, and you’ll get Linux.”

Sony has not issued comment on the team’s 
breakthrough, but will likely be looking to block 
the ability to boot third-party software in a 
future fi rmware update.

 Linux on the PS4 actually makes a lot 
of sense, more than it ever did on any 
previous game console 

06 News & Opinion  | 12 Interview  | 94 Your questions answered
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Open source chip project gains big-name supporters
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TOP FIVE

1  Notifi cations
Plasma 5.6 brings with it a vastly improved device 
notifi cation system, changing code which has 
stood untouched since Plasma 4.7 to improve 
the appearance and usability – in particular 
when unmounting a USB mass storage device for 
removal – meaning an end to annoying ‘orphan’ 
error message pop-ups.

2  Unity Launcher support
Unity may be divisive, but it’s also widespread. “If 
there’s an API or library that works and is widely 
adopted, we’re happy to pick it up and add support 
for it in our software stack,” explained developer 
Kai Uwe.

3  Media applet
The KDE Plasma 5.0 release included a media 
controller applet, but only for selected software. 
With Plasma 5.6, the MPRIS specifi cation has 
been implemented to allow control of software 
from VLC through to Spotify right in Task Manager.

4  Better crash handling
The focus-stealing DrKonqi crash handler has 
been replaced with an unobtrusive desktop 
notifi cation, offering one-click options to 
report the bug to the developers and restart the 
application without stealing focus from your 
currently active window.

5  Desktop Actions
Also known as Jump Lists, Desktop Actions 
allow applications to offer certain commonly-
used tasks – such as creating a new document 
or opening a private browsing window – directly 
through Task Manager in the application’s right-
click menu, for quicker access.

New features in 
KDE Plasma 5.6

The RISC-V project, pronounced Risk Five, has 
gained some big-name members in the form of 
technology giants Bluespec, Google, Hewlett 
Packard Enterprise, Lattice Semiconductor, 
Microsemi, and Oracle, as it looks to offer an 
open source alternative to MIPS and ARM. The 
latest incarnation of the RISC core, first developed 
by David Patterson and John Hennessey in 
1980 and recently seen commercially in the Sun 
Microsystems SPARC processor family, RISC-V 
aims to offer an open source processor design 
which anyone can customise and implement, either 
via a field-programmable gate array (FPGA) or by 
fabricating silicon chips.

Google, which has previously been investigating 
the use of low-power ARM processors as a means 
of reducing power draw in its data centres, has 
been named as a new member of the project, which 
was launched by the University of California at 
Berkeley in 2010. The company is joined by Oracle, 
which acquired SPARC creator Sun Microsystems 
in 2010, along with Hewlett Packard’s newly-
formed Enterprise division, Lattice Semiconductor, 
Microsemi, and tool vendor Bluespec. The list of 
interested parties is impressive, and the RISC-V 

project can even boast a shipping implementation in 
the Axiom family of open source 4K video cameras. 
The promise of a royalty-free reasonable and 
non-discriminatory (RAND) licence has doubtless 
helped, as have designs which compare favourably 
to proprietary equivalents from embedded industry 
giant ARM. While membership of the project will 
require contribution of any modifications made 
to the RISC-V core under the project’s permissive 
licence, executive director Rick O’Conner told 
industry outlet EE Times that there would be “plenty 
of room for secret sauce and company-specific 
implementations” of the core.

The RISC-V project was launched to develop 
a clean-slate and open alternative to ARM, x86, 
and MIPS in the processor world, offering a 
simpler approach and modular layout designed 
for extensibility and specialisation. The project 
has long stated it will concentrate on offering a 
specification, and allow both open and proprietary 
implementations. Andreas Olofsson, known for 
the Epiphany architecture, has described RISC-V 
as “state of the art” and stated that “we need an 
architecture that is bigger than any one company [...] 
my bet is on RISC-V.”

Above  Device notifications are now tidily 
organised in a single window display

OPEN HARDWARE

Google, HP and Oracle 
join RISC-V group
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Stand up for the GPL
“VMware uses a badly-hacked 2.4 kernel with a big binary 

blob hooked into it” – Christoph Hellwig, 2006

OPINION FREE SOFTWARE

 The importance of the ongoing legal dispute 
between Cristoph Hellwig, Linux kernel 
developer, and VMware, the virtualisation 

company, cannot be underestimated. At issue is the 
right of an individual developer to license their code as 
they see fit, with the expectation that the terms of the 
licence will be honoured. At stake are the viability of 
free software and the GPL, and an industry built on the 
flexibility and accessibility of FOSS.  

Hellwig’s complaint against VMware is that Linux 
kernel code written by himself and other kernel 
contributors is incorporated in the proprietary elements 
of VMware’s ESXi hypervisor, and that VMware is 
refusing to comply with the terms of the GPL. VMware 
doesn’t deny the use of GPL-licensed code inside the 
ESXi supervisor, and instead “questions Christoph’s 
copyright interest in the Linux kernel and his right to bring 
this action” and claims “vmklinux is an ‘interoperability 
module’ which communicates through a stable interface 
called VMK API.” 

The questioning of Hellwig’s interest in the copyright of 
the kernel may be a legal device to cast doubt on his right 
to speak for a project which belongs to everyone and to 
no-one. Linux has no single owner. However, individual 
and/or corporate contributors ‘own’ the copyright to the 
code they have contributed, unless they have assigned 
ownership of the copyright to someone else. 

The GPL has a very simple purpose, to ensure that 
free software remains free. The instrument to achieve 
this is copyleft. The mechanism is well understood. 
Software vendors are entitled to do what they like with 
free software, but if they re-use copylefted code in 
another setting then all modified and associated code 
must be made available to users under the same licence. 
If the terms are unacceptable there is a simple alternative, 
which is to write your own code. 

VMware’s get-around has been to take a huge chunk 
of the Linux kernel code – some would argue the difficult 
parts – and then impose a ‘shim’ or translation layer 
module called vmklinux containing the Linux code and 
an API that speaks to the vmkernel. The argument is 
that the API precludes the need for copylefting the 
derivative code, which is nonetheless dependent on 
large segments of Linux code. Hellwig has contributed 

more than quarter of a million lines of code to the Linux 
kernel and is one of the 20 most prolific contributors to 
the kernel. Specifically, he has contributed to the scsi 
subsystem and radix tree (look-up mechanism) that are 
also included in vmklinux. He owns the copyright to the 
code he has written, and code he has written is included 
in VMware’s offering, so he has a clear right to object to 
the appropriation of his code.    

VMware also claims an interface called VMK API 
creates a shield between the GPL code, contained in an 
‘interoperability module’ called vmklinux, and VMware’s 
proprietary code. Hellwig argues that “vmklinux is not 
an interoperability module, but rather an arbitrary 
separation of the Linux-derived module from vmkernel. 
Specifically, vmklinux is nonfunctional with any non-ESX 
OS, and vmklinux is tied intimately to a specific version 
of ESXi.” 

Hellwig also points out that “if the Court allows 
proprietarization of an arbitrary split portion of GPL’d 
computer programs, it could allow redistributors to 
trivially bypass the strong copyleft terms found in the 
GPL,” simply lifting core sections of GPL code and doing 
what they will with it, without reciprocation. He argues 
that “vmkernel and vmklinux don’t ‘communicate over 
an interface’,” but “run in the same process as a single 
computer program” and the ‘interface’ doesn’t comply 
with the definition of an interface “as set forth in the EU 
Directive 2009/24/EC.” 

The precedents set by this case are vital to the future 
of free and open source software. The success of Linux 
is built on its status as a commodified kernel, and the 
reciprocity that the GPL encourages between individual 
and corporate contributors. Corporate contributors are 
often ambivalent and sometimes hostile to the GPL, but 
the GPL and copyleft have been a large part of the long-
term success of Linux. 

Hellwig is funded in his case against VMware by 
Software Freedom Conservancy, a non-profit charity 
dedicated to defending the GPL. Software Freedom 
Conservancy is increasingly reliant on voluntary 
donations because, as Karen Sandler, SFC’s executive 
director, told supporters recently, “Over the past year, and 
in particular since we launched the VMware suit, some of 
our corporate funding has been pulled.”  

Richard Hillesley
writes about art, music, digital 

rights, Linux and free software for 
a variety of publications

 The success 
of Linux is built 
on its status as 
a commodified 

kernel, and 
the reciprocity 
that the GPL 
encourages 

between 
individual and 

corporate 
contributors 
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Apt package manager gets 
major performance boost
Scores of Ubuntu derivatives to benefi t

PACKAGES

Package manager apt, as featured in Debian, 
Ubuntu, and Linux Mint, has received a serious 
performance boost in its latest release, thanks 
to the work of developer Julian Andres Klode.

Klode discovered that apt’s handling of 
Pdiffs, the fi les used for differential fi les applied 
to packages, sources, and other fi les in an 
apt archive, was far from optimal despite the 
introduction of performance-boosting read 
buffering in December of last year.

Discovering the problem in the software’s 
ReadLine method and working through a series 
of modifi cations, including modifying the buffer 
length and removing the use of the memmove 
function, Klode worked on a fi x which has had a 
dramatic effect. “I measured the run-time of apt-
get update, excluding appstream and apt-fi le 
fi les,” he explained in a blog post on the changes. 
“The results are impressive: For APT 1.1.6, 

updating with PDiffs enabled took 41 seconds; 
For APT 1.1.7, updating with PDiffs enabled 
took four seconds. That’s a tenfold increase 
in performance.”

While a tenfold speed boost will be 
undoubtedly welcomed by apt’s users, Klode 
claims there is still room for considerable 
improvement in the performance of the package. 
“Writes are still unbuffered, and account for 
about 75 to 80 per cent of our runtime. That’s an 
obvious area for improvements.”

A further change proposed by Klode but 
not yet implemented is shifting compression 
away from gzip and using LZ4 for a six-fold 
performance improvement in exchange for a 
larger compressed archive size. “We’d still fetch 
gzip-compressed Contents fi les, but recompress 
them to LZ4 on the system,” Klode explained of 
his suggested modifi cation.

Imagine Publishing has globally launched a 
new print and digital magazine dedicated to 
the discovery and celebration of cutting-edge 
technology: Gadget. From the makers of the 
award-winning How It Works magazine and the 
tech team behind industry-leading titles such as 
Android Magazine and games™, the publication 
is a champion of technological innovation and 
identifies key trends in industries including 
mobile and embedded computing, 
3D-printing, UAVs and 
transportation,  consumer 
electronics, media and the 
arts, astronomy, gaming, 
emergent technologies and 

Gadget showcases next-gen tech
TECHNOLOGY

New magazine curates the world’s best new devices

DEBIAN

Ian Murdock, 
Debian founder, 
dies aged 42
Born on the 28th of April 1973 in Konstanz, 
West Germany, Ian Murdock is best known 
for founding the Debian Linux distribution 
– named for himself and then-girlfriend 
Debra Lynn, giving DEB and IAN – in 1993. 
The Debian project has stated that “Ian’s 
sharp focus was on creating a Distribution 
and community culture that did the right 
thing, be it ethically, or technically. Ian’s 
dream has lived on, the Debian community 
remains incredibly active, with thousands of 
developers working untold hours to bring the 
world a reliable and secure operating system. 
The thoughts of the Debian Community are 
with Ian’s family in this hard time.”

Murdock’s death followed a stream 
of posts to his personal Twitter account 
claiming that he had been hospitalised 
following abuse from his local police force. 
Murdock stated he would post details of 
his complaints to his personal blog before 
committing the act, but no such post was 
made before his family announced his death.

Police have confi rmed that they arrested 
and bailed Murdock on the night in question, 
on charges of assault and obstructing an 
offi cer, then re-arrested him later that 
same night when a reportedly intoxicated 
Murdock attempted to gain entry to a 
neighbour’s house.

No details regarding his death have been 
yet released by his family.

much more besides. With insightful features 
covering everything from crowd-sourced 
disruptive technologies to CES show-stealers, it is 
essential reading for anyone who keeps their finger 
on the pulse of the industry.
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Above  The passing of Ian Murdock has been felt 
deeply across the Debian community
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DISTRO FEED

                

1. Linux Mint  3,227

2. Debian  2,092

3. Ubuntu  1,581

4. openSUSE  1,459

5. Manjaro  1,126

6. Fedora  1,079

7. deepin  968

8. CentOS  909

9. Arch  863  

10. Mageia  834

 Top 10
(Average hits per day, 15 December – 18 January)

Latest distros 
available:
fi lesilo.co.uk

LF launches 
Blockchain project
Aims to develop an enterprise-grade ledger

The Automotive Grade Linux (AGL) project has 
announced four new members, all heavy-hitters 
in the vehicle industry: Subaru (a subsidiary of 
Fuji Heavy Industries), Mitsubishi Motors, Mazda 
Motor Corporation, and Ford Motor Company. 
“We are excited to welcome Ford, Mazda, 
Mitsubishi Motors and Subaru as the latest 
automotive OEM members of AGL,” said general 
manager Dan Cauchy. “In order to keep up with 
consumer demands for a modern infotainment 
system, car makers realise that they need to 
adopt an open source software development 

AGL snags four more members
INFOTAINMENT

BLOCKCHAIN

process to gain a competitive edge. We are glad 
to see the increased commitment being made by 
the automotive industry to advance AGL as the de 
facto standard for the connected car.”

The companies join more than fifty existing 
members including Nissan, Jaguar Land Rover, 
and Toyota, the latter of which has upgraded its 
membership to Platinum level. “Toyota believes 
that Linux, open source, and the development of 
an open ecosystem is a suitable approach for the 
future of infotainment,” said Tokuhisa Nomura of 
his company’s decision.

Industry members now number over fi fty

The Linux Foundation has announced 
the launch of a new collaborative project 
concentrating on the blockchain technology 
that underpins popular crypto-currency 
Bitcoin. The latest in a string of projects headed 
by the Foundation, the blockchain project has 
the backing of companies including Accenture, 
IBM, Intel, the London Stock Exchange Group, 
VMware, and Wells Fargo, and aims to create an 
open source distributed ledger framework.

Under the name Hyperledger, the blockchain 
offers a means of recording and verifying 

transactions, which the project’s leads claim 
can be used to create cost-effi cient business 
networks without requiring a centralised point 
of control.

“Distributed ledgers are poised to transform 
a wide range of industries from banking and 
shipping to the Internet of Things, among 
others,” claimed Jim Zemlin, executive director 
at The Linux Foundation, of the new project’s 
scope. “As with any early-stage, highly-complex 
technology that demonstrates the ability to 
change the way we live our lives and conduct 
business, blockchain demands a cross-
industry, open source collaboration to advance 
the technology for all.”

“A broad, cross-industry and open source 
approach is critical to advance the potential 
for blockchain and make it mainstream,” 
claimed Arvind Krishna of IBM Research, 
which has donated considerable code to the 
effort. “Even beyond building out standards, 
creating common code will allow organisations 

to focus on creating industry-specifi c 
applications that enhance the 
value of this technology.”

 This month
■ Stable releases (20)

■ In development (9)

The traditional end-of-
year slowdown has 

hit, but the new year 
has still had some 

impressive new releases

 Highlights
KaOS 2016.01
Built around the latest stable KDE 
Plasma release, the new KaOS release 

includes new widgets such as the Colour Picker and 
Disk Quota, restores support for legacy system tray 
icons, and shifts to Noto as the default font.

Linux Mint 17.3 KDE, Xfce
A two-for-one release, the Linux Mint 
community celebrated the new year 

with KDE and Xfce spins of the distribution boasting 
support for UEFI BIOS, though not Secure Boot, and 
support through to 2019.

Tails 2.0 RC1
The first release candidate for the privacy-
enhancing Tails 2.0 brings with it a switch 

to Icedove for mail handling, an upgraded Tor browser, 
and support for newer Intel graphics chips.

Above  Blockchain technology 
will no longer be limited 

to Bitcoins
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Simple text compression
Find out how to save space on your servers by compressing text 

files, such as log files, using a custom algorithm

OPINION CODING 

 The subject of this month’s column is text 
compression. The purpose of compression 
is to make a given amount of data take 

up less space. There are two kinds of compression: 
lossless and lossy. The lossless compressing 
perfectly reconstructs the original data whereas lossy 
compression reconstructs an approximation of the 
original data in order to improve the compression ratio. 
As this column is about compressing text, lossless 
compression will be used. The benefits you get from 
compressing text and other data are less disk space and 
faster file transfers on a network. The disadvantage of 
compression is that in order to use a compressed file, you 
will have to decompress it first.

Here we will present two small programs: compress.c 
and decomp.c. The compress.c program compresses 
text that is given as a command line argument. The key 
part of compress.c is the compress() function. The key 
code of the compress() function is inside its for loop. 
There is also a special character (SPECIAL) that identifies 
the parts of the output string that were compressed 
– the decompression algorithm should use the same 
character to spot the parts of its input that need to 
be decompressed.

The algorithm used for text compression is pretty 
naïve but it does its job. It searches a string, character 
by character, to find repetitions of the same character. 
However, the “abababababababab” string will not be 
compressed despite the fact that it is a perfect candidate 
for compression. Additionally, compress.c uses a single 
character to specify the number of repetitions; therefore, 
longer repetitions are broken into smaller ones. The 
special character will be encoded in a special way for 
obvious reasons. There is also a helper function that 
replaces a sequence of the same character with just two 
characters – the first one is the count and the second is 
the character itself. The SPECIAL character is added to 
the output when the program enters the helper function 
that is named encode().

The threshold variable, which is global, defines 
the minimum length for a sequence in order to get 
compressed. There is no point in compressing a 
sequence with only two characters because the 
compressed result will be longer than the original! For 
reasons of simplicity, the output string is printed on 

screen. But it is not enough to compress the text; you 
should also be able to decompress it and bring it back to 
its original state. The decomp.c program decompresses 
its input that is also given as a command line argument. 
The decompress() function does all the work – as you can 
see, decompress() is much simpler than compress().

The crucial thing here is that the decompress() function 
must be fully aware of the way the compress() function 
works in order to successfully decompress its input. 
Decompression begins as soon as the algorithm finds the 
special character in the input. However, as the output is of 
unknown size, decomp.c does not try to save the output 
string using a string variable, it just prints it on screen. A 
possible workaround would be to use dynamic C strings 
for saving the decompressed text.

There is also a helper function analogous to encode() 
that is named decode(). Both encode() and decode() 
functions are used for simplifying the functionality of the 
two central functions. The following output shows how 
both programs work:

  $ ./compress “123~ 123 111111 22      ”
  “123\~ 123 ~F1 22~F ”
  $ ./decomp “123\~ 123 ~F1 22~F ”
  “123~ 123 111111 22      ”

As you can see, the output of compress.c is given as input 
to decomp.c.

The trade-off between better compression and 
faster compression is time – if you spend more time, the 
compression ratio might get a little better, depending 
on the algorithm used and the input. However, there are 
times where you need to squeeze your data as fast as 
possible, so choosing a naïve algorithm could be a better 
idea sometimes.

The presented algorithm is a one-pass algorithm; you 
might get better results if you scan your input multiple 
times. As an exercise, you can try to improve the current 
algorithm and make it smarter in order to have a better 
compression ratio. Alternatively, you can change the 
code of both programs to make them compress and 
decompress entire text files instead of just single strings.

As usual, you can find the source code for this article 
at github.com/mactsouk and also inside this issue’s 
FileSilo.co.uk repository.   

Mihalis Tsoukalos
is a UNIX administrator, a 
programmer, a DBA and a 

mathematician. He has used 
Linux since 1993
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Solus Operating System

 With the Budgie desktop and Raven 
notification centre, what are your aims?
I wanted something that was a modern take 

on the traditional desktop, but not too traditional. Right 
now, I’m going through a few different distributions and 
desktops just to see if I’m really doing the right thing. While 
a lot of them are very, very pretty, they’re too much in your 
face – ‘Would you look at all the work we’ve done down on 
this panel? And Jesus would you look at the gradients!?’ 

To me, that’s completely distracting – I want something 
that’s pretty but functional, so I can just get on with my 
job while the operating system gets out of my way. At the 
end of the day, the only purpose of an operating system 
is enabling me to safely and easily use my software. The 
problem with too many distros and too many desktops 
is that they try and get up in your face: having welcome 
screens, first-run tours, ‘Look at our massive software 
centre that takes eight minutes to load’. Not interested in 
all that. I just want something that gets out of the way.

So when I first started with Budgie, my first approach 
was to do what [Linux] Mint did years ago before they 

went ahead and forked everything under the sun to make 
Cinnamon, which was GNOME Shell Extensions. So I tried 
that but there were things I was deeply unhappy with. I 
can’t stand JavaScript. It’s something that happens in the 
KDE world as well: ‘We’re going to have this Qt application, 
but it’s really going to embed a JavaScript interpreter’ 
– that’ll do wonders for my performance, thank you. 
And Cinnamon, GNOME Shell, they’re all completely 
JavaScript – it’s like, ‘What are you doing? Take advantage 
of the architecture; write native code!’ People like to use all 
these pretty, high languages… Whatever. I leave that off. 

I also couldn’t get rid of GNOME Shell’s Overview mode. 
I don’t mind a window overview, but a shell overview with a 
search prompt and all these workspaces up the side of it? 
I couldn’t stand it so I said I’d write my own. The idea was 
to use the GNOME software; re-using all the components 
but putting a different experience on top of that.

Why did you fork eopkg off the PiSi package manager?
When we first adopted it, I was looking at the different 
implementations, and I hate, hate, Debian packaging – 

After legal battles and a total reboot, the Solus Project 
has finally hit the big 1.0 release. Its creator, Ikey Doherty, 
plans to evolve the idea of a Linux distro for version 2.0

Ikey Doherty
is an open source software 

engineer based in the Republic of 
Ireland. By day he works for Intel’s 
Open Source Technology Center, 

and the rest of his time and efforts 
are devoted to developing the 

Solus Project.

When we spoke to Ikey, he revealed 
much of the fascinating back-story 
to the long and surprisingly troubled 
development of the Solus Project. 
From the work he began on the 
Linux Mint Debian Edition and the 
origins of SolusOS, to the EvolveOS 
name change and legal battle with, 
of all people, Ordnance Survey, to 
the coup staged against Ikey that 
resulted in the entire project going 
on a hiatus, you can read the full, 
uncut version of this interview at bit.
ly/1PazsGO. If you’re interested in 
following Solus Operating System 
this year as work begins on the 
separation of the main repository 
into hardware-specific layers – a 
game-changing ambition in terms 
of traditional distro development 
– just head across to the official blog 
page for all the latest news: solus-
project.com/blog.

Uncut 
interview
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it’s like they looked at it and said, ‘Well, we need a way 
to get this software, turn it into a tarball, but make it as 
stupidly complex as we can in the process, and then just 
validate the reason for maintainers to exist.’ That’s my 
understanding of Debian packaging, and I know I’ll get a 
lot of hate for that, but to be honest I’m not there to make 
friends, I’m there to make a product. 

So I looked around to see what’s easier for the 
developer experience because – and I’ve said this before 
– I don’t care about the user experience of the package 
manager. Well, that’s not strictly true; they should know 
that they’re able to install software, remove software, 
update and search for stuff – that’s it. You don’t want 
someone interacting with the package manager, not in 
my distribution. That’s the goal: to actually get rid of it, so 
the user doesn’t even know about it. So I asked what was 
easier for the developer experience. With Solus 1, I was 
doing all the Debian packaging – about 7,000 different 
packages. I didn’t want to do another Debian package as 
long as I lived! I looked at RPM in openSUSE and Fedora 
and thought they’re just making life hard for themselves 
– I want to automate most of this, save myself the bother.

So I kept looking around and a friend of mine, Steely, 
pointed me in the direction of PiSi, and I thought, ‘Jesus 
Christ – this has everything in one place, and the format’s 
not stupid! I can work with this.’ At the time, the build spec 
files were Python and XML – I’ve completely replaced 
all of that since; we have a simple YAML file in which you 
have your setup build and install steps; they had macros 
and variables available to them, essentially Bash scripts 
and some version information. Nowadays it does all the 

package splitting for us, adds the automatic binary 
dependencies, package config dependencies, which is 
what I wanted. There’s only one other distro that has such 
a streamlined developer experience and that’s the one I 
get paid to work on, which is Clear Linux.

What’s on the agenda for Solus OS in 2016?
So Solus 1, as it stands, is technically a traditional 
distribution because we use package management as 
a deployment tool. With Solus 2, package management 
will only be a build tool – the end operating system that 
you get will not have a package manager. We will be 
completely separating the operating system itself from 
the apps, so your operating system itself will be updated 
in one atomic operation. 

The advantages you’re going to have there are that 
if you’re using a particular Gtk version – say, for the 
Budgie desktop – you’re going to be having your own 
version if necessary for your apps. An update to the apps 
will not affect the operating system, and an update to 
the operating system should definitely not break the 
applications, which is the problem that we see in every 
single Linux distribution out there today. So we’re going 

Left  The Software Center 
is continually expanding 
and eopkg offers simple 
package control

Below  As well as Budgie, 
you can run vanilla 
GNOME or the modern 
Wayland-based variant
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to be completely separating that so you have your OS and 
your apps, and that’ll be the same on every single vertical. 
And I do mean that in plural – by the end of this year, Solus 
will be running on more than just a desktop…

Solus 2.0 is also going to be completely stateless by 
default – as in /etc and /var, places like this, will have no 
configuration files in them whatsoever apart from the 
ones that you create. The inspiration for this has actually 
come from Clear Linux – it’s not a new concept, but the 
only place it has ever been implemented correctly is 
the Clear Linux project. We’re going to be splitting the 
operating system data and the vendor configuration from 
what is the system administrator or user configuration, 
which means you’re going to be looking at a very tiny /etc 
tree. It would be considered a developer error in Solus 2 if 
any of the base operating system is ever altered in any way 
outside of a software update – it will not be permitted.

Going back to “running on more than just a desktop”, 
what exactly do you have in mind?
I issued a challenge to Mark Shuttleworth, which he’s 
not responded to: I gave him to the end of 2016 to make a 
better tablet operating system than me. ‘Convergence’ 
– I hate that word. The problem with convergence is that 
you’d make everything completely generic, and you’re 
taking the lowest common denominator approach – at 
no point are you optimising for the architecture or even for 
the platform that you’re going to be using. 

So the way that we’re going to be approaching this in 
Solus is that we’re splitting up the way that we organise 
the repo. At the moment, you just have the one big, 
almighty, chunky repo, and we’re going to be splitting 
it off into the concept of layers. You’ll have your core 
layer, which is where all the bootstrap works and that 
is literally the bare minimum required to have a booting 
environment that you can just log into and do nothing 
else. One of the things that’s actually going to piss a lot of 
people off is that glibc will not be in there. There’s going 
to be a great reduction in the GNU userland, to make it 
more streamlined. So you’ll have your core repo, which is 
going to be shared between all of the verticals, and one 
of them will be the desktop one. The advantage is that 
you’re going to have intermediate layers – some of them 
might be shared, some of them might not – and we’ll be 
able to chop and change those layers between different 
hardware devices.

One of the aims for Solus 2, once we’ve picked up 
enough support, is hardware-specific builds. Now, the 
way we’ll have it, you’ll have your core build and that’s 
going to be specific to that piece of hardware itself – so 
at the moment it’s just generic x86/64. We’ll be able to do 
nice things like put in one that’s optimised for Haswell, or 
Skylake. You’ll also have an intermediate layer that they 
all share, where they might not need the optimisations 
in there, so it’s going to be simple libraries that won’t 
benefit from optimisation. Then we go up to the higher 

Above The Raven notification centre’s 
applets are customisable – there’s 
support for Rhythmbox, for example

“You have to be realistic in 
supporting yourself,” Ikey explained, 
“and, let’s be honest, Solus is a 
fucking expensive project to run. 
In the last year alone it cost me 
several thousand pounds… To 
avert that with Solus 2, people who 
are supporting us on Patreon and 
things like that are going to get early 
access to the builds. We’ll be doing 
the public milestones and everyone 
can use those. For people who are 
supporting us we’ll be giving them a 
dedicated email address where they 
can get support from us, and we’ll 
be announcing up-to-the-minute 
releases for them so they can be 
keyed into the release immediately.” 
So if you use Solus, why not help pay 
the bills and head to Patreon?

Support 
Solus
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levels of the stack and you’re going to a GNOME Common, 
for example, that is shared between them – that might 
contain things like the FreeType libraries, even the 
Wayland libraries; all this shared userspace that would 
happen on a tablet and on a desktop. 

The nice thing we can do there is something called 
profile guided optimisation. What we’d end up doing is a lot 
of stress-testing sessions on the devices in question, we’d 
generate the necessary performance data from those 
sessions, and then for each of those builds they would 
have the appropriate optimisation data, so you’ve already 
taken advantage of the correct hardware-specific build 
data from the core layer that you’re already using – say it 
was Haswell – and then you have your intermediate layer, 
which is then being geared specifically for, say, a tablet. 
With everything that’s happening on a tablet you have 
different events, different file descriptors being used, 
different call paths – you end up with something that’s 
highly optimised for that particular device. It’s going to be 
interesting to implement and immensely beneficial – it 
means that when we look towards OEM, which is the great 
end goal, we’d be able to ship something specifically for a 
device very trivially, just by changing the config of which 
particular pattern we want to use to ship to that image.

The best thing is that we’d then be doing a merge of 
those particular layers into one binary source, and that 
constitutes the operating system itself, so that comes 
through and then all the user has to do is update, because 

that stream is then updated again and they have a diff 
to apply to their system. So you have these different end 
points that we merge together into a single binary end 
point, which becomes the operating system for that 
system. So we turn what is a distribution at the moment 
into a series of less generic building blocks that we can 
then merge together. It’s like putting LEGO together but 
making sure there’s not even a millimetre gap between 
them – that’s what Solus 2 is going to look like. But we’re 
not there yet. 

As Josh [Strobl] put it: Solus 1 was building the engine, 
Solus 2 is building the car. I think that’s a brilliant analogy, 
considering the way that we’re going to be doing it. We’ve 
got the core operating system, it exists, and with Solus 2 
we’re re-organising it, thinking of the distribution as a set 
of different streams. The whole thing is going to be about 
merging streams, so conceptually we’ll be building in a 
completely different way, and at that point it stops being 
a distribution. A distribution is exactly what it says on the 
tin: it’s a loosely organised, badly interconnected set of 
packages, and you kind of hope that they all stick in the 
same place when they land. Solus is pretty good at it, 
but you still have to account for hundreds of tiny different 
configuration changes that could exist across this vast 
ecosystem of packages. What we’re doing is talking 
about an operating system that is being streamed from 
a single binary source, so at that point it stops being a 
distribution, which is definitely the ultimate goal.  
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Jon Masters explores the latest events in the kernel community as Linux 
4.4 is released and the merge window opens for the 4.5 kernel release

OPINION

 Linus Torvalds fi nally released Linux 
4.4, noting that only a small number 
of additional patches had landed with 

fi xes following the many release candidate kernels, 
towards the very end of the development cycle. A 
last minute fi x that “unbreaks” the x86-32 “sysenter” 
ABI (the interface through which userspace on 
x86 systems generally makes a kernel system 
call) was needed because Android systems don’t 
avail themselves of the conventional VDSO (Virtual 
Dynamic Shared Object) pseudo-library interface 
provided by the kernel that all other Linux distros 
are generally using – developers usually prefer their 
Android widgets acquired over the holidays to work 
with upstream kernels (if they are fortunate enough 
to have a device that is otherwise supported by the 
upstream Linux kernel). With the release of Linux 
4.4 comes the “merge window” (period of time in the 
development cycle during which disruptive changes 
are allowed) for what will eventually become Linux 
4.5, in a couple of months.  

Normally, a kernel development cycle ends after 
about seven weeks of Release Candidates – one 
every Sunday or thereabouts – but this time around 
the timing was such that this would have placed 
the 4.4 fi nal right on the New Year. Perhaps more 
consequentially, that would have caused the 4.5 
“merge window” to open while a number of developers 
were potentially still on a year-end break. To avoid this, 
Linus released a 4.4-rc8, saying, “Normally, me doing 
an eighth release candidate means that there is some 
unresolved issue that still needs more time to get fi xed. 
This time around, it just means that I want to make 
sure that everybody is back from the holidays and 
there isn’t anything pending, and that people have time 
to get their merge window pull requests all lined up.”  

What’s new in Linux 4.4  
The new kernel includes a number of headline 
features, amongst which are upstream support for 
3D acceleration in the KVM (Kernel Virtual Machine) 
virtual “Virgil” GPU driver, a new version of mlock() 
known (imaginatively) as “mlock2”, and the plugging 
on the “RAID5 hole” in the md driver. It also contains 

many more changes more of importance to kernel 
and distribution developers, such as removing 
“vmalloc_info” from the /proc/meminfo fi le. The 
latter is interesting since this is a change to a kernel 
interface that is used by userspace software, risking 
a breakage to userspace applications. It also comes 
from Linus himself, who famously insists upon never 
breaking userspace. His rationale is that there is 
already a /proc/vmallocinfo fi le that provides the 
necessary information and generating it each time the 
more general /proc/meminfo is read is an expensive 
operation. Furthermore, “according to my [Linus’s] 
testing – and perhaps more importantly, according 
to that big search engine in the sky: Google – there is 
nothing out there that actually cares about those two 
expensive fi elds”. So apparently nothing should break 
in making this change, but that has been said before…

Linux 4.4 supports a new virtual 3D GPU known as 
“Virgil”, which is intended to allow QEMU-based (e.g. 
KVM) virtual machines to access the full capabilities 
of the host GPU without providing simple hardware 
passthrough. Thus the virtual machine doesn’t 
necessarily have any knowledge as to the specifi c card 
in use on the host machine, and only sees the virtual 
device and its virtual hardware. That “hardware” is 
“based around the concepts of Gallium3D to make 
writing Mesa and (eventually) Direct3D drivers for it 
easy”. In other words, it is designed to make it easy 
to expose the necessary interfaces for guest OSes 
to easily implement support. The magic comes in 
the host side of things: graphics commands are 
intercepted in the host QEMU (KVM) hypervisor and 
cause OpenGL commands to be submitted to the 
host’s GPU for rendering. The result is some pretty 
nifty acceleration, as demonstrated in a number of 
YouTube videos showing various releases of Fedora 
being accelerated. More information is available at 
https://virgil3d.github.io.

Another feature that landed in Linux 4.4 was 
concerned with plugging the “RAID5 write hole” that 
had existed in the “md” (multiple disk) driver since 
the earliest days (not quite two decades). The “md” 
driver is still the most common way that Linux users 
– especially those using desktops with spinning “rust” 

Jon Masters
is a Linux-kernel hacker who has 
been working on Linux for some 
19 years, since he fi rst attended 
university at the age of 13. Jon lives 
in Cambridge, Massachusetts, and 
works for a large enterprise Linux 
vendor, where he is driving the 
creation of standards for energy 
effi cient ARM-powered servers
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disk media – consume RAID5 (Redundant Array of 
Inexpensive Disks) support, allowing them to guard 
against the failure of a single hard disk without losing 
data. Except, there was a problem with this ideal. 
The RAID5 driver was susceptible to a (known) data 
loss scenario that could arise if a machine lost power 
during a write (update) to the array, then came back 
in a degraded state, due to a disk going bad, and had 
insuffi cient (parity) data to determine which parts of a 
write (blocks within a RAID stripe) had completed being 
written to disk or not. It would then run the risk of doing 
a RAID array reconstruction using bad data – there are 
some checks that aim to deal with this, but it becomes 
messy, as those who have experienced a degraded 
array fi rst hand can attest (this author is certainly 
among them).  

Many commercial concerns address the known 
“RAID5 write hole” by employing expensive hardware-
based RAID5 using battery-backed NVRAM to cache 
(“journal”) array write/updates prior to them being 
permanently recorded. Others (especially home 
enthusiasts) may never have been aware of the 
problem, and were perhaps less likely to experience 
signifi cant data loss from this scenario in any case. 
Nonetheless, where there’s a problem, and a general 
desire by a well-funded organisation to nonetheless 
use commodity storage media for certain tasks, there 
comes a solution. 

Facebook has contributed a new journal support 
to the RAID5 code similar to that employed by 
“journaled” fi lesystems (every modern one, including 
ext4, btrfs, and xfs). The write journal can be any block 
device (such as a separate disk, SSD, or NVRAM) 
and it will be used to store all updates to the RAID5 
array prior to them being permanently stored. If a 
power interruption occurs prior to this completing, 
the journal can simply be replayed in order to restore 
the correct write state, in a manner nearly identical 
to that of a journaled fi lesystem. Thus Facebook also 
gains an increased reliability in software RAID at 
scale, something that probably comes in handy if one 
has a few trillion photos to keep stored about. To use 
the new feature, see the new “--write-journal” option 
to “mdadm”.  

Ongoing Development  
Most of the current Linux Kernel Mailing List activity as 
of this writing is focused on the 4.5 kernel merge window, 
associated cleanup, and reviewing existing patches. This 
is because of the semi-unofficial rule that one doesn’t 
post new patches/features that haven’t previously been 
reviewed and discussed during the “merge window”. This 
gives time for the developers to focus on merging previous 
agreed features before returning to newer ones.  

Stephen Rothwell took a break from generating linux-
next builds over the holidays, but he was back at it with 
a vengeance in the new year. Linux-next is the place that 
non-trivial new patches/features go to soak for typically a 
whole kernel cycle of regular testing before being merged 
at the following “merge window” via the appropriate 
subsystem maintainer. Linux-next includes hundreds of 
different developer trees, including several new variants 
of the Raspberry Pi.  

Finally this month, LWN.net has summarised 
what happens when one combines support for “user 
namespaces” (the ability to run as “root” inside your 
own special sandbox) with support for filesystems such 
as “overlayfs” that might contain setuid (“run as”) root 
binaries. Jake’s summary is very technically informed and 
well worth a read if you get the chance.  

www.linuxuser.co.uk 17

Above  New developer trees for the Raspberry Pi are being merged into the linux-next tree for testing

016-017_LUD162.indd   17 27/01/2016   12:59



Full Page.indd   1 26/01/2016   11:26



www.linuxuser.co.uk 19www.linuxuser.co.uk 19

From privacy and security to hard disk partitions and 
creating backups, you can achieve your computing goals 

using this extensive tutorial and your free cover disc

 If you have ever used a shared computer 
or borrowed someone else’s computer, 
it’s likely that you had some worries 

when you were fi nished – ‘Did I log out of all of my 
accounts? What if there is a key logger installed? 
Did I forget to clear the browser cache?’ Even aside 
from those concerns, using your own computer 
isn’t 100% safe, and there are still understandable 
worries around privacy. There can be cyber-
attackers trying to hack into your computer to 
get fi nancial or other information without you 
even knowing about it. One good solution to 
such situations is using strong encryption while 
accessing the internet and discarding the operating 
system and all its contents after your work is done. 
Let us introduce you to live CDs. 

Installing an operating system is a lengthy 
process; it requires at least a couple of hours of 
effort, so vendors started supplying CDs with 

bootable images. These images can be booted from 
the CDs in minutes and the operating system runs 
completely in RAM. This started as a way to demo 
the operating system’s look and feel, before the 
users commit to installing the operating system on 
hard disk. But now there are several Linux distros 
available as only live-boot images. This is because 
running completely in RAM, and the ability to 
completely erase their traces with some distros, 
gives a unique edge to live-boot systems. They are 
used for security, privacy and other useful utilities. 

We will go through six live distros in detail – 
Tails, Backbox, GParted Live, SystemRescueCd, 
Clonezilla Live, and Porteus Live – and show you 
how they can help you in different aspects of daily 
computing. All these distros are available in the DVD 
accompanying this magazine, and the best thing 
is that there’s no need to download anything – just 
insert the DVD to see these distros in action!

www.linuxuser.co.uk 19
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Protect yourself from outside attacks with this incredibly 
useful distro that provides much-needed security tools

SECURE YOUR COMPUTER 
WITH BACKBOX

 BackBox is a Linux distribution based on 
Ubuntu. It is focused on network security and 
was primarily developed to perform penetration 

tests and security assessments. BackBox comes pre-
installed with several network analysis tools that can come 
in handy if you want to scan your network and check out 
any threats or possible vulnerabilities. Before jumping in 
to see the tools BackBox has to offer, let us take a moment 
to understand network penetration testing and how it can 
help secure your network. 

 PENETRATION TESTING 
Penetration testing can be thought of as an application 
of the age-old adage “prevention is better than cure” in 
the computer world. A penetration test (or pentest) is a 
software attack designed to identify and gain access to 
a target system and then try to achieve a pre-defi ned set 
of goals, like determining the feasibility of a particular 
type of attack, identifying any vulnerabilities, assessing 
the possible impacts of any successful attacks, etc. 
Penetration tests also track which defences of the target 

system were breached, and need to be strengthened. Once 
the results of the test are aggregated, they are shared 
with relevant teams to make sure all the security holes 
are plugged. Penetration tests are an important part of 
security audits. With BackBox available on your live DVD, 
you can quickly run penetration tests on target systems. 

 NMAP
Nmap (Network mapper) is a security scanner tool. 
You can use Nmap to discover and identify the various 
hosts and services on a computer network, thus creating 
a map of the network. Nmap does this by sending specially 
crafted packets to the target host and then analysing the 
responses. Nmap has four major capabilities, the fi rst of 
which is host discovery, ie identifying hosts on a network. 
The next capability is port scanning, ie you can analyse 
all the ports that are open on a given system. The third 
capability is version detection, ie checking the network 
services and identifying the application names and 
versions on remote devices. Finally, you can also use Nmap 
for OS detection. 

tests and security assessments. BackBox comes pre-
installed with several network analysis tools that can come 

Packet 
sniffi ng with 
Wireshark
Wireshark is a 
well-known network 
protocol analyser. In 
layperson’s terms, 
Wireshark lets you 
see everything that’s 
happening on your 
network in a very 
detailed manner. 
BackBox comes 
with Wireshark pre-
installed; you just 
need to run it from 
the start menu to 
see it in action. Once 
you start Wireshark, 
you can see the 
network interfaces 
listed on the GUI. 
You can then select 
an interface and 
capture, or ‘sniff’, the 
data packets that are 
fl owing through it.
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Above  W3af, shown at the top, can scan for over 200 
vulnerabilities in your network. The Zenmap GUI for the nmap 
network mapping tool can be seen just below

10 TOOLS FOR PEN-TESTING

To fi re up Nmap on your BackBox, open the start menu 
and search for Zenmap. Since Nmap is a CLI based tool, 
Zenmap serves as the offi cial GUI for Nmap. Once you have 
Zenmap open, just fi ll in the target IP address and click 
scan on the top-right corner. You’ll see the “Nmap Output” 
tab being fi lled with raw response from Nmap. The next tab 
shows the list of ports and hosts open on the target. You 
can also see the network topology under the “Topology” 
tab. Under the “Host Details” tab you’ll see details like 
status, hostname, operating system, ports, etc listed for 
each of the hosts on the network. 

 W3AF
W3af is the acronym for web application attack and audit 
framework. W3af is an open source web application 
security scanner, it aids primarily in the penetration testing 
of web applications. W3af identifi es most web application 
vulnerabilities using third-party plugins available for 
installation. There are more than 130 plugins available 
as of now. After identifi cation, vulnerabilities like SQL 
injections, OS commanding, remote fi le inclusions (PHP), 
cross-site scripting (XSS), and unsafe fi le uploads, etc, are 
exploited in order to gain different types of access to the 
remote system. 

To get started with w3af, just open the BackBox start 
menu and search for w3af. Click on the w3af application 
icon to start the application. On the left menu bar you can 
see the various default profi les. A profi le defi nes the attack 
type and relevant vulnerabilities that will be checked 
during a given scan. Select a profi le and then enter the 
application URL and click start. In the next window you can 
see live scan logs, results and any exploits found. 

1  SCAPY
Scapy is a CLI tool written 

in Python. It can be used to forge or 
decode packets and then send them 
out in the network.

2  KISMET
Kismet is a network analyser, 

packet sniffer and intrusion detection 
system for 802.11 wireless LAN. 

3  WPSCAN
WPScan is a black box 

WordPress vulnerability scanner. With 
it , you can check vulnerabilities in 
third-party themes, plugins, etc.

4  OPHCRACK
Ophcrack helps you 

crack Windows passwords by using  
LM hashes through rainbow tables. 

5  BEEF
BeEF stands for browser 

exploitation framework. You can use it 
to assess the actual security posture of 
a target environment by hooking in web 
browsers and using them as client-side 
attack vectors.

6  SQLMAP
Sqlmap automates the 

process of detecting and exploiting 
SQL injection fl aws to fi ngerprint and 
then take over database servers, to 
access the underlying fi lesystem.

7  SIEGE
Siege is an HTTP load testing 

and benchmarking utility. It is designed 
to help web developers measure their 
web applications under duress attacks 
like DDoS.

8  FIMAP
Fimap is a Python tool which 

can help you fi nd, prepare, audit, 
exploit and even google automatically 
for local and remote fi le inclusion bugs 
in web applications.

9  ETTERCAP
Ettercap helps you to simulate 

man-in-the-middle attacks on LAN. 
Ettercap works by putting the network 
interface into promiscuous mode and 
by ARP poisoning the target machines.

10  OWASP ZAP
ZAP is an acronym for 

the Zed Attack Proxy project. It is 
created by OWASP, the renowned 
web security-based foundation. ZAP 
can be used to fi nd vulnerabilities in 
web applications. 

Metasploit 
attack 
simulation 
Metasploit is 
a penetration-
testing software 
framework. You 
can use Metasploit 
for developing  
exploit code against 
a remote target 
machine. To start 
Metasploit, search 
for Armitage in 
the BackBox start 
menu. You’ll see the 
pop-up asking for a 
host address. Other 
details like port 
number, user and 
password are usually 
fi lled already. Enter 
the IP address of the 
system to test. Once 
the connection is 
successful you can 
see the Armitage 
UI with a console 
window. On the left 
menu you can see 
a few pre-defi ned 
attack listed, just 
expand the folders 
and click the attack 
confi g fi le. The 
console shows you 
the output after 
the attack. 
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Learn the basics of disk partitioning and see how GParted can 
help you to easily manage fi lesystems on your hard drive

MANAGE HARD DISK 
PARTITIONS WITH GPARTED

RESIZING PARTITIONS

 GParted is a lightweight operating system created 
to help you manage partitions on hard disk. With 
GParted, you can resize, copy, and move partitions 

without data loss. This way you can create space for new 
operating systems, reorganise disk usage, copy data residing 
on hard disks, and mirror one partition with another – all with 
great ease. It is important to note here that GParted Live is 
based on Debian Linux, but it is also available as a standalone 
application for various platforms like Mac, Linux, and Windows. 
Here we will focus on GParted Live only.

 CREATING A PARTITION
To see GParted in action, let us start with the basic step of 
creating a new partition. As soon as you boot GParted from 
the live DVD, you’ll see the GParted application fi red up 
automatically. The application displays all the partitions on the 
system and the memory usage pattern for all the partitions. If 
you have an unformatted drive, select it and then go to Device 
(top menu bar) > Create partition table. Then choose the fi le 
format. Once the formatting is done, go to Partition > New. 
Select the partition size, name, etc, and then click add. 

And that’s it; now you have a new hard disk partition all ready 
for you to use. If you would like to carve out a new partition 
from an existing one, you can skip the fi rst step of creating 
the partition table itself and instead just choose to create a 
new partition.

 LOST DATA RECOVERY
GParted also offers the lost data recovery feature. To recover 
lost data, just select Device > Attempt Data Rescue. You’ll then 
be prompted that a full disk scan is needed to fi nd any previous 
fi lesystems, and if any fi lesystems are found, you can mount 
them and retrieve your data. Just permit the full disk scan, and 
wait for sometime. 

 RESIZING AN EXISTING DRIVE
GParted also lets you resize existing drives; this means you 
can expand a single drive to a bigger size (subject to memory 
availability). Just select the drive you want to expand and click 
on the Resize/Move button on the main menu bar. You can 
either fi ll in the new sizes or use the GUI to just stretch the 
partition to a bigger size.

And that’s it; now you have a new hard disk partition all ready 
for you to use. If you would like to carve out a new partition 
from an existing one, you can skip the fi rst step of creating 
the partition table itself and instead just choose to create a 

Setting 
partition fl ags
There are several 
fl ag types that can 
be set on a partition 
to indicate a special 
feature to the OS. 
For example, boot 
fl ag indicates if the 
partition is bootable, 
hidden fl ag makes 
the partition invisible 
to the operating 
system and so on. 
GParted lets you 
manage these fl ags 
using its GUI. To set 
a fl ag on a partition, 
select the partition 
and go to Partition 
> Manage fl ags. You 
can now check the 
fl ags you want to set.

TOP MENU BAR
This section holds links to all the major functionality 
that GParted has to offer. View shows info on the 
selected partition. File rescue can be found under 
Device option. 

MAIN MENU BAR
This area shows frequently used options. Create new 
partitions, delete them, resize them, copy, paste – all 
from here. On the far right you can see the drop-down 
menu showing the list of all the available devices. 

MEMORY USAGE PATTERN
This area displays the memory usage pattern of the 
selected partition in a detailed, colour-coded manner. 

PARTITION LIST
You can see all the partitions on a particular device 
listed here. This also shows the fi lesystem, total, used 
and unused memory.

RESIZE WINDOW
If you choose to resize an existing partition and click 
on Resize/Move on the main menu bar, you’ll see this 
window pop out. You can either fi ll in the memory size 
or resize the white box to indicate the required size.

Total Distro Toolkit
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Learn how to use the live operating system designed 
specifi cally to help you create fast backups

CREATE BACKUPS WITH 
CLONEZILLA

 Clonezilla was primarily developed as a disk-cloning 
program. It can also help you in system deployment, 
bare metal backup and recovery. There are two types of 

Clonezilla installs available: Clonezilla Live and Clonezilla SE 
(server edition). Clonezilla Live is suitable for single machine 
backup and restore. Clonezilla SE can be used for massive 
deployment. To put things in perspective, Clonezilla SE can 
clone more than 40 computers simultaneously. We will focus 
on the live version in this feature. To get started, just boot 
Clonezilla from the live DVD. On the next page, press Enter to 
choose Clonezilla Live to be booted. Then select the language 
and console data. 

 CLONING YOUR DISK
The next page will ask you to choose if you want to use the 
Clonezilla GUI or command line. Select “Start_Clonezilla” 
here, if you are sure that the drive is formatted in a fi lesystem 
that Linux understands, eg ext2, ext3, ext4, fat32 etc. If not, 
select “Enter_shell” and format the drive fi rst. You can then 
type ocs-live to return to Clonezilla wizard. We are now ready 
to clone the disk. Clonezilla offers options to either clone 

a disk as an image that can be used later or clone a disk to 
another disk directly. We’ll use the disk to image option here. 
Select the option “device-image”. You’ll then be prompted to 
select the destination location. If the destination you want is 
detected (eg, a USB drive), you’ll need to enter the destination 
address and then the destination directory. Choose 
“Beginner” in the next page to shorten the number of steps 
required. In next step, select “savedisk”. This will clone your 
entire disk. You can also choose to clone specifi c parts of the 
disk using other options here. Finally, set a name for the disk 
image and choose the source disk. If everything goes well, 
you’ll have the disk image ready. 

 RESTORING FROM IMAGES
To restore your system from a backup image, start over from 
the fi rst point and navigate till the step where you chose 
“savedisk”. There, instead of “savedisk” choose “restoredisk”. 
Then choose the image fi le to be restored. Finally, choose the 
destination. Make sure the destination is backed up or empty 
to begin with, because once the restore process starts, it will 
overwrite everything present on the disk 

Useful 
Clonezilla 
options
Clonezilla allows 
you to save your 
backups on local 
system, eg, a hard 
disk drive or a USB 
drive. But in case you 
don’t have enough 
space or just want 
to save the trouble 
of copy-pasting the 
image to another 
device, you can also 
choose to save the 
image on another 
computer on the 
network. Clonezilla 
supports Samba and 
NFS protocols. Just 
choose “samba_
server” while 
selecting the image 
destination. A samba 
server can be thought 
of as an equivalent 
to a shared folder 
on a Windows 
network. Note that 
you must allow write 
permissions on the 
shared folder for 
the account that 
is chosen.
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Use SystemRescueCd to put your mind at ease and retrieve 
seemingly lost data and repair your corrupted hard disks

REPAIR AND RETRIEVE DATA 
USING SYSTEMRESCUECD

 SystemRescueCd is a Linux-based system 
rescue and repair software. It is available as 
a live operating system, so you can boot it from 

your DVD drive even if your primary boot option, ie your 
hard disk, gets corrupted. Imagine the scenario: your 
computer has crashed and doesn’t boot up at all, and you 
have important fi les on the disk that you need to retrieve. 
With SystemRescueCd you can simply insert the DVD, 
boot the live OS, see all your partitions, and then copy 
data from the corrupted drive to the network. You can also 
use it for administrating or repairing your system after 
a crash. Let’s now learn how to utilise SystemRescueCd 
to save and repair your system in failure scenarios. To 
start, boot up SystemRescueCd from the DVD – note that 
SystemRescueCd boots up in CLI mode by default. If you’d 
rather use the GUI, type startx in the command prompt.  

 REPAIR DAMAGED GRUB
To repair GRUB, you fi rst need to know the name of the 
boot and root partitions of your original Linux installation. 
If you have many partitions on your disk then you may 

not remember the partition. But there is a solution: you 
can run fsarchiver probe simple or fsarchiver probe 
detailed from SystemRescuecd’s command prompt to 
show the list of fi lesystems of your computer. If the labels 
have been added properly, you can identify the boot drive 
and the root drive. Once you have identifi ed the boot drive 
of your system and confi rmed that it has the init program 
intact in the /sbin/init folder, you will need to boot up 
SystemRescueCd once again. 

On the fi rst screen of SystemRescueCd, select the 
option called “Boot an existing system installed on the 
disk”. This boots your system with the pre-installed Linux. 
Once you have access to your system, start a shell to 
run commands. You have to identify the name of the disk 
where GRUB has to be installed. In general, it will be /dev
/sda. If you have more than one disk, it may also be /dev
/sdb, /dev/sdc, etc. You can use fsarchiver probe simple to 
get the list of the partitions, and then you can guess the 
name of the disk. Finally, run grub-install with the name 
of the disk where it has to be installed. This will re-install 
GRUB and should fi x the boot process. 

Secure fi le 
deletion
Most operating 
systems only remove 
references to the fi le 
when asked to delete 
a fi le itself. The fi le 
actually remains on 
the disk until another 
fi le is created over 
it. SystemRescueCd 
provides a few tools 
that make recovery 
of deleted data 
nearly impossible. 
Shred is one such 
privacy tool. You can 
use it to securely 
delete simple fi les 
and also entire 
partitions or hard 
disks. For example, 
type shred –v /dev/
hda to delete the 
partition /dev/hda.

Right  Fsarchiver 
will identify the 
fi lesystems that 
are installed onto 
a scanned disk

Total Distro Toolkit
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 DATA BACKUP FROM UNBOOTABLE PC
In case you just want to retrieve data from your crashed 
computer, SystemRescueCd can still help you. After booting 
up SystemRescueCd from the live DVD, the fi rst thing to 
do is to detect the partition where your data is located. 
To do this you can run fsarchiver probe simple. Note that 
if the crashed OS was Windows-based, and the drives 
were named as C:, D: etc, you’ll still see Linux-based 
names such as /dev/sda1, /dev/sda2 for the same drives 
when SystemRescueCd is booted. Once you successfully 
identify the disk partition that has the data you want to 
retrieve, you’ll need to mount it. 

For example, if the drive that has your data is listed as 
/dev/sda1 then run the command ntfs-3g –o ro /dev/sda1 
/mnt/windows. This mounts the disk at the location /mnt/
windows with read-only permissions. This is just to make 
sure that we don’t accidently erase the data. Next, you’ll 
need to confi gure the network and then you can easily 
transfer the data from the crashed computer to a working 
computer via SFTP. Finally, unmount the drive using 
umount /mnt/windows. 

Test different boot options by sampling 
the wide range on offer in Porteus

DIAGNOSE
BOOT ISSUES 
WITH PORTEUS

 While SystemRescueCd helps you re-install GRUB 
and retrieve data from crashed partitions, identifying 
the root cause of boot process failure can be difficult. 

There can be several issues that can hinder the normal boot 
process of a computer, and a re-installation may worsen the 
problem if you can’t identify the actual issue. It is logical to 
first try and identify the root cause before re-installing GRUB 
or taking other remedial steps. Porteus is a Linux-based, live 
operating system that can help you identify the exact root cause 
of the failure. This way, you can be sure of taking the necessary 
steps and repair your computer. 

Since most of the subsystems of the computer are still being 
initialised during boot process, it is hard to be able to understand 
what went wrong. Not with Porteus, as it provides options to 
change the boot parameters (also known as cheatcodes) on the 
boot splash screen. This way, you can alter the booting process 
of Porteus and, based on combinations that work for you, it 
becomes easy to pin-point the issue. Let’s understand this 
better with an example:

Imagine that your fully-functioning computer suddenly stops 
booting after you made some changes in the system-related 
files. The first step is to boot up without your saved changes to 
see if the system will function normally without them. Start your 
computer and press the Tab key when the boot menu comes up 
to gain access to the cheat codes (a line of text at the bottom of 
your screen). Use your arrow keys to move your cursor and delete 
the changes=(/porteus or /porteus/save.dat) portion of that 
line of text, then press Enter to start Porteus. Now try rebooting 
the computer. If the problem is resolved, then your saved 
changes were to blame. Similarly, you can try out different cheat 
code combinations and hone in on the exact cause of failure. 
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Browse the internet anonymously and make 
sure your privacy is kept intact

MANAGE YOUR PRIVACY 
WITH TAILS

 Tails is a live operating system focused on privacy. 
“Tails” itself stands for ‘The Amnesic Incognito Live 
System’. Amnesic here implies that there is no long-

term memory storage and everything is forgotten. Incognito 
implies that identity is concealed at any point in time. 

 HOW DOES TAILS WORK?
As a live operating system, Tails, once it is booted from the 
DVD, runs entirely in your computer’s memory – ie RAM. 
Nothing is written to the hard disk, making it diffi cult for 
anyone to fi nd out any trace of your activity. 

But what if there is a swap space confi gured on the 
system? Not to worry; Tails is confi gured with special care 
so that it deliberately doesn’t use the computer’s hard disks, 
even if there is some swap space. This means that as soon as 
you shut down Tails, all the memory is erased. 

It is also important to mention here that Tails doesn’t alter 
or depend on the operating system running on the system 
where you’ve inserted your live DVD, so you can use it in the 
same way on your computer or other shared computers. After 
shutting down Tails, the computer will start again with its 
usual operating system.

 PRIVATE BROWSING USING TAILS
Another great aspect of using Tails OS is the ability to access 
the internet in incognito mode. Tails lets you use the Tor or 
I2P networks to protect your information online. For the 
uninitiated, Tor, I2P, etc, are open, distributed networks that 
bounce your internet communications around a network 
of relays run by volunteers all around the world. This way, 
anybody watching your internet connection can’t fi gure 
out the sites you visit, and the sites you visit can’t track your 
physical location. All the software on Tails OS is confi gured to 
access the internet via Tor by default. If an application tries to 
connect directly to the internet, it is blocked automatically. 

To use Tor to access the internet, simply boot Tails OS 
from the Linux User DVD and open the Tor browser. You can 
use it like any other browser. If you want to have fun, open a 
location-based service on the Tor browser, like Google maps. 
Most likely, you’ll see your start location as somewhere on the 
other side of the globe.

uninitiated, Tor, I2P, etc, are open, distributed networks that 
bounce your internet communications around a network 
of relays run by volunteers all around the world. This way, 
anybody watching your internet connection can’t fi gure 
out the sites you visit, and the sites you visit can’t track your 
physical location. All the software on Tails OS is confi gured to 
access the internet via Tor by default. If an application tries to 

To use Tor to access the internet, simply boot Tails OS 

Email 
encryption 
with Enigmail
Icedove is basically 
the Thunderbird 
email client 
rebranded by Debian. 
Since Tails is based 
on Debian, Icedove is 
used as the default 
email client in Tails 
OS. Enigmail is a 
security extension 
that can be installed 
on top of Icedove. It 
enables you to write 
and receive email 
messages signed 
and/or encrypted 
with the OpenPGP 
standard. Enigmail 
comes pre-installed 
with Icedove. To 
get started, just go 
to Icedove menu > 
Enigmail > Setup 
Wizard. Here, you’ll 
need to create your 
key pair and set the 
options regarding 
encryption and 
signature. 

TOR VERSUS I2P
Tails supports the Tor and I2P networks for online privacy. 
Though both of them are supposed to protect your identity 
online using cryptographic methods, there are several 
differences in their respective approaches to this question 
of privacy. Tor takes the directory-based approach, 
providing a centralised point to manage the overall view of 
the network, as well as gather and report statistics, while 
I2P uses a distributed network database and peer selection. 
Tor provides better anonymous access to the open internet 

while I2P provides a more robust and reliable network within 
the network layout. Tor also has a larger user base, with 
more volunteers around the world.

Also, beware that your ISP can see that you’re using Tor 
or I2P (though they cannot determine the content of the 
traffi c). To hide this information from your ISP, you can use 
a high-quality VPN service to act as an entry point to your 
anonymous network. An excellent open source project for 
this is OpenVPN: https://openvpn.net.

Left  The Tor 
browser prevents 
websites and 
services from 
accessing your 
location and other 
personal data

Total Distro Toolkit
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Tutorial

Distribute the workload of a process 
across multiple threads to improve 
the efficiency of your Linux machine

Systems 
programming 
Creating and 
using threads

Put simply, threads are smaller and lighter entities 
than processes and programs. Threads are created by 
processes and have their own flow of control and stack. 
A quick and easy way to compare a thread to a process  
in your own mind is to consider a process the running 
binary file and a thread a subset of a process. Both 
their advantages and disadvantages can be found in 
their lightness; it is the job of the developer to use them 
appropriately and efficiently. 

This tutorial will present the system calls and explain 
the techniques that will allow you to deal with threads. 
Programming threads is a difficult and challenging subject; 
however, this tutorial will try to present the necessary 
information in a simplified way. The system calls that allow 
you to work with threads can be found in the pthread.h 
header file.

As usual, small yet complete and useful C programs will 
be presented because code will clear any ambiguities that 
may come up. As most programming languages support 
threads in some form, you will also find examples in Go, 
Perl and Python. If you wish to dig deeper into this subject, 
study the way threads work in programming languages 

such as Erlang and Elixir. However, please bear in mind that 
threads are a difficult subject, so do not get disappointed 
if you do not understand everything right away – in case of 
emergency, use the code!

Understanding threads
Strictly speaking, a thread is a subset of a process that is 
being executed within the context of a process and shares 
the same resources given to the process by the kernel. 
You should be very careful when using threads because 
they can be the origins of various problems when used 
carelessly. As the threads of a process share the same 
memory, synchronising the access to the shared data 
within the process is critical.

A process can contain one or more threads. In single-
threaded processes, the process contains just one 
thread; therefore you can say that the thread is the 
process because there is only one thing going on. In 
processes with multiple threads, you can say that there 
is more than one thing going on at the same time. The 
difficult part is deciding whether your application will 
benefit from the use of threads or not.

Threads

Tutorial files 
available:
filesilo.co.uk

Mihalis 
Tsoukalos

is a Unix administrator, 
a programmer (for Unix 

and iOS), a DBA and 
also a mathematician. 

He has been using 
Linux since 1993

Resources
Text editor

GCC compiler
Go compiler

Python interpreter
Perl interpreter
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The pthread_create() function
The pthread_create(3) function is helping you to create new 
threads in the calling process. It returns an integer value, which 
is 0 in case of success and nonzero otherwise. Its first argument 
is a pthread_t variable; if the call is successful, this will hold the 
thread ID of the newly generated thread. Its second argument it 
used for customising various thread attributes; if you use NULL, 
the new thread will be created using the default attributes. The 
newly created thread will start by executing a function that is 
given in the third parameter with the help of a function pointer. 
If the previous function takes any arguments, they are passed 
using the fourth parameter; otherwise, the fourth parameter 
will be NULL. Passing a single argument is easy, as shown by the 
supplied fiboThread.c program:

  #include <err.h>
  #include <pthread.h>
  #include <stdio.h>
  #include <stdlib.h>
  #include <unistd.h>

  static void* fiboThread(void* arg)
  {
      size_t n = ( size_t )arg, fib;
      int ern;
      pthread_t thID1, thID2;
      void* returnValue;
    
      switch ( n )
      {
          case 0: return ( void* )0;
          case 1: return ( void* )1;
          case 2: return ( void* )1;

          default: break;
      }
    
      if ((ern = pthread_create(&thID1, 0, 
fiboThread, (void *)( n - 1 ))))

          err(ern, “pthread_create”);
      if ((ern = pthread_create(&thID2, 0, 
fiboThread, (void *)( n - 2 ))))

          err(ern, “pthread_create”);
      if ((ern = pthread_join(thID1, &returnValue)))
          err(ern, “pthread_join”);

Left  The output 
of our aThread.c 
program shows you 
which threads are 
currently operating

  Threads vs processes
If you want to continue tinkering with threads, it is important to 
understand exactly what a process is and how it differs from 
a thread. A process is an execution environment that contains 
instructions, user-data and system-data parts, and other kinds 
of resources that are obtained during runtime.

On the other hand, a thread is the smallest unit of execution 
schedulable by the process scheduler of the operating system. 
Each process is started with a single thread but it is allowed 
to create additional threads. Threads are sometimes called 
lightweight processes. 

A process creates a thread; apart from its own fl ow of 
control and stack, a thread shares everything with the process 
that created it: global data and other resources such as fi le 
descriptors and the current working directory. So, strictly 
speaking, threads cannot be considered autonomous entities.

As all threads of a process use the same memory with the 
process, synchronising the access to the shared data within the 
process gains unprecedented importance. On the other hand, 
processes are totally independent of each other and cannot 
easily communicate.
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      fib = ( size_t )returnValue;
      if ((ern = pthread_join(thID2, &returnValue)))
          err(ern, “pthread_join”);
      fib += ( size_t )returnValue;

      return ( void* )fib;
  }

  size_t fibo( size_t n )
  {
      return ( size_t )fiboThread(( void* )n );
  }

  int main(int argc, char **argv)
  {
      unsigned long i = 0;
      for (i=0; i<=16; i++)
          printf(“%lu: %lu\n”, i, fibo(i));
      return 0;
  }

However passing multiple arguments requires a special 
technique, as follows (multipleArgs.c):

  #include <stdio.h>
  #include <pthread.h>
  #include <stdlib.h>
  #include <unistd.h>

  #define TOTALTHREADS 3

  struct threadData
  {
     int threadNumber;
     int n;
     char *message;
  };

  struct threadData threadArray[TOTALTHREADS];
  pthread_t threadID[TOTALTHREADS];

  void *printData(void *arg)
  {
      struct threadData *myData = arg;
      int id = myData->threadNumber;
      printf(“%s %i from thread with ”, myData-
>message, myData->n);

      printf(“thread ID %lu.\n”, threadID[id]);
      return 0;

  }

  int main (int argc, char *argv[])
  {
      int i = 0;
      for (i = 0; i < TOTALTHREADS; i++)
      {
          threadArray[i].threadNumber = i;
          threadArray[i].n = i*i;
          threadArray[i].message = "Hello";
      }
    
      for (i = 0; i < TOTALTHREADS; i++)
      {
          int ret = pthread_create(&threadID[i], 
NULL, &printData, (void *) &threadArray[i]);

          if(ret != 0)
              printf(“Error creating thread number 
%i\n”, i);

      }

      sleep(5);
      return 0;
  }

The prototype of the function pointer that is going to be used as 
the third argument to pthread_create() must be as follows:

  void *aFunction(void *arg)

Do remember that your threads might not get executed in 
the same order that they were created – it depends on the 
scheduling algorithm of your operating system. If you want to 
have your thread executed in order, write your code accordingly.

Thread attributes
When you create a new thread, you can define or change 
some of its attributes. Attributes include: detached or joinable 
state, scheduling inheritance, scheduling policy, scheduling 
parameters, scheduling contention scope, stack size, stack 
address and stack guard (overflow) size. The pthread_attr_init() 
and pthread_attr_destroy() functions are used for initialising 
and destroying the thread attribute object, respectively. 

Creating a thread
A thread ID is stored in a pthread_t data type, which can be 
an integer or a structure. Therefore, you should not consider 
it an integer and use the portable pthread_equal() function to 
compare two thread IDs. The pthread_equal() function takes two 
arguments, which are both of the pthread_t type, and returns 0 if 
the two thread IDs are not equal. Otherwise, it returns a nonzero 
value. Similarly, there is a function named pthread_self() that 
returns the thread ID of the calling thread. This is the same 
thread ID as the one returned by the pthread_create(3) call.

What aThread.c does is print some integers on-screen using 
a for loop. It creates three separate threads – as each thread 
prints five integers, the total number of integers printed in 15. 
Additionally, as the three threads are numbered as 0, 1 and 2, 
each thread also prints its number in order for you to be able to 
separate the output of each individual thread.

  Threads 
in Go
The thrGo.go 
program presents a 
complete example 
in Go – a very 
modern and capable 
programming 
language – so 
execute that script 
now. Go uses 
the notion of the 
goroutine, which is a 
lightweight thread of 
execution. As you can 
see in thrGo.go, you 
execute a function 
in a goroutine 
by using the go 
keyword, which 
will be executed 
concurrently. The 
thrGo.go program 
executes the 
printMessage 
function in two 
ways: directly and 
as a thread. The 
direct call is obvious, 
whereas the thread 
version is using 
the go keyword. 
This is a very 
practical and smart 
approach indeed!

 It is not enough to  
start a new thread; it is 
also important to properly 
terminate it in one of  
four ways 
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The source code of aThread.c can be seen in the image 
below, and needs to be explained. As aThread.c is just a typical 
C program, its execution starts from the main() function. The 
fi rst thing that main() must do is declare variables for the IDs 
of the three threads – although it is not mandatory, it is good 
to keep all the IDs grouped in an array. The threadID array is 
declared as a global variable in order to avoid passing it as 
an argument to all necessary functions. Each time you call 
the pthread_create() function, the newly created thread ID is 
stored in the threadID array because without the right thread 
ID you cannot use a thread – this is similar to an allocated 
memory space that you do not know how to reference because 
you do not have the right C pointer linked to it.

It is important to carefully study the callFunction() function 
for two reasons. First, for seeing the technique that is used for 
distinguishing between the three different threads and second 
for seeing how the pthread_self() function is used. Without 
the help of the pthread_self() function, you cannot tell which 
thread you are currently using. The rest of the function contains 
ordinary C code. You should compile aThread.c as follows:

  $ gcc -Wall -pthread -o aThread aThread.c

As you can see, you should link and compile with the relevant 
pthread library in order to generate a properly linked executable.

Terminating a thread
It is not enough to start a new thread, it is also important to 
properly terminate it. A thread can terminate in one of the next 
four ways: fi rst, by calling pthread_exit(); second, when its 

calling function – the third parameter of the pthread_create() 
function – returns; third, when it is cancelled using the 
pthread_cancel() function; fourth, when its controlling process 
exits or any of the other threads in the process calls exit(3).

A thread can wait for another thread of the same process 
to terminate and get its exit status using pthread_join(). The 
pthread_join() function call is analogous to the wait(2) call used 
between processes.

About deadlocks
A lock occurs when multiple processes, programs or threads 
try to use the same resource in an exclusive way. A deadlock 
happens when thread A waits for a resource that is held by 
thread B, while thread B waits for a resource that is being 
held by thread A. Put simply, let us say that thread A wants 
to print fi le AA and it has locked the printer PP while waiting. 
Additionally, thread B has locked fi le AA but also wants to 
print another fi le to printer PP. Unless thread A unlocks printer 
PP or thread B unlocks fi le AA, nothing can be done! This is a 
deadlock. Locking can also happen with more than two threads 
involved. It is the job of the programmer to make sure that there 
will be no deadlocks in their program.

One way to avoid deadlocks is to reduce locking as much as 
possible. However, in case a lock is required, you should try to 
unlock the related resource as soon as possible. You should 
also know that deadlocks are not related to the programming 
language used. The diagram on page 35 shows a graphical 
representation of a deadlock scenario. Special care must be 
taken by the programmer in order to resolve and, if possible, 
avoid deadlocks.

Left  Newly created 
threads in aThread.c 
are stored inside the 
threadID array

  Threads 
in Python
Although Python 
has two modules for 
thread manipulation, 
the threading 
module is much 
more powerful than 
the thread module. 
The threading 
module uses 
the Thread class 
that implements 
threading and 
offers the required 
methods. 
You can fi nd a 
complete Python 
program that uses 
the threading 
module in thrPython.
py. You start a new 
thread using the 
start() method of 
your object that is 
based on threading.
Thread. Although 
this approach is 
simple, the Go 
version is still 
relatively simpler.
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Advantages and disadvantages of threads
Threads are not a panacea; they are not suitable for solving 
every kind of programming problem. However, the benefits 
you do get from using multiple threads are: programming 
abstraction, parallelism, blocking input-output and memory 
savings. Creating a thread has almost no overhead, while 
the creation of a new process has considerable overhead 
but it requires the duplication of the parent process.

Threads can also directly communicate with other 
threads of its process, whereas processes must use inter-
process communication to communicate with sibling 
processes. Threads can also exercise considerable control 
over threads of the same process; processes can exercise 
control over child processes only. Typically, the price that 
you will have to pay for threads is writing code to deal with 
their synchronisation.

Try, test, evaluate
This part will try to implement two versions of the same 
program, one that uses threads (fiboThread.c) and the 
other that does use threads (fibo.c), and compare their 
performance. The main functionality of the program will be 
the calculation of Fibonacci numbers; both programs will 
use the same algorithm for calculating Fibonacci numbers.

The fiboThread.c code was listed earlier, on page 31. The 
following shows the code of fibo.c:

  #include <stdio.h>
  #include <stdio.h>
  #include <stdlib.h>
  #include <unistd.h>

  size_t fibonacci( size_t n )
  {
      if ( n == 0 )
          return 0;
      if ( n == 1 )
          return 1;
      if ( n == 2 )
          return 1;

      return (fibonacci(n-1)+fibonacci(n-2));    
  }

  int main(int argc, char **argv)
  {
      unsigned long i = 0;
      for (i=0; i<=16; i++)
      printf("%li: %lu\n", i, fibonacci(i));
      return 0;
  }

The C code of fiboThread.c is much more complex than 
fibo.c, which is the price you need to pay for including 
threads into your program. It is up to you to decide if using 
threads in your program justifies the additional complexity. 
We suggest adding statements to your code to monitor 
changes in the operation speed and then decide.

The following output uses the time(1) command to find 
out more about the performance of the two approaches:

  $ time ./fibo
  real    0m0.005s
  user    0m0.003s
  sys    0m0.000s
  $ time ./fiboThread
  real    0m0.310s
  user    0m0.020s
  sys    0m0.267s

Please note that the performance of fiboThread.c is 
worse than the performance of fibo.c. However, the main 
benefit from using threads on your program is that while a 
thread does its job, your program is free to do other things, 
especially when you are running a time-consuming function.

Inside fiboThread() you can see how you should use 
pthread_join(). You specify the thread ID of the thread 
you want to wait for and you store its return value using 
a variable that is specified as the second argument to 
pthread_join(). As the man page of pthread_join(3) says, if 
multiple threads simultaneously try to join with the same 
thread, the results are undefined.

Additionally, you can see how you can pass arguments to 
the function that your thread will call which is the fourth and 
third arguments of the pthread_create() call, respectively:

  pthread_create(&thID1, 0, fiboThread, (void *)( n - 
1 ))

So, this pthread_create() call stores the thread ID of the 
new thread using the thID1 variable, does not make any 
changes to the existing thread attributes, makes the thread 
to execute the fiboThread() function and passes the (n-1) 
number as an argument to fiboThread(). The (void *) case is 
needed due to the declaration of the fiboThread() function.

  Threads in Perl
Perl uses the threads module to provide support for threads. 
The thrPerl.pl Perl program demonstrates how you can use 
threads in Perl. The first part of thrPerl.pl verifies that your 
Perl interpreter supports threads – if not, you might need to 
recompile it.

The create() method creates a new thread and calls the 
desired function. Once again, the sleep() call is necessary 
because it gives time to the two threads to finish their job 
because if the program ends too early, the two threads will not 
have enough time to print the desired messages.

The Perl thread implementation tries to be difficult to misuse 
but it is slow. Each thread uses its own Perl interpreter so Perl 
threads are called interpreter threads. As you can understand, 
they behave more like processes.

Threads

 It is up to you to decide 
if using threads in your 
program justifies the 
additional complexity 
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Advanced threads
Here we will go through how to implement a more practical 
program that uses threads. In particular, it will show how 
to pass multiple arguments to a thread using a C structure. 
Refer back to the code of multipleArgs.c on page 32.

The fi rst thing that you should notice in multipleArgs.c 
is that each thread uses a single instance of the structure; 
therefore you should declare as many structures as the 
number of the threads you are going to create. The thread IDs 
of the generated threads should be stored in a different array 
as it happened with aThread.c.

Additionally, multipleArgs.c uses TOTALTHREADS to keep 
track of the total number of threads that are going to be used; 
a global C variable would also do the job just fi ne. Should you 
wish to use a different number of threads, you should change 
the value of TOTALTHREADS and recompile the C program.

The sleep() command, just before the main() function 
returns and the program fi nishes, is truly important because 
it gives your threads time to do their job. You should either use 
sleep() or pthread_join() in order to see the output from the 
printData() function.

You call pthread_create() as usual but the last argument is 
no longer NULL but a (void *) pointer to a structure that points 
to an element of the threadArray[]. It is interesting to see how 
the (void *) pointer to a structure element is captured inside 
printData() using the arg argument of printData() that is also 
a (void *) pointer:

  struct threadData *myData = arg;

After you get the (void *) pointer into a structure variable, you 
can use the structure variable as usual.

Please note that as the printData has two separate printf() 
commands, your output might look like the following because 
the three threads are executed simultaneously:

  $ ./multipleArgs
  Hello 1 from thread with Hello 4 from thread with 
Hello 0 from thread with thread ID 4352634880.

  thread ID 4353171456.
  thread ID 4352098304.

Mutex variables
The last part of this tutorial will take a brief look at another 
useful C program that uses mutex variables in threads. 
Mutex is an abbreviation of “mutual exclusion”; mutex 
variables are mainly used for thread synchronisation and 
for protecting shared data when multiple writes can occur at 
the same time.

The mutexes.c program shows a simple program that 
uses mutexes for thread synchronisation. The mutex is 
defi ned as a global variable in order to be accessible from 
anywhere in the program; this is one of the rare occasions 
where using a global variable is recommended. Before using 
the mutex, you should initialise it with pthread_mutex_init(). 
Similarly, after you fi nish working with a mutex, you should 
destroy it with pthread_mutex_destroy().

What the mutex does is lock the area of code surrounded 
by the pthread_mutex_lock() and the pthread_mutex_
unlock() calls. This means that only a single thread is 
allowed to execute this area. If another thread tries to 
run the code part that is already locked then it will go to 
sleep – this will keep happening until the area of code gets 
unlocked, which happens with the help of the pthread_
mutex_unlock() command.

The tricky part here is understanding that as soon as a 
thread executes the pthread_mutex_lock() call, no other 
thread can get the same lock and therefore proceed with the 
rest of the code until the lock gets released. If more than one 
thread is waiting for a lock, it is a matter of luck which thread 
is going to get the lock next.  

Left  Deadlocks 
occur when a thread 
sets an impossible 
condition for the 
unlocking of a fi le 
required elsewhere

Thread 1

Thread 2

Resource 2 Resource 1

Waits

Locks

Thread 1 locks Resource 1
and waits for Resource 2
whereas
Thread 2 locks Resource 2
and waits for Resource 1

Waits

Locks
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Start creating, transforming and animating 3D 
objects with this open source creation suite

Get started with Blender

Images are a great way to convey information, but 
animations take this a step further. With animations, you 
can tell your whole story in a quick and easy-to-grasp way 
to your audience. Before we move forward to learn more 
about animations and tools to create them, it is important 
to understand that from a technical standpoint, animations 
shouldn’t be confused with videos – videos are generally shot 
using cameras and then presented to the audience with some 
sort of editing if required. Animations, on the other hand, 
are created from scratch, with computer technology if the 
animation is 3D. However, you can also find animations created 
on top of videos. 

In this tutorial we will learn one such tool that will not only 
help you create 3D animations but also help you in other 
aspects of animations like 3D modelling, simulations, etc. The 
tool is called Blender; it is an open source 3D creation suite. It 
supports the entirety of the 3D pipeline: modelling, rigging, 
animation, simulation, rendering, compositing and motion 
tracking, even video editing and game creation. Blender 
also offers APIs that can be used with Python scripting to 
customise the application and write specialised tools. It is a 
cross-platform tool with installers available for almost all the 
major platforms. Blender is well suited to individuals and small 
studios that benefit from its unified pipeline and responsive 
development process. 

Right  This is the 
default Blender 

home screen. You 
can see the default 

cube object, camera 
and light source here

01 Installation
You can either download the official Blender 

release from their website and install it manually or use 
a third-party PPA maintained by volunteers all over the 
world. For the uninitiated, a Personal Package Archive (PPA) 
is a special software repository for uploading source 
packages to be built and published as an APT repository by 
Launchpad. However, remember that individuals manage 
PPAs, and they may not always have the latest releases 
available. If you’d rather use the latest release, it is better to 
download it directly from the Blender website. 

Once you download Blender, unzip the contents to a 
folder and name it “blender”. Then, place the folder you 
just created in the /usr/lib folder. And that’s all! You can 
now start the Blender application and start using it. If you 
want to use the PPA for Blender installation, just run these 
commands in the same order. 

  sudo add-apt-repository ppa:cheleb/blender-svn 
  sudo apt-get update 
  sudo apt-get install blender

The first command, add-apt-repository, is used to add our 
repository. In more technical terms, the command updates 
your sources.list file or adds/edits files under sources.

Resources
Blender

blender.org

Nitish Tiwari 
is a software developer by 

profession and an open 
source enthusiast by 

heart. As well as writing 
for leading open source 

magazines, he helps 
firms set up and use open 

source software for their 
business needs

Blender
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list.d/. The next command, apt-get update, downloads the 
package lists from the repositories and updates them to 
get information on the newest versions of packages and 
their dependencies. Finally, the install blender command 
downloads and installs Blender on your system, using the 
details mentioned in the PPA. 

02 Blender home page
Once you open Blender on your system, you’ll be 

presented with the 3D viewport. This is essentially a very 
basic scene consisting of a cube, a lamp and a camera. The 
cube is a basic mesh object, just to give you something to 
start with for your animation. You can add other objects 
later as and when you require them. The lamp is there to 
illuminate the scene, and the camera identifi es the viewing 
angle. These components are necessary to help you 
visualise the animation. 

You’ll also fi nd a 3D cursor in the middle of the cube: this 
is used to locate where new items will be placed. It can 
be moved around the screen by left-clicking the mouse. 
Along with familiar pull-down menus like other programs, 
you have the 3D viewport header along the bottom. The 
buttons below the 3D viewport header change every time 
that you select a different option. You can even customise 
the buttons as you increase your skill level, but let’s fi rst 
get a handle on what lies where. 

03  Basic features
We already saw that the Blender default page has 

a light source and camera to help you visualise animations. 
You can also manoeuvre the view as per your wish. This is 
one of the most important things to be able to do in order 

to generate a 3D model. To change the view, click on the 
“View” button on the 3D View Editor (on the bottom-left). 
You’ll see a list of options offering various points of view 
along with their corresponding hotkeys. These are helpful 
if you want to orient or slice an object on a specifi c side and 
need a precise orientation.

Let’s now learn how to add objects to the viewport. To do 
this, click on the screen wherever you want the object to 
appear and then click on the “Add” button on the 3D View 
Editor at the bottom. Then select a type of object. You’ll 
see there are lots of different object types available to be 
added, covering almost all the real world scenarios. 

04 Moving objects
To move an object, you’ll need to select it fi rst. To 

select an object, hold the Control key and then left-click on 
the object that you want to select; the object is outlined in 
yellow to indicate that it is selected. To deselect an object, 
just hit A on your keyboard. Pressing A again will select all 
of the objects currently on the viewport, including the lamp 
and the camera. There are several ways to move an object. 
You can either move it in a free-form way or along the three 
axes. To move a selected object freely, press G. You’ll see 
the selected object’s outline change to white from yellow. 
This means that you can now freely move the object with 
the arrow keys or your mouse pointer. If you use the mouse, 
left-click to drop the object. 

To move objects along the axes, just click on one of the 
three arrows representing the axes and drag the object 
along that axis. You can also rotate an object (after you 
select it) by pressing R along with the X, Y or Z keys to 
specify a rotation direction.

03 Basic 
features

  Knife tool
Another slicing tool 
Blender offers is the 
Knife. It differs from 
Bisect in the way 
that it lets you select 
where the new edge 
is created. Rather 
than pre-selecting 
features and then 
drawing a line to cut 
through all of the 
features at once, you 
are able to select 
individual features as 
you go. To use Knife, 
go into Edit Mode and 
under the Tools tab 
on the Tool Shelf on 
the left, select the 
Knife option. Your 
cursor will turn into 
a knife shape and 
you can then select 
where to cut simply 
by left-clicking with 
your mouse.
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05 Object and edit mode
So far, we have been working in Object Mode. This is the 

default mode and allows you to manipulate objects on a global 
scale, i.e. you can edit a scene and move the objects around. But 
what if you want to edit the object itself, like changing the shape 
and other features? Edit mode lets you do this.

You can change the mode Blender is operating in by either 
selecting the drop-down menu on “Object Mode” in the 3D 
View Editor at the bottom to choose a new mode, such as Edit 
Mode, or use the Tab button on your keyboard, which toggles 
between Object and Edit Mode for you. On the main screen 
of Edit Mode, you can see that the object that was previously 
selected in Object Mode is now divided up into individual parts: 
vertices, edges, and faces. You can select any one of these by 
choosing the appropriate selection type in the 3D View Editor at 
the bottom and then right-clicking on the appropriate feature. 
Holding down Shift while right-clicking will allow you select 
multiple instances of the same feature. Again, you may press the 
A key to select/deselect all the features of the selected objects.  

06 Manipulating object size
If you are designing a 3D model that you want to be on 

a real life scale, such as the metric scale or imperial scale, you’ll 
need to change units accordingly. To change the units we are 
operating with, click on the “Scene” tab in the Properties 
Editor, on the right sidebar. In this tab, there is a “Units” option 
that lets you select none (for no pre-defined units), Metric, or 
Imperial units. 

The standard metric unit is a metre and the standard 
imperial unit is a foot. The scaling option is there for you to 
change the size ratio of your object compared to the standard 
unit size. For example, in metric units, the default cube is 2 
metres wide, but when the scale is set to 0.1, the default cube 
is instead 0.2 metres, or 20 centimetres wide. This way, you 
can easily adjust the scaling of your objects.

07 Specific sizing options
It is simply very difficult to use a mouse to stretch or 

shrink an object to the size you want to, due to the nature of 
working in a 3D virtual space. Luckily, Blender contains a very 
useful Properties Panel display, which is toggled on and off 
with the N key. When you are in Object Mode, this panel can be 
used to specify the exact dimensions of an invisible box around 
your part. The reason it is an invisible box is to simplify the 
sizing of non-cubic objects, such as cones or spheres, where 
you might otherwise have to give the dimension for every face 
that is on the sphere. 

This panel is also another way for you to specify the location 
and rotation of the selected object, as well as a locking feature 
for that particular parameter that prevents it from being 
accidentally changed, making the Properties panel your “go-to” 
for precise moving and sizing of objects.

Blender

  Loop cut 
and slide tool
To divide an object 
along one direction, 
you can use the 
Loop Cut and Slide 
tool. This tool only 
works on a Blender-
determined set of 
particular features 
of an object, so you 
cannot pick and 
choose individual 
features. After 
clicking on Loop Cut 
and Slide, you are 
able to hover over 
your object to choose 
which set of features 
and orientation the 
Loop Cut should be, 
and then confirm the 
set of features by 
left-clicking with  
your mouse.

07 Specific 
sizing options
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08 Extruding objects
Extruding is a common 3D modelling technique where 

a feature, such as the side of an object, or set of features, 
such as a set of vertices, can be stretched from their current 
position. To extrude an object, go into Edit Mode and select 
the feature(s) that you want to extrude by right-clicking on 
them. Then, you can also extrude the whole region by clicking 
on “Extrude Region” in the Tools tab on the Tool Shelf or by 
pressing the E key. This should stretch out that particular 
region and can be set by left-clicking, or put back in the original 
position by right-clicking. You may also extrude in a specifi c 
direction by pressing the X, Y, or Z keys. 

You can also extrude individual faces by clicking on “Extrude 
Individual” in the Tools tab on the Tool Shelf. If you have multiple 
features selected, it is easy to see that they are extruded in 
the direction orthogonal to the tangent plane; that is, they are 
extruded “directly away” from their original location.

09 Bisecting
Blender has several tools available to create slices. 

One such tool is called Bisect. It lets you slice an object into two 
or more pieces. To do this, select the desired faces or edges (in 
Edit Mode) and then click on the “Bisect” tool on the Tool Shelf. 
Draw a line across the faces or edges to create a new edge on 
those selected features. This will also create an appropriately 
placed edge on selected features even if you cannot see them 
from your current perspective.

Once we have initially bisected our object, there are a few 
things that will be briefl y available to us, much like the number 
of rings available to a newly created sphere. On the left side 
of the screen underneath the Tool Shelf there will be a Bisect 
menu. Here, you can adjust where your bisected line is located 
as well as a few other features. The “Clear Outer” and “Clear 
Inner” options are able to eliminate one side or the other of the 
bisected edge and the “Fill” option will place a face connecting 
the bisected edges.

10 Joining or separating objects
Joining and separating objects are useful tricks 

in order to make sure that objects stay relatively fi xed in 
relation to one another or lose their fi xed relationship to one 
another, respectively.

To join two objects so that Blender treats them as one 
object (even if they are not physically touching each other), 
go into Object Mode and select one object by right-clicking 
on it, and then hold down the Shift key and right-click on all 
of the other desired objects. Then press Control + J. All of 
the selected objects will get a yellow outline and will move, 
scale, and rotate together. If you have two joined objects (or 
two parts of one object) that you wish to separate later on, 
and the Control + Z option to go back isn’t viable, you can 
still separate them.

To separate objects, go into Edit Mode and select one 
set of features that you wish to separate. You’re probably 
thinking this sounds like a daunting task, but luckily we have 
a nice keyboard shortcut. If you select one particular feature 
and then press the L key, Blender will then select all of the 
features related to that one feature and is smart enough to 
distinguish faces between two objects, even objects like a 
smaller cube joined to a larger cube.  

08 Extruding 
objects
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Using the programmable graphics pipeline opens 
the door to a variety of impressive effects

Harness the power of 
shaders in MonoGame

Resources
MonoGame
monogame.net

Right  Simple 
shadows can be 

added to easily give 
your spheres a  

3D quality

MonoGame

While shader programming is not easy to master due to the 
mathematics involved, the benefits of incredibly increased 
realism at minimal computational cost tends to amortise the 
effort. So, without further ado, let’s dive right in.

The following steps are based on the monkey simulator 
demonstrated in the last issue of LU&D. Its game logic is not 
of particular importance – our first step involves the adding 
of a shader file.

MonoDevelop’s content pipeline still lives under Windows. 
Open the folder containing the .fbx files, and create a new 
text file, which is to be renamed effect1.fx. Next, open it in 
Notepad or a similar editor and provide it with the content 
discussed in the following steps.

First of all, three global parameters are needed:

  float4x4 World;
  float4x4 View;
  float4x4 Projection;

The geometry shader is responsible for transforming the 
individual bones from the model coordinate system into 
the final scene’s coordinate space. This is accomplished via 

Tam Hanna 
had an Xbox 360 fall to 
his lap and soon after 

found himself prototyping 
new projects. This led 
to intimate familiarity 

with XNA, leading to 
knowledge that transfers 

across to MonoGame 
seamlessly

Graphics programming is a great example of the old adage 
of history repeating itself: initially, developers created 
the entire rendering pipeline by hand. Then, advances in 
GPU hardware introduced the world to the concept of the 
fixed function pipeline: a system that handles the various 
graphical transformations automatically according to 
predefined parameters.

Even though this new design pattern afforded a 
significant increase in performance, developers were left 
longing for the additional flexibility provided by being able to 
manipulate the individual steps of the graphics pipeline.

GPU vendors solved this problem by introducing 
the programmable graphics pipeline. It differs from its 
predecessors in that the “vertex transformation” and 
“fragment colouring” steps are now handled by programs 
called shaders. This means that developers can influence 
the handling of the individual elements, while not having to 
give up on hardware acceleration.

Modern GPUs contain hundreds of shader processors. 
This insanely large degree of integrating requires the use of 
a reduced assembly language, which usually is generated 
from a compiler using a C-like language like HLSL.

Tutorial files 
available:
filesilo.co.uk
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a series of matrix multiplications, whose parameters are 
passed into the shader via the parameter system.

  VertexShaderOutput VertexShaderFunction(VertexShade
rInput input) {

    VertexShaderOutput output;

    float4 worldPosition = mul(input.Position, World);
    float4 viewPosition = mul(worldPosition, View);
    output.Position = mul(viewPosition, Projection);

    return output;
  }

Shaders communicate with one another by passing 
structures down the rendering pipeline. In the case of our 
shader example, the two fields look like this:

  struct VertexShaderInput {
    float4 Position : SV_POSITION;
  };
  struct VertexShaderOutput {
    float4 Position : SV_POSITION;
  };

Careful observers will notice the three-pronged declaration 
used for the individual elements. The first two come from 
normal C#, while the third member of the bunch is called 
a semantic.

Its role involves the placement of the data in GPU 
“datastreams”. In GPUs, colour and similar data are 
stored in special channels – setting the flags right allows 
the hardware to use the results of the shader sensibly. 
Furthermore, input structures get populated with relevant 
information automatically. Head to the Windows Dev Centre 
at bit.ly/1VdD1fr for a handy list of the various semantics and  
their roles.

Our pixel shader is responsible for the actual generation 
of the individual colours that end up in the video memory. 
It informs the GPU about this convenient fact by adding 
a semantic:

  float4 PixelShaderFunction(VertexShaderOutput 
input) : SV_TARGET0

  {
    return float4(1, 1, 1, 1);;
  }

Finally, a technique must be declared. Techniques pack up 
shader groups into convenient packages – at runtime, the 
developer selects a technique which is to be into the GPU:

  technique Ambient
  {
    pass Pass1
    {
      VertexShader = compile vs_3_0 
VertexShaderFunction();

      PixelShader = compile ps_3_0 
PixelShaderFunction();

    }
  }

Starting the resource compilation process requires that the 
.fx file is added to the ExternalContent project. Right-click 
it, and select the option Add > Existing item. Next, use the 
CommonDialog window to find the .fx file.

When compiling shaders, the target platform is of 
importance. This must be set on a global level: mark the 
ExternalContent node, and set the Settings > Platform 
profile to Linux. The facing image shows how the project 
should look. Click Build > Build after saving the project – in 
some cases, the compile process will fail with a message 
similar to the following:

  Build started 29.12.2015 23:52:27 
  . . .
  C:/Users/TAMHAN/Desktop/ContentStuff/effect1.fx 
  C:/Users/TAMHAN/Desktop/ContentStuff/effect1.fx: 
error: Processor ‘EffectProcessor’ had unexpected 
failure! 

  System.DllNotFoundException: DLL “d3dcompiler_43.
dll”: could not be found (HRESULT: 0x8007007E) 

If that happens, download the file found at microsoft.com/
en-us/download/confirmation.aspx?id=8109 and install 
it to your VM. After that, run dxsetup.exe and follow the 
instructions of the setup wizard in order to install DirectX 
SDK. Finally, recompile the project.

As in the last instalment, the generated file (effect1.xnb) 
must then be copied into the content folder of the project 
(ImagineGame/GameCode/Content) hosted on the Linux 
workstation. Finally, drag and drop them into the Content 
folder of MonoGame, and set the Build > Copy to output 
directory to Always.

Move it around...
At runtime a shader is but a resource contained in the 
resource system. We load our shader in LoadContent, where 
the following changes are required:

  public class Game1 : Game
  {
    . . .
    Effect myEffect;
    protected override void LoadContent ()
    {
      myEffect= Content.Load<Effect>(“effect1”);
      . . .

MonoGame verifies the compatibility of the shader file at 
runtime. If your app fails with an error pointing to the MGFX 
file being more recent than the MonoGame distribution used, 
simply right-click the MonoGame.Framework assembly in the 
Packages folder and select the Update option. 

So far, rendering was handled via the BasicEffect class. 
It is a framework-provided entity that contains a set of 
– admittedly highly optimised – methods for bringing 
elements on-screen. We replace the rendering code with the 
following snippet in order to enable the custom shader:

  Vector 
multiplication
When combining 
vectors, two different 
multiplications 
are possible: cross 
products return 
another vector. 
The dot product 
multiplies the two 
vectors, returning 
a value describing 
the degree of 
perpendicularity. 
It is defined as 
the magnitudes 
of the two vectors 
multiplied with 
the sine of the 
connecting angle: 
if the two vectors 
are normalised 
beforehand, the 
result can be used to 
determine the angle.
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  protected override void Draw (GameTime gameTime)
  {
    . . .
    myApe.Draw (aView, aProjection, myEffect); 
    foreach (ModelClass c in myBalls) {
      c.Draw (aView, aProjection, myEffect);
    } 

In ModelClass, the draw method is modified in order to use 
the effect passed in via the anEffect property:

  public void Draw(Matrix view, Matrix projection, 
Effect anEffect)

  {
    foreach (ModelMesh mesh in myModel.Meshes)
    {
      foreach (ModelMeshPart part in mesh.MeshParts)
      {
        part.Effect = anEffect;

        anEffect.Parameters[“World”].
SetValue(myWorldMatrix * mesh.ParentBone.Transform);

        anEffect.Parameters[“View”].SetValue(view);
        anEffect.Parameters[“Projection”].
SetValue(projection);

      }
      mesh.Draw();
    }
  } 

Our shader gets applied to each bone of the model. Due 
to this, we must transform the world matrix using the 
ParentBone.Transform in order to bring the points to their 
final location in the world coordinate system. Next, run the 
program. All of the elements should appear as white outlines.

Add some lighting
Realistic modelling of light refraction is handled via a 
process called ray tracing. It models the individual light 
beams emitted from the various sources, and creates highly 
realistic scenes.

Sadly, the technology is not particularly well-suited to the 
demanding needs of real-time gaming: complex ray tracing 
processes can take minutes to complete for a single frame. 
Shaders solve this problem via a three-pronged lighting 
analogue, which leads to surprisingly realistic scenes.

Ambient light models light coming from various sources: 
imagine sunlight being reflected off a white wall, monitor 
and oscilloscope light emissions, and the occasional 
arsonist’s fire added in for posterity. Our light analogue 
considers it a constant, making up about 10 percent of the 
total light of an individual pixel.

Diffuse light is used to model light sources with a 
direction. Its real world analogue would be sunlight 
shining through a window: in this case, the strength of the 
illumination is defined by the angular difference between 
the object and the light source.

Finally, specular light represents point light sources like a 
laser pointer or a focused spotlight. The actual lighting value 
of an object is computed by adding the three light sources; 

clipping ensures that values exceeding white are capped 
and don’t wrap around into darkness.

Light ’em up!
Keeping the mathematics involved as simple as possible 
limits us to diffuse lighting. It requires the presence of 
normal information, which can be requested from the GPU 
via a modification of the VertexShaderInput structure:

  struct VertexShaderInput
  {
    float4 Position : SV_POSITION;
    float4 Normal : NORMAL0;
  };

In addition to that, three global parameters for lighting 
direction and colour are declared. Their role is to simplify the 
runtime adjustment of the shader’s behaviour:

  float4x4 WorldInverseTranspose;
  float3 DiffuseLightDirection = float3(1, 0, 0);
  float4 DiffuseColor = float4(1, 1, 1, 1);

The vertex shader now is responsible for calculating the 
lighting intensity via trigonometric laws:

  VertexShaderOutput VertexShaderFunction(Vertex
ShaderInput input)

  {
    VertexShaderOutput output;

    float4 worldPosition = mul(input.Position, World);
    float4 viewPosition = mul(worldPosition, View);
    output.Position = mul(viewPosition, Projection);

    float4 normal = mul(input.Normal, 
WorldInverseTranspose);

 
    float lightI = dot(normal.xyz, 
DiffuseLightDirection);

  
   output.Color = saturate(DiffuseColor * 0.9 * 
lightI);

    return output;
  }

Its results are passed on via a member in the 
VertexShaderOutput structure. The pixel shader blends the 
two lights together via a saturated addition, thereby creating 
the final colour value of the pixel at hand:

  struct VertexShaderOutput
  {
    float4 Position : SV_POSITION;
    float4 Color : COLOR0;
  };
  float4 PixelShaderFunction(VertexShaderOutput 
input) : SV_TARGET0

  {

MonoGame

  Smart 
debugging
Shaders can not 
be debugged 
normally due to the 
tremendous amount 
of data: one frame 
can contain up to four 
million pixels. The 
safest way to keep 
an eye on shader 
functioning involves 
the setting of special 
colours: if a specific 
condition is met, the 
pixel is colourised. 
In this case, a look 
at the screen is all 
you need to discern 
valuable information 
about the program’s 
internal state.
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Left Light, surface 
and material 
interact to refl ect 
light perceived as 
colour, modelled 
by simplifying 
assumptions

    return saturate(input.Color + float4(0, 0, 1, 
1)*0.25);

  
  }

Proceed to update the shader fi le via the content pipeline. 
Our model class then needs a few small changes in order to 
provide the effect with further parameters:

  foreach (ModelMeshPart part in mesh.MeshParts)
  {
    part.Effect = anEffect;

    anEffect.Parameters[“World”].
SetValue(myWorldMatrix 
* mesh.ParentBone.Transform);

    anEffect.Parameters[“View”].SetValue(view);
    anEffect.Parameters[“Projection”].
SetValue(projection);

    Matrix worldInverseTransposeMatrix = Matrix.
Transpose(Matrix.Invert(myWorldMatrix * mesh.
ParentBone.Transform));

    anEffect.Parameters[“WorldInverseTranspose”].Set
Value(worldInverseTransposeMatrix);

  } 

With that, it’s time to run the app. As of this writing, the 
outline of all objects will be black with a slight blueish 
hue – a problem originating in the lack of normals data in 
the models created for the last instalment of this tutorial. 
Replacing the ball model with an updated solves but part 
of the problem – the fi nal, correct version of the rendering 
code looks like this:

  foreach (ModelMeshPart part in mesh.MeshParts)
  {
    part.Effect = anEffect;

    anEffect.Parameters[“DiffuseLightDirection”].
SetValue(new Vector3(1,1,1));

    anEffect.Parameters[“DiffuseColor”].SetValue(new 
Vector4(1,1,1,1));

    anEffect.Parameters[“World”].
SetValue(myWorldMatrix 
* mesh.ParentBone.Transform);

    anEffect.Parameters[“View”].SetValue(view);
    anEffect.Parameters[“Projection”].
SetValue(projection);

    Matrix worldInverseTransposeMatrix = Matrix.
Transpose(Matrix.Invert(myWorldMatrix * mesh.
ParentBone.Transform));

    anEffect.Parameters[“WorldInverseTranspose”].Set
Value(worldInverseTransposeMatrix);

  } 

As the time of writing, MonoGame contains a small issue 
which leads to shader default values being “lost”. If a shader 
misbehaves while you are working through this tutorial, try 
to overwrite the defaults from your C# code first in order to 
eliminate this possibility.

Even though the code presented in this tutorial currently 
does not match the visual quality provided from BasicEffect, 
it has nevertheless permitted us to look at some important 
concepts. Next month’s tutorial in the MonoGame series 
will involve creating significantly more realistic colours via a 
technique called texturing.  

Specular
Diffuse

Ambient
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Get started with the most popular, fastest-growing 
open source database system 

Switch to the MariaDB 
database server

Resources
MariaDB

bit.ly/1l6olCB

MariaDB 
repository

bit.ly/1RDTBYp

     name VARCHAR(50), rating INT,
     ingredients VARCHAR(255),
     instructions TEXT);

This SQL statement creates the table ‘recipes’ with five 
fields, or columns. The ‘recipe_id’ column is an identifier for 
each record or row. It has an integer column type. The value 
will be set and incremented automatically. The data type 
for the recipe name is a variable-width character of up to 
fifty characters. 

The ‘rating’ column is to give each recipe a rating. 
The ‘ingredients’ column is set to the maximum of 255 
characters. The fifth column will contain the cooking 
instructions. That can be lengthy, so we’re using the TEXT 
data type, which can hold plenty of data. Use this data type 
only when needed. 

You may have noticed that the keywords are shown here 
in capital letters, while table and column names are in 
lower-case letters. This is a convention used in articles. 
Keywords are case insensitive, but table and column names 
are case sensitive on Linux.

To see how the table that we just created looks, enter this 
SQL statement:

  DESCRIBE recipes;

To delete a table, including all of its data, you can use the 
DROP TABLE statement, followed by the table name. Be 
careful with that statement since it’s not reversible.

Entering Data
Let’s enter some data in the ‘recipes’ table. We’ll do this with 
the INSERT statement. Enter this recipe:

  INSERT INTO recipes
     (name, rating, instructions)
     VALUES(‘Hard Boiled Egg’, 2,  
            “Fill small pot with water.
             Place over high fire for 20 minutes.”);

That creates one row in the ‘recipes’ table. Although there 
are five columns, we’re giving data for just three here by 
providing a comma-separated list within parentheses. 
Next, give the keyword VALUES, followed by parentheses 
containing a comma-separated list of values. Strings can 
be given within single or double quotes. Integers don’t need 
quotes around them.

Russell J. T. Dyer 
works for MariaDB 

Corporation Ab as its 
curriculum manager 
and worked six years 

for MySQL Inc as its 
knowledge base editor. 

He’s the author of MySQL 
In A Nutshell and Learning 

MySQL and MariaDB.

For those who believe in open source software, and prefer 
not to use software from big corporations, MariaDB 
is an excellent database choice. It’s the same as its 
predecessor, MySQL (now owned by Oracle), so if you learn 
one, you are, by extension, simultaneously learning the 
other. This article will teach you the basics to get started 
with MariaDB. If MariaDB is not already installed on your 
server, you can download it from MariaDB’s site or use 
MariaDB’s yum repository.

Connecting to MariaDB
We’ll use the mysql client to interface with MariaDB. From 
the command line of the server, enter the following:

  mysql --user root --password

The --user option is for specifying the user name. You 
should create and use another user, but to keep this article 
simple we’ll use root. The --password option instructs the 
client to prompt you for the password. If the password 
for the root user hasn’t been set yet, just hit Enter to log in 
to MariaDB. To exit, type exit and press Enter. If the root 
password wasn’t set, enter this:

  SET PASSWORD FOR ‘root’@’localhost’ = PASSWORD(‘pwd’);

Replace pwd with the password you want for the root user.

Creating a Structure
Creating the basic structure of a database is easy – it’s the 
tables and the data they contain that can be complicated. 
For the examples here, let’s create a database for cooking 
recipes and other information related to a kitchen. We’ll call 
it ‘kitchen’. Enter this from within the mysql client:

  CREATE DATABASE kitchen;
  USE kitchen;

The second SQL statement sets ‘kitchen’ as the default 
database. Incidentally, you may enter an SQL statement on 
multiple lines. Nothing is sent to the server until you enter a 
semi-colon and hit Enter.

We’re now ready to create a table for recipes. Enter this on 
your server:

  CREATE TABLE recipes (
     recipe_id INT AUTO_INCREMENT PRIMARY KEY, 

MariaDB
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Retrieving Data
To retrieve the data entered, you would execute a SELECT 
statement. Try entering this line on your server:

  SELECT * FROM recipes \G

This SQL statement ends with \G so that the results come 
out like you see here: 

  ******************* 1. row *******************
     recipe_id: 1
          name: Hard Boiled Egg
        cat_id: NULL
        rating: 2
   ingredients: NULL
  instructions: Fill small pot with water.
               Place over high fire for 20 minutes.

The value for ‘ingredients’ is NULL; we can set that value 
later. On your own, add four more recipes. Give a value for 
‘ingredients'. Enter three breakfast recipes and one dinner 
recipe. Just put simple text as we did with the fi rst recipe. 
When you’re fi nished, execute this SELECT statement:

  SELECT recipe_id, 
  CONCAT(rating, ’ stars’) AS ‘Rating’, 

  name AS ‘Recipe’
  FROM recipes
  ORDER BY name;

  +-----------+---------+-----------------+
  | recipe_id | Rating  | Recipe         |
  +-----------+---------+-----------------+
  |        4 | 4 stars | Biscuits        |
  |        2 | 2 stars | Cinnamon Toast  |
  |        5 | 4 stars | Fried Chicken   |
  |        1 | 2 stars | Hard Boiled Egg |
  |        3 | 4 stars | Pancakes        |
  +-----------+---------+------------------+

Your results will be different since you will have entered 
different data. We specifi ed only three columns, instead 
of using an asterisk to get all of them, and we changed the 

Left MariaDB 
enables you to 
easily merge tables 
together, as shown in 
the JOIN command

 Creating the basic structure 
of a database is easy – it’s the 
tables and the data they contain 
that can be complicated 
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order of the columns selected. We used AS to change the 
column heading in the results for two columns. Also, we 
used the CONCAT( ) function to concatenate the ‘rating’ with 
the suffix given. The ORDER BY clause sorts the results by 
‘name’. If we want to see just rows containing a particular 
value, we can use WHERE. Try entering something like this:

  SELECT name AS ‘Recipe’
  FROM recipes
  WHERE name LIKE “%Egg”
  ORDER BY name;

  +------------------+
  | Recipe          |
  +------------------+
  | Hard Boiled Egg |
  +------------------+

The LIKE operator is used here in the WHERE clause so we 
can get all of the recipes containing the value given. The % 
is a wild card.

Suppose we wanted to see the recipes that don’t contain 
the word egg and ones that we’ve given a rating of higher 
than 3. Suppose further that we want only two of them. We 
would enter something like this:

  SELECT name AS ‘Recipe’
  FROM recipes
  WHERE name NOT LIKE “%Egg”
  AND rating > 3
  ORDER BY name ASC
  LIMIT 2;

  +----------------+
  | Recipe        |
  +----------------+
  | Biscuits      |
  | Fried Chicken |
  +----------------+

The order of these clauses in the SELECT statement is both 
required and telling. The easiest way to remember the order 
is to think how MariaDB is processing the query. It will first 
select rows based on the criteria of the WHERE clause. 
Notice this time since we have two factors in the WHERE, we 
used the AND operator. Then the rows are ordered based on 
the ORDER BY clause. 

Notice we’ve included the ASC flag; this indicates that 
the results be sorted in ascending order. That’s the default, 
so it’s not necessary to include it. If we wanted the results 
in descending order, we would give DESC instead. Next we 
used the LIMIT clause to limit the results to two rows. So, the 
results are the first two rows (ie LIMIT) based on the order (ie 
ORDER BY), based on the query criteria (ie WHERE).

Changing and Deleting Data
To change data in a table, you would use the UPDATE 
statement. We didn’t enter a value in ‘ingredients’ for 
the Boiled Egg recipe. Let’s do that now. Enter this on  
your server:

  UPDATE recipes 
  SET ingredients = “1 Egg”
  WHERE recipe_id = 1;

Execute another SELECT statement to see that it has 
changed. Try that SQL statement again, but this time change 
the WHERE clause to change rows based on a string value 
for the ‘name’ column. Play with it until you can get it to work. 

Suppose we decide that a recipe for boiling an egg is silly. 
Let’s delete it:

  DELETE FROM recipes 
  WHERE name = ‘Boiled Egg’;

Execute another SELECT statement to make sure that 
recipe was deleted. It would have been better to use the 
‘recipe_id’ in the WHERE clause to delete a row, but it’s 
important to understand that you can use any column in 
the WHERE clause with DELETE like you can with other SQL 
statements. The problem is that the recipe isn’t actually 
called ‘Boiled Egg’ – it’s called ‘Hard Boiled Egg’. So it 
therefore wasn’t deleted. 

Plus, if we have more than one row with the same value 
for the column given in the WHERE clause, it would delete 
all of them – unless we limit it in some other way. So, be very 
careful with DELETE: there isn’t an UNDO statement. Let’s 
leave the boiled egg recipe in the table.

Altering Tables
So far we’ve been working with one table and haven’t 
made any changes to its structure. MariaDB is flexible and 
straightforward. So don’t stress about getting the tables 
exactly right the first time. Let’s change the table and add 
another one. In doing this, we’ll get a little more practice 
using the UPDATE and other SQL statements.

First, let’s add a column to the ‘recipes’ table that will 
contain a category for recipes. There are a couple of ways we 
can do this. Let’s try a straightforward method. 

  ALTER TABLE recipes 
  ADD COLUMN category 
  ENUM(‘breakfast’, ‘dinner’, ‘dessert’, ‘appetizer’) 
  AFTER name;

That will add a new column called ‘category’. It will be an 
ENUM column. This is a column in which you enumerate 
the values in the table definition. You can see here we gave 
it four acceptable values. Notice that we used the AFTER 
option to specify that we want this column to be located 
in the table after the ‘name’ column. Execute a DESCRIBE 
statement to see how the table schema looks now.

Let’s execute the UPDATE statement to put values into the 
new column. Since we have only a few recipes and only one 
is not a breakfast item, this is easy to do:

  UPDATE recipes SET category = ‘breakfast’
  WHERE name NOT LIKE ‘%Chicken%’;

  UPDATE recipes SET category = 2
  WHERE category IS NULL;

MariaDB
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In the second SQL statement here you can see another 
operator that may be used. We’re changing values where 
the ‘category’ has a null value. That works fine. Notice that 
instead of typing ‘dinner', we’re telling MariaDB just to take 
the second value in the ENUM column. That’s easier if you 
know the order of those acceptable values.

We have only five rows and a few choices for the ‘category’ 
column. We can do better. Rather than have to enter the 
category multiple times, let’s create a separate table that will 
contain the categories and change the ‘category’ column in 
the ‘recipes’ table to contain a code. To do this, we’ll alter the 
‘recipes’ table with the ALTER TABLE statement like this:

  ALTER TABLE recipes 
  ADD COLUMN cat_id INT AFTER category;

That will add a new column called, ‘cat_id’. It will be an integer 
column and is to be located in the table after the ‘category’ 
column – which we’ll drop after we migrate the data. The 
values that are inserted into ‘cat_id’ will correspond with 
another table that we’ll call, ‘recipes_categories’. Let’s create 
that table now by entering this on the server:

  CREATE TABLE recipes_categories
     (cat_id INT AUTO_INCREMENT KEY,
      category CHAR(25) );

 Let’s insert some values into the table:

  INSERT INTO recipes_categories (category)
  VALUES (‘Breakfast’),(‘Lunch’),(‘Dinner’);

  SELECT * FROM recipes_categories;

  +---------+-----------+
  | cat_id | category  |
  +---------+-----------+
  |      1 | Breakfast |
  |      2 | Lunch     |
  |      3 | Dinner    |
  +---------+-----------+

Notice that we have entered three rows in one SQL statement. 
You just put the values for each row within parentheses, 
inside a comma-separated list. We can add more categories 
later. Let’s migrate the data in the ‘recipes’ table to 
correspond to the data in this new table. The ‘cat_id value’ 
for the ‘Breakfast’ category is ‘1'. We’ll use that value with 
the UPDATE statement to set the ‘cat_id’ for the breakfast 
recipes. We’ll use the ‘cat_id’ for the ‘Dinner’ category to 
update the one dinner recipe.

  UPDATE recipes SET cat_id = 1
  WHERE category = ‘breakfast’;

  UPDATE recipes SET cat_id = 3
  WHERE category = ‘dinner’;

That sets the value for the ‘category_id’ column in the ‘recipes’ 
table. Now let’s get rid of the ‘category’ column in ‘recipes’:

  ALTER TABLE recipes
  DROP COLUMN category;

This may seem a little confusing, having two tables and 
using codes, but don’t worry. It’ll make more sense when you 
see the two tables come together. Let’s retrieve data from 
both of them. We’ll use a SELECT statement with the JOIN 
clause like this:

  SELECT name AS Recipe, category AS Type
  FROM recipes
  JOIN recipes_categories USING(cat_id);

  +------------------+-----------+
  | Recipe          | Type      |
  +------------------+-----------+
  | Hard Boiled Egg | Breakfast |
  | Cinnamon Toast  | Breakfast |
  | Pancakes        | Breakfast |
  | Biscuits        | Breakfast |
  | Fried Chicken   | Dinner    |
  +------------------+-----------+

Let’s look closely at this SELECT statement. The FROM 
clause specifies one table and the JOIN clause which 
follows specifies another table. In the JOIN clause you have 
to specify the column on which the table is joined to the 
other. In this example, there is a column named ‘cat_id’ in 
both tables. That’s the corresponding values, the join point. 
Notice that the columns that we have selected (ie, ‘name’ 
and ‘category') are from both tables. That’s why we’re joining 
the tables: to get values from both tables. 

This may seem like too much effort to go to for very little 
reward. That’s because we’re using tables with very little 
data. Imagine, however, the referenced table having dozens 
of rows of data and many columns. Imagine that the main 
table has thousands of rows. Entering a simple code in the 
main table is easier and less likely to have problems with 
typing mistakes. 

Being able to make a change to one row in the referenced 
table is easier and faster than changing the data in every 
related row of the main table. Also, multiple smaller 
tables perform faster than one large table. After all, this 
is a database system, not a spreadsheet program. So use 
multiple, small tables where appropriate and join them 
when needed.

This is a basic primer for using MariaDB. You can 
learn more about MariaDB by reading MariaDB’s online 
documentation at mariadb.com/kb/en/mariadb/sql-
commands or alternatively pick up Learning MySQL and 
MariaDB (O’Reilly Media 2015).  

 Multiple smaller tables perform 
faster than one large table. After 
all, this is a database system, not a 
spreadsheet program 
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Proving whether a security issue is a false positive or 
a real incident is a vital skill for any system manager

Identify false positives 
in your security analysis

Resources
FreeRdp 1.0.1

bit.ly/1lzjAl7

Rookit Hunter
bit.ly/1Vb7xqz

Chkrootkit
chkrootkit.org

server certificate has been generated, and its SHA-1 fingerprint 
has already been set up to every single GNU/Linux Box there is. 
The System Manager, who is truly aware of MitM attacks, has 
decided to deploy the fingerprint to avoid security incidents. 
Therefore, every single GNU/Linux box using the Remmina 
v1.1.1-2 software has the .freerdp/known_hosts file properly 
created and ready to be used:

  rdp_server fa:b2:36:96:ac:1a:43:a0:57:65:d9:1d:04:59:
de:10:a4:e6:5a:bc

And yet, the System Manager has been receiving email 
messages from Debian Wheezy users complaining about not 
being able to connect to the RDP server. One of them has even 
attached a screen-shot, making the System Manager pale:

The host key for rdp_server has changed
@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@
@ WARNING: REMOTE HOST IDENTIFICATION HAS CHANGED!  
@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@@
IT IS POSSIBLE THAT SOMEONE IS DOING SOMETHING NASTY!
Someone could be eavesdropping on you right now 

Information Security is such a leading and demanding area 
of expertise. Plenty of books out there will tell you what to 
do to defend your own systems against the bad guys, but no 
matter how many steps you take to prevent your systems from 
being hacked, every now and again security-related incidents 
are reported to you. It does not matter whether it is an email 
message or an odd entry in a log file; you are obliged to analyse 
each incident and come to a conclusion: is it a false positive 
or has someone already gained unauthorised access to your 
computer or system? This is a difficult task most of the time, 
but cheer up! Luckily for you, once in a while it is not. Like the 
two real cases you are about to face: aided by some common 
GNU/Linux tools – such as The GNU Debugger (gdb), the cscope 
C-code browser and an ASCII editor like Vim – you will be in 
charge of investigating two false positives quite common in real 
environments: a MitM (Man in the Middle) attack on an RDP 
connection due to a software bug, followed by a hypothetical 
detection of a Rootkit. Let’s get our hands dirty!

The MitM attack that never was
Here comes your first security incident! A Windows RDP-based 
server has recently been deployed in the network; a valid RDP 

Toni Castillo 
Girona holds a 

bachelor’s degree in 
Software Engineering and 
works as an ICT Research 
Support expert in a public 

university in Catalonia.  
He writes about GNU/

Linux on his blog: 
disbauxes.upc.es

Right  The missing 
byte shown in the 

top-left window 
is a result of the 

faulty crypto_cert_
fingerprint function 
in the bottom-right

False positives
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(man-in-the-middle attack)!
It is also possible that a host key has just been 
changed.
The fingerprint for the host key sent by the remote 
host is b2:36:96:ac:1a:43:a0:57:65:d9:1d:04:59:de:10:a4:e
6:5a:bc

First things first: you need to make sure that the server 
certificate fingerprint is valid. This process can change 
depending on the sort of operating system or software you are 
dealing with, but in general it is feasible to obtain the fingerprint 
by means of executing gnutls-cli:

  # gnutls-cli -p 3389 rdp_server|grep fingerprint
  SHA-1 fingerprint ‘fab23696ac1a43a05765d91d0459de10a
4e65abc’

Once you have the fingerprint, check with the System Manager 
that it is correct (this can be done by phone, email, etc). Right 
after, you notice that the first byte, 0xFA, is missing from 
the fingerprint reported by Remmina. And this, of course, 
triggers the false positive! So it is a software bug, after all. It 
is time for you to connect remotely to a GNU/Linux box in the 
network using an ssh session, in order to have a look at the 
Remmina program: get its sources and compile them with the  
debugging symbols, as this way it will be a lot easier for you to 
analyse them:

  # apt-get source remmina
  # cd remmina-1.0.0/
  # CFLAGS=“-ggdb” ./configure && make

Once Remmina is compiled, execute it inside a GDB session:

  # gdb obj-x86_64-linux-gnu/remmina/remmina

Then, proceed as if you were connecting to the RDP server, 
but in order to have time to interrupt the program before it 
complains about the fingerprint, comment out the entry in 
the known_hosts file. This way, a dialog will pop out showing 
the wrong SHA-1 fingerprint. Now, you need to interrupt the 
program execution at precisely this point. Gdb allows you to do 
so by pressing Ctrl+C inside the gdb prompt. The back-trace will 
tell you which function has been called right before obtaining 
the wrong fingerprint:

  (gdb) bt
  #5 0x000000000042af36 in remmina_init_dialog_
certificate (dialog=0x694ec0,

  subject=0x7fffe864d9d0 “CN = rdp_server”,
  issuer=0x7fffe864c4f0 “CN = rdp_server”,
  fingerprint=0x7fffe864cf90 “b2:36:96:ac:1a:43:a0:57
:65:d9:1d:04:59:de:10:a4:e6:5a:bc”) at /remmina-1.0.0/
remmina/src/remmina_init_dialog.c:412

  #12 0x00007fffede79b24 in freerdp_connect ()

Frame #12 is a call to the freerdp_connect() function. 
Sometimes a piece of software can have a defect that comes 
from an external library; the gdb frame command can help 
you find out whether this is the case or not. So by running 

this command, you soon find out that this function, the one 
apparently in charge of connecting to the RDP server, does not 
belong to the Remmina software package, but to the libfreerdp 
library instead:

  (gdb) frame 12
  #12 0x00007fffede79b24 in freerdp_connect ()
  from /usr/lib/x86_64-linux-gnu/libfreerdp-core.so.1.0

So far, so good. Now you are confident enough so as to think 
that Remmina has nothing to do with this issue, and therefore 
you divert your attention to the libfreerdp sources:

  # apt-get source libfreerdp1
  # cd freerdp-1.0.1/

Going through C sources can be slow and painful; you probably 
know the grep utility but luckily for you there is a much more 
efficient approach to browse C source files: meet cscope! The 
first time you run this tool it creates a symbol cross-reference 
that will allow you to navigate the sources efficiently:

  # cscope -R

This utility reveals that the first function to be called is rdp_
client_connect, which in turn calls transport_connect_nla, 
and so on, until the program flow falls into the crypto_get_
certificate_data function. There is an explicit call to fetch the 
server certificate fingerprint inside this function:

  fp = crypto_cert_fingerprint(xcert);

So there you have it! You have found where the fingerprint is 
retrieved from the server certificate, so all you need to do now is 
to study the crypto_cert_fingerprint() function thoroughly:

  char* crypto_cert_fingerprint(X509* xcert){
      int i = 0;
      char* p, * fp_buffer;
      uint32 fp_len;
      uint8 fp[EVP_MAX_MD_SIZE];
    
      X509_digest(xcert, EVP_sha1(), fp, &fp_len);
      fp_buffer = (char*) xzalloc(3 * fp_len);
      p = fp_buffer;
 
      for (i = 0; i < (int) (fp_len - 1); i++){   
          sprintf(p, “%02x:”, fp[i]);
          p = &fp_buffer[i * 3]; 
      }sprintf(p, “%02x”, fp[i]);
 
      return fp_buffer;}

It will probably take under a minute to notice where the problem 
lies. You have already stated that the first byte, 0xFA, is missing. 
The original fingerprint is 20-byte long, while the one reported 
by Remmina is 19-byte long. It would seem fairly obvious that 
the first byte is somehow overwritten inside the crypto_cert_
fingerprint function. So you look closely at the loop, where 
the sprintf function formats the fingerprint bytes accordingly 

  Common 
false positives
Watch out for: 
rootkit detection 
with chkrootkit or 
rkhunter, suspicious 
files found on a 
computer detected 
by running scanners, 
odd entries in /var 
/log/security from the 
root user, messages 
retrieved from the 
Apache HTTP Server 
indicating a possible 
hack attempt against 
the web server, 
vulnerable software 
versions that are not, 
IDS alerts that are 
legitimate though 
uncommon behaviour 
in the network…
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(lines 11-14). During the first iteration when i=0, p points to 
&fp_buffer[0] and stores the first byte correctly (lines 8,12). 
Right before going for a new iteration (line 13), p is still pointing to 
&fp_buffer[0] because:

  p = &fp_buffer[i * 3]; => p = &fp_buffer[0 * 3] 
=> p = &fp_buffer[0]

So it comes as no surprise that, during the second iteration, ie 
when i=1, p is still pointing to &fp_buffer[0] and therefore the 
first byte of the fingerprint is overwritten with the second one! 
The workaround is trivial: you edit the libfreerdp-core/crypto.c 
file, line 346, like this:

  p = &fp_buffer[(i+1) * 3]; 

As you originally thought, it is a false positive indeed. When 
a bug is affecting a particular library, it is a good practice to 
apply the patch to its sources, compile it and put its binary in a 
local directory. Then, you use the LD_LIBRARY_PATH session 
variable to make a reference to it. This way your changes won’t 
be system-wide, allowing you to test your fix without affecting 
the entire system. Bearing this in mind, once you have the new 
libfreedp-core.so.1.0 library compiled and fixed, you re-run the 
RDP client this way:

  # export LD_LIBRARY_PATH=/path/to/libfreerdpcore.
so.1.0/:$LD_LIBRARY_PATH

  # remmina&

Voilà! Now the first byte is not overwritten so the fingerprint 
reported by Remmina equals the one that is stored in the 
.freerdp/known_hosts file and so the TLS channel is correctly 
negotiated and the connection securely established! 

At the time of writing, the freerdp 1.0.1-1.1+deb7u3 Debian 
Wheezy package still has this bug, while the Debian Jessie 
package has already been fixed. 

Double-checking for the presence of rootkits
This would not be a proper tutorial concerning GNU/Linux false 
positives without focussing on rootkit scanners. When it comes 
to scanners, two in particular come to mind: Rootkit Hunter 
and chkrookit. So the current scenario is as follows: a GNU/
Linux user has executed the chkrootkit tool in a computer. Soon 
after starting the scanning process, this warning message has 
shown up on the computer’s screen:

  Searching for Suckit rootkit … Warning: /sbin/init 
INFECTED

It is time to investigate, then. The first thing to do whenever an 
hypothetical rootkit is detected is to double-check whether 
this is true. Because this rootkit has been spotted using 
chkrootkit, it seems obvious to execute another tool to back up 
this conclusion – say, Rootkit Hunter. So, you will need to go in 
person to where this computer is located and run the tool from 
the CLI this way:

  # rkhunter -c
  Suckit Rootkit  [ Not found ]

Well, not having a trace of the Suckit Rootkit at all looks really 
promising: maybe it is a false positive, after all! The next step 
to follow would be to identify what sort of GNU/Linux flavour 
you are dealing with. Sometimes these tools tend to detect 
suspicious files on some particular distros while on others they 
do not. So you run the lsb_release utility from the CLI like this:

  # lsb_release -a 
  Distributor ID: LinuxMint 
  Description: Linux Mint 17 Qiana 
  Release: 17 
  Codename: qiana 

Next, you need to understand how chkrootkit (or any other 
tool, for that matter) works, ie which sort of technique it uses 
to look for (and detect) rootkits. This is mandatory if you want 
to be certain that there is no such thing as a real threat. And 
that means, of course, analysing the tool. This time, though, 
all you are going to need is your favourite ASCII editor because 
chkrootkit is a shell script!:

  # vi /usr/bin/chkrootkit

Next, you look for the string “Suckit Rootkit” inside the shell-
script; it is found in a flash:

  if [ ${SYSTEM} != “HP-UX” ] && ( ${strings} 
${ROOTDIR}sbin/init | ${egrep} HOME  || \

  cat ${ROOTDIR}/proc/1/maps | ${egrep} “init.” ) >/
dev/null 2>&1

You need to determine what is causing the false positive. 
Reading the previous code snippet, it is pretty obvious to you 
that the rootkit detection is fired either while looking for the 
string “HOME” in the /sbin/init binary, or while looking for the 
string “init.” in the /sbin/init map file. It is always a good idea to 
manually run some of the tests that these tools perform. This 
way it will be much easier for you to follow what the tool is doing 
behind the scenes. So:

  # strings /sbin/init|grep HOME
  XDG_CACHE_HOME
  XDG_CONFIG_HOME

Jackpot! Now it is time to figure out whether this is truly a false 
positive or not. Bear in mind that the RootKit Hunter, previously 
executed in this very same GNU/Linux box, reported nothing. 
First thing you do is to determine which package the /sbin/init 
binary is in and then get its version:

  # dpkg -S /sbin/init
  upstart: /sbin/init
  # dpkg-query -W -f=‘${binary:Package} 
${Version}\n’ upstart

  upstart 1.12.1-0ubuntu4.2

You know, of course, that this GNU/Linux box is Ubuntu-
based: it is based on an Ubuntu Trusty to be exact. That is 
why the package says “ubuntu4.2”, even when it is a GNU/
Linux Mint distro we are talking about here. Never mind that 

False positives

  Reducing 
false positives
False positives 
can hamper the 
effectiveness of 
security tools and 
allow real threats to 
pass unnoticed. One 
possible solution 
to this could be 
to consider the 
context. A good tool 
or analysis must take 
into account more 
than just an odd entry 
log or an apparent 
IDS alert. It must be 
fed on more data 
coming from different 
sources, to be able 
to reach a conclusion 
that could be closer 
to the reality.
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Left  To the left, 
you can see the 
two contradictory 
outputs of the 
rootkit scans

for the moment; you need to ensure that this binary file has 
not been tampered with. The best and most effective way to 
do so is by computing its SHA-256 sum and comparing it with 
the one computed on the original package. But first, you need 
to download the original package from the Ubuntu software 
repositories, and ensure that it has not been tampered 
with either:

  #wget http://packages.ubuntu.com/trustyupdates/
amd64/upstart/download

According to the website, the SHA-256 sum for this package is:

  8e279021b38f3d5ac06d47437334d540b2a3c9f1abb030fdcdf 
cf0b01dac4c91

So you save this hash into a file and then run the sha256sum 
utility this way:

  # echo “8e279021b38f3d5ac06d47437334d540b2a3c9f1abb 
030fdcdfcf0b01dac4c91  upstart_1.12.1-0ubuntu4.2_
amd64.deb” > sha256.sums

  # sha256sum -c sha256.sums
  upstart_1.12.1-0ubuntu4.2_amd64.deb: OK

Now that you have already made sure that this package is the 
original one, you can extract its files, compute the SHA-256 
hash of the original sbin/init binary file, and store it inside a 
sha256.sums file:

  # mkdir tmp
  # dpkg -x upstart_1.12.1-0ubuntu4.2_amd64.deb tmp
  # sha256sum tmp/sbin/init > sha256.sums

Finally, you have to alter the sha256.sums file so that the 
filename reads /sbin/init instead of tmp/sbin/init. Once this 

small alteration is complete, you can run the sha256sum 
utility one last time:

  # sha256sum -c sha256.sums 
  /sbin/init: OK

So far so good; the /sbin/init file has not been tampered with, 
so the “HOME” string that has been detected by running the 
strings command is, in fact, legitimate. Chkrootkit is doing 
an extremely simplistic test for patterns while looking for the 
presence of some rootkits. The latest version available at the 
time of writing, 0.50, has fixed this false positive:

  if [ ${SYSTEM} != “HP-UX” ] && ( ${strings} 
${ROOTDIR}sbin/init | ${egrep} ‘HOME=’   || \

  cat ${ROOTDIR}/proc/1/maps | ${egrep} “init.” ) >/
dev/null 2>&1

Now it looks for the string “HOME=”. So by running the newest 
version of the tool, you get the same results as with rkhunter:

Searching for Suckit rootkit... nothing found

If there is something to learn from this, it is that you always 
need to get the latest stable version of your particular 
scanner tool. Some issues and false positives tend to be fixed 
on newer versions of these tools, saving you a lot of trouble!

False positives are all around us, and they are 
unfortunately here to stay. Sometimes they are network-
related, sometimes they are software-related, and 
sometimes they are both. It is extremely difficult to catch up 
with every single false positive there is, but at least there are 
plenty of things that we can do: keep our security scanners 
and tools updated, give our debugging skills refresher 
courses, maintain a thorough knowledge of our systems… 
and drink tons of black coffee, of course!  
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Generate random numbers using the 
/dev/random seeds and use them to 
get strong alphanumeric passwords

Computer 
science 
Random number 
generation

Random numbers are useful in many different areas, 
including but not limited to sampling, numerical 
analysis and computer programming. This tutorial 
will use random numbers to generate random strings 
that can be used for creating secure and difficult-to-
guess passwords. Additionally, you can concatenate the 
generated strings to produce random text that can be 
used as input for testing programs and the effectiveness 
of algorithms. Usually, a programming language can 
generate pseudo-random numbers. A pseudo-random 
number generator approximates the properties of a 
random number generator.

Most of the presented code will be in C; you will first 
generate random numbers and then learn how to create 
strings from random numbers. Additionally, you will 
learn how to generate random numbers in Perl, Go, 
Swift, Rust, R and Python. As you can imagine, most 
programming languages have modules or functions that 
help you generate pseudo-random numbers. To find out 
more, the definitive reference to the theory of random 
numbers is the second volume of The Art Of Computer 
Programming by Donald Knuth.

The Theory
Strictly speaking, a sequence of numbers is considered 
to be statistically random when you cannot find any 
recognisable patterns or regularities in it. Random 
numbers are generated using the arithmetic operations 
of a computer, which is very efficient. A good random 
number generator must avoid getting into a short circle 
of repeating elements, which is why methods that detect 
the possibility of a circle have been created.

As the integers that can be generated by a computer 
are limited, if you keep producing new integers for an 
unlimited time, you might get detectable patterns. In 
other words, it might be an illusion that you can create 
truly random numbers. This is similar to the infinite 
monkey theorem, which states that “a monkey hitting 
keys at random on a typewriter keyboard for an infinite 
amount of time will almost surely type a given text, 
such as the complete works of William Shakespeare”. 
However, most of the time, you just demand “random 
enough” numbers because you only need a certain 
amount of them. As you will see, the modulus operator 
can play a key role because it allows you to limit the 

Random number generation

Tutorial files 
available:
filesilo.co.uk

Mihalis 
Tsoukalos

is a Unix administrator, 
a programmer (for Unix 

and iOS), a DBA and 
also a mathematician. 

He has been using 
Linux since 1993

Resources
Text editor

GCC compiler
Python compiler

Go compiler
Swift compiler
Rust compiler

R software
Perl interpreter

052-057_LUD162.indd   52 27/01/2016   15:34



www.linuxuser.co.uk 53

range of values that a generator can produce. It should be 
clear after reading this tutorial that the most important 
property of a random number generator is a special 
number, called the seed, that initialises the entire process. 

The seed itself does not need to be random and is 
usually generated from the system clock or some other 
system property. A poorly-chosen or an easy-to-guess 
seed can compromise the value of the generated strings 
that you want to use as hard-to-break passwords.

Creating a random number
This section will try to develop a simple random number 
generator. First, download and read through the source 
code of genNumber.c, which is a fi rst naïve approach to 
random number generation. genNumber.c uses the rand(3) 
function that produces low quality random integers. 
Executing genNumber.c produces the following output:

  $ ./genNumber 2
  16807 282475249
  $ ./genNumber 3
  16807 282475249 1622650073
  $ ./genNumber 4
  16807 282475249 1622650073 984943658

The number 4 is the number of random integers that are 
going to be printed. The problem with it is that if you keep 
executing it, you will most likely get the same “random” 
sequence of numbers all the time! This mainly depends 

on the implementation of the rand(3) function that is 
used. The big question is: “Is genNumber.c a good random 
generator?” The answer is no because although rand(3) 
looks like generating random numbers, it is designed 
in order to produce values that are not random at all! 
Nevertheless, its naïve approach will be used in the next 
section as the basis for generating your fi rst random string.

Creating a random string
This part will show you how you can use random numbers 
in order to create random strings, because random strings 
are based on random numbers. The program is going to 
produce passwords that contain ASCII characters only, 
which means that each produced number must have a 
value between 33, which is the space character, and 126, 
which is the ~ character. 

As the number of possible values is 126-32+1, which 
is equal to 95, each produced integer is going to be 
processed with the modulo operator. Therefore, you must 
transform a random integer into a character of the desired 
ASCII range as follows:

  char c = 32 + rand() % ASCIICHARS + 1;

Next, open and read through genString.c. As you can see in 
genString.c, the number of characters that the generated 
password will have is given as a command line argument to 
genString.c. Once again, using genString.c with the same 
argument will always generate the same “random” string.

Left  Our third 
implementation 
of the random 
number generator, 
genNumBetter, uses 
a /dev/random seed
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Please bear in mind that the longer the password, the 
better. In other words, a smaller password produced by the 
best technique for generating random numbers is worse 
than a bigger password produced by an inferior algorithm 
that generates random numbers. This is mainly because 
you can break small passwords more easily using the brute 
force method (which we will address on page 57).

Improving the technique
The genNum.c program is an improved version of 
genNumber.c because it uses the srand(3) function. The 
srand(3) function defines a seed before the multiple calls to 
rand(3); this adds a good level of randomness to the whole 
process. As you can see, you should call srand(3) only once 
as follows:

  srand(123);

Next, you keep calling rand(3) as you did before. Executing 
genNum.c three times produces the following results:

  $ ./genNum 1
  1804289383
  $ ./genNum 2
  1505335290 1738766719
  $ ./genNum 3
  1205554746 483147985 844158168

At least this time the produced sequence does not always 
begin with the same number! However, even with the use of 
srand(3), the produced sequence of numbers is not random 
enough; it is possible that you could try every possible seed 
value and get the same sequence of numbers and therefore 
produce the same string. The constructed password will not 
be truly unique or secure, and so we need to keep looking for 
a better technique.

Getting even better results
In UNIX operating systems, there is a special file called /dev 
/random that serves as a blocking pseudo-random number 
generator. Therefore, a program can use /dev/random to get 
a rare, system-dependent and random seed that is hard to 
replicate or guess. As you can guess, you will need to open  
/dev/random for reading as follows:

  int aFile = open(“/dev/random”, O_RDONLY);          
  
The source code of the more advanced version of genNum.c, 
which is named genNumBetter.c, can be seen in the image 
on the previous page. Running genNumBetter.c two times 
produces the following results:

  $ ./genNumBetter 2
  Seed used: 25465
  427990255 1309481982
  $ ./genNumBetter 2
  Seed used: 25876
  434897932 1442692383

As you can understand, each execution uses a different 
seed as taken from /dev/random and therefore produces a 
different sequence of random numbers, which is the desired 
behaviour for our program.

Generating random passwords
At the end of the day, what is important is using random 
numbers and strings to do your job. Therefore, you will now 
see a program that generates random passwords that is 
based on genNumBetter.c.

The source code of genPassword.c is shown on the 
opposite page. Running this produces the following kind of 
output, which is fairly random and difficult to guess:

  $ ./genPassword 10
  o:C-#&"+Bb
  $ ./genPassword 10
  l"aou;Z7\L

So far, we have only discussed C code that helps you create 
random numbers. However, there are times that you need 
random numbers produced in a different programming 
language. The examples that follow and the boxouts 
demonstrate how to generate pseudo-random numbers in 
various modern programming languages.

Creating random numbers in Perl
Perl offers many ways to create random numbers. A first try 
is by using the next Perl code (ranPerl1.pl):

  #!/usr/bin/perl -w
  use strict;
  my $i = 0;
  my $max = 100;
  srand();
  for ($i = 0; $i<8; $i++) {
      print int(rand($max+1)).“ ”;
  }
  print(“\n”);
  exit 0;

Running ranPerl1.pl three times produces the following:

  55 39 39 87 67 95 73 66
  47 55 5 22 17 70 0 5
  11 82 66 50 99 52 44 47

  Random numbers in Python
Python has the random module for generating random numbers. 
If you check through the Python code of ranPython.py, you will 
see that it is pretty small. Its output looks like the following:

  $ python ranPython.py
  71 31 88 25 41 39 27 57
  60 77 16 76 70 41 92 19
  4 5 20 55 69 76 74 32

As you can understand, Python automatically uses a different 
seed each time you execute the script. The problem is that 
without knowing the seed number, you cannot reproduce the 
same sequence.
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The primary reason that ranPerl1.pl is a useful random 
number generator is that the call to srand function 
automatically uses a mix of values that are fairly hard to 
guess – this means that you cannot easily reproduce the 
same sequence of random numbers. Even if you do not call 
srand, Perl will do it for you! 

Additionally, the Perl rand() function takes an argument 
that defi nes the maximum number that can be produced 
so you do not have to use the modulo operator to limit 
the allowed values. Although ranPerl1.pl is good, you can 
improve it a little more. The following code (ranPerl2.pl) 
does a better job than before:

  #!/usr/bin/perl -w

  use Math::Random::Secure qw(rand);
  use strict;
  my $i = 0;
  my $MAX = 127;

  for ($i = 0; $i<3; $i++)
  {
      print int(rand($MAX))“ ”;
  }
  print(“\n”);

  exit 0;

The main reason that ranPerl2.pl is better than ranPerl1.pl 
is that it uses the Math::Random::Secure Perl module. This 
produces random numbers based on a “truly unique seed”, 
which is the interrupt timing discrepancy, and that makes 
it pretty hard to guess or replicate! 

The Math::Random::Secure module uses its own rand() 
implementation that is a cryptographically secure and 
cross-platform replacement for the built-in rand() function 
of Perl. Please note that you might need to install the 
Math::Random::Secure module if it is not already installed 
on your Linux system. At this level of random number 
generation, we highly recommend doing so.

The code of ranPerl3.pl, which is based on ranPerl2.
pl, is used for producing random passwords as you did 

Left  genPassword 
generates strong 
alphanumeric 
passwords now that 
it too employs /dev
/random seeds

  Random numbers in Go
Go is a modern and very effi cient systems programming 
language that allows you to produce random numbers and 
strings with the help of packages. Execute the ranGo.go script:

  $ go run ranGo.go
  56 131 166 71 120 143 217 201

As you can see, Go uses the math/rand package for generating 
random numbers. Once again, you need to provide a seed to the 
random number generator, which in this case is the following:

  rand.Seed(time.Now().Unix())

The value that the previous command produces is the UNIX 
epoch time and has the following form:

  1451763947

Should you wish to generate more secure random numbers 
in Go, you should use the “crypto/rand” package, which 
implements a cryptographically secure pseudo-random number 
generator. Find out more at: golang.org/pkg/crypto/rand.
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before with genPassword.c. Once again, the length of the 
produced password must be given as a command line 
argument to the script. The Perl code of ranPerl3.pl is 
the following:

  #!/usr/bin/perl -w

  use Math::Random::Secure qw(rand);

  use strict;
  my $i = 0;
  my $MAX = 95;
  my $OFFSET = 32;
  my $numArgs = $#ARGV + 1;

  if ($numArgs != 1)
  {
      print(“Please provide one command line 
argument!\n”);

      exit;
  }

  my $chars = $ARGV[0];
  for ($i = 0; $i < $chars; $i++)
  {
      print chr($OFFSET + int(rand($MAX)));
  }
  print(“\n”);
  exit 0;

Executing ranPerl3.pl three times produced the following 
output strings:

  ./ranPerl3.pl 10
  :%6I~̀ 9F7x
  X̀*1S_eNh&
  E1%4';}<zx

The output looks pretty random and diffi cult to guess, 
which means that ranPerl3.pl works reasonably well.

A word of caution: in your research, you might read 
about the Math::TrulyRandom Perl module on the 
internet. Unfortunately, the module is no longer being 
maintained and does not work any more so do not waste 
your time trying to use it. There are times where a scripting 
language can help you do your job nice and easy, so do 
not underestimate the power of scripting languages, 
especially on solving relatively small projects.

Right  Based on 
getPassword, 

breakPass 
demonstrates 

a brute force 
password cracker

  Random numbers in Swift
Now that Apple has made Swift an open source project, you 
can use Swift on a Linux machine to generate random numbers. 
Take a look at the source code of ranSwift.swift. The output that 
ranSwift.swift produces should be similar to the following:

  $ swift ranSwift.swift
  165455532  1285043278  464532983  2036575090  
1959170217  1276594129  1411355896  212390464  
1407818175  614103179

As you can see, you can easily convert the output of ranSwift.
swift into a string using the same approach with the one used in 
genString.c.

Please note that the "import Glibc" code allows you to use 
existing C functions in your Swift code – it this case it is needed 
for calling the random() function.

Random number generation
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Using R to generate random numbers
The reason that R is mentioned here is that it is both a 
package for mathematics and a programming language, 
which allows it to do many intelligent and complex things 
more easily than a general-purpose programming language. 
One of the things that it does is allow you to painlessly 
generate random numbers that belong to a statistical 
distribution; this can be very handy! The other interesting 
thing is that it allows you to generate the same sequence of 
random numbers as many times as you want!

In order to generate the same sequence of random 
numbers in R you should use the set.seed() function with the 
same value as its argument. The following code illustrates 
the technique:

  > set.seed(123)
  > runif(max=100, min=0, n=5)
  [1] 28.75775 78.83051 40.89769 88.30174 94.04673
  > runif(max=100, min=0, n=5)
  [1]  4.55565 52.81055 89.24190 55.14350 45.66147
  > set.seed(123)
  > runif(max=100, min=0, n=5)
  [1] 28.75775 78.83051 40.89769 88.30174 94.04673
  > runif(max=100, min=0, n=5)
  [1]  4.55565 52.81055 89.24190 55.14350 45.66147

While the runif() function keeps generating new random 
numbers, if you rerun the set.seed() command with the 
same argument as before, the runif() function will start 
generating the same sequence of random numbers! The 
next command creates 10,000 random numbers from a 
normal distribution with a mean value of 10 and a standard 
deviation of 20:

  > mySample = rnorm(10000, 10, 20)

Similarly, the next command creates 100 random integers 
that belong to a Poisson distribution with a mean value  
of 1.2:

  > myOtherSample = rpois(100, 10)

No C code can straightforwardly create such kinds of 
random data! As well as being easy to use, R can easily plot 
data and give you a better understanding of your sample.

So how easily can you break a password?
We’re going to take you through the brute force method, 
which means that the program is going to try various seeds 
in order to guess the seed that was used. The breakPass.c 
program makes two assumptions: first, that the epoch 
time is used as seed, and second, that you somehow know 
when the original user generated the original password. This 
is not an actual method for breaking random passwords; 
breakPass.c just illustrates how long it might take to break a 
password by trying to guess the seed.

Check through the source code of breakPass.c, which is 
based on the C code of genPassword.c. The program uses 
the sleep() function in order to create the necessary delay 
before starting to guess the seed value used, so if you 
change the value of sleep() then you will have to compile the 
program for changes to take effect. The following output 
shows the time it took breakPass.c to break a password that 
was generated about five minutes ago:

  $ time ./breakPass
  real 5m0.001s
  user 0m0.001s
  sys 0m0.002s

As the real time includes the delay from the sleep() 
command, you can see that finding the correct seed was 
almost instantaneous. The next output shows the time it 
took breakPass.c to go back in time for 15 minutes in order 
to break a password:

  $ time ./breakPass
  real 14m59.979s
  user 0m0.001s
  sys 0m0.002s

As you can see, the process is still incredibly fast. 
Therefore, using a plain epoch time without any 
modifications as a seed is a bad idea and should be avoided 
for your own passwords. 

  Random numbers in Rust
Rust is another modern and very capable programming 
language with great potential –it claims to prevent segfaults, 
for one thing, and guarantees thread safety. The Rust code for 
producing random strings with eight characters is the following:

  extern crate rand;
  use rand::{thread_rng, Rng};
  fn main() {
      let mut rng = thread_rng();
      for x in 0..8 {
          let n: u8 = rng.gen_range(32, 126);
          print!(“{}”, n as char);
      }
      println!(“”);
  }

The ‘random’ folder in your tutorial resources pack contains 
the various files for our Rust implementation. It shows the Rust 
project in action as well as the way to create the project using 
Cargo, which also allows you to build and manage Rust projects.

The good thing with the Rust code is that you do not need to 
call a function for setting the seed, and it offers an easy way for 
defining the range of the numbers it must produce.

 As well as being easy 
to use, R can easily plot 
your data and let you have 
a better understanding of 
your sample 
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SYSTEM ADMINISTRATION
System administration tasks are some of the most 
annoying things that you need to deal with when you have 
to maintain your own system. Because of this, system 
administrators have constantly been trying to fi nd ways to 
automate these types of tasks to maximise their time. They 
started with basic shell scripts, and then moved on to various 
scripting languages. For a long time, Perl had been the 
language of choice for developing these types of maintenance 
tools. However, Python is now growing in popularity as the 
language to use. It has reached the point where most Linux 
distributions have a Python interpreter included in order to 
run system scripts, so you shouldn’t have any excuse for not 
writing your own scripts.

Because you will be doing a lot system level work, you 
will have most need of a couple of key Python modules. The 
fi rst module is “os”. This module provides the bulk of the 
interfaces to interacting with the underlying system. The 
usual fi rst step is to look at the environment your script is 
running in to see what information might exist there to help 
guide your script. The following code gives you a mapping 
object where you can interact with the environment 
variables active right now:

  import os
  os.environ

You can get a list of the available environment variables with 
the function os.environs.keys(), and then access individual 
variables with os.environs[key]. These environment variables 
are used when you spawn a subprocess, as well. So you will 
want to change values, like the PATH or the current working 
directory, in order to run these subprocesses correctly. 
While there is a putenv function that edits these values, it 
doesn’t exist on all systems, so the most benefi cial  way in 
the long run is to do this is to edit the values directly within the 
environs mapping. 

Another category of tasks you may want to automate is 
when working with fi les. Get the current working directory with:

  cwd = os.getcwd()

You can then get a list of the fi les in this directory with:

  os.listdir(cwd)

You can move around the fi lesystem with the function 
os.chdir(new_path). Once you’ve found the fi le you are 
interested in, you can open it with os.open() and open it for 
reading, writing and/or appending. You can then read or write 
to it with the functions os.read() and os.write(). Once you are 
all done, you can close the fi le with os.close().

Above  Python scripts 
enable you to instruct 
and interact with your 
operating system

Get the most out of Python in handling all of the 
day-to-day upkeep that keeps your system healthy

Once you have your 
scripts all written up, you 
may want to schedule 
them to run automatically 
without your intervention. 
On Unix systems, you can 
have cron run your script 
on whatever schedule 
is necessary. The utility 
crontab -l lists the 
current contents of your 
cron fi le, and crontab 
-e lets you edit the 
scheduled jobs that you 
want cron to run.

Scheduling 
with cronRUNNING SUBPROCESSES FROM PYTHON

The underlying philosophy of Unix is to build small, 
specialised programs that do one job extremely well. You then 
chain these together to build more complex behaviours. There 
is no reason why you shouldn’t use the same philosophy 
within your Python scripts. There are several utility programs 
available to use with very little work on your part. The older 
way of handling this was through using functions like popen() 
and spawnl() from the os module, but a better way of running 
other programs is by using the subprocess module instead. 
You can then launch a program, like ls, by using:

  import subprocess
  subprocess.run([‘ls’, ‘-l’])

This gives a long fi le listing for the current directory. The 
function run() was introduced in Python 3.5 and is the 
suggested way of handling this. If you have an older version, 
or need more control, you can use the underlying Popen() 
function instead. If you want to get the output, you can use:

  cmd_output = subprocess.run([‘ls’, ‘-l’], 
stdout=subprocess.PIPE)

The variable “cmd_output” is a CompletedProcess object 
that contains the return code and a string holding the stdout 
output. It may not be the same way that you are used to, but 
the methodology is essentially the same.

SYSTEM ADMINISTRATION:
BASH, PERL, PYTHON

OPERATING SYSTEM

CPU FILES/IO
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With the content and the bulk of the computing hosted on 
a server, a web application can better ensure a consistent 
experience for the end user. The popular Django framework 
provides a complete environment of plugins and works on the 
DRY principle (Don’t Repeat Yourself). Because of this, you 
should be able to build your web application quickly. Since 
Django is built on Python, you should be able to install it with 
sudo pip install Django. Depending on what you want to do 
with your app, you may need to install a database like MySQL 
or PostgreSQL to store your application data. There are Django 
utilities available to automatically generate a starting point for 
your new project’s code:

  django-admin startproject newsite

This command creates a file named “manage.py” and a 
subdirectory named “newsite”. The file “manage.py” contains 
several utility functions you can use to administer your new 
application. The new subdirectory contains the files “__init__.
py”, “settings.py”, “urls.py” and “wsgi.py”. These files, and the 
subdirectory they reside in, comprise a Python package that is 
loaded when your website is started up. The core configuration 
for your site can be found in the file “settings.py”. The URL 
declarations, basically a table of contents for your site, are 
stored in the file “urls.py”. The file “wsgi.py” contains an entry 
point for WSGI-compatible web servers.

Once your application is done, it should be hosted on a 
properly configured and hardened web server. But this is 
inconvenient if you are in the process of developing your web 
application. To help you out, Django has a web server built into 
the framework. You can start it up by changing directory to the 
“newsite” project directory and running this command:

  python manage.py runserver

This will start up a server listening to port 8000 on your local 
machine. Because this built-in server is designed to be used for 
development, it reloads your Python code for each request, so 
you don’t need to restart the server to see your code changes. 

Above  Python 
interpreters work with 
databases to power a 
web server

Left  The Model-View-
Controller architecture is 
often used for UIs

All of these steps get you to a working project. You are now 
ready to start developing your applications. Within the “newsite” 
subdirectory, type:

  python manage.py startapp newapp

This will create a new subdirectory named “newapp”, with the 
files “models.py”, “tests.py” and “views.py”, among others. The 
simplest possible view consists of the code:

from django.http import HttpResponse
def index(request):
    return HttpResponse(“Hello world”)

This isn’t enough to make it available, however. You will also need 
to create a URLconf for the view. If the file “urls.py” doesn’t exist 
yet, create it and then add the code:

from django.conf.urls import url
from . Import views
    urlpatterns = [ url(r‘̂ $’, views.index, 
    name=‘index’), ]

Next, get the URL registered within your project with this code:

from django.conf.urls import include, url
from django.contrib import admin
urlpatterns = [ url(r‘̂ newapp/’, include(‘newapp.
urls’)),
              url(r‘̂ admin’, admin.site.urls), ]

This needs to be put in the “urls.py” file for the main project. You 
can now pull up your newly created application with the URL 
http://localhost:8000/newapp/.

WEB DEVELOPMENT
Python has several frameworks available for your web development 
tasks. We will look at some of the more popular ones

When you start 
developing your own 
applications, you may 
begin a descent into 
dependency hell. Several 
Python packages 
depend on other Python 
packages. This is its 
strength, but also its 
weakness. Luckily, you 
have virtualenv available 
to help tame this jungle. 
You can create new virtual 
environments for each of 
your projects. In this way, 
you can be sure to capture 
all of the dependencies 
for your own package.

Virtual 
environments

USER

WEB SERVER
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The last part for applications is usually the database. The 
actual connection details to the database, like the username and 
password, are contained in the file “settings.py”. This connection 
information is used for all of the applications that exist within the 
same project. Create the core database tables for your site with:

  python manage.py migrate

For your own applications, you can define the data model you 
need within the file “models.py”. Once the data model is created, 
you can add your application to the INSTALLED_APPS section 
of the “settings.py” so that Django knows to include it in any 
database activity. You initialise it with: 

  python manage.py makemigrations newapp

Once created, apply these migrations to the database:

  python manage.py migrate

Any time you make changes to your model, you will need to run 
the makemigrations and migrate steps again.

Once you have your application finished, you can make 
the move to the final hosting server. Don’t forget to check the 
available code within the Django framework before putting too 
much work into developing your own.

USING THE PYCHARM IDE
THE EDITOR PANE
The main editor pane can be confi gured to match your 
own style, or one of the other main editors, like emacs. 
It handles syntax highlighting, and even displays error 
locations in your scripts.

THE PROJECT PANE
This pane is the central location for your project. All of 
your fi les and libraries are located here. Right-clicking 
in the pane brings up a drop-down menu where you can 
add new fi les or libraries, run unit tests, or even start up 
a debugger.

THE STATUS BAR
PyCharm does a lot of work behind the scenes. 
The status bar helps you keep track of all of these 
background processes.

OTHER PYTHON 
FRAMEWORKS
While Django is one of the most popular frameworks around 
for doing web development, it is by no means the only one 
around. There are several others available that may prove to 
be a better fi t for particular problem domains. For example, 
if you are looking for a really self-contained framework, you 
could look at web2py. Everything you need to be able to have 
a complete system, from databases to web servers to a 
ticketing system, are included as part of the framework. It is 
so self-contained that it can even run from a USB drive.

If you need even less of a framework, there are several 
mini-frameworks that are available. For example, CherryPy 
is a purely Pythonic multi-threaded web server that you 
can embed within your own application. This is actually 
the server included with TurboGears and web2py. A really 
popular microframework is a project called fl ask. It includes 
integrated unit testing support, jinja2 templating and 
RESTful request dispatching.

One of the oldest frameworks around is zope, now up to 
version 3. This latest version was renamed BlueBream. Zope 
is fairly low-level, however. You may be more interested in 
looking at some of the other frameworks that are built on 
top of what is provided by zope. For example, pyramid is a 
very fast, easy-to-use framework that focuses on the most 
essential functions required by most web applications. 
To this end, it provides templating, the serving of static 
content, mapping of URLs to code, among other functions. It 
handles this while providing tools for application security.

If you are looking for some ideas, there are several 
open source projects that have been built using these 
frameworks, from blogs and forums to ticketing systems. 
These projects can provide some best-practices when you 
go to construct your own application.

When you are in the 
middle of developing your 
application, you may need 
to have several different 
terminal windows open 
in order to have a code 
editor open, a monitor on 
the server, and potentially 
somewhere to test and 
monitor output. If you 
are doing this on your 
own machine, this isn’t 
an issue. But if you are 
working remotely, you 
should look into using 
tmux. This can provide 
a much more robust 
terminal environment for 
you to work in.

Terminal 
development 
environments
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Python has become one of the key languages used in 
science. There is a huge number of packages available to 
handle almost any task that you may have and, importantly, 
Python knows what it isn’t good at. To deal with this, Python 
has been designed to easily incorporate code from C or 
FORTRAN. This way, you can offl oad any heavy computations 
to more effi cient code. 

The core package of most of the scientifi c code available 
is numpy. One of the problems in Python is that the 
object-oriented nature of the language is the source of its 
ineffi ciencies. With no strict types, Python always needs to 
check parameters on every operation. Numpy provides a new 
datatype, the array, which helps solve some of these issues. 
Arrays can only hold one type of object, and because Python 
knows this it can use some optimisations to speed things up 
to almost what you can get from writing your code directly in 
C or FORTRAN. The classic example of the difference is the 
for loop. Let’s say you wanted to scale a vector by some value, 
something like a*b. In regular Python, this would look like:

for elem in b:
  c.append(a * elem)

In numpy, this would look like:

a*b

Above  The numpy 
package makes it easy to 
visualise your data

So, not only is it faster, it is also written in a shorter, clearer 
form. Along with the new datatype, numpy provides 
overloaded forms of all of the operators that are of most 
use, like multiplication or division. It also provides optimised 
versions of several functions, like the trig functions, to 
take advantage of this new datatype. The largest package 
available, that is built on top of numpy, is scipy. Scipy 

COMPUTATIONAL SCIENCE
Due to its wide array of packages, Python is fast becoming 
the go-to language for computational science

SPYDER, THE IDE FOR SCIENTISTS

THE EDITOR PANE
This pane is where you can open and edit your source 
fi les. Above this pane are buttons to allow you to simply 
run the code, or run it under a debugger. Under the 
debugger, you can set breakpoints and step through 
each line of code individually.

VARIABLE EXPLORER
The variable explorer pane lets you access all of the 
data structures within the current Python interpreter. 
You need to actually run your code for anything to show 
up here.

IPYTHON CONSOLE
The console window lets you interact directly with the 
underlying interpreter that will be used when you try and 
run your code.
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Above  The ability to 
generate complex 
plots is essential

Above  Jupyter Notebook is a web application for creating and 
sharing documents that contain live code and equations

provides sub-sections in several areas of science. Each of 
these sub-sections need to be imported individually after 
importing the main scipy package. For example, if you are 
doing work with differential equations, you can use the 
“integrate” section to solve them with code that looks like

import scipy
import scipy.integrate
result = scipy.integrate.quad(lambda x: sin(x), 0, 
4.5)

Differential equations crop up in almost every scientifi c 
fi eld. You can do statistical analysis with the “stats” section. 
If you want to do some signal processing, you can use the 
“signal” section and the “fftpack” section. This package 
is defi nitely the fi rst stop for anyone wanting to do any 
scientifi c processing.

Once you have collected your data, you usually need to 
graph it, in order to get a visual impression of patterns within 
it. The primary package you can use for this is matplotlib. 
If you have ever used the graphics package in R before, the 
core design of matplotlib will be familiar as it has borrowed 
quite a few ideas. There are two categories of functions for 
graphing: low-level and high-level. High-level functions try 
to take care of as many of the menial tasks as possible, like 
creating a plot window, drawing axes, selecting a coordinate 
system, etc. The low-level functions give you control over 
almost every part of a plot, from drawing individual pixels to 
controlling every aspect of the plot window. It also borrowed 
the idea of drawing graphs into a memory-based window. 
This means it can draw graphs while running on a cluster.

INTERACTIVE SCIENCE 
WITH JUPYTER
For a lot of scientifi c problems, you need to play with your data in 
an interactive way. The original way you would do this was to use 
the IPython web notebook. This project has since been renamed 
Jupyter. For those who have used a program like Mathematica 
or Maple, the interface should seem very familiar. Jupyter starts 
a server process, by default on port 8888, and then will open a 
web browser where you can open a worksheet. Like most other 
programs of this type, the entries run in chronological order, 
not in the order that they happen on the worksheet. This can 
be a bit confusing at fi rst, but it means that if you go to edit an 
earlier entry, all of the following entries need to be re-executed 
manually in order to propagate that change through the rest of 
the computations.

Jupyter will correctly print mathematical expressions 
within the produced web page, as it supports the appropriate 
formatting. You can also mix documentation blocks and code 
blocks within the same page. This means that you can use it to 
produce very powerful educational material, where students 
can read about the techniques, and then actually run it and see 
it in action. By default, Jupyter will also embed matplotlib plots 
within the same worksheet as a results section, so you can see 
a graph of some data along with the code that generated it. 
This is huge in the growing need for reproducible science. You 
can always go back and see how any analysis was done and 
reproduce any result.

Sometimes you need 
as much speed as you 
are capable of pushing 
on your hardware. In 
these cases, you always 
have the option of using 
Cython. This lets you 
take C code from some 
other project, which has 
probably already been 
optimised, and use it 
within your own Python 
program. In scientifi c 
programming, you are 
likely to have access 
to code that has been 
worked on for decades 
and is highly specialised. 
There is no need to redo 
the development effort 
that has gone into it.

The Need 
for Speed

If you need to do symbolic maths, you may be more 
used to using something more like Mathematica or Maple. 
Luckily, you have sympy, which can be used to do many 
of the same things. You can use Python to do symbolic 
calculus, or to solve algebraic equations. The one weird part 
of sympy is that you need to use the symbols() function to 
tell sympy what variables are valid to be considered in your 
equations. You can then start doing manipulations using 
these registered variables.

You may have large amounts of data that you need 
to work with and analyse. If so, you can use the pandas 
package to help deal with that. Pandas has support 
for several different fi le formats, like CSV fi les, Excel 
spreadsheets or HDF5. You can merge and join datasets, or 
do slicing or subsetting. In order to get the best performance 
out of the code, the heaviest lifting is done by Cython code 
that incorporates functions written in C. Quite a few ideas 
on how to manipulate your data were borrowed from how 
things are done in R.

You now have no reason not to start using Python for your 
scientifi c work. You should be able to use it for almost any 
problem that comes up!
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ROS – ROBOT OPERATING SYSTEM
While you could simply write some code that runs on a standard 
computer and a standard Linux distribution, this is usually not 
optimal when trying to handle all of the data processing that a 
robot needs when dealing with events in real-time. When you 
reach this point, you may need to look at a dedicated operating 
system – the Robot Operating System (ROS). ROS is designed 
to provide the same type of interface between running code the 
computer hardware it is running on, with the lowest possible 
overhead. One of the really powerful features of ROS is that 
it is designed to facilitate communication between different 
processes running on the computer, or potentially over multiple 
computers connected over some type of network. Instead 
of each process being a silo that is protected from all other 
process, ROS is more of a graph of processes with messages 
being passed between them.

Because ROS is a complete operating system, rather than 
a library, it is wrong to think that you can use it in your Python 
code. It is better to think that you can write Python code that 
can be used in ROS. The fundamental idea is to be as agnostic 
as possible; interfaces to your code should be clean and not 
particularly care where they are running or who is talking to them. 
Then, it can be used within the graph of processes running within 
ROS. There are standard libraries available that allow you to do 
coordinate transformations, useful for fi guring out where sensors 
or limbs are in space. There is a library available for creating 
preemptible tasks for data processing, and another for creating 
and managing the types of messages that can be handed around 
the various processes. For extremely time-sensitive tasks, there 
is a plugin library that allows you to write a C++ plugin that can be 
loaded within ROS packages.

Robotics is the most direct way that your code can interact 
with the world. It can read actual sensor information and 
move real actuators and get real work done.

The fi rst thing your robot needs is the ability to sense 
the world around it. The one sense that we as humans feel 
is most useful is sight. With web cameras being so cheap 
and easy to connect to hardware, vision is easy to give to 
your robot. The real problem is how to interpret this data. 
Luckily, you can use the OpenCV project to do just that. It is 
a vision package that can provide simple image gathering 
and processing, to extremely complex functions like face 
recognition and extraction of 3D objects. You can identify and 
track objects moving through your fi eld of view. You can also 
use OpenCV to give you robot some reasoning capabilities, 
too. OpenCV includes a set of functions for machine learning, 
where you can do statistical classifi cation or data clustering, 
and use it to feed decision trees or even neural networks.

Another important sense that you may want to use 
is sound. The Jasper project is one that is developing a 
complete voice control system. This project would give you 
the structure you need to give your robot the ability to listen 
for and respond to your verbal commands. The project has 
gotten to the point where you can give it a command and the 

voice recognition software can translate this into text. You 
then need to build a mapping of which pieces of text 

correspond to which commands to execute.
There are lots of other sensors you can use, 

but this begins to leave the realm of store-bought 
hardware. Most other sensors, like temperature, 

pressure, orientation or location, need specialised 
hardware that needs to be interfaced to the computer 

brain for your robot. This means it is time to get your 

ROBOTICS AND ELECTRONICS
See your code come to life in the real world around you with 
physical applications of robot technology

While we haven’t 
discussed what kind 
of computer to use for 
your robotics project, 
you should consider the 
famous Raspberry Pi. 
This tiny computer should 
be small enough to fi t 
into almost any robot 
structure that you might 
be building. Since it is 
already running Linux and 
Python, you should be 
able to simply copy your 
code development work 
to the Pi. It also includes 
its own IO bus so that 
you can have it read its 
own sensors.

Raspberry Pi

In contrast to the 
Raspberry Pi, which 
runs a full OS from its SD 
card, the Arduino boards 
are microcontrollers 
rather than complete 
computers. Instead 
of running an OS, the 
Arduino platform 
executes code that 
is interpreted by its 
fi rmware. It is mainly 
used to interface with 
hardware such as motors, 
servos, sensors, etc.

Arduino
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soldering iron out. As for reading the data in, this is most often 
done over a basic serial connection. You can then use the 
pySerial module to connect to the serial port and read data 
off the connection. You can use:

import serial

… to load the module and start talking to your sensor. The 
problem is that this is a very low-level way to communicate. 
You, as the programmer, are responsible for all of the details. 
This includes communication speed, byte size, fl ow control; 
basically everything. So this will defi nitely be an area of your 
code where you should plan on spending some debugging time.

Now that you have all of this data coming in, what will you 
do with it? You need to be able to move actuators out in the 
world and have real effects. This could be motors for wheels 
or tracks, levers to shift objects, or potentially complete 
limbs, like arms or legs. While you could try and drive these 
types of electronic devices directly from the output ports of 
your computer, there usually isn’t enough current available to 
provide the necessary power. So, you will need to have some 
off-board brains capable of handling the supplying of power 
to these devices. 

One of the most popular candidates for this task is the 
Arduino. Luckily, the Arduino is designed to connect to the 
serial port of your computer, so you can simply use pySerial 
to talk to it. You can send commands to code that you have 

USE ARDUINO FOR LOWER-LEVEL WORK
THE MAIN EDITOR
You have access to a large number of libraries, 
and support for a large number of versions of the 
Arduino boards. The code is essentially C, so Python 
programmers shouldn’t be too far out of their depth.

OUTPUT WINDOW
This pane contains output from various tasks. This 
might be compiling the source code, or uploading it to 
the Arduino board being used in your project.

THE STATUS BAR
The status bar reminds you which type of board you 
are currently programming for, as well as which port 
the Arduino IDE thinks it is on. Always verify this before 
trying to upload your control program to the board 
in question.

For robotics work, you 
may need to run some 
code truly in parallel, on 
multiple CPUs. Python 
currently has the GIL 
(Global Interpreter Lock), 
which means that there is 
a fundamental bottleneck 
built into the interpreter. 
One way around this is 
to actually run multiple 
Python interpreters, 
one for each thread of 
execution. The other 
option is to move from 
CPython to either Jython 
or IronPython, as neither 
has a GIL.

Bypassing 
the GIL

written and uploaded to the Arduino to handle the actual 
manipulations of the various actuators. The Arduino can talk 
back, however. This means that you can read feedback data 
to see what effect your movements have had. Did you end 
up turning your wheels as far as you wanted to? This means 
that you could also use the Arduino as an interface between 
your sensors and the computer, thus simplifying your Python 
code even more. There are loads of add-on modules available, 
too, which might be able to provide the sensing capabilities 
you need right out of the box. There are also several models 
of Arduino, so you may be able to fi nd a specialised one that 
best fi ts your requirements.

Now that you have all of this data coming in and the ability 
to act it out in the real world, the last step is giving your robot 
some brains. This is where the state of the art does not live 
up to the fantasy of R2-D2 or C-3PO. Most of your actual 
innovative coding work will likely take place in this section of 
the robot. The general term for this is artifi cial intelligence. 
There are several projects currently underway that you 
could use as a starting point to giving your robot some real 
reasoning capability, like SimpleAI or PyBrain.
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Illusion To create a steady image, 
Evan and Kyle need to spin their 60-
LED arc at 500 rpm. At this rate, there is 
no horizontal drift in the image.

LEDs  The DotStar APA102 LEDs 
update quickly as you can send data at 
any rate, which is then handled by the 
embedded LED microprocessors.

FPGA  While the Pi is used to drive 
the data feeding the LED strip, a 
Cyclone IV FPGA is used to regulate the 
DC motor so that it spins consistently.

Frame A six-wire slip ring connects 
the frame to the power, clock and data 
wires of the spinning LED strip, which is 
mounted with 3D-printed couplings.

Components list
■  Raspberry Pi 2 Model B
■  µMudd FPGA board
■  Adafruit Perma-Proto 

1/2-sized breadboard
■  Adafruit 0.5m DotStar LED 

strip
■  Pololu 9:7:1 Gearmotor
■  Miniature slip ring
■  D44VH10 power transistor
■  Salvaged computer PSU
■  74AHCT125 Quad level-

shifter

Left Turning the house lights on dispels the sci-fi  
illusion and reveals a perfectly ordinary motor-
driven LED strip, curved in a perfect arc

Below It’s diffi cult to capture video of this, but 
the sine wave photographed here is actually 
animated to oscillate along the circumference of 
the Pixel Globe
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Pixel Globe
Evan Kahn and Kyle Lund harness the 
persistence of vision phenomenon to 
create a futuristic hologram-like display

What is the persistence of vision 
phenomenon?
Evan Kahn: When something moves, 

your eye can’t immediately update the 
things that it sees, so if something’s 
moving really fast then you see a 
kind of blur, you see something in 
multiple positions at the same time. 
You can take advantage of that by just 
moving something really fast and then 
changing the way that it looks at every 
time interval. 

That’s sort of how a CRT display 
works. This is the same except it’s 
mechanically moving fast, and we 
update the lights – it’s a plastic ring with 
LEDs around the outside, and it rotates 
at 500 rpm, which is 8.3 times per 
second, which means that if we want 
150 pixels around the sphere, which is 
what we found looks good, we need to 
change what the lights are displaying 
once every 0.6 ms.

How does the Pixel Globe work?
Kyle Lund: We have one section of the 
project that’s dedicated to just spinning 
the motor and the LED setup, so that’s 
run with an FPGA, and that’s running just 
a control loop to keep it at a really stable 
speed. Then we have the Raspberry 
Pi, which is actually controlling the 
LEDs, so it just assumes that the ring is 
spinning at 500 rpm and updates pixel 
values to the whole array, so you get that 
stationary image all the way around.

How does the FPGA system work?
KL: The motor control module is all 
written in SystemVerilog on an FPGA. 
We have a digital encoder on the motor, 
and so that outputs a square wave. The 
frequency of that square wave is related 
to the speed of the motor, so I read 
that in on the FPGA and I get a period 
reading, and then I pump that through 
a PI [proportional-integral] control 
loop that’s set at the target speed of 
500 rpm. 

Then that gets put out through 
another module that converts an input 
to a PWM signal, and then that PWM 

signal is sent back to the motor to keep 
it running at 500 rpm. The FPGA is a 
Field Programmable Gate Array – it’s a 
programmable digital logic board. You 
can put AND gates, OR gates, that kind 
of logic onto that board, so everything 
on that board is built from basically 
the logic gate level, with a little bit of 
extra abstraction.
EK: That’s how SystemVerilog works 
– you write what looks like C and then 
it basically turns your C into LEGO 
building blocks of logic gates, which 
it arranges into the correct patterns. 
It breaks your C down into logic-level 
arguments that can be converted into 
actual hardware, and then in the FPGA 
chip itself the logic gates are rewired 
to plug into each other. You can get 
arbitrarily complicated – Kyle used it to 
build a motor control. People prototype 
computer processors on these things.

What exactly is the Pi handling?
EK: I pass in a .led fi le to this 
program, and the .led fi le is basically a 
3D array – you have a 3D array of pixel 
colour values in rows of columns, like a 

grid, and the grid is the pixels that you 
see on the globe in this 2D array, and 
then you have multiple of those to make 
a 3D array – and that’s how you can 
make animations. 

What the Pi does is it reads that 
into memory. The LEDs are one long 
strip, right? And the strip is the vertical 
column of the globe. So the Raspberry 
Pi writes out to each vertical column 
every 0.6 ms, it changes the colour 
values every time. And if you have an 
animation keyed in, every time the globe 
completes one revolution it goes to the 
next frame and then it writes the next 
frame of animation. 

How do you create the images that are 
displayed on the globe?
EK: There are two ways to do it: the fi rst 
way is with the ncurses application, the 
second way is with a Python script we 
hacked together during class the day 
that we were supposed to present this. 
In hindsight, the second way would 
have been better to start with, but the 
ncurses application was fun. 

You tell it how big your image is 
going to be; the images all have to 
be 60 pixels tall, because that’s how 
many LEDs are physically in the strip, 
but you can set it to as many wide as 
you want – we haven’t really tested 
how wide your images can be because 
we found a value that, when you run 
it at 500 rpm, makes the pixels look 
roughly like they’re the same width and 
height. When you type in the size of the 
structure that you want, it encodes 
that into the header of the fi le and then 
allocates memory for that, and when 
you read the .led fi le, it grabs the header 
and it fi gures out how much memory 
it needs to allocate for the frame 
data itself.

The second method is the same 
fi le format but… I mean, you can write 
only 20 lines of Python code – and 
this is insane to me, because it took 
us the week over Thanksgiving break 
writing C to do this, and then we wrote 
20 lines of Python code that did the 
same thing. You can put together a 
.png fi le and the script will write the 
header for you, and then fi gure out the 
frame width and frame height, write all 
the pixel values – it handles everything 
all automatically. For editing things 
by hand and also doing animations, 
though, the ncurses application still 
works best.  

Like it?
Interested in 
building your 
own Pixel Globe? 
Evan and Kyle 
use Adafruit’s 
DotStar LEDs: bit.
ly/1RkdeEm. Their 
project code can all 
be found on their 
GitHub page: bit.
ly/1P7ZEgL. As for 
the FPGA, check out 
the MuddPi Mark IV 
Board schematics 
at bit.ly/1KbABrY

Further 
reading
There are some 
great build notes 
for this project 
over at Hackaday: 
bit.ly/1Ogj9Xn

My Pi project

It’s a plastic ring with LEDs around 
the outside, and it rotates at 500 
rpm, 8.3 times per second

Evan Kahn is an 
engineering student 
at Harvey Mudd 
College interested in 
music, activism, and 
human-computer 
interaction. Find 
him at wormyrocks.
github.io

Kyle Lund is 
a robotics major 
at Harvey Mudd 
College, class of 
2017. He’s from 
Boulder, Colorado, 
and spends his free 
time running, skiing 
and playing piano
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Monitoring audio
Since a Raspberry Pi is so compact, it can be used to power 
monitoring hardware. Learn how to use it for audio tasks

 With such a small physical 
footprint and a low power 
requirement, the Raspberry 

Pi is a perfect platform that you can use 
to build your own scientific equipment. 
We will look at how you might be able 
to use your Pi to monitor and analyse 
sounds in your environment. This is useful 
if you are listening for particular sounds. 
You need a Raspberry Pi, some kind of 
USB microphone, and some kind of USB 
wireless connection if you want to check 
on the monitoring process remotely. The 
specifics of the hardware are up to you, but 
you should be able to use almost anything 
that is available to you. This article will 

focus on the Python code that you will 
need in order to record this audio and do 
some processing on it. Let’s assume that 
you are using a Debian-based distribution 
on your Raspberry Pi, such as Raspbian, 
for the installation instructions below.

The first step is to make your 
microphone available to Python. PortAudio 
is a cross-platform library that can handle 
playing and recording audio on many 
different machines. PyAudio is the Python 
module that provides a wrapper around 
the PortAudio library. Luckily, both are 
available in the Raspbian package library. 
You can install them with the command

  sudo apt-get install python-
pyaudio

The module you need to import is called 
‘pyaudio’. The module consists of two key 
objects, PyAudio and Stream. PyAudio is 
the object that initialises the PortAudio 
library and allows you to start interacting 
with the audio devices on your Raspberry 
Pi. The boilerplate code to start your 
program would look like this:

import pyaudio
p = pyaudio.PyAudio()

Now that you have an instantiated PyAudio 
object, you can open your audio device and 
start recording from it. There are several 
parameters to the open function that 
control recording options like the sampling 
rate, the number of channels, the audio 
format, and the size of a temporary buffer. 
Since you will likely need these values 
in the processing step of your program, 
you will want to store them in meaningful 
variables. For example:

CHUNK = 1024
FORMAT = pyaudio.paInt16
CHANNELS = 2
RATE = 44100

The open function would look like this:

stream = p.open(format=FORMAT,
        channels=CHANNELS,
        rate=RATE, input=True,
        frames_per_buffer=CHUNK)

By default, this function call will try and 
open the default audio device. If you only 
have one plugged in, it should do the as you 
expect and open that particular device. 
But, what do you do if there are more than 
one microphone plugged in? You need to 
add an extra parameter, named ‘input_
device_index’, that selects the device of 
interest. Unfortunately, the device index 
that PyAudio uses is kind of arbitrary. You 
can use the following code to get a list of 
the devices and their related indices:

for i in range(p.get_device_
count()):
   dev = p.get_device_info_by_
index(i)
   print((i,dev[‘name’],dev[‘max
 InputChannels’]))

From this output, you can find out what 
index value you should use in the open 
function call.

Joey Bernard 
is a true renaissance 
man, splitting his time 
between building 
furniture, helping 
researchers with 
scientific computing 
problems and 
writing Android apps 

It’s the official 
language of the 
Raspberry Pi. 
Read the docs at  
python.org/doc

Why 
Python?

Python column

With an open stream connected to a 
microphone, you can start to read data. 
Since you defined the temporary buffer to 
be of size ‘CHUNK’, you use the same value 
in the read function from the stream. A 
convenient way to store this incoming data 
is to append them to a list. An example loop 
that you might want to use would look like:

frames = []
for i in range(0, END_TIME):
   data = stream.read(CHUNK)
   frames.append(data)

The recorded audio now exists in the 
frames list, ready to be processed. If you 
need to keep copies of this data, you can 
dump it into wave files. The wave Python 
module lets you work with files in WAV 
format. You can write out the data with :

import wave
wf = wave.open(WAVE_OUTPUT_
  FILENAME, ‘wb’)
wf.setnchannels(CHANNELS)
wf.setsampwidth(p.get_sample_
  size(FORMAT))
wf.setframerate(RATE)
wf.writeframes(b‘’.join(frames))
wf.close()

… where the filename you want to use is 
stored in the variable WAVE_OUTPUT_
FILENAME. When the audio recording 
portion of your program is done, you need 
to clean up after yourself. You need to stop 
and shut down the stream first, then close 
down the audio device you were using. This 
can be done with:

stream.stop_stream()
stream.close()
p.close()

Once you have real data coming in, how 
do you process it? The easiest thing to do 
is to simply plot it as a time series of the 
amplitude of the sound in the environment. 
The matplotlib module is the go-to Python 
package to handle plotting and graphing 
of all kinds. It is a rather large module, and 
you will need to import whichever sub-
module you need for the type of plotting 

You can identify sources 
based on their frequencies
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Python column

The whole point of using a Raspberry Pi and building 
your own environmental monitor is to have something 
that can operate independently and away from 
any available amenities. This is fi ne if you are only 
interested in recording and storing the data that you 
are collecting to look at it later in an offl ine fashion. But 
what if you want to check in on your monitor and see 
what it is actually measuring? In this case, you should 
be able to connect some type of USB device that allows 
it to connect to the internet. This could be as simple as 
a Wi-Fi dongle, if you have a Wi-Fi network nearby, or 
something that operates over the cellular networks for 
more remote access. Once you have your Raspberry 
Pi connected to the internet, you can use IPython to 
provide a read-out of the monitor’s activity. You will 
want to install:

  sudo apt-get install ipython-notebook

This gets the notebook portion of IPython. You can start 
up the notebook with the command:

  ipython notebook --ip=* --no-browser

This will then tell IPython to accept connections from 
anyone, and to not open a browser on the Raspberry Pi. 
IPython dumps information on the console where it got 
started, so you probably want to run it under tmux or 
screen. This way, IPython can continue to print output 
to the console while you are disconnected. If you are 
going to run any of the examples in the main article, 
then you probably will want to add the option ‘--pylab’ 
to the ipython command. This tells IPython to pre-load 
the matplotlib and numpy modules.

You can then connect to the IPython instance 
by opening the URL http://my.rpi.ip:8888 in a web 
browser on your local machine, where ‘my.rpi.ip’ is the 
IP address for your Raspberry Pi. If you have a working 
script, you can create a new notebook and import the 
code from it into the new notebook. Once it is running 
as required, you can disconnect and reconnect again 
and check in on the progress. There are also modules 
available that will help you to turn your IPython 
notebook into a proper dashboard. This way you can 
create a fully-featured monitoring application on your 
Raspberry Pi.

Remote 
monitor access

you want to do. For most standard plots, 
you should be fine importing the following:

import matplotlib.pyplot as plt

You can then use ‘plt’ as the prefix for all of 
the plotting functions. If you just want to 
create a scatter plot where the ‘x’ values 
are the index of the data list, you can use:

plt.plot(DATA)
plt.show()

Here, the variable DATA has all of the sound 
information that you are interested in. 
This may be the data collected from one 
sampling, or a combination of many scans.

While the amplitude is one interesting 
quality of sound, a lot of information is 
lost when only looking at these values. 
Something that is usually of much more 
interest is the frequencies that exist 
in the sound sample. While amplitude 
can change quite dramatically from one 
scan to another, the frequencies being 
generated by whoever or whatever is 
making the sound changes very little.

So you can, theoretically, identify 
sources based on the spectrum of 
frequencies you measure. Mathematically, 
you can use the Fast Fourier Transform 
(FFT) to extract the frequencies that go 
into generating the sound you recorded. 
In Python, there are basic FFT functions in 
the numpy module, and more complicated 
sine and cosine transforms in the scipy 
module. Both of these modules are huge; 
you can import the sections you need with:

import numpy.fft as npfft

… or…

import scipy.fftpack as spfft

You can plot these frequency spectra with:

import numpy as np
import matplotlib plt
import scipy.fftpack as spfft
yf = spfft.fft(DATA)
plt.plot(yf)
plt.show()

Here, the variable DATA contains 
whatever number of samples you are 
processing this run. This will display 
what the major frequencies are in your 
recorded sound. Once you have this 
data generated, you can start to make 
comparisons with known sound sources 
and potentially make identifi cations 
within the specifi c environment that you 
are monitoring.

Since all of the calls we have used 
above are blocking, we run the risk of 
getting stuck in one portion or another. 
To try and alleviate possible issues, you 
may want to look at using threads. While 
we are still stuck working with the GIL, it 
may still allow you to do more intensive 
processing while you are waiting for the 
next batch of sound data to come in. You 
can create a new thread with this code:

import thread
thread.start_new_thread(my_func, 
(arg1, arg2, arg3, )

Here the function ‘my_func’ either 
handles the sound recording, or the data 
processing functionality. Since you are 
going to want to pass data in and out of 
these functions, an easy way to handle 
this is with a queue object. Setting one up 
is as simple as:

import Queue
queue1 = Queue.Queue(SIZE)

This will then create a queue that can 
hold SIZE elements in it. If you hand 
this in as one of the parameters to your 
thread functions, you can use it to pass 
data back and forth. You just need to also 
create and use locks to control access 
to the queue to be sure only one thread 
is accessing it at a time. Locks can be 
created with this function call:

lock1 = thread.allocate_lock()

You can then use the lock methods 
‘acquire()’ and ‘release()’ to manage 
access to the queue. You should be ready 
to build your own monitoring hardware for 
all sorts of applications.  
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Get to grips with your Raspberry Pi Zero, either as a 
headless device or for use with a screen and keyboard

Set up your Pi Zero
So you’ve picked up one of the tiny yet powerful Zeros, but 
before the coding fun can begin, you need to get more familiar 
with it. Don’t worry; we’ll walk you through the Raspberry Pi Zero, 
the required cables, how to prepare a NOOBS SD card, and how 
to solder the GPIO header onto the Pi. Once the Pi is working and 
booted we’ll show you how to get it working on Wi-Fi through the 
Raspbian user interface. You’ll need a USB hub for this, or even 
just to use a keyboard and mouse together. We’ll also show you 
how to prepare a Raspbian SD card for headless use (either VNC 
or SSH) with only a Wi-Fi adapter or USB-to-Ethernet adaptor.

01 Raspberry Pi Zero Cable Overview
The Raspberry Pi Zero is very small, and as such cannot 

fi t normal-sized USB and HDMI connectors on. To use it, you 
therefore need adaptors that break out microUSB into full-
size USB and mini HDMI to full-size HDMI. You also need 
to be very careful when connecting the microUSB cables 
as the microUSB power cable will fi t into the connector 
meant for USB data. It‘s easy to tell them apart 
though, as they’re labelled, and the USB 
data connector is in between the HDMI 
and power connectors.

Tutorial

Liam Fraser
is the creator of the 
RaspberryPiTutorials 
YouTube series and 
volunteers as a Linux 
server administrator 
for the Raspberry 
Pi Foundation. He is 
studying Computer 
Science at the 
University of York.

What you’ll need
■ Raspberry Pi Zero
■ microUSB power supply
■ Soldering iron and solder
■ Pi Zero adaptor bundle
■ Monitor, mouse and 

keyboard (optional)
■ USB Wi-Fi or USB Ethernet 

adaptor (optional)
■ USB hub (optional)
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02 GPIO headers
Soldering your brand new Raspberry Pi Zero might seem 

like a scary prospect at fi rst, but it’s not that diffi cult! What is 
diffi cult, however, is snapping off the correct number of GPIO 
header pins (40), as the kit supplies more than 40. It’s also well 
worth noting at this point that it doesn’t matter too much if you 
mess up and end up missing a couple of the bottom pins!

03 Soldering kits
Soldering irons are very cheap these days. If you are 

going to be doing a lot of soldering then it’s probably worth 
getting a temperature-controlled one where you can change 
the tip. However, the kit we used with a soldering iron, stand, 
solder sucker and some lead-free solder was £8 on Amazon. 
We managed to solder the GPIO pins using this kit no problem.

05 Solder the GPIO headers
Here comes the bit you might have been dreading, 

but don’t worry! Make sure you have wet the sponge in the 
soldering iron holder, as you will need to wipe the iron on the 
sponge to keep the tip clean. If this is the fi rst time your iron 
has been used, the heating element will probably give off a 
lot of smoke for the fi rst few minutes, so don’t worry if that 
happens. Still, be mindful of your safety and make sure that 
you are soldering in a well-ventilated area – try not to breathe 
in any fumes.

Once the iron is hot, apply some solder to the tip and wipe 
any excess solder on the sponge. Then start to solder the 
pins. For each pin, touch the tip of the iron on the bottom of 
the GPIO header and the metal contact on the Pi, then apply a 
very small amount of solder. Once the solder has fl owed onto 
the pin and the metal contact, then you can remove the iron. 
If there is too much solder then you can reheat the solder and 
use the solder sucker to remove it.

Take breaks when soldering the GPIO headers for a couple 
of reasons: 1) you don’t want to overheat any components on 
the Pi, and 2) you can melt the plastic of the GPIO headers and 
that will allow the pin to fall through. Keep wiping the tip of the 
iron on the sponge to keep it clean throughout the soldering 
process. Make sure you unplug the iron and put it somewhere 
safe to cool down when you are fi nished.

04 Holding the GPIO headers in place
Before you can solder the GPIO headers, you need to 

be able to hold them in place. We recommend putting some 
blu-tack on either side of the pins for this. This also has the 
advantage that you can fl ip the Pi over and then use the blu-
tack to keep it in place on a table while you are soldering. The 
blu-tack should just easily peel off once you are done.

If soldering the GPIO 
headers went well 
for you, you could 
take it to the next 
level and attempt to 
solder the internals 
of a USB Wi-Fi 
adapter straight 
onto the Pi Zero. This 
is useful if you really 
need to save space 
and are using the Pi 
Zero as an Internet 
of Things device. 
See hackaday.
com/2015/11/28/
first-raspberry-pi-
zero-hack-piggy-
back-wifi for more 
details on this.

Add Wi-Fi 
capability

If you are going to be doing 
a lot of soldering then it’s 
probably worth getting a 
temperature-controlled 
soldering iron

Left Once you’ve soldered the header into 
place, your Pi Zero should resemble any 

other Raspberry Pi

Zero setup
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The Pi Zero’s small 
size means that you 
can fi t it inside some 
gaming controllers. 
In fact, we know for 
sure that It fi ts inside 
the original Xbox 
controller because 
we’ve tracked down 
someone who has 
done it! Next issue 
we’ll be running their 
full write-up of the 
Xbox Zero project, 
so keep an eye out 
for that in LU&D 
163, and make sure 
you’ve got an old 
gamepad kicking 
around that you 
don’t mind taking 
apart for this!

Retro 
gaming

GPIO Once you’ve soldered on a 
2x20 male header, your GPIOs will 
work as usual. To the right, you can 
see the four unpopulated pins for 
video output and a reset switch

Data  The power port, on the right, 
is micro-USB as usual. The data port 

beside it is now micro-USB as well, 
so you will likely need a micro-USB-

to-USB adaptor

Video You’ll need a mini-HDMI-
to-HDMI adaptor to use this audio/
video port, although you can also 
use the RCA composite video output 
via the unpopulated pin

06 Prepare NOOBS SD Card
See www.raspberrypi.org/help/noobs-setup for more 

details. NOOBS requires an SD card formatted as FAT32. You 
then need to download the latest NOOBS image from https://
downloads.raspberrypi.org/NOOBS_latest and then unzip it to 
the SD card. On Linux, the steps are as follows:

  sudo parted /dev/mmcblk0
  (parted) mktable msdos 
  (parted) mkpart primary fat32 0% 100% 
  (parted) quit 
  sudo mkfs.vfat /dev/mmcblk0p1
  cd /mnt
  sudo mkdir pi
  sudo mount /dev/mmcblk0p1 pi
  cd pi
  sudo unzip ~/Downloads/NOOBS_v1_5_0.zip
  sync
  cd ..
  sudo umount pi

07 Boot NOOBS and install Raspbian
Connect your Pi Zero up as shown in the fi rst step. The 

minimum you need connected for a NOOBS install is a monitor 
and a keyboard. However, a mouse and either an Ethernet 
adaptor or Wi-Fi adaptor are also very useful. Press Enter to 
select Raspbian and then press I to install. Then press Enter to 
agree. Once it is fi nished it will say ‘OS installed successfully’. 
Press OK and your Pi will reboot into Raspbian. Alternatively, 
if you don’t want to use NOOBS, you can fl ash Raspbian to an 
SD card in the usual manner. Raspbian will boot into a desktop 
environment by default.

08 Confi gure Wi-Fi
If you are using a USB-to-Ethernet adaptor then the Pi 

should already be connected to the internet. If you are using a 

Wi-Fi adapter then you will need to confi gure it to connect to your 
wireless network. We are using an Edimax EW-7811UN, which 
works perfectly with the Pi out of the box. Once at the Raspbian 
desktop, you can click on the network icon in order to see the 
available wireless networks. Once you click on one it will ask you 
for the password. After that it should be associated; you can 
hover your mouse over the icon and see the networks that you 
are connected to.

09 Confi gure Wi-Fi from another machine
If you want to use the Pi Zero as a headless device with 

Wi-Fi then you can prepare an SD card using another Linux 
machine that will already be confi gured to connect to the correct 
Wi-Fi network. You have to mount the SD card and edit /etc/wpa_
supplicant/wpa_supplicant.conf, which is the same fi le that is 
confi gured by the Raspbian user interface from the previous 
step. Insert the SD card into your Linux machine and work out 
what the device is called.

  dmesg | tail -n 3
  [320516.612984] mmc0: new high speed SDHC card at 
address 0001

  [320516.613437] mmcblk0: mmc0:0001 SD8GB 7.35 GiB 

So the device is /dev/mmcblk0 – now we need to work out which 
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Left The Zero may 
be tiny but it is 
just as good for 
programming

partition number the root partition is (this will be different on a 
Raspbian image; we are using a NOOBS image here).

  sudo parted /dev/mmcblk0 print

This will give you a list of the partitions. The largest partition 
will be the root partition. In this case it’s partition 7, so the root 
fi lesystem is at /dev/mmcblk0p7. To mount the SD card and edit 
the wpa_supplicant.conf fi le, do the following.

  cd /mnt
  sudo mkdir pi
  sudo mount /dev/mmcblk0p7 pi/
  cd pi/
  sudo nano etc/wpa_supplicant/wpa_supplicant.conf

Then fi ll in your Wi-Fi details:

  network={
   ssid=“your_wifi_network”
   psk=“your_wifi_password”
   key_mgmt=WPA-PSK
  }

Then fi nally:

  cd ..
  sudo umount pi/

10 Remotely access your Pi
You can use nmap to scan the local network to fi nd 

a Raspberry Pi. You need to know the address range of your 
local network (common networks are 192.168.1.0/24, and 
192.168.2.0/24). You can fi nd it with the ip addr command. nmap 
-p22 -sV 192.168.157.0/24 will scan for a list of devices with SSH 
open. Example output:

  Nmap scan report for 192.168.157.29
  Host is up (0.070s latency).
  PORT   STATE SERVICE VERSION
  22/tcp open  ssh     (protocol 2.0)

Then you can SSH in with:

  ssh  pi@192.168.157.29

The password is ‘raspberry’. If you are using the Pi headless, 
you’ll want to disable the user interface that is started on boot 
by default:

  sudo systemctl set-default multi-user.target

11 Set up a VNC server
VNC stands for Virtual Network Computing. Using VNC 

you can access the Raspbian desktop over the network (meaning 
you only need power and Ethernet/Wi-Fi connected). There is 
no audio support, but for any other tasks (including the use of 
pygame) VNC should provide acceptable performance. You can 
install a VNC server with the following commands:

  sudo apt-get update
  sudo apt-get install tightvncserver

There are several free VNC clients available so a search engine 
will help you fi nd a suitable one. To start a VNC session on 
your Pi, log in over SSH and then run tightvncserver. You will 
be prompted to enter a password the fi rst time you run it. You 
can specify a screen resolution with the -geometry option: 
for example, -geometry 1024x768. You can kill an existing vnc 
session with tightvncserver -kill :1, where 1 is the session 
number. To connect to that session on a Linux machine, 
you could use the command: vncviewer 192.168.157.29:1, 
substituting for the IP address of your Raspberry Pi.  

Zero setup

072-075_LUD162.indd   75 27/01/2016   15:39



76

Harness the Twitter API to trigger displays in an LED-
laden piece of clothing when set tweets are received

Make an interactive, 
Zero-powered wearable

Wearable tech is an ever-growing industry, bursting with 
smart watches, fitness gadgets and pulse-rate necklaces. 
For many, this technology is nothing new; enthusiasts have long 
created their own wearable versions. Clothes that light up on 
contact, masks that change voices and weapons that glow! In 
this tutorial you will use your old Christmas LED lights, Python 
and the Pi Zero to modify a hat that lights up when you receive a 
specifi c tweet from your timeline. The Pi Zero is the perfect size 
and can be embedded into the clothing. You can customise the 
project for your own wearable tech, perhaps shoes that light up 
or a pair of gloves or a jumper that responds to the weather.  

01 Sign up for Twitter API keys
To interact with Twitter, you fi rst require consumer and 

authorisation keys which are available from the Twitter API site. 
If you already have these, you can jump to Step 04, but if not we’ll 
take you through it all here. Head over to https://apps.twitter.
com sign in with your regular Twitter username and password. 
Select the ‘create a new app’ button. Fill in the details for your 

app as required, then tick and confi rm that you accept the 
terms and conditions. 

Tutorial

Dan Aldred
is a Raspberry Pi 
Certifi ed Educator 
and a Lead School 
teacher for CAS. 
He recently led a 
winning team of the 
Astro Pi secondary 
school contest

What you’ll need
■ Pi Zero
■ USB portable power supply
■ USB Wi-Fi dongle
■ Micro USB convertor
■ Hat or other clothing of 

your choice
■ Old LED Christmas lights

Left  You can adapt 
this setup to any kind 
of clothing, which is 
awesome for cosplay

Full code
FileSilo.co.uk
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02 Permission settings 
On completion of this, you will be taken to the app 

overview page. Here you need to select the ‘Access Level 
Permission’ for your app. (This may require you to register a 
mobile phone number, which is completed in your regular Twitter 
account settings page.) There are three permission settings:

Read:  This reads tweets from your timeline.
Read and write:  This enables you to read tweets and write/send 

tweets back to your timeline.
Read, write, direct:  This permission setting permits you to send 

and access your direct messages from your timeline.

For these sorts of projects, you will need to set the permission to 
‘Read and write’.

03 API keys
Now set up your ‘keys’. These are the codes that are 

used to access your Twitter account via Python. Click the 
‘Keys and access token’ page. You will be presented with your 
consumer key and consumer secret. Copy these down as they 
are required in step seven.

At the bottom of the page is the ‘access tokens’ that are 
generated. Simply press the button and this will generate them. 
Again, note these down for use in Step 07. Each time you press 
the button, a new set of keys will be created; this is useful if they 
become compromised. 

05 SSH into the Pi Zero
Now the Wi-Fi is operational, download and install 

an SSH client such as Putty onto your laptop. Run Putty, enter 
the IP address of your Pi Zero (usually you can use the default 
name raspberrypi). Enter your user name and password when 
prompted and you will be presented with the terminal window. 
This can be used to write code, run code and set up the project.

04 Set up the Wi-Fi
The Pi Zero is the perfect size for embedding into 

projects and hacks. When using it within clothing it is unlikely 
that you will have a display or screen. A simple method to access 
your Pi is via SSH (secure shell) – this requires Wi-Fi access. An 
easy way to set this up is to hook up the Pi Zero to a monitor, boot 
it up, select the Wi-Fi icon in the top-right corner and enter in 
your pre-shared WEP key. Save the settings and each time your 
Pi Zero starts up, it will attempt to connect to this Network. 

The Pi Zero can be 
tethered to a mobile 
phone to ensure 
that the Hat is 
mobile-interactive 
when out and 
about. To maintain 
the connection, 
it is advisable to 
disable the Wi-Fi 
management.

To set this up type: 
sudo nano /etc/
network/interfaces 
Then add the line: 
wireless-power off

Save the fi le and 
reboot the Pi.

Tethering 
the Zero

Left  We’ll need 
to register our 
application with 
Twitter in order to 
use it in our hat

06 Install Tweepy
You have now registered your Twitter app, acquired the 

consumer keys and tokens, and have access to your Pi. The next 
step is to download Tweepy, the Python Twitter API.  In the LX 
Terminal type:

  sudo apt-get install python-setuptools 
  sudo easy_install tweepy

… or…

  sudo pip install tweepy

Reboot your Pi Zero typing, sudo reboot. You will then need to 
SSH in again. You can now use Python code to interact with your 
Twitter feed.

Zero wearable
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10 Add the modules 
Now you have both Twitter and your LEDs ready to go, 

return back to the Twitter test program you created in Step 07. 
At the top of the program, import the required modules to enable 
the Python program to interact with Twitter and control the LEDs 
(lines 3 to 6).

The final line adds a 15-second delay to the start of the 
program. This is to ensure that the Pi Zero has sufficient time 
to connect to the Wi-Fi before it attempts to connect to Twitter, 
otherwise you can receive an authorisation error.  

import os
import time;
import sys, subprocess, urllib, time, tweepy
import RPi.GPIO as GPIO

time.sleep(15)

11 Check for a key word
To ensure that a user actually meant to turn on the 

LEDs, the program looks for an exact tweet. For example,  
@ada_lovelace ON. In your program, add the line tweet_to_
check.find(“@Your_Twitter_ID ON”) (line 31) which will return 
the numerical position of the phrase. This will always be zero as 
the phrase starts from position zero. If the value is not zero then 
the exact phrase has not been sent. A simple if statement can 
be used to respond to the value (line 34):

does_the_tweet_contain_key_word = tweet_to_check.
find(“@Test_User ON”)

You can set up the 
Wi-Fi connection via 
the SD card before 
you boot up your Pi. 
This involves a few 
more steps than the 
GUI interface but 
will give you some 
understand of the 
different elements 
of information 
required to connect 
to the Wi-Fi. Check 
out this forum guide 
from the Raspberry 
Pi website: 
https://www.
raspberrypi.org/
forums/viewtopic.
php?f=26&t=34127.

Add Wi-Fi 
without a 
display

12 Get user name
Once the program has checked that a Twitter user 

has tweeted the ‘phrase’, the next stage is to retrieve the 
user’s Twitter ID (line 38). This enables you to message them a 
templated confirmation that they have triggered the LEDs. Use 
the line user = str(tweet.user.screen_name) to add the ID to a 
variable called user.  

08 Prepare the LEDs
There are two ways to power the LEDs depending on the 

item of clothing you are modifying. For example, if using a hat, 
you may want to avoid a battery pack as it will add extra weight. 
Take one of the wires and cut it in half between the LED and the 
battery pack. Solder to each end a male-to-female jumper wire. 

09 Test the LEDs
Next, check that the LED and wiring are working by 

using the simple test program below. Create a new Python file 
(sudo nano led_test.py) and add the code below. Save the file 
and type sudo python led_test.py to test the LEDs. They will 
turn on for ten seconds and then off again. Replace the GPIO pin 
numbers below with the ones you are using:

import RPi.GPIO as GPIO
import time
GPIO.setmode(GPIO.BCM)
GPIO.setup(9, GPIO.OUT)
   
###Turn the lights on   
GPIO.output(9, GPIO.LOW)
time.sleep(10)
###Turn them off
GPIO.setup(9, GPIO.HIGH)

07 Connect to Twitter
To stream your tweets, you need to authorise a 

connection using your consumer keys and the access token 
that you set up in Step 03. Create a new Python file – this can 
be completed at the command line by typing sudo nano name_
of_file.py. Add the lines of code below, which will stream tweets 
down to your Pi Zero. Line nine listens for tweets to your timeline 
and then tweet_to_check = tweet.text grabs each tweet. Use 
print tweet_to_check to print the tweet. Save the file using 
Control + X, then to run the program type sudo python name_
of_file.py. Test that it is working before moving onto Step 08. The 
program will stream each of the tweets in your timeline and print 
them out. 

import sys, subprocess, urllib, time, tweepy

consumer_key= ‘xxxxxxxxxxxxx’
consumer_secret= ‘xxxxxxxxxxxxxxxx’

access_token= ‘xxxxxxxxxxxxxx’
access_token_secret= ‘xxxxxxxxxxxxxxxx’

auth = tweepy.OAuthHandler(consumer_key, consumer_secret)
auth.set_access_token(access_token, access_token_secret)

api = tweepy.API(auth)

class Hat_Lights(tweepy.StreamListener):
  def on_status(self, tweet):
    
    tweet_to_check = tweet.text ##gets the tweet
    print tweet_to_check
    
stream = tweepy.Stream(auth, Hat_Lights())      
      
while True:
  stream.userstream() 

The Pi Zero can provide 3.3V or 5V – attach one of the wires to 
provide power to the LEDs via, for example, GPIO pin 2, 4 or 9, and 
then the other wire to another pin, such as pin 11. Or use a non-
power pin and a ground pin, with the power for the LEDs being 
provided by the batteries. It is not advisable to use both as this 
will quickly burn out the LEDs.

Below  Here’s the 
simple Fritzing 
diagram for the  
hat connections
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15 Combine the parts of the message
Combine the two parts from the previous steps to create 

your final message, which is stored in a variable called final_
tweet using this code: final_tweet = “@%s” %(user), message 
(line 42).

The “@%s” %(user) adds the user’s Twitter ID to the message, 
which ensures that your tweet will appear in their timeline. 
Finally, send your tweet using the update code:

api.update_with_media(pic, final_tweet)

16 Turn the lights on
This is same section of the code used in Step 09, which 

switches the GPIO pin to low, creating a circuit and allowing the 
current to flow through. This turns on the LED lights. Add a time 
delay (line 46), so that they stay on for a short period of time 
before breaking the circuit and then go off again: GPIO.setup(9, 
GPIO.HIGH) (line 48).

###Turn the lights on
GPIO.output(9, GPIO.LOW)
time.sleep(10)
###Turn them off
GPIO.setup(9, GPIO.HIGH)

17 Automatically start the program
Since the program is running on a Pi Zero and embedded 

into the hat, it needs to start automatically when the power is 
turned on. To enable the program to run at startup, type this 
into the LX Terminal: sudo nano /etc/rc.local. At the bottom of 
the file, add the file path of the program – for example, python  
/home/pi/LED_Hat.py &. Don’t forget the & symbol at the end! 
Reboot the Pi Zero and the program will start automatically. Pop 
your hat on and get your followers to tweet at you!  

14 Add a picture and message to the tweet 
This step combines your reply, a picture and the ‘time’ 

from the previous step to create a final message which is sent to 
the Twitter user who triggered your lights.

Create a new variable called message and add the text and 
the time: message = “You turned on the Hat!”, time_sent (line 
40). Locate a suitable picture that you wish to send and also store 
this as a variable: pic = ‘/home/pi/lights.jpg’ (line 37).

13 Find the time
If you send the same tweet multiple times, Twitter 

assumes that you are a spam bot and will not permit the 
message to be sent. To get around this, record the time that the 
user triggered the LED lights and add the time to the message 
(line 39). This also makes the tweets appear in real-time. To 
retrieve the time that the interaction occurred, use: 

time_sent = time.asctime( time.localtime(time.time()) )

This will check the local time of your Raspberry Pi and save it 
to the variable ‘time_sent’. (Ensure that your Pi’s clock is set 
correctly before you start your program.) 

import os
import time;
import sys, subprocess, urllib, time, tweepy
import RPi.GPIO as GPIO

time.sleep(10)

####TWITTER SECTION###

# == OAuth Authentication ==###############
consumer_key= “xxxxxxxxxxxxxxxxx”
consumer_secret= “xxxxxxxxxxxxxxxxxxxxxxxxx”

access_token= “xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx”
access_token_secret= “xxxxxxxxxxxxxxxxxxxxxxxx”

auth = tweepy.OAuthHandler(consumer_key, consumer_secret)
auth.set_access_token(access_token, access_token_secret)

api = tweepy.API(auth)

###CODE TO GET TWITTER TO LISTEN FOR Phrase###
class Hat_Lights(tweepy.StreamListener):
  def on_status(self, tweet):
    
    tweet_to_check = tweet.text ##gets the tweet
    print (tweet_to_check)
    
    ###Checks for tweets to @Your_Twitter_User_ID ###Add Yours
    does_the_tweet_contain_key_word = tweet_to_check.find(“@Your_
      Twitter_User_ID ON”)
    ###Change to use code to find key word###
    print does_the_tweet_contain_key_word

    if does_the_tweet_contain_key_word == 0:
        GPIO.setmode(GPIO.BCM)
        GPIO.setup(9, GPIO.OUT)
        pic = “/home/pi/lights.jpg” 
        user = str(tweet.user.screen_name)       
        time_sent = time.asctime( time.localtime(time.time()) )
        message = “You turned on the LED Hat!”, time_sent
        #print error_tweet
        final_tweet = “@%s” %(user), message
        #print type(error)
        
        ###Turn the lights on
        GPIO.output(9, GPIO.LOW)
        time.sleep(8)
        ###Turn them off
        GPIO.setup(9, GPIO.HIGH) 
        #GPIO.output(10, GPIO.HIGH)lights_on()
        api.update_with_media(pic, final_tweet)
               
    else:
        print (“no lights”)
         
stream = tweepy.Stream(auth, Hat_Lights())      
      
while True:
  stream.userstream()  

Full code listing

Zero wearable

To stream your tweets, 
you need to authorise a 
connection
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APT

Zypper

DNF

Pacman

A package manager is a cornerstone and the most distinctive feature 
that makes Linux distributions different, so let’s fi nd the best one

Package managers 

APT
The Advanced Package Tool is an 
essential part of Debian GNU/Linux 
and one of its valued features. APT 
is a frontend to the dpkg tool, and 
it lets Debian users do much more 
than just handle individual packages. 
Of course, APT is used in nearly all 
Debian’s descendants, including 
Ubuntu, Mint, and many others.

Debian: bit.ly/1niJ5ca

DNF
DNF is a Dandified Yum, a relatively 
new participant and a continuation 
of the well-known YUM tool, an 
RPM front-end. DNF emerged in an 
attempt to address common issues 
of the aging Yum. DNF has been the 
default package manager in Fedora 
since version 22, and is also available 
for other Red Hat-based systems.

Fedora: bit.ly/1nOLPy5

Zypper
Zypper is another package manager 
for the RPM-based system, 
specifically openSUSE and SUSE 
Linux Enterprise. Unlike APT and DNF, 
Zypper is not a standalone technology, 
but an alternative implementation of 
the PackageKit management system. 
Zypper focuses on smart dependency 
solving and has a lot of extra features.

openSUSE: bit.ly/1ZySRCH

Pacman
Pacman is the official Arch Linux 
package manager, also used 
in many Arch derivatives. Arch-
based systems are climbing up the 
Distrowatch chart, so it’s a good idea 
to test Pacman in any of these distros. 
Pacman deals with binary packages, 
though it uses plain tar archives with 
already-compiled software.

Arch Linux: bit.ly/1i0IEve

81 Group test | 86 LeMaker Guitar | 88 Free software | 90 Linux Mint 17.3 KDE
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Review Package managers

Speed
It’s hard to compare package managers in terms of speed on different 
distros, simply because there are in completely different conditions: 
packages are split differently, repositories may reside on faster or slower 
mirrors, etc. Still, some certainty can be carried out from an average user 
experience, where APT syncs and installs things pretty fast.

Package availability
Almost any software title for Linux is offered in the form of .deb package and 
included either in one of standard repositories or in a third-party personal 
package archive (PPA). Debian is quite limited in terms of the number of such 
PPAs, but Ubuntu and its family enjoys a huge number of people’s PPAs, 
making it extremely comfortable to try out any Linux app in seconds.

Features
APT consist of several recognisable utilities, like apt, apt-get and apt-cache. 
Though APT boasts very good code quality and is an effective cure against 
‘dependency hell’, there are not many extra features. For instance, to add a 
PPA one must install a third-party ‘add-apt-repository’ package.

Usability
Historically there is a split between dpkg and APT, with the first tool used 
for individual .debs and the second for dealing with repositories. Learning 
APT can take some time; for example, if dpkg fails to install a package due to 
unresolved dependencies, it quits with the package being unpacked but not 
configured, and you have to do  an apt-get install -f to fix it.

Speed
DNF solves dependencies faster thanks to the new libsolv backend, 
which superseded the retired iterative mechanism in Yum. The personal 
experience with APT and DNF favours the latter, even though DNF is 
‘cheating’ with its splendid delta-RPM technology: it takes less time to 
upgrade the system and saves some traffic. 

Package availability
Even though there are thousands of custom RPM packages from amateurs 
and third-party software vendors, the number of Fedora and CentOS 
repositories is limited, especially when compared with *buntu. The most 
populated is RPMFusion, but there also local Fedora repos in certain 
countries, like RFRemix in Russia and Chateau in the UK.

Features
DNF is not about new features but about making a unified and uncluttered 
stack around the RPM database in Fedora and future Red Hat products. 
DNF resolves package dependencies with the libsolv part, to which it 
connects via the Hawkey library (a Python-based API). There are not too 
many extra features in DNF, probably due to the fact that it’s a young project.

Usability
DNF to RPM is the same as APT is to DEB. But while we need some extra 
workarounds to make APT work better, DNF already comes with the right 
defaults, including Delta RPM, a feature that downloads only the refreshed 
parts of the packages, which saves on both time and network traffic. 

APT

■ People move from Ubuntu to Mint, from Debian to elementaryOS 
or vice versa, but all remain with APT

A different perspective on the most 
widely-used package manager

DNF

■ Fedora users are very excited about the new tool. It uses the 
same syntax as yum, but works faster!

The much-anticipated replacement 
for the Yum updater is here

Overall
Fast and low-fat package manager, providing a 
long-awaited update to the world of Red Hat-based 
distributions. The software is still quite young so we can 
expect to see more features in the future. 8

Overall
Stable, fast enough and a well documented tool – millions 
of Ubuntu users seem to agree! The PPA selection on 
Ubuntu-based distros is also excellent, so despite some 
quirks with its relationship to dpkg, APT is well worth using. 8
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Speed
Given the fact that Zypper only works in openSUSE and SLE, you’ll have 
to deal with the system’s peculiarities. Perhaps the most frustrating is 
the snail-like performance of Zypper. Syncing with repositories can take 
minutes, and updating large packages gets very tedious. 

Package availability
OpenSUSE community has rolled out OBS  –  an Open Build System, which 
automatically builds and hosts packages from ordinary openSUSE users. 
This a great feature, which make openSUSE go on par with Ubuntu and Arch 
in terms of package availability. Even if you can’t find an app built for this 
distro, there’s a good chance someone already did it in their OBS playground.

Features
Zypper is very feature-rich. We liked the ability to lock certain packages 
and prevent them from updating (if you want to stick with an older version 
without annoying update alerts), and also to install several versions of a 
package. Perhaps the most impressive part of Zypper is its SAT solver, which 
handles dependencies and gives suggestions of what can be installed.

Usability
Command line options for zypper are pretty straightforward, but most likely 
you won’t advance beyond basics without studying Zypper documentation. 
Real gems are hidden in the depth of /etc/zypp/zypp.conf, where you can 
tell Zypper to download all updates and store them locally before installing, 
change solver behaviour, but generally Zypper is not that easy to deal with.

Speed
The thing we particularly liked about Pacman is its astonishing speed. Arch 
developers have done a great job of optimising the general performance of 
their package manager, so virtually any action feels like a breeze. Installing 
a package with Pacman is both easy (pacman -S <name>) and very, very 
smooth – even a fast-enough DNF lags behind by a visible margin.

Package availability
Arch-based distros have a rich package selection. Even if something is 
missing, you can always retrieve sources from AUR and build them in full 
auto mode. It’ll take time, but this automation is great. AUR contains the very 
latest versions of all Linux software, so if you’re not afraid of a bleeding-edge 
Linux system, Pacman and AUR will deliver a perfect experience.

Features
Pacman’s feature set is impressive, with its mirror-ranking tool (for optimal 
download speed), support for installing package groups, skipping specific 
packages, listing changed files, etc. Using Pacman with AUR requires basic 
knowledge in building software from source, but for less tech-savvy users 
it’s better to use something like Archbang, where Pacman is already set up.

Usability
Arch itself tends to be unstable over time. Pacman users often face 
transaction errors, file conflicts, broken locales, broken repo signatures, and 
so on. It’s not for nothing that the famous Arch Wiki portal has the massive 
Troubleshooting section for Pacman, easing the pain to some extent.

Zypper
This package manager stands out 
with its enterprise-level of features

Pacman
Not only an arcade game, but also a 
robust tool for handling software

■ Zypper is SUSE-specifi c tool, so to test it you’ll have to have 
something like openSUSE by the hand

■ A defi nitive advantage of Pacman is its simple one-character-
per-action syntax

Overall
The fastest and one of the most advanced managers out 
there. Pacman can deliver the bleeding-edge versions 
of your apps, albeit with a risk of breaking your system in 
(rare) cases.

Overall
Sophisticated tool with unique features, which makes it 
something of a gem among the more popular yet simpler 
package managers. However, it is far too slow at its core 
job and perhaps a little too ‘enterprisey’ as well. 77
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APT
At the time when APT first saw the light – and 
it was some 17 years ago – there were not too 
many package managers in the Linux world; at 
least, the other contenders of this group test 
were yet to come. So it looks like the oldest and 
the most mature Linux technology wins. APT is not 
perfect – it’s not the fastest one, for example – but 
whatever angle we look at, APT performs decently 
or very well. Of course, if you find it useful, it’s worth 
spending a few extra minutes on reading tips and 
tricks related to APT. They all come from third-
party developers (maybe because Debian policies 
are very strict on bringing something they consider 
‘not mature enough’), but can be very useful, such 
as the Apt-Fast project (ppa:saiarcot895/myppa), 
which can drastically improve download speed.

DNF takes second place with a long-awaited 
update to the fairly average Yellow Dog Updater 
Modified. It looks like all those years from Fedora 
Core 1 to Fedora 22, Red Hat couldn’t offer 
anything better, but luckily the situation has now 
greatly improved. DNF can save you a lot of time 
and bandwidth by downloading only the bits that 
require updating instead of whole packages. We 
also had a remarkably good time with Pacman, 
which won the speed race and brought us the 

AND THE WINNER IS…

In brief: compare and contrast our verdicts

n You can use APT for installing local packages as well! 

latest and the greatest fresh releases of whatever 
we wanted to get. Normally Pacman lives in the 
ever-changing world of Arch, and that means 
that unless you’re hacker or a developer, you can 
encounter difficulties when using Pacman long 
term. Finally, Zypper is an outstanding technology 
that works fine for openSUSE and commercial 

SUSE offerings. It’s definitely an enterprise-level 
tool with lots of extra features. The only problem 
is that it syncs slowly, downloads packages slowly 
and sometimes need too much time to install 
packages. To learn Zypper better, consult the 
official openSUSE documentation.

  Alexander Tolstoy

APT DNF Zypper Pacman

Speed

No one seems to have  
complained about it, 
and the average speed 
is fairly fast

8
Thanks to delta rpms 
and fast mirrors, 
DNF is a very speedy 
package manager

9
Very capable in other 
areas, Zypper is as slow 
as a snail when it comes 
to syncs and downloads

6
You’ll think it’s telling 
you it’s finished as an 
error, but no – Pacman 
is just that fast 

9

Package 
availability

PPAs have everything 
that has been 
released for Linux – 
particularly Ubuntu

9
A limited number of 
repos. Prepare to 
download some apps 
by hand 

7
We don’t say this lightly, 
but Zypper is on par with 
APT’s range thanks to 
the great OBS project

9
Can work with AUR 
– a huge repository 
of everything, with 
automatic processes

9

Features

Many useful things are 
shipped separately 
or require manual 
tweaks to APT

7
Doesn’t offer too much 
except for the brilliant 
delta rpms approach, 
though it is a new tool

6
An extremely feature-
rich tool, with dozens 
of configurables and a 
dependency handler

8
Nothing special, but 
a solid set of basics. 
You’ll need to know how 
to build from source

6

Usability

Some minor points 
are not completely 
evident, unless you’re 
an old Debian user

7
Shares its syntax with 
Yum, so there’s no 
learning curve, and has 
a plainer design 

8
As a more sophisticated 
tool, you really should 
read the documentation 
before you run with this

6
Really very usable but 
too risky for novice 
users, as it is prone to 
error on Arch updates

5

Overall

Very strong choice.
Maybe this is the 
reason that Ubuntu is 
so popular… 8

Very promising but 
perhaps not yet 
mature enough to top 
the mighty APT 8

Something needs to be 
done with that terrible 
speed. Sort it out, 
Zypper, and we’ll talk 7

Very robust and 
smooth, but delivers 
bugs that need 
experience to solve

7

Package managers
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Review LeMaker Guitar

With a remarkably familiar form-factor and intriguing 
name, does the LeMaker Guitar fi ll a hole in the 
computer-on-module market?
LeMaker first raised hackles in the hobbyist computing 
market back in 2014 when it launched the Banana 
Pi, a blatant attempt at duplicating the success of 
the Raspberry Pi single-board computer. While the 
company was pilloried for its choice of name, later 
abandoned in favour of successor board the Banana Pro, 
the company’s first release was far from a slavish copy: 
boasting a more powerful processor, more memory, and 
SATA connectivity, the device proved a hit until the launch 
of the improved Raspberry Pi 2.

The Guitar, part of a new family of designs from 
LeMaker, may not carry the Banana branding but there’s 
no denying its influence. Rather than designing the device 
around the mainstream Raspberry Pi form factor, though, 
the company has this time opted to build a computer-on-
module inspired by the Raspberry Pi Compute Module.

Anyone who has worked with the Compute Module will 
find the LeMaker Guitar immediately familiar. The system-

CPU (SoC)
ARM® Cortex-A9R4 Quad-Core 

1.3GHz

GPU (SoC)
Imagination PowerVR SGX544

RAM (SoC)
1GB DDR3

Storage
8GB eMMC (SoC) + Micro-SD Slot 

Networking
10/100 Ethernet, 2.4GHz 802.11b/g/n 

Wi-Fi , Bluetooth 4.0

Display
HDMI 1.4A, LVDS-DSI, composite 

analogue video

Audio
Digital via HDMI or I2S, analogue in 

and out, on-board microphone

Expansion
2x USB 2.0, 1x USB OTG 3.0, 1x MIPI CSI

GPIO
40-pin header, TTL serial, IR receiver

Price
£30.17 (lenovator.com)

on-chip processor, an Actions S500, sits alongside 1GB of 
memory, a combined audio and power management unit, 
and 8GB of NAND flash storage on an over-sized small-
outline DIMM (SODIMM) form factor circuit board. This 
board then connects to a baseboard, supplied with the 
Guitar, which provides more accessible connectivity than 
the SODIMM’s 204 electrical contacts.

The baseboard isn’t a dumb breakout board, however: 
while the bulk of the active components are located on 
the Guitar itself, wired and wireless networking PHYs are 
installed on the baseboard. Those planning to integrate 
the Guitar module into a baseboard of their own design 
following prototyping will need to keep that in mind and 
add their own network connectivity accordingly.

When docked, the entire unit forms a square layout 
measuring around 90mm per side. The SoC’s various 
features are broken out into full-size connectors, including 
a 10/100 Ethernet port, analogue audio and video, HDMI, 

LeMaker Guitar
MINI PC

Above The system-on-
chip module, angled 

upwards here, clips into 
the baseboard
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The network performance is a shame, because the 
quad-core Actions 500 proves a powerful general-
purpose processor. Its SysBench total execution time of 
51.6114 seconds easily beats the Raspberry Pi 2’s 74.4835 
seconds, and is nearly ten times faster than the single-
threaded Raspberry Pi Compute Module.

Those tempted to shift their focus should be warned, 
though: as with most PowerVR graphics processors, 
the SGX544 included in the Guitar is officially supported 
only when the Guitar is running Android 5.0. Under other 
Linux distributions, 3D acceleration requires the user to 
manually install a driver development bundle provided by 
LeMaker, a process which failed on the review sample and 
rendered the GUI desktop unusable.

As well as Android 5.0 and Lemuntu, images are 
provided for Arch Linux, Ubuntu MATE, and a Debian 
variant dubbed LeMedia which boots into Kodi.

 Gareth Halfacree

two USB 2.0 and one USB 3.0 OTG, and an infra-red 
receiver. Populated pin headers also provide a serial port 
and a Raspberry Pi 2-style 40-pin GPIO header, of which 
28 pins are user-accessible for general purpose. Oddly, 
while a quick reference to the GPIO pins is included on 
the baseboard’s silkscreen layer it is obscured when the 
Guitar module is inserted, rendering it useless.

The Guitar, as supplied for review, comes with a 
modified Debian Jessie install dubbed Lemuntu. This 
boots into a desktop, output via HDMI, with a selection 
of pre-installed software including the IDLE Python 
environment, MPlayer, and Abiword. Wireless and wired 
network connectivity work out of the box, although 
performance is poor: the small chip antenna used for Wi-
Fi struggles with weaker access point signals  while the 
wired network was benchmarked at a woeful 32.11Mb/s, 
slower even than the Raspberry Pi’s 89Mb/s through its 
USB-connected external network interface.

Summary
Great CPU performance 
but the baseboard’s 
network performance is 
woeful. For the money, 
though, it’s a capable board 
and its SODIMM form 
factor is easy to integrate 
into embedded projects.

Pros
If you’ve already designed around 
the Compute Module, the Guitar is a 
cheaper/more powerful alternative

Cons
Network performance is poor and its 
price makes it hard to recommend if 
you don’t use a SODIMM layout

 The network performance is a shame, because 
the quad-core Actions 500 proves a powerful 
general-purpose processor 

Below The Actions S500 SoC features a quad-
core processor and NEON SIMD co-processor

Inset The mounted module gets quite warm 
during use, particularly the S500 itself

086-087_LUD162.indd   87 27/01/2016   15:43



88

Review Free software

Analyse log files instantly 
in your terminal

Opening up the power of logic programming to a new generation

LNAV is useful if you have a few scattered VPSs, and 
want a tool you can use from a terminal. You probably 
already have the bzip2 library, libcurl, sqlite, and libpcre 
(the Perl Compatible Regular Expression library), so 
building from source is fuss free. Called without argument, 
LNAV will open syslog, and possibly messages, but you 
can point it at any logfile or group of logfiles, eg:

  lnav /var/log/syslog*

As well as decompressing on the fly, LNAV will handle 
most common log formats; new formats can be defined in 
JSON config files and placed in  ~/.lnav/formats/. Syntax 
highlighting is the first benefit of using a utility like this 
instead of just grepping the log file – red for errors, yellow 
for warnings – and seeing errors affect multiple services is 
the second, as loading multiple logs will put simultaneous 
events next to each other, and you can also filter out 
entries you don’t need to see with regular expressions, 
use keyboard shortcuts to jump between errors, while the 
histogram view lets you look back at patterns of peak error 
occurrences by arbitrary time period.

You should try out at least one new 
programming language each year, and if 
you’ve yet to find 2016’s candidate, take a 
look at Picat, a rule-based multi-paradigm 

declarative language, which supports constraint logic 
programming (CP). Picat differs from logic programming 
predecessors like Prolog in having good support for 
functions, and adds many features which are implied 
by expanding the picat acronym: Pattern-matching; 
Imperative; Constraints; Actors; Tabling.

It’s barely two years since Picat 0.1 had a stable 
release, so the maturity and stability of Picat are fine 
achievements. Naturally, it is not yet blessed with much 
in the way of library support, although what there is, such 

as JSON encoders, is useful. Development is steady, and 
installation is simple thanks to a statically compiled binary 
(weighing in at a relatively svelte 4.2MB).

Logic programming is a paradigm based on formal 
logic, where sentences give rules or express facts about 
the problem. Expect most of Prolog’s features, plus those 
implied by that acronym, e.g. predicates, functions, and 
actors are defined with pattern-matching rules. Tabling, 
which caches previous computations, dramatically 
speeds up recursive calculations, and is the basis of the 
planner module used for AI problems. Documentation 
is good, and beyond the official docs search for some 
excellent contributions from Håkan Kjellerstrand, 
including a useful paper introducing Picat use for CP.

The Log File Navigator 0.8.0

Picat 1.6

Pros
Works on systems without a 
GUI and enables you to quickly 
process stored log fi les in order 
to track down errors

Cons
Not as powerful and featureful 
as some rivals, like systemd’s 
journalctl or the traditional and 
trusted grep, awk and sed

Pros
Multi-paradigm declarative 
language that’s a great fi t for 
constraint programming

Cons
Relatively young language, so 
currently lacking in library support 
and has a low user base

LOG MANAGEMENT

PROGRAMMING

Above LNAV dives inside archived logs, and presents them in a nicely highlighted form

Great for…
Anywhere you SSH into during 
your daily sysadmin tasks
lnav.org

Great for…
Powerful problem solving in 
science and engineering
picat-lang.org
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Re-live the Star Wars 
inspired glory of the 90s

The missing link in your command line and Git publishing workfl ow

With all the Star Wars publicity, you may 
have found yourself digging out old games 
like TIE Fighter from 1994. This space flight 
sim, and other 90s classics like Descent: 

FreeSpace, are the influences behind Space Combat, a 
single-player space fighter sim that lets you pilot different 
ships through missions that build into a campaign.

The download is a static binary that should run on 
most systems, but the game will check SourceForge and 
download updates before running, which is unfortunate 
for impatient people with slow broadband connections. 
Thomas Schroeder has been developing Space Combat 
for some time, and the game starts with a personal 
message stating that not everything works, but that there 
are plenty of opportunities to help improve the game.

For those wanting to expand the game without C++ 
and GLSL, there’s a Mission Editor. This involves enabling 
Debug Mode, and there’s plenty of documentation on 
using this to generate a script for an entire game, or 
conditional breakpoints to help you analyse your mission 
(or somebody else’s). Before that, you’ll want to climb into 
one of the dozen ships, and get busy – this game already 
has enough missions to keep you going for months.

You know those pieces of software that you 
surprisingly come to find as totally indispensable? 
The ones that once you discover, you’re always telling 
people about, but once upon a time you had somehow 
never heard of yourself? If you spend any time needing to 
convert text documents between formats, Pandoc could 
be about to become just such a ‘How did I ever manage 
without it?’ utility.

Pandoc will take fi les written in Markdown, 
reStructuredText, textile, HTML, DocBook, LaTeX, 
MediaWiki markup, TWiki markup, OPML, Emacs Org-
Mode, Txt2Tags, docx, ODT, EPUB, or Haddock markup 
and convert them to various TeX, HTML, Offi ce or other 
formats, as well as custom formats via Lua extensions to 

Pandoc. Pandoc-citeproc provides automatic citations 
and bibliographies. A read through the notes on recent 
releases will show you just how much work goes into 
refi ning and improving this software. Installation is easy, 
but you can also try the software online.

Created by UCB philosophy professor John 
MacFarlane, Pandoc is written in Haskell and, like 
Xmonad, is a great piece of code if you want to study 
that language out in the wild, rather than in its more 
familiar context of an academic language for functional 
programming researchers. In fact, real-world use of 
Haskell is on the up, so if you fi nd a feature missing 
in Pandoc it could be a great excuse to dive into 
starting Haskell coding.

The Log File Navigator 0.8.0

Space Combat 0.9.15390

Pandoc 1.15.2

Pros
Involving and surprisingly 
in-depth space fl ight/combat 
simulator, with plenty of 
missions and hackability

Cons
A work in progress with known 
bugs, and volunteer developers 
are needed. You need a joystick 
to get the best from it

Pros
Write everything in Markdown and 
convert to what’s needed, and have 
your references taken care of

Cons
Not perfect for all customised TeX, 
so some manual checking will be 
required for advanced formats

DOCUMENT CONVERSION

GAMING

Above Before the fun of the chase comes the thrill of shopping – for lots of things that go bang

Great for…
Leaving your Earthly worries a 
few parsecs behind you
spacecombatgame.sf.net

Great for…
LaTeX users dealing with the 
MS Word world
pandoc.org
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Review Linux Mint 17.3 KDE Edition

The core desktop environment lags behind, but it’s still looking lovely
Linux Mint 17.3 has been out for a while now, and the KDE 
Edition has finally launched a little behind the others. 
It’s in something of a quandary right now, being one of 
the few KDE spins out there that doesn’t actually use the 
latest version of the K Desktop Environment – certainly 
the most popular. Plasma 5 has been out since 2014 and, 
rather than switch to the new desktop immediately, the 
developers decided to shoot for stability and instead wait 
for the current LTS cycle to tick over.

Linux Mint 17.3 will probably be the last in the 17 line, 
which is based on the Ubuntu 14.04 long-term support 
release. With “Xenial Xerus” set to release 21 April, we 
can expect to see Linux Mint 18, based on Ubuntu 16.04, 
release shortly afterwards. The developer has stated that 
at that point, we can expect to finally see KDE Plasma 5 
included by default, but for this current release we are, 
sadly, stuck with KDE 4.14. The move has certainly made it 
easier for the developer to keep Linux Mint 17 KDE stable, 
though it has cost the KDE community at least a year 
of feedback from one of the biggest user communities 
outside of Ubuntuland.

This release isn’t to be skipped over, however, as it 
contains important development work from the other 
spins. Linux Mint 17.3 KDE upgrades to the Linux 3.19 
kernel by default, with 4.2 available in the repos. Xorg and 
Mesa have both been upgraded, and inxi now supports 
multiple graphics card. The Driver Manager now sorts all 
listed drivers by their status, and it also indicates whether 
they are open source or proprietary.

The biggest changes are the Update Manager and the 
Software Sources tools. The former informs you if your 
mirror is out of date or corrupted in some way, or if there 
is a faster mirror available. Head to Software Sources and 
it will list the closest mirrors to your location and calculate 
the download speeds – these are now more accurate than 
before. Other changes include a slight redesign of the login 
screen, so that it now includes an on-screen keyboard for 
use with touch screens and mobile devices, and better 
support for HiDPI (aka Retina Display, in Apple’s walled 
garden), meaning that the issues with displaying on HiDPI 
monitors and on HD TVs via HDMI have been resolved.

  Gavin Thomas

Linux Mint 17.3 KDE Ed.

Summary
These days, it’s odd to see a 
KDE distro that doesn’t have 
Plasma 5, but it’s hard to 
hold it against the developers 
since this was for stability on 
an LTS distro. Otherwise, it’s 
more great progress from an 
excellent distro.

DISTRO

RAM
2GB

Storage
9GB

CPU
32/64-bit
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Hosting 
listings

Whether you’re a hosting firm or 
a happy customer who wants a 
favourite provider listed, drop us 
a line with the details!

Got a deal  
you think we 
should list?

linuxuser@imagine-publishing.co.uk
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Dedicated server listings

O = Option

Sponsorship opportunity
Bring attention to your brand by sponsoring this section. 
Contact Luke Biddiscombe on +44(0)1202 586431

Bravo14 (http://bravo14.co.uk) Starter Linux N/A £20 N/A N/A 2,000MB N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Starter Windows N/A £20 N/A N/A 2,000MB N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Business Linux N/A £45 N/A N/A 4,000MB N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Business Windows N/A £45 N/A N/A 4,000MB N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Ultimate Linux N/A £60 N/A N/A Unlimited N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

Bravo14 (http://bravo14.co.uk) Ultimate Windows N/A £60 N/A N/A Unlimited N/A ✓ ✓ ✓ ✓ ✗ ✓ ✓

PoundHost (www.poundhost.com) DS 2.2 0333 247 0222 £19.00 1 month Intel Atom 2 cores / 
1.8GHz 1x 250GB O N/A ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) BudgetBox 4 0333 247 0222 £29.00 1 month Intel Xeon 2 cores / 
2.3GHz From 2x 250GB O ✗ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 3.1 0333 247 0222 £39.00 1 month Intel Xeon 2 cores / 
2.3GHz From 2x 500GB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 4.3 0333 247 0222 £59.00 1 month Intel Xeon 4 cores / 
3.2GHz From 2x 500GB O ✗ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 4.5.1 0333 247 0222 £79.00 1 month Intel Xeon 4 cores / 
3.2GHz From 2x 500GB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 4.6.2 0333 247 0222 £115.00 1 month Intel Xeon 4 cores / 
3.4GHz From 2x 1TB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 6.5.1 0333 247 0222 £249.00 1 month Dual Intel Xeon 12 
cores / 2.2GHz From 4x 1TB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

PoundHost (www.poundhost.com) DS 6.6 0333 247 0222 £349.00 1 month Dual Intel Xeon 16 
cores / 2.4GHz From 8x 1TB O ✓ ✓ 1 hour 99.9% 10GB Free TBA ✓

Heart Internet (www.heartinternet.
co.uk/dedicated-servers) Linux Dual Core 0845 644 7750 £79.99 12 months Dual Core Xeon 

2.33GHz 160GB ✓ ✓ ✓ ✗ 99.99% ✓ ✗
24/7 Ticket 

support

Heart Internet (www.heartinternet.
co.uk/dedicated-servers) Windows Dual Core 0845 644 7750 £89.99 12 months Dual Core Xeon 

2.33GHz 160GB ✓ ✓ ✓ ✗ 99.99% ✓ ✗
24/7 Ticket 

support

Heart Internet (www.heartinternet.
co.uk/dedicated-servers) Linux Quad Core 0845 644 7750 £129.99 12 months Quad Core Xeon 

2.5GHz 250GB ✓ ✓ ✓ ✗ 99.99% ✓ ✗
24/7 Ticket 

support

catalyst2 (www.catalyst2.com) Bronze Managed 
Dedicated Server 0800 107 79 79 £199 1 month 1x 2.4GHz vCPU 50GB ✓ ✓ ✓ ✓ 99.90% ✓ ✓ ✓

catalyst2 (www.catalyst2.com) Silver Managed 
Dedicated Server 0800 107 79 79 £299 1 month 1x 2.4GHz vCPU 80GB ✓ ✓ ✓ ✓ 99.90% ✓ ✓ ✓

catalyst2 (www.catalyst2.com) Gold Managed 
Dedicated Server 0800 107 79 79 £399 1 month 2x 2.4GHz vCPU 150GB ✓ ✓ ✓ ✓ 99.90% ✓ ✓ ✓

123-Reg (www.123-reg.co.uk) Dell PowerEdge R200 
(Ubuntu Linux) 0871 230 9525 £69.99 12 months 4x 2.13GHz 2x 160GB 10Mbit ✓ ✓ ✗ 99.99% O ✗ ✓

123-Reg (www.123-reg.co.uk) Dell PowerEdge R200 
(Windows Web Edition) 0871 230 9525 £79.99 12 months 4x 2.13GHz 2x 160GB 10Mbit ✓ ✓ ✗ 99.99% O ✗ ✓

Daily (www.daily.co.uk) Linux VPS Pro 0845 466 2100 £29.99 1 month 2.27 Intel Quad Core 60GB 100Mbps ✓ ✓ ✗ ✗* ✓ - full 
backup ✗ ✗**

Daily (www.daily.co.uk) Linux VPS Max 0845 466 2100 £59.99 1 month 2.27 Intel Quad Core 100GB 100Mbps ✓ ✓ ✗ ✗* ✓ - full 
backup ✗ ✗**

Daily (www.daily.co.uk) Windows VPS Pro 0845 466 2100 £34.99 1 month 2.27 Intel Quad Core 60GB 100Mbps ✓ ✓ ✗ ✗* ✓ - full 
backup ✗ ✗**

Daily (www.daily.co.uk) Windows VPS Max 0845 466 2100 £64.99 1 month 2.27 Intel Quad Core 100GB 100Mbps ✓ ✓ ✗ ✗* ✓ - full 
backup ✗ ✗**

Daily (www.daily.co.uk) VPS Pro Hyper-V 0845 466 2100 £44.99 1 month 2.27 Intel Quad Core 60GB 100Mbps ✓ ✓ ✗ ✗* ✓ - 1GB ✗ ✗**

Daily (www.daily.co.uk) VPS Max Hyper-V 0845 466 2100 £74.99 1 month 2.27 Intel Quad Core 100GB 100Mbps ✓ ✓ ✗ ✗* ✓ - 1GB ✗ ✗**

Daily (www.daily.co.uk) VPS Ultra Hyper-V 0845 466 2100 £139.99 1 month 2.27 Intel Quad Core 200GB 100Mbps ✓ ✓ ✗ ✗* ✓ - 1GB ✗ ✗**
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Equiphase (www.equiphase.net) Bronze 0121 314 4865 £30 200MB 2GB 10 ✓ ✓ ✗ ✓ ✗ ✓ ✓ ✓

Equiphase (www.equiphase.net) Silver 0121 314 4865 £42 400MB 5GB 20 ✓ ✓ ✗ ✓ ✗ ✓ ✓ ✓

Equiphase (www.equiphase.net) Gold 0121 314 4865 £72 800MB 10GB 100 ✓ ✓ ✗ ✓ ✗ ✓ ✓ ✓

Equiphase (www.equiphase.net) Platinum 0121 314 4865 £114 1,200MB 40GB 200 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Eurofasthost.com (www.eurofasthost.com) Email only 02380 249 823 £40 1GB 2GB 10 ✗ ✗ ✓ ✓ ✓ ✓ ✓ ✓

Eurofasthost.com (www.eurofasthost.com) Essential 02380 249 823 £75 2GB 5GB 10 ✗ ✗ ✓ ✓ ✓ ✓ ✓ ✓

Eurofasthost.com (www.eurofasthost.com) Superior 02380 249 823 £140 5GB 10GB 25 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Eurofasthost.com (www.eurofasthost.com) Premium 02380 249 823 £250 10GB 25GB 100 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Evohosting (www.evohosting.co.uk) Starter N/A £29.99 500MB 1GB 3 ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✓

Evohosting (www.evohosting.co.uk) Home N/A £54.99 2.5GB 30GB 50 ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✓

Evohosting (www.evohosting.co.uk) Business N/A £79.99 6.5GB Unlimited Unlimited ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✓

Evohosting (www.evohosting.co.uk) eCommerce N/A £159.99 30GB Unlimited Unlimited ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✓

Giacom (www.giacom.com) Business Pro 0800 542 7500 £199 100MB 2GB 100 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Hostway (www.hostway.co.uk) Silver 0808 180 1880 £79.50 150MB 3GB 5 ✗ O ✓ ✓ ✗ ✓ ✓ ✗

O = Option

Dedicated and Shared server listings

Skymarket (www.skymarket.co.uk) Standard 1 0800 321 7788 £49 10MB 2GB 1 ✓ ✗ ✓ ✓ ✓ ✓ ✓ ✓

Skymarket (www.skymarket.co.uk) Standard 2 0800 321 7788 £69 20MB 2GB 1 ✓ ✗ ✓ ✓ ✓ ✓ ✓ ✓

Skymarket (www.skymarket.co.uk) Premium 1 0800 321 7788 £99 25MB 2GB 1 ✓ ✗ ✓ ✓ ✓ ✓ ✓ ✓

NameHog (www.namehog.net) Email Only 0845 612 0330 £11.75 25MB 1GB 5 ✗ ✗ ✓ ✓ ✓ ✓ ✓ ✓

NameHog (www.namehog.net) Standard package 0845 612 0330 £35.25 100MB 4.5GB 10 ✗ ✗ ✓ ✓ ✓ ✓ ✓ ✓

NameHog (www.namehog.net) Professional package 0845 612 0330 £58.75 250MB 8GB 25 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

NameHog (www.namehog.net) Expert package 0845 612 0330 £105.75 500MB 15GB 75 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

luke.biddiscombe@imagine-publishing.co.uk
+44(0)1202 586431

GET YOUR LISTING HIGHLIGHTED! CONTACT LUKE

Blacknight (www.blacknight.com) Minimus +44 (0)845 5280242 €49.95 10GB 150GB 1,500 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✗

Blacknight (www.blacknight.com) Medius +44 (0)845 5280242 €89.95 20GB 300GB 5,000 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✗

Blacknight (www.blacknight.com) Maximus +44 (0)845 5280242 €149.95 30GB 600GB Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✗

Digital Gibbon Ltd (www.digitalgibbon.com) Cheeky Chimp N/A Free 500MB Unlimited 5 ✓ ✗ ✓ ✓ ✗ ✓ ✓ ✗

Digital Gibbon Ltd (www.digitalgibbon.com) Digital Gibbon N/A £12 5GB Unlimited 10 ✓ ✗ ✓ ✓ ✗ ✓ ✓ ✗

Digital Gibbon Ltd (www.digitalgibbon.com) Silverback N/A £24 Unlimited Unlimited Unlimited ✓ ✓ ✓ ✓ ✗ ✓ ✓ ✗

Digital Gibbon Ltd (www.digitalgibbon.com) WordPress hosting N/A £12 5GB Unlimited 10 ✓ ✗ ✓ ✓ ✗ ✓ ✓ ✗

ServWise (https://www.servwise.com) Personal 0800 520 0716 £25.20 1GB 10GB Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

ServWise (https://www.servwise.com) Business 0800 520 0716 £50.40 2GB 20GB Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

ServWise (https://www.servwise.com) Reseller 0800 520 0716 £126 4GB 40GB Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Netcetera 
www.netcetera.co.uk

Home 0800 808 5450 £34.88 1GB Unlimited 500 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Designer 0800 808 5450 £71.88 5GB Unlimited 1,000 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Business 0800 808 5450 £199.88 1000GB Unlimited 1,000 ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Reseller 0800 808 5450 £299.88 Unlimited Unlimited Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Linux Cloud 0800 808 5450 £60 50GB Unlimited Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Windows Cloud 0800 808 5450 £300 6GB Unlimited Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

3100QC Dedicated 
Server 0800 808 5450 £1,300 2TB Unlimited Unlimited ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓
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Contact us…
linuxuser@imagine-publishing.co.uk

Questions and opinions about the mag, Linux and open source

Your source of Linux news & viewsOpenSource

Your letters
COMMENT

The Need Awakens
Hi there. I’ve been struck with inspiration and I’m 
hoping you can help me out… Someone bought 
me a Raspberry Pi 2 for Christmas and I also saw 
Episode VII over the holidays – now I want to build 
a Star Wars robot! Any ideas where I can start? 
I’ve used the original Model B before for fi le and 
media server projects, but I haven’t tried my hand 
at robotics yet. Hope you can help.
Cat

Hi, Cat. Sounds like an awesome goal – we’d 
love to help! First things fi rst: if this is your fi rst 
time putting a robot together, it’s probably worth 
having a test run using a simple kit. The CamJam 
EduKit 3 (camjam.me/?page_id=1035) is 
a great place to start because it 
only costs £17 and contains 

Next, once you’re ready to tackle a Star 
Wars robot, it’s worth checking out some of the 
existing projects in the Pi community – which are 
awesome. We interviewed Andrew Langley about 
his Pi2D2 hack (bit.ly/1Rsl4Kz), where he hooked 
a Pi up to a Hasbro Interactive R2D2 toy and 
programmed it with all sorts of fun functionality. 
You can fi nd his write-up of the build on his blog: 
langleycreations.com/blog/?p=17. Also, take 
a look at the recent, adorably excellent BB-8 
builds that have been popping up: the Make 
team has created a full-size one using the Pi 
(bit.ly/1UtgXiq) and there’s also a great Arduino-
based build over at xrobots.co.uk/BB8-2.

Get confi dent with your robot-making skills, 
and creating control interfaces, then try building 
your robot into a hand-made chassis that looks 

Above This is Andrew Langley’s hack, complete with holographic projector

Below Building your 
own BB-8 isn’t quite 
as straightforward as 
hacking an R2-D2 toy

almost all the kit you’ll need for a simple build. 
You’ll need to provide the Pi and a chassis (we 
used a pencil case!), but you’ll get ultrasonic 
and line-following sensors with the kit as well as 
some excellent worksheets to guide you through 
the process.

If you’re looking for something a bit more 
custom and in-depth, check out issue Issue 132 
of Linux User & Developer (out of stock in print, 
but available to download via GreatDigitalMags: 
bit.ly/1Z8NeQG). Inside there’s an 18-page 
feature detailing how to build a Ras Pi robot from 
scratch, including all the parts you’ll need. If you 
check out our tutorial at bit.ly/19KCJVt, there’s 

a guide to adding the camera module 
and controlling the robot via a 

web interface.
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if it is, there will almost certainly be a tutorial 
there for you to follow. You would, of course, be 
invalidating your warranty, so it’s not a decision 
to take lightly.

If you’re looking to buy, we recommend 
checking out Lenovo’s range of Linux laptops; 
they have excellent Linux support (compared to 
HP or Dell laptops, for example, that can often 
have teething trouble out of the box, and can 
throw strange problems your way) and they are 
also great value. Look for the refurbished or 
ex-lease models that are two to three years old 
on ebay.com, as these can often surprise you 
with pretty decent specs and cost as little as a 
Chromebook – something like a T420/T430. 

Another option you could look at would be 
Purism’s Librem laptops, if you’re after a new 
machine and the ThinkPads aren’t quite for you. 
The Librem 13 and Librem 15 are crowd-funded 
machines that make privacy, security and open 
source a top priority – Purism has done a great 
job of producing laptops that are almost 100% 
open source, right down to the fi rmware; there 
are a couple of low-level binary blobs involved 
with the bootloader, which you can learn more 
about at bit.ly/1O5rnBo, but beyond that it truly 

like your favourite robot to begin with. Later, you 
can start investigating how things like BB-8’s 
head works, or even take a look at quadcopters 
and try making a Millennium Falcon. Hacking 
shop-bought Star Wars toys with your Pi is also 
going to be very educational. Have fun!

Linux Laptops
I’m after some advice on getting a new Linux 
laptop. I dual-boot Linux on my Windows 
computer at home and also have a relatively 
new MacBook, but it’s getting to the point now 
where I could really do with having my Linux OS 
portable. Any ideas?
Mark

Hi, Mark. There are a couple of ways to go here, 
really – how attached to your MacBook are you? 
Depending on the model, you might be able to 
crack it open and then install an SSD, and you 
could then install your Linux distro of choice 
onto that SSD and dual-boot on your laptop, 
too. Head over to ifi xit.com and search for your 
model – you should quickly be able to fi nd out 
whether or not yours is ‘hacker-friendly’ and, 

Left This is the 
main entrance of 
the William Gates 
building – vendor 
stands are usually 
set up all along here

is a free/libre laptop. The Librems are, however, a 
good deal more of a strain on the wallet.

Big Birthday Bash
I really enjoyed the Pi Wars feature in the last 
issue – it looked like such a fun event and I 
would have loved to have gone down with my 
kids. I’m only in Norwich so there’s no excuse, 
really. When’s the next big event to look out for? 
Thanks.
Ed

Glad you enjoyed the feature, Ed – we had a great 
time in Cambridge and it was brilliant to be able 
to share that with you and the other readers. The 
next event is actually being held at the same 
location: the Cambridge Computer Laboratory 
(William Gates Building, 15 JJ Thomson Avenue, 
Cambridge, CB3 0FD). The Raspberry Pi turns 
four years old this year on 29 February, so the 
Raspberry Pi Foundation is throwing another Big 
Birthday Weekend to celebrate – keep an eye on 
the offi cial blog for more info: www.raspberrypi.
org/blog. It’s also well worth searching for 
Raspberry Jam events in your area.  
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Here’s a roundup of the content on your free distro toolkit 
DVD and some brief guides to help you get started

Your source of Linux news & viewsResources

YOUR FREE RESOURCES
FREE DVD

 Live-booting is simply the process of 
loading up an operating system straight 
from a disc or USB stick. It’s incredibly 
handy in cases where the operating system 
installed onto your computer is broken in 
some way and unable to boot – you can, 
for example, use this disc to live-boot a 
distro like SystemRescueCd and then begin 
diagnosing the problem.

To live-boot from your DVD, simply pop it 
into your optical drive and then power up your 
computer. You then need to access the boot 
menu that we’ve set up – on many computers 
you’ll need to tap the F12 key once you’ve 
powered-on the PC and before your main 
operating system kicks in. The correct key for 
your particular computer should be displayed 
on-screen during boot.

You’ll then see a GRUB menu containing the 
various options for live-booting the six distros 
we’ve included. Each one is either compatible 
with both x86 and 64-bit machines or includes 
separate boot options for x86/64, so they 
should boot on pretty much anything.

GParted Live 
0.24.0-2

LIVE-BOOT 
YOUR DVD
Your distro toolkit is live-booting 
so you can run the distros 
without having to install them

Clonezilla Live 
2.4.2-61

Tails 1.8.1 BackBox Linux 4.4

SystemRescueCd 
4.7.0

Porteus  
3.1
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YOUR FREE RESOURCES
  We’ve created this multi-booting distro DVD 

so that you will have a backup tool to rely on in a 
number of circumstances. For disk partitioning 
and backup, there’s GParted and Clonezilla; 
for security and privacy, you have BackBox and 
Tails; SystemRescueCd and Porteus are both 
there for system diagnosis and repair. If you find 
yourself without a working computer or internet 
connection, it might just save your bacon!

But what if you lose your toolkit? Or if it becomes 
a bit dated in the months and years to come? 
Perhaps you don’t have an optical drive in your 
computer, or you’re reading this magazine digitally 
and don’t actually have the disc! Not to worry – it’s 
really easy to create your own bootable medium, 
whether that’s a DVD or a USB stick.

Most of you will need the tutorial below, which 
details the steps you’ll need to follow in the Brasero 
software. Once finished, navigate to the DVD/USB 
drive folder in your file explorer and you should be 
able to see the full contents of your ISO – if you can 
just see the original ISO file on its own then it hasn’t 
been correctly written! Windows users can use the 
built-in dialog that pops up when you insert a disc 
or USB stick; OS X users can use the native Disk 
Utility software.

01 Grab a new ISO
Either use the hyperlinks on this issue’s 

DVD to navigate to a distro’s website or search 
online for the distro you want. Download the 
ISO fi le from the website. If you’re not sure if 
you need a 32-bit or 64-bit version, go with the 
former to be safe.

02 Open or install Brasero
Brasero is the most popular open 

source disc-burning utility. If it’s not already 
installed on your distro, locate it in your distro’s 
repository and install it. Then open the program 
and select ‘Burn image’ from the Projects tab 
on the left.

03 Burn your disc image
On the Image Burning Setup menu, 

click the fi rst box – marked ‘click here to select 
a disc image’ – and navigate to the ISO you just 
downloaded. Once selected, ensure you’ve got 
a CD, DVD or USB stick inserted and then click 
‘Create image’.

HOW TO BURN AN ISO

NAVIGATE YOUR FREE DISC

Want to make your own bootable 
DVD or USB stick? Read on…

Pop the disc into the tray when you’re 
in an OS and this is what you’ll find

Home page  Can’t see this when you insert the 
DVD? Make sure that your OS is set to auto-play 
discs, or navigate to the DVD folder in your file 
explorer and run launch_disc.html

Tutorial files  All of the files for this issue’s 
tutorials can be downloaded from this page. 
They’re also on FileSilo.co.uk, so you can 
track them down again if your disc gets lost

Distros  This page contains a summary of 
the six live-booting distros on your DVD. Each 
entry also notes the distro’s boot menu name 
and the project website for each of them

Directory  We’ve included a directory of 20 of the 
most popular Linux distros available to download. 
The buttons below each entry will take you to the 
distro’s website, where you can download the ISOs
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Finished reading this issue? There’s plenty more free and open source goodness 
waiting for you on the Linux User & Developer website. Features, tutorials, reviews, 
opinion pieces and the best open source news are uploaded on a daily basis, covering 
Linux kernel development, the hottest new distros and FOSS, Raspberry Pi projects 
and interviews, programming guides and more. Join our burgeoning community of 
Linux users and developers and discover new Linux tools today.

MORE TUTORIALS 
AND INSPIRATION

Issue 163 of                               is on sale 10 March 2016  from GreatDigitalMags.com                      

To access FileSilo, please visit www.filesilo.co.uk/linuxuser

01 Follow the 
instructions 

on-screen to create an 
account with our secure 
FileSilo system, then log 
in and unlock the issue 
by answering a simple 
question about the 

magazine. 
You can 
access the 
content for 
free with your 
issue. 

02  If you’re a print 
subscriber, you 

can easily unlock all 
the content by 
entering your unique 
Web ID. Your Web ID is 
the eight-digit 
alphanumeric code 
printed above your 
address details on the 
mailing label of your 
subscription copies. It 
can also be found on 
your renewal letters.

03  You can access 
FileSilo on any 

desktop, tablet or 
smartphone device 
using any popular 
browser (such as 
Firefox, Chrome or 
Safari). However, we 
recommend that you 
use a desktop to 
download content, as 
you may not be able to 
download files to your 
phone or tablet.  

04  If you have any 
problems with 

accessing content on 
FileSilo, or with the 
registration process, take a 
look at the FAQs online or 
email filesilohelp@
imagine-publishing.co.uk

opinion pieces and the best open source news are uploaded on a daily basis, covering 

HOW TO USE
Everything you need to know about accessing your digital resources repository

HOW TO USE
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