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INPUTVoltage

Jeff Child

O ver the next couple years, power will 
clearly rank as a major design challenge 
for the myriad of edge devices deployed in 
Internet of Things (IoT) implementations. 

Such IoT devices are wireless units that need to be always 
on and connected. At the same time, they need low 
power consumption, while still being capable of doing the 
processing power needed to enable machine intelligence. 
The need for extreme low power in these devices goes 
beyond the need for long battery life. Instead the hope is 
for perpetually powered solutions providing uninterrupted 
operation—and, if possible, without any need for battery 
power. For their part, microcontroller vendors have been 
doing a lot in recent years within their own labs to craft 
extreme low power versions of their MCUs. But the appetite 
for low power at the IoT edge is practically endless.

Offering a fresh take on the topic, I recently spoke with 
Paul Washkewicz, vice president and co-founder of Eta 
Compute about the startup’s extreme low power technology 
for microcontrollers. The company claims to offer the 
lowest power MCU intellectual property (IP) available today, 
with voltages as low as 0.3 V. Eta Compute has developed 
and implemented a unique low power design methodology 
that delivers up to a 10x improvement in power efficiency. 
Its IP and custom designs operate over severe variations 
in conditions such as temperature, process, voltage and 
power supply variation. Eta Compute’s approach is a self-
timed technology supporting dynamic voltage scaling (DVS) 
that is insensitive to process variations, inaccurate device 
models and path delay variations.

The technology has been implemented in a variety of 
chip functions. Among these are M0+ and M3 ARM cores 
scaling 0.3 V to 1.2 V operation with additional low voltage 
logic support functions such as real-time clocking (RTC), 
Advanced Encryption Standard (AES) and digital signal 
processing. The technology has also been implemented in 
an A-D converter sensor interface that consumes less than 
5 µW. The company has also crafted an efficient power 
management device that supports dynamic voltage scaling 
down to 0.25 V with greater than 80% efficiency.

According to the company, Eta Compute’s technology 
can be implemented in any standard foundry process 
with no modifications to the process. This allows ease of 
adoption of any IP and is immune to delays and changes in 
process operations. Manufacturing is straightforward with 
the company’s IP able to port to technology nodes at any 
foundry. Last fall at ARM TechCon, David Baker, Ph.D. and 
Fellow at Eta Compute, did a presentation that included a 

demonstration of a small wireless sensor board that can 
operate perpetually on a small 1 inch2 solar cell.

Attacking the problem from a different direction, 
another startup, Nikola Labs, is applying its special 
expertise in antenna design and advanced circuitry to build 
power harvesting into products ranging from wearables to 
sensors to battery-extending phone cases. Wi-Fi routers, 
mobile phones and other connected devices are continually 
emitting RF waves for communication. According to the 
company, radio wave power is strongest near the source—
but devices transmit in all directions, saturating the 
surrounding area with stray waves. Nikola Labs’ high-
performance, compact antennae capture this stray RF 
energy. Efficient electronics are then used to convert it 
into DC electricity that can be used to charge batteries or 
energize ultra-low power devices.

Nikola’s technology can derive usable energy from a 
wide band of frequencies, ranging from LTE (910 MHz) to 
Wi-Fi (2.4 GHz) and beyond (up to 6 GHz). Microwatts of 
power can be harvested in an active ambient RF area and 
this can rise to milliwatts for harvesters placed directly on 
transmitting sources. Nikola Labs has demonstrated energy 
harvesting from a common source of RF communication 
waves: an iPhone. Nikola engineers designed a case for 
iPhone 6 that captures waste RF transmissions, producing 
up to 30 mW of power to extend battery life by as much 
as 16% without impacting the phone’s ability to send and 
receive data.

Whether you address the challenge of extreme low 
power from the inside out or the outside in—or by 
advancing battery capabilities—there’s no doubt that the 
demand for such technologies will only grow within the 
coming years. With all that in mind, I look forward to 
covering developments on this topic in Circuit Cellar 
throughout 2018. 

The Quest for Extreme Low Power
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Massage Vest Uses PIC32
Controlled with an iOS App

By
Harry Freeman, Megan Leszczynski and 

Gargi Ratnaparkhi

A s technology continues to make its 
way into every aspect of our lives, 
we are increasingly bombarded 
with more information and given 

more tools to organize our busy days. For 
our final project in the Digital Design Using 
Microcontrollers class at Cornell University, 
we sought to build technology to help us slow 
down, enjoy the moment and appreciate our 
senses. With that in mind, we built a low-cost 
massage vest that pairs seamlessly with a 
custom iOS app. The massage vest embeds 16 
vibration motors and users can control the vest 
to create the most comfortable and soothing 
massage possible. The user first provides 
their input through the iOS app, which allows 
for multiple input modes—including custom 
or preset. The iOS app communicates to a 
PIC32 microcontroller via a Bluetooth Low 

Energy (BLE) module and ultimately the PIC32 
turns on the vibration motors to complete the 
user's requests. A block diagram is shown 
in Figure 1. Throughout the massage, users 
can update their settings to adjust to their 
desires. The complete massage vest costs less 
than $100—competitive with mass produced 
massage vests.

Massage vests have historically been used 
for both pleasure and therapeutic purposes. 
Several known iOS-controlled massage vests 
include the iMusic BodyRhythm from iCess 
Labs and the i-Massager from E-Tek—both 
presented at the Consumer Electronics Show 
(CES) in 2013 [1]. The former syncs a massage 
to music for the user’s enjoyment, while the 
latter provides Transcutaneous Electrical 
Nerve Stimulation (TENS) as a certified 
medical device to relieve chronic pain. A group 

These Cornell graduates designed a low-cost massage vest that pairs seamlessly with 
a custom iOS app. Using the Microchip PIC32 for its brains, the massage vest has 
sixteen vibration motors that the user can control to create the best massage possible.
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of Cornell students also won an Innovation 
Award in 2013 from the Cornell University 
School of Electrical and Computer Engineering 
for a massage vest called the Sonic Destressing 
Vest [2]. The Sonic Destressing vest claimed 
to reduce the serum cortisol levels of its 
users, potentially reducing the risk of heart 
disease and depression—among many other 
chronic issues related to high serum cortisol 
levels. Those three vests motivated us to build 
a multi-purpose massage vest that could be 
extended to provide the particular features 
of those vests if desired—serving an existing 
base of users.

This article will describe the details of 
how our massage vest worked so you can 
build one for yourself. First, we’ll discuss the 
hardware design that creates the comforting 
experience the user has with the vest. This will 
be followed by a discussion of the software 
that integrates the components together and 
provides a friendly user interface. Finally, we 
will conclude with testing and results.

HARDWARE DESIGN
The hardware for the project consisted 

of a Microchip PIC32 microcontroller, 16 
Adafruit 1201 vibrating motor disks, four 
Texas Instruments 74LS08 quadruple two-
input positive AND gates and 16 Toshiba 
2SK4017 NFETs. Table 1 shows the complete 
list of components. Those particular vibrating 
motor disks were selected because they were 
small, low power and cost effective, but still 
provided an effective vibration intensity. 
Rated between 2 V and 5 V, the disks draw 
up to 100 mA of current, and the intensity of 
vibration can be by controlled using a 3.3 V 
pulse-width modulation (PWM) output signal 
from the microcontroller. After selecting the 
vibrating motor disks, we had to determine 
how many we wanted to use in our final 
design. Through trial and error, we determined 
that the most effective approach to deliver a 
soothing and comfortable massage would be 
to use 16 different motor disks divided into 
groups of four and placed in the upper-right, 
upper-left, lower-right and lower-left regions 
of the back, as shown in Photo 1. Because the 
disks were small, we were able to easily sew 
them directly onto the vest.

 Next, we had to figure out how we wanted 
to control the vibration intensity of the motors. 
We determined that using multichannel PWM 
signals would be the most practical approach. 
That enables the user to change the intensity 
of the vibration simply by changing the on 
-and-off time of the PWM square waves via 
the iOS application (Figure 2).

 Two issues we faced with this approach 
were that the PIC32 could not support the 
amount of current required by the motors, 

FIGURE 1

This high-level block diagram shows the data flow from iPhone to massage vest.

PIC32 Vest

TABLE 1
Shown here is the complete list of all of the components used. The 5 V USB charger should be 5 V, 2 A rated.

Product Cost Units Totals
Microstick II $10.00 1 $10.00
Solder board 2.50 1 2.50
Adafruit solder board 5.00 1 5.00
DIP socket 0.20 4 0.80
Header pins 0.05 36 1.80
USB power supply 5.00 1 5.00
Adafruit vibrating motor disks 1.95 16 31.20
HM-10 Bluetooth module 10.00 1 10.0
SN74S08N Quad AND Gate 0.30 5 1.50
2SK4017Q-ND NFET 0.50 16 8.00
Jumper cables 0.10 4 0.40
Massage vest 22.00 1 22.00
Total components cost $98.20

PHOTO 1

Massage vest prototype with vibration 

motors. It uses 16 Aadafruit 1201 

vibrating motor disks sewn into a 

neoprene vest.
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and that using the 3.3 V PWM outputs from 
the microcontroller would be inefficient as the 
vibrating motor disks were rated up to 5 V. 
To solve this issue, we decided to implement 
low-side switching using the 2SK5017 NFETs. 

The motors were connected to an external 
5 V, 2 A, 1,600 mA-hour rated portable USB 
power supply, which would be able to supply 
the necessary amount of voltage and current. 
The other ends of the motors were connected 

FIGURE 3

The motors are connected to the drains of the NFETs. The sources of the NFETs were connected to ground, and the gates were connected to the 3.3-V PWM outputs of the 

microcontroller.

FIGURE 2

We use multichannel PWM signals to control the vibration intensity of the motors. That enables the user to change the intensity of the vibration simply by changing the on-and-off 

time of the PWM square waves via the iOS application.
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to the drains of the NFETs (Figure 3). The 
sources of the NFETs were connected to 
ground, and the gates were connected to 
the 3.3V PWM outputs of the microcontroller. 
This configuration effectively allowed the 
microcontroller to control the intensity of the 
vibrating motor disks with a 5 V PWM signal.

 However, the PIC32 only offered five PWM 
channels, but we needed to be able to turn 
on and off 16 individual motors. To work 
around this, we decided to use four PWM 
channels, one for each of the four regions on 
the back. Each region has four motors that 
share a single PWM. To implement this, we 
used one 74LS08 quadruple AND gate for 
each reach (Figure 4). For every AND gate, 
all of the four A inputs were connected to the 
associated PWM signal. The B inputs were 
the assigned PIC32 pin outputs that were to 
determine whether the individual motor was 
on or off. Lastly, the Y outputs of the AND 
gates were connected to the desired vibrating 
motor disks. Using this configuration, to turn 
a vibrating disk on the user would set the 
appropriate PIC32 pin output high to 3.3 V. To 
adjust the intensity of a region of the back, 
the user would change the on-and-off time 
of the desired PWM channel. This particular 
AND gate was selected because it could be 
powered by the external 5 V power supply 
and it supports the 3.3 V logic levels of the 
microcontroller’s outputs.

We wanted to implement 16 different 
vibrating motor disks, but there were only 
13 available pins on the PIC32 after including 

the Bluetooth connections and PWM channels. 
As a result, we needed to figure out a way 
to control the additional three motors. We 
decided to use the MCP23S17 port expander 
because it was easy to configure and there 
were existing libraries and documentation 
created by Sean Carroll, an engineering 
student at Cornell. The port expander 
communicates with the PIC32 microcontroller 
via SPI and provides 11 additional output 
pins. This is described in the Sean Carroll and 
MCP23S17 Port Expander sections found on 
the Circuit Cellar article materials webpage.

For simplicity, we divided the back regions 
into A, B, Y and Z pin assignments. The 
upper-right region on the back is controlled 
by the A0, A1, A, and A4 pins on the PIC32; 
the upper-left region is controlled by the B0, 
B1, B3 and B4 pins on the PIC32; the lower-
right region is controlled by the Z0, Z1, Z2, 
and Z3 pins on the port expander; and the 
lower-left region is controlled by the Y5, Y6, 
Y7, and Y8 pins on the port expander.

SOFTWARE DESIGN
The software is comprised of two main 

components: the iOS application written in 
the Swift programming language and the 
PIC32 code written in C. We used Xcode for 
the development of the iOS application and 
MPLAB for development of the PIC code.

We used the HM-10 Bluetooth Low Energy 
(BLE) module as the intermediary between the 
iOS application and the PIC32 microcontroller. 
We chose the HM-10 module because it’s 

FIGURE 4

Each region has four motors that 

share a single PWM. To do this we use 

one 74LS08 quadruple AND gate for 

each reach.
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compatible with iOS—there are multiple 
existing HM-10 iOS applications. The iOS 
application communicates with the HM-
10 BLE module via Bluetooth. HM-10 module 
transmits the information it receives serially 
from the iPhone to the PIC32.

We used Apple’s iOS Core Bluetooth 
framework to manage the backend 
communication between the iOS app and 
the HM-10 module. We also used a HM-
10 Bluetooth library by Alex Hoiberg (see 
article materials page) to rapidly develop our 
Bluetooth methods. In addition to providing 
Bluetooth serial methods, Hoiberg’s  
HM-10 Bluetooth Serial iOS app was critical 
from testing the initial connection of the 
iPhone to the HM-10 module before we had 
developed our own app.

The iOS Core Bluetooth framework 
supports several Bluetooth profiles. 
Additionally, the HM-10 is actually a 
Bluetooth Low Energy (BLE) chip; compared 
to traditional Bluetooth, BLE is able to 
consume less energy by remaining in sleep 
mode except when a connection is initiated. 
Connections themselves also only take a 
few milliseconds to establish, whereas for 
traditional Bluetooth, connections took 
hundreds of milliseconds to establish. This 
allows BLE to consume less energy than 
Bluetooth.

In a BLE connection, there is a central 
player and a peripheral player. The central 
generally receives services from the 
peripheral and performs actions based on 
the received information. We chose to make 
the iPhone the central device and the HM-
10 module the peripheral. We wanted the 
user with the iPhone to have greater control 
in starting the Bluetooth connection and 
disconnecting when they want.

Before we incorporated the HM-10 into 
the project, we had to change some of its 
default settings using the AT commands. 

Notable changes from the default settings 
are as follows: We decided to have it 
advertise every second to save power. We 
turned on notifications in order to use it 
with the iOS application. And we turned on 
battery monitoring to make it more user-
friendly. The commands are entered via 
the serial terminal on a laptop, and these 
settings only have to be configured once.

These are the AT commands we modified:

● AT+ADV8—advertises every second
● AT+ADTY0—advertising & scan response  

& connectable
● AT+ANCS1—notifications
● AT+BATC1—battery monitoring is on

THREE MODES OF OPERATION
When the app is first opened, it must 

connect to the HM-10 module. The app was 
designed to support the three modes of 
operation: Preset, Custom and Draw. The 
home screen of the app allows the user to 
navigate to one of three modes.

In Preset mode the user has the option of 
four preset massages. The options are Full 
Back, Upper Back, Lower Back and Spine. 
As the user scrolls through the options, a 
visual is displayed showing which vibration 
motors correspond to each setting. Once 
the user has made a choice, she can press 
the Start massage button. Each preset 
massage corresponds to a pattern saved on 
the PIC32. The massage pattern continues 
until the user chooses to stop the massage 
by pressing the Stop massage button on the 
app. The app’s behavior for Preset mode can 
be seen in Photo 2.

In Custom mode, the user has more 
flexibility to customize the massage 
experience. The user specifies which region 
or regions to turn on by tapping the region. 
The strength of the region is also chosen 
based on the number of taps on the region, 
rotating through three strength options 
before the region turns off again. Once the 
user has made her initial choices, they can 
start the massage. The user can update 
their preferences for any of the regions 
during the massage, by simply tapping on 
the region to be changed. When the user 
wants to stop the massage, they can press 
the Stop button as before.

In Draw mode, the user has the 
opportunity to draw a pattern for the 
massage to play. The user specifies the 
vibration motors they want on, and the 
vibration motors turn on for one second 
each in the order the user requests. Once 
the pattern is complete, the user can enter 
a new pattern to play. The pattern can also 
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be reset as the user is entering it by shaking 
the iPhone. As in the other designs, the user 
can stop the massage at any point during 
the massage by pressing the Stop button.

In order to send the user’s choices to the 
HM-10 and PIC32, we defined a MassageMe 
protocol. There are four different types of 
messages that can be sent from the iOS 
app to the HM-10. The messages are sent 
as byte arrays and are terminated with 
an EOT character. The type of message 
(Preset, Custom or Draw) is indicated as 
the first byte in the message. A Preset 
message must also include the type of 
massage—full back, upper back, lower back 
or spine. A Custom message must include 
a strength for each of the four regions. 
A Draw message has a length that varies 
depending on how many vibration motors 
a user selects. As a user selects a vibration 
motor, the number associated with the 
vibration motor gets added to the message. 
The final type of message that can be sent 
to the PIC32 is a Stop message when the 
user wants to stop a massage. There is 
one type of message for communication 
from PIC32 to iOS app. This message is a 
Reset message and is only used in Draw 
mode when the PIC32 completes playing 
the pattern on the vibration motors. This 
message allows the user to set another 
massage once the drawing is done. The 
other modes do not require this message. 
That’s because they run continuously until 

the user chooses to end the massage from 
the iOS app.

The PIC32 is responsible for receiving the 
messages from the iOS app via the HM-10. 
We used four different threads to organize 
the code—one thread to receive Bluetooth 
serial data from the HM-10 and one thread 
for each of the three operational modes. We 
used the Protothread library for lightweight 
threading, which is included in Resources.

The Bluetooth thread yields until data 
is available, and then receives data until it 
hits the EOT character. The first data byte is 
then read to determine the type of message. 
If the message is a Stop message, the 
Bluetooth thread signals the thread of the 
running massage to stop the massage. If 
the message is a new massage request, the 
Bluetooth thread signals the corresponding 
thread to begin a new massage.

The three types of massage threads 
are Preset, Custom and Draw. The Preset 
thread reads the next byte of the message 
to determine the type of preset. Depending 
on the type of preset, the vibration motor 
regions are turned on and the strength for 
the regions alternates every two seconds 
by changing the PWM to those regions to 
generate a comfortable massage. The 
Custom thread reads the value for each 
region and turns the vibration motors on to 
selected strength for each of the regions. 
The Draw thread iterates through each 
byte in the message, turning on each of the 

PHOTO 2

This is the massage vest’s accompanying iOS ap. Shown here are the different screens displayed in the app.



CIRCUIT CELLAR • JANUARY 2018 #33012
F
E
A

T
U

R
E
S

selected vibration motors for one second. 
The Draw thread was the more challenging 
thread as it had to map the message to 
particular vibration motors on the vest. 

The mapping was accomplished through 
co-design with the hardware. The vibration 
motors are divided into four groups where 
each group was associated with a pin 
grouping on the PIC32. The Draw thread 
also has some added complexity. Unlike 
the other threads, the Draw thread must 
communicate back to the iOS app indicating 
that it is done. The Custom and Preset 
threads only need to receive information 
from the iOS app, while the Draw thread 
needs to be able to receive and send 
information. Once the Draw thread sees the 
EOT character, it stops the constant digital 
output to the vibration motors, turns off the 
PWM signals and must send a message back 
to the iOS app via the HM-10.

Since we wanted users to be able to turn 
off the massage whenever they wanted, 
we had to make sure that the PIC32 could 
receive a Stop message at any time. To do 
that we had to make sure the PIC32 could 
continually receive messages. When a Stop 
message is received, the PIC32 is responsible 
for turning off the vibration motors.

TESTING AND RESULTS
The biggest challenge that we faced for 

the project was scaling up the number of 
vibrating motor disks. Every time we added 
more motors, undesired behavior occurred 
in the form of large voltage spikes and 
periodic dips in the 5 V power supply. This 
would in turn cause the Port Expander to 
act strangely, turning high all of its pins 
and connected motors. And those motors 
wouldn’t turn off unless the system was 
reset.

We believe that the behavior we observed 
was a result of the numerous motors causing 
spikes and drops on the power supply line. 
This would exceed the noise margin on the 
power line of the AND gates causing them to 
operate incorrectly. This in turn resulted in 
the connected Port Expander to malfunction. 
In contrast, the PIC32-connected motors 
did not fail because the input line to the 
PIC32 line did not drop. Also, the PIC32 is 
built to handle a greater level of noise than 
the Port Expander.

To accommodate for this behavior, we 
reduced our maximum PWM signal and, 
therefore, the maximum average current 
and vibration of the motors. This reduced 
the amount of voltage spike on the 5 V 
supply. However, we weren’t able to attain 
the highest intensity that we desired. If we 
were to improve upon our design, we would 
aim to completely isolate the motors from 
the rest of the circuit by using a separate 
power supply for the PIC32 and AND gates. 
Another alternative would be to use a bypass 
capacitor for the motor power supply.

While observing other students try on the 
vest, we noticed that everyone enjoyed using 
the mobile application. That said, a recurring 
comment was that the vest itself physically 
did not fit anyone well at all. Often people 
had to tug on it to hold it in place to feel the 
vibration motors. If we were to pursue this in 
the future, an option we’d definitely consider 
to simply use a thin ‘sheet’ of vibration 
motors that users can stick inside whatever 
item of clothing fits them most snugly to 
obtain the optimal massage.

CONCLUSION
We successfully met the goals we set out 

to reach: we designed, built and tested a 
massage vest consisting of a grid of 
vibration motors and a corresponding on 
iOS application. The massage vest can 
readily be used for both reflexology and 
relaxation purposes. The project can be 
further extended to provide even more 
enjoyable features to the user. Given that 
MassageMe already interfaces with an 
iPhone using the MassageMe application, 
additional iOS services can be incorporated 
into the application. For instance, if the user 
has an Apple Watch, heart rate data can be 
used to change the settings in the 
MassageMe app. That way the massage vest 
can increase or decrease the user’s heart 
rate. Another change that can be 
incorporated into the application is the 
ability for users to save custom massage 
settings. Perhaps our project has inspired 
you to create your own vest and explore 
these and many other ideas! 

For detailed article references and additional resources go to: 

www.circuitcellar.com/article-materials 

References [1] and [2] as marked in the article can be found there.

RESOURCES

Adafruit | www.adafruit.com

Microchip | www.microchip.com

Texas Instruments | www.ti.com

Toshiba Semiconductor and Storage | www.toshiba.semicon-storage.com

Perhaps our project has inspired you to create 
your own vest and explore these ideas!
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FPGA Design: A Fresh Take
A Alt ti t MCUs

By
Faiz Rahman

Ohio University

M iniaturization and component 
integration have been driving 
the evolution of electronics for 
a hundred years. Vacuum tube 

electronics gave way to solid-state components 
which, in turn, evolved into integrated 
circuits (ICs). Monolithic ICs continue to 
advance through ever-increasing levels of 
integration. With minimum transistor feature 
sizes fast approaching 10 nm, hundreds of 
millions of transistors can be packed onto 
a single chip no bigger than a thumbnail. 
While the majority of advanced commercial 
ICs feature fixed circuits performing one 
specific function, a sizeable fraction of 
digital ICs enables users to configure the 
internal circuitry in almost any fashion they 
like. These programmable logic ICs—more 
typically called FPGAs (Photo 1)—consist of a 
large number of digital logic blocks that can 
be interconnected through programmable 
routing on the chip itself. Their programming, 
or more appropriately, configuration, is done 
through circuit description languages. Once 
configured, an FPGA behaves in the way its 
user intended—essentially acting as a user-
designed digital IC.

If you have never used this type of device 
then you are missing out on some of the most 
astounding technological developments of 
our times—comparable to the microcontroller 
revolution of the 1980s and 90s. For many—

particularly embedded engineers who have 
traditionally focused on MCU-based designs—
FPGAs may have seemed too complex to 
integrate into their designs. In recent years, 
FPGAs have become much easier to use with 
powerful tools supporting them. This article 
will, hopefully, remove any barriers that 
might come in the way of using this thrilling 
technology. First, we'll look at the basics of 
programmable logic ICs: their structure, 
function and capabilities. Then we'lll take 
explore how you can easily configure them to 
perform almost any digital circuit function.

DIFFERENT PHILOSOPHY
The philosophy behind FPGAs is quite a 

bit different from that of microcontrollers. 
In the latter, a set of instructions, called a 
program, is executed serially to perform 
desired actions. Complex calculations running 
on microcontrollers may take a significant 
amount of time to execute because thousands 
of simple instructions may need to be 
performed one after the other. In contrast, 
no software runs on FPGAs. Instead, their 
internal circuitry is configured—as explained 
later—to perform a specific function. This is 
a pure hardware approach, which is typically 
much faster than carrying out the same action 
through the execution of simpler actions under 
program control. Tasks carried out by FPGAs 
can run much faster than when the same 

Although FPGAs are a well-established technology, many 
embedded systems developers—particularly those 
used to the microcontroller realm—have 
never used them. Here, Faiz takes a 
fresh look at FPGAs for those new 
to designing them into their 
embedded systems.

PHOTO 1

FPGAs consist of a large number of digital logic 

blocks that can be interconnected, through 

programmable routing on the chip itself.
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tasks are performed by microcontrollers.
The technology that allows circuits to be 

electronically configured on a chip is based 
on connecting two conducting traces through 
a transistor switch. Actually, it is more than 
just a transistor as it is more like a single 
SRAM cell. If the bit stored there is 1 then 
the interconnection is enabled—otherwise, 
the two conducting lines remain electrically 
disconnected from each other. By having  
an SRAM cell at the intersection of a grid 
of conducting lines, it is possible to build a 
routing network. Now imagine that some 
general-purpose logic gates are placed inside 
every block of this grid and you have a basic 
programmable logic IC.

The first such devices appeared in the 1980s 
and simply consisted of arrays of AND and OR 
gates that could be connected to each other 
through a programmable routing network. 
While such devices are still available, the most 
evolved modern form of programmable logic 
devices are FPGAs. Their main distinction 
from the simpler programmable logic devices 
of the past is in their use of so-called logic 
elements (LEs)— also called logic blocks (LBs) 
and logic array blocks (LABs). LABs are the 
smallest unit of functionality in FPGAs. Each 
LAB, basically, consists of a look-up table 
(LUT) and a flip-flop (FF). A LUT is, typically, a 
4-to-1 multiplexer with inputs tied to known 

logic levels. This arrangement acts as an 
AND-to-OR combinational logic element with 
the output determined by the selection input 
fed to the multiplexer.

The LUT output can go to the output of 
the LAB, directly or through a clocked D-type 
FF. The latter ensures that sequential circuits 
could also be implemented. Generally, real 
LABs are quite a bit more complex than this 
description (Figure 1) but the main idea of 
LUTs followed by FFs is almost universal. 
The LABs are arranged in a two-dimensional 
array with interconnection wiring, controlled 
by SRAM cells, running between them. In 
this context, the interconnection wiring is 
usually called the “FPGA fabric” (Figure 2). 
This pattern is so cleverly laid out that any 
LAB can share its output with any other LAB 
on the chip. Real FPGAs have a few other 
components also integrated on the chip. These 
might include phase-locked loops (PLLs) for 
clock generation, embedded memory blocks, 
embedded multipliers and so on.

EMBEDDING CIRCUITRY
So how can a digital circuit be placed 

inside an FPGA? The secret lies in configuring 
LABs and their interconnection pattern. By 
placing specific bit patterns at LUT inputs, the 
LABs are made to mimic simple combinatorial 
AND-OR type logic circuits. Then by placing 

Data1

Dock (LAB Wide)

ena (LAB Wide)

adr (LAB Wide)

Data2

Data3
cin (from cout
of previous LE) 

Register bypass

Packed register input

Row, column, and
direct link routing

Row, column, and
direct link routing

Local routing

Register chain
connection sload

(LAB Wide)
sclear

(LAB Wide)

Register feedback
Register
chain output

Data4

Four-input
LUT

ENA
CLRN

D

Q

FIGURE 1

This one logic array block (LAB) in an Altera MAX 10 FPGA shows LUT, FF and various inter-LAB connections. 
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another specific bit pattern with their 
interconnection SRAM cells, the LABs are 
appropriately connected to each other to take 
on the function of a simple or complex digital 
circuit. That’s all there is to it.

The bit pattern needed for this purpose 
is generated by an FPGA application 
development software much as the object 
file needed for a microcontroller is generated 
by a microcontroller application development 
software. Whereas the file to be downloaded 
into a microcontroller is, usually, a .hex file, 
the file that is downloaded to an FPGA is called 
a .sof file (“sof” stands for SRAM object file). 
Configuring an FPGA is essentially the same as 
placing a bit pattern into the cells of an SRAM 
array. Like SRAMs, FPGAs are also volatile—
removing the power erases the configuration 
bit pattern, turning the FPGA back into a 
blank slate. This makes it necessary to use 
an accompanying flash memory that can feed 
the FPGA with its configuration file each time 
the system’s power is turned on.

Serial flash memories performing this 
role are called configuration memories. 
On power up, FPGAs look to download 
their configuration data from a nearby 
configuration flash memory. This process only 
takes a few milliseconds and then the FPGA 
starts behaving in the intended manner. A 
small minority of modern FPGAs have an on-
chip flash memory block where configuration 
data can be stored. On power up, such FPGAs 
tend to read the internal flash memory and 
use its contents to program the SRAM cells 
in the FPGA fabric. This feature removes the 

need for a separate flash memory device to 
hold configuration data. Altera’s MAX 10 family 
and Microsemi’s IGLOO family (Photo 2) are 
examples of this type of flash FPGA.

MANY FPGA FEATURES
Beyond being just a collection of un-

committed logic blocks connected by a 
configurable interconnection system, modern 
FPGAs have a host of other useful features. 
Unlike microcontrollers, FPGAs boast a vastly 
greater number of I/O pins. Even small FPGAs 
have close to a hundred I/O pins while larger 
devices can have several hundred of them. 
When combined with hundreds to hundreds of 
thousands of LABs on a single chip, it’s clear 
that powerful I/O-rich systems can be created 
in FPGAs. FPGAs are, generally, capable of 
running at much higher clock frequencies 
compared to small microcontrollers—100 MHz 
to 400 MHz is typical for FPGAs. And FPGA 
circuits perform operations in real time. With 
all that in mind, it’s a given that functions 
implemented in FPGAs operate extremely fast 
compared to traditional processors.

It’s also important to keep in mind that 
nothing prevents a designer from putting 
multiple, related or completely separate 
circuits on the same FPGA. That way the 
functions of several separate digital ICs can 
be consolidated into a single FPGA. Such logic 
consolidation is a big reason for the popularity 
of FPGAs in today’s consumer, industrial 
and military electronics. In fact, space and 
defense sectors are such heavy users of 
FPGAs that semiconductor manufacturers 

FIGURE 2

Shown here is the distribution of 

programmable logic array blocks amid 

interconnection wiring in a typical 

FPGA. I/O blocks that connect to I/O 

pins are also seen.

Programmable
interconnections

Programmable logic 
blocks

Programmable I/O
blocks
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make special radiation-tolerant versions of 
standard devices for those markets. Most 
commonly available FPGAs contain a number 
of other useful features such as PLLs for 
generating almost any frequency on chip, 
embedded memory blocks, fixed- (and even 
floating point) multipliers, analog-to-digital 
converters (ADCs) and so on. High-end FPGAs 
also feature integrated high-speed serial data 
transceivers.

Microcontrollers are definitely easier to 
use when compared to FPGAs and there is no 
good reason not to use microcontrollers where 
they fit well in an application. However, FPGAs 
come into their own for certain applications. 
These include operations that require lots of 
I/O pins (Photo 3) such as scanning arrays 
in cameras and displays. Complex algorithms 
for digital signal processing can also benefit 
from the real-time in-hardware processing 
capabilities of FPGAs. As a result, high 
-definition (HD) and ultra-high-definition 
(UHD) 4K and 8K display processing system 
designs make heavy use of FPGAs. Military 
sensor signal data processing is also very 
reliant on the use of high-end FPGAs.

For hobbyists, FPGAs offer a number of 
benefits. Perhaps the foremost is the ability 
to have a chip carry out your own customized 
task. Even if a standard IC is not available to 
perform a certain operation, an FPGA could 
be configured to carry out that task. From 
generating multiple precisely synchronized 
clocks to control CCD chips to performing 
desired mathematical operations on a data 
stream, FPGAs can be called on to perform 
one or multiple tasks quickly and efficiently. 
They are also good at communication protocol 
conversion. It is relatively easy to use FPGAs 
to convert between USB, Ethernet and serial 
data communications. FPGAs also make great 
glue-logic devices—interfacing a processor 
with various memory and I/O devices. There 

is basically no end to what can be achieved 
with FPGAs because they offer sheer un-
constrained digital data handling capability. 

GETTING STARTED WITH FPGAS
So, what is needed to start using FPGAs? 

The answer is hardware description languages 
(HDLs)—used to define a digital system. Once 
the desired digital function is described 
in the form of HDL code, the code can be 
compiled by an HDL compiler to generate a 
net list specifying the interconnection of LABs 
in an FPGA. This net list is essentially just 
a pattern of bits that that can program the 
FPGA's internal SRAM cells to make it assume 
the identity of a custom digital device. The 
output .sof file from the HDL compiler can be 
downloaded either directly to an FPGA or to a 
flash memory device connected to the FPGA. 
In the former case, the FPGA will need to do 
a download every time it is turned on. But in 
the latter case it will load its configuration file 
automatically from the configuration memory 
on power up. Direct download into an FPGA is 
used during configuration code development 

PHOTO 2

Microsemi IGLOO flash FPGA on an 

FPGA development board

PHOTO 3

These top and bottom views of 

Microsemi’s PolarFire FPGA show a 

profusion of I/O pins.
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and debugging. Once finalized, the external 
or internal flash memory—where available—
is programmed with the HDL compiler-
generated bit stream to create a normal 
functioning system.

Obviously learning an HDL is the key to 
using FPGAs and any serious user of FPGAs 
has to spend some effort at learning to code 
in at least one HDL. There are several of these 
around but two—VHDL and Verilog— are by far 
the most common HDLs used by 95% of FPGA 
users around the world. Here is the fun part: 
An HDL enables a developer to describe the 
desired system in a high-level form without 
worrying about its exact implementation in 
terms of logic gates. That’s the function of 
the HDL compiler that takes the design code 
and generates a circuit design in the form of 
a net list. The HDL coder also doesn’t need to 
understand too much about the architectural 
details of the FPGA being used. The compiler 
generates the best circuit configuration for 
the target device in an internal process called 
“place and route.” All the application developer 
has to do after a .sof has been successfully 
generated is to assign some of the FPGA’s 
many I/O pins to carry signals into and out of 
the device. After this pin assignment, the HDL 
code is compiled once again and then the final 
.sof is ready for use with the FPGA.

HDL LANGUAGE FEATURES
We will take a look at VHDL in some detail 

later, but some prominent features of this 
language can be discussed here. The name, 
VHDL, contains an abbreviation within an 
abbreviation. It stands for VHSIC hardware 
description language, with VHSIC standing 

for very high speed integrated circuit. It 
was developed by a consortium of several 
electronics companies during the 1980s at the 
behest of the Department of Defense (DoD). 
The reasons behind this development are 
historical and don’t concern us here. Later the 
language was standardized by the Institute 
of Electrical and Electronics Engineers 
(IEEE) and it now exists as a highly uniform 
language. With its genesis in the defense 
community, it’s not surprising that VHDL 
borrowed most of its syntax from another 
DoD-sponsored language: Ada. Meanwhile the 
Ada programming language is itself a variant 
of the Pascal programming language and thus 
the syntax of VHDL strongly resembles Pascal 
(Listing 1).

Superficially VHDL looks like Pascal, but 
that’s where the similarity ends. When you 
write VHDL code—or for that matter, code 
for any other HDL, such as Verilog—you are 
writing the description of a task that needs 
to be performed through digital means. 
This is a behavioral description rather than 
a structural description. In other words, 
you describe the desired behavior of your 
system instead of what the actual circuit is. 
The latter is created by the HDL compiler. We 
call this process “inferring a circuit.” This is 
an extremely powerful concept. A designer 
simply concentrates on the task at hand, 
without worrying about the digital circuit 
needed to get the job done. Once a proper 
VHDL or Verilog description has been coded, 
the compiler will take it and come up with 
an appropriate interconnection of the LABs 
inside an FPGA to accomplish the task. That’s 
all there is to it. The net list .sof file generated 
by the compiler—after pin assignments—can 
be downloaded to an FPGA or its configuration 
memory device and the job is done.

A piece of VHDL or Verilog code that 
generates a functioning digital circuit inside 
an FPGA can be re-used as part of some other 
bigger application. Many such re-useable, 
general-purpose code blocks are often made 
available as a library. In this form, the code 
is called intellectual property (IP). IP for 
such tasks as floating-point multiplication, 
video encoding/decoding, Ethernet MAC and 
so on are commonly made available by FPGA 
manufacturers. There is also a significant 
market in third party-developed IP that is 
available for sale and licensing. 

USING FPGAS
Now that we’ve explored the basic concepts 

about programmable logic, next we’ll examine 
how FPGAs are actually used. This takes us into 
hardware description languages (HDLs) used 
for configuring programmable logic devices 
and the hardware/software environment 

LISTING 1

This portion of VHDL code shows strong a resemblance to Pascal and Ada.

pwm_process : process( clk_1hz)
 begin
 if (rising_edge(clk_1hz)) then
  if (t_on = 0) then pwm_signal <=’0’;
 elseif((count <= t_on) and (count < top_cnt)) then
    pwn_signal <= ‘1’;
     count <= count + 1;
    elseif((count > t_on) and (count < top_cnt)) then
     pwn_signal <= ‘0’;
     count <= count + 1;
    else pwm_signal <= ‘0’; count <= 0;
        end if;
    end if;

    for i in 7 downto 0 loop
     pwn_leds(i) <= pwm_signal;
    end loop;
end process pwm_process;
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used for application development. In order 
to use FPGAs, you need an FPGA device on 
a PCB—usually on a development board with 
USB programming interface—and an HDL 
compiler. This is a combination that’s very 
similar to what’s needed when working with 
microcontrollers. HDL compilers—also called 
FPGA application development software—
can be freely downloaded from FPGA 
manufacturers’ websites.

Each manufacturer offers different 
software, but they all have more-or-less the 
same basic functionality. All of them allow 
entry of HDL code in either Verilog or VHDL, 
syntax and semantics checking, compilation 
into a net list for a targeted FPGA device and 
various reports on FPGA resource utilization, 
power consumption, timing verification and 
so on. Manufacturers’ websites also offer 
training documentation and videos on how 
to use their development environment. Once, 
the basics of either Verilog or VHDL is learned, 
it becomes very easy to use any one of these 
compilers to configure an FPGA to perform 
one or more desired functions.

As mentioned earlier, HDL code looks very 
similar to code written in ordinary software 
programming languages. VHDL code, in 
particular, bears a strong resemblance to 
Pascal and Ada. This is seen in Photo 4 which 
shows VHDL code open in the editor window 
of Altera (Intel) Quartus Prime software. In 
spite of its similarity to conventional software 
programming languages, an HDL coder has 
to keep in mind that the code being written 
is not step-by-step instructions to perform 
a task but the description of a digital 
system. The code describes the behavior of 
a digital system, leaving the exact circuit 
implementation to the software. All that said, 
the designer has to keep in mind certain 
limitations imposed by both the HDL and the 
FPGA technology being used, in order to write 

code that will be acceptable to the compiler.
Errors are flagged by the compiler in 

much the same way as when designing a 
microcontroller application. Once errors are 
fixed and a .sof file has been successfully 
generated, it can be downloaded to the FPGA 
through a JTAG programming interface. This 
is usually implemented in such a way that all a 
user sees is a simple USB connection between 
a PC and an FPGA development board. One the 
design is working on the FPGA, its function 
can be validated. Later, the design can be 
placed in a flash-based configuration memory 
so that it’s automatically downloaded into the 
FPGA each time the power is turned on.

SIMPLICITY OF VHDL
Now let’s take a deeper look at VHDL to see 

how the language lets you express desired 
tasks in a simple manner. To begin with, all 
HDLs differ from software programming 
languages in that they allow what is called 
‘concurrency’. This simply implies parallelism. 
When two or more statements are written in 
an HDL—one after the other—instead of being 
executed in that order they are all executed 
together at the same time. This concept may 
be a little hard to grasp if it is new to you. 
But if you think about, it’s how things should 
be. After all hardware works in parallel in real 
time, so a language used to describe it should 
also have this capability. With that in mind, 
writing A = X1 AND X2; followed by B = Y1 AND 
Y2; will generate circuitry equivalent to two 
two-input AND gates working side by side. It 
is possible to have other types of statements 
that do operate sequentially, in the order of 
their appearance. In VHDL these statements 
have to be placed inside a construct called a 
“process”.

There can be any number of processes 
in a piece of VHDL code. While statements 
inside processes operate sequentially—as in 

PHOTO 4

VHDL code strongly resembles PASCAL 

and Ada. Shown here is VHDL code 

open in the editor window of Intel’s 

Quartus Prime software.
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software programming languages—processes 
themselves execute concurrently with each 
other. That means a process can be used to 
model a circuit that is more complicated than 
can be expressed with a single statement. 
Another essential feature HDLs have is the 
ability to represent electrical signals, in 
addition to variables and constants. Again, 
this is only to be expected. In VHDL a special 
class of data objects called a signal is used 
for this purpose. A standard logic data type 
is also made available to represent logic 1s 
and 0s (and the high impedance state ‘Z’). A 
standard logic signal—with a name chosen by 
the user—can be used to represent a single 
bit. Using a signal named “read_strobe,” a 
declaration for such a signal in VHDL code 
looks like this:

signal read_strobe : std_logic;

A multi-bit vector (a signal bus) could be 
declared as follows:
 
signal memory_address : std_logic_vector 
(7 downto 0);

Assignments can be made to these signals in 
several ways, including the following:

read_strobe <= ‘1’;  -- assigns value to 
bit signal read_strobe
memory_address <= “10101010”; -- assigns 
value to byte signal memory_address

Note that a double dash “--” is used to 
start a comment for code readability. The 
rest of the line after the “--” is ignored by the 
VHDL compiler.

In VHDL a digital system is described 
using two separate but interlinked design 
units. The first, called an ‘entity’, describes 

the desired system’s I/O interface or port—
such as all signals coming in and going out 
of the system. This part regards the system 
as a black box and pays no attention to the 
function or structure of the system. Here is 
a simple entity description for a pulse width 
modulation (PWM) circuit that reads two input 
push-buttons to increase or decrease PWM 
duty cycle and uses the waveform to drive 
eight LEDs. It also accepts a clock waveform 
from an external oscillator. An entity can have 
any name chosen by the coder—here it is 
called PWMLED. ‘in’ and ‘out’ signify direction 
of I/O—whether it is coming into the system 
or leaving it respectively.

entity PWMLED is
 port(
  clk_50mhz : in std_logic ;
  up_btn : in std_logic;
  dn_btn : in std_logic;
  pwm_leds : out std_logic_vector(7 
downto 0)
 );
end PWMLED;

VHDL ARCHITECTURE UNIT
Next comes the ‘architecture’ unit. This is 

where you describe the system’s functionality. 
An entity architecture pair can be compiled by 
a VHDL compiler to generate a circuit net list 
as a .sof file. HDLs contain constructs that are 
similar in software programming languages—
loops, assignment statements, conditional 
expressions and so on. However, in the case of 
an HDL, these statements reflect the way the 
desired system is supposed to behave. The 
HDL compiler makes use of the statements 
to work out the circuit configuration needed 
to accomplish the desired functionality. As 
an example, a D-flipflop is described in VHDL 
using the following code:

PHOTO 5

The Quartus Prime FPGA software 

has a utility called Pin Planner. Shown 

here, it provides a graphical view of 

the FPGA chip’s pins as well as a table 

of all I/Os, their signal directions, logic 

levels and pin assignments.
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library ieee;
use ieee. std_logic_1164.all;

entity D_FlipFlop is
      PORT( D, CLOCK: in std_logic;
      Q: out std_logic);
end D_FlipFlop;

architecture behavioral of D_FlipFlop is
begin
     process (CLOCK)
          begin
              if (rising_edge(CLOCK)) then
              Q <= D;
          end if;
     end process;
end behavioral;

As the code shows, the first two lines direct 
the compiler to include an IEEE standard 
library that contains vital definitions. These 
compiler directives are present in all HDL 
code. Next comes an entity declaration that 
spells out the ports (I/Os) along with their 
directions and data types. Finally, the actual 
behavior is contained in the architecture 
definition. Here it has been given the name 
“behavioral,” but it is entirely up to the code 
writer which names are chosen for entity and 
its associated architecture.

Inside the architecture shown, the 
main action is described within the process 
construct that simply acts as a container for a 
specific behavior. Statements within a process 
block only take effect if there is a transition—
change in logic level—on any signal listed in 
the bracket after the keyword process. This 
is called the process’ sensitivity list. In the 
example shown, whenever the clock signal 
transitions the process becomes activated. 
However, due to the conditional if statement, 
the action Q <= D takes place only when the 
clock signal transition is from logic 0 to logic 
1 (the rising edge). This assigns the value of 
1-bit input signal D to 1-bit output signal Q. 
This then specifies the action of a D-flipflop. 
If D and Q are specified as multi-bit vectors—

such as std_logic_vector (7 downto 0)—
then this same code will serve as an 8-bit 
register. The purpose of listing this little code 
snippet is to show that FPGA configuration 
languages are no more difficult to learn and 
use than conventional software programming 
languages, such as Pascal or C.

Learning an HDL is similar to learning a 
software programming language because 
they have similar constructs—conditional 
statements, loops and so one. The big 
difference is HDLs are used in the context 
of hardware (circuit) generation. With that 
in mind, a loop, for instance, will result in 
the generation of a number of similar circuit 
blocks instead of resulting in the repeated 
execution of one or more statements. It 
takes some effort to learn either Verilog or 
VHDL but this is easy to do. There are lots of 
free resources available on the web, as well 
as the availability of good books and helpful 
videos.

As stated before, HDL code can be compiled 
to produce an FPGA configuration file. Once 
this .sof net-list file has been created, you 
can assign actual physical device pins to the 
various inputs and outputs. In Intel’s Quartus 
Prime FPGA application development software, 
this is done with a utility called Pin Planner, as 
seen in Photo 5. It shows a graphical view of 
the FPGA chip’s pins as well as a table of all 
I/Os, their signal directions, logic levels and 
pin assignments. When these assignments 
have been made, a final compilation is 
performed to generate a .sof file with the 
chosen pin assignments. This output file can 
then be downloaded to the FPGA through a 
JTAG interface running over a USB link from 
a PC. Job done. The FPGA then behaves as a 
digital system of your own design. And it can 
be connected to other components through 
assigned pins. It is also possible to actually 
see the circuit configuration that will be 
implemented inside an FPGA. To do this, you 
can use the schematic viewer built into HDL 
compilers. A part of such a schematic layout 
is in Photo 6.

PHOTO 6

You can view the circuit configuration 

that will be implemented inside an 

FPGA by using the schematic viewer 

built into HDL compilers. A part of 

such a schematic layout shown here.
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FPGA HARDWARE
On the hardware side, FPGAs are 

manufactured by a handful of semiconductor 
companies. The main ones are: Xilinx, 
Altera (now Intel PSG division), Lattice 
Semiconductor, Microsemi and Quicklogic. 
Each of these companies has its own line 
of FPGA devices, ranging from relatively 
small, low-cost ICs to very large devices with 
hundreds of thousands of LABs and hundreds 
of I/O pins. It is no surprise that FPGA prices 
vary widely from just a few dollars each for 
small devices to hundreds and even thousands 
of dollars for premium chips. The websites 
of FPGA manufacturers provide valuable 
insights into latest FPGA technologies, IP 
availability and application trends.

Many easy-to-use FPGA development 
boards are available from a variety of board 
manufacturers. All of them contain an FPGA 

together with other useful support devices—
such as memories, ADCs, clock oscillators and 
so forth. These development boards range 
in price from less than a hundred dollars to 
thousands of dollars. Photo 7 shows an FPGA 
development board based on Intel PSG’s 
MAX 10 FPGA. Development boards generally 
come with detailed documentation and code 
examples on how to use them and exploit their 
many capabilities. Less expensive boards are 
ideal for hobbyists to learn the use of FPGAs 
and to use them in embedded projects. More 
advanced users can find higher-end boards 
for learning to use FPGAs with Gbit Ethernet, 
HDMI interfaces and high-speed data 
transmission over differential transceivers.

In addition to a development board, FPGA 
system developers also need a software tool 
for writing and compiling HDL code. HDL 
compilers can be easily downloaded for free 
from the websites of all FPGA manufacturers. 
Xilinx offers its ISE and Vivado development 
suites. Lattice Semiconductor provides 
Diamond HDL compiling tool. And Intel PSG 
makes its Quartus Prime software available 
to all FPGA application developers. These 
development tools can be used for compiling 
either VHDL or Verilog code. You can also 
enter gate-level schematic digital circuit 
diagrams and let the tools produce a net list 
file from it. It’s even possible to mix HDL 
code and schematic circuit diagrams in the 
same project.

Once some code has been debugged, 
,tested and found to operate well, it can be 

PHOTO 7

Easy-to-use FPGA development boards 

are available from a variety of board 

manufacturers. This is an FPGA 

development board based on Intel 

PSG’s MAX 10 FPGA.

Additional materials from the author are available at: 

www.circuitcellar.com/article-materials
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represented as a block diagram and used as 
a component in future projects. This kind of 
code reusability is a great feature that makes 
it possible to build large projects incrementally 
by breaking them into simpler components 
that are individually designed, one at a time. 
Such user-developed IP components are simply 
connected together in a graphical fashion to 
define the complete system. Figure 3 shows 
part of a system defined in the Quartus 
Prime tool as an interconnection of separately 
developed IP blocks.

For beginners, it is best to get hold of any 
good FPGA development board and begin by 
writing simple Verilog or VHDL code and then 
compiling and downloading it to the FPGA. 
The compiler will flag syntax errors and even 
logic errors, if any, which is a useful way of 
learning an HDL. Once enough practice has 
been achieved, you can go on to write larger 
and more useful pieces of code that actually 
accomplish real functions. For instance, you 
can start by writing simple behavioral code 
for counters, 7-segment display drivers, 
PWM generators and so on. Then you can 
move on to more advanced code for such 
applications as an SD card reader/writer, a 
VGA display controller, a real-time clock, an 
Ethernet communication module and so on.

EASY TO GET STARTED
This article has provided a broad 

overview of FPGA technology. Hopefully this 

will be sufficient to convince those who are 
new to FPGAs, that they are both fun and 
easy to use. All that needs to be done to 
start using FPGAs is to learn an HDL (either 
Verilog or VHDL), obtain one of the numerous 
FPGA development boards available and 
install an HDL compiler compatible with the 
chosen FPGA. Several books and online 
resources provide simple introductions to 
VHDL and Verilog. One month of learning 
should be enough to get into serious FPGA 
application development. Aside from 
manufacturer’s websites, sites such as 
www.fpga4fun.com also provide helpful 
tips and advice, as well as several 
introductory and mid-level projects for 
FPGA users to build. Large numbers of 
helpful videos are also available on YouTube. 
It doesn’t take long to get up to speed with 
using FPGAs. After gaining some familiarity 
with FPGA configuration concepts, system 
designers can graduate to some really 
interesting projects.  

FIGURE 3

Using VHDL, it’s possible to build large projects incrementally by breaking them into simpler components that are individually designed, one at a time. The IP components are 

simply connected together in a graphical fashion to define the complete system. Shown here is part of a system defined in the Quartus Prime tool as an interconnection of 

separately developed IP blocks. 
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Designing a Home Cleaning 
Robot (Part 2)
Mechanical Design

Nishant Mittal and Jesudasan Moses 

Cypress Semiconductor

I n part one (Circuit Cellar 329, December 
2017) of this home cleaning robot article 
series, I discussed the introduction to 
the concepts of cleaning robots and the 

crucial design elements that are part of a 
skeleton design. Apart from that I discussed 
various selection criteria of the components. 
In this part, with the help of my colleague 
Jesudasan Moses, I’ll explore the mechanical 
aspects of the design. This includes selecting 
materials, aligning all the components on 
base, designing the pulleys for optimal 
performance, selecting motors and so on. The 
mechanical design for such a system can be 
very challenging because it’s a moving system 
and that adds complexity to the process. While 
this part is focused on mechanical issues and 
making the base ready, all this paves the way 
for when we add the “brains” into the system 
in part three.

DESIGN ELEMENTS
Figure 1 shows the block diagram of 

the mechanical design for this project. The 
overall structure of this design requires a 
base that is strong, but not too heavy. Using 
a metal base isn’t a good option for this 

type of system because it would increase 
the overall weight. Such an increase might  
mean that a higher torque motor would be 
required. The next elements are the motors 
and wheels. We chose to include motors 
only in the back. Using a front motor would 
probably be an overdesign for such a system. 
If you examine professionally designed home 
cleaning robots—like those I covered in part 
one—all of them had only the back motors for 
movement.

On the front side of the unit, only rollers 
are added. This gives the system a complete 
360-degree freedom of movement. The most 
important parts of the system are the cleaner 
and the roller. These are placed toward the 
center of the system and are controlled using 
an arrangement of motors and pulleys. In the 
front of the system, side brushes are added 
that again are controlled using motors. Now 
let's look at the selection of each of the design 
elements.

Selection of the base shape: The base shape 
selection is very important because it defines 
how efficiently your home cleaning robot can 
clean at corners. A circular base shape is the 
most recommended option. A circular base 

By
Nishhantt MMittall andd Jesuddasan Moses

Continuing with this four-part article series about building a home cleaning 
robot, Nishant and Jesudasan discuss the mechanical aspects of the design.

Example of a basic iRobot cleaning robot 

(Image courtesy of www.irobot.com)
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enables the robot to move around corners 
and thereby cover each and every part of the 
house. That said, for a hobby project like this 
one, a rectangular base means no advanced 
tools are needed to cut and shape the base. 
With that in mind, we chose to use an acrylic 
material in a square shape for the base.

Motor selection: For our design, we opted 
for two movement motors on the back of the 
unit and another motor at the back for the 
roller pulley. On the front, there are two more 
motors to move the side brushes. We’ll save 
the more technical discussion about motor 
selection in part three. Choice of motor size 
depends upon the total weight that the front 
and back need to handle. The total weight 
should be equalized, otherwise the system 
won’t remain stable when the robot is moving 
fast. The placement of the two movement 
motors should be aligned to their center of 
axis. That ensures that when the robot is 
moving straight, it won’t divert its direction. 
It’s also important to buy those two motors 
from the same vendor to make sure they 
share the same mechanical properties.

Wheel Selection: It’s very important to 
decide on the net height of the system early 
on. Wheel selection is the deciding factor for 
the net height. The net height of the robot 
will dictate whether or not it can clean under 
furniture. Wheels should be selected such that 
the brush exactly hits the ground—no higher 
and no lower.

Brush Selection: The two factors to 
consider in the selection of brushes are cost 

and the accuracy in catching dust. Because 
our focus was on hobby product design, we 
made low cost a priority over accuracy. With 
that in mind, we bought a Chinese magic 
brush available for purchase online.

Vacuum Selection: Although we didn’t use 
a vacuum in our system, we recommend using 
a car vacuum cleaner. You can extract the 
vacuum and container from a car vacuum and 
place it on top of the robot. This will maintain a 
decent height tolerance for the robot.

Pulley system design: Figure 2 shows the 
pulley arrangement for controlling the cleaner 
brush movement. This configuration of big- 
to-small-diameter energy transfer results 

FIGURE 1

Mechanical ararrangement of the 

home cleaning robot

Wheel A Wheel B

Motor MotorMotor
for

Pulley

Vacuum

Brush

Side brush 1 Side brush 2

Roller

Cleaning roller holder

FIGURE 2
Pulley arrangement for the cleaner rotation

Roller 1

Roller 2
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in efficient performance. Because we want 
to roll the brush from both sides, using an 
additional motor just for this purpose doesn’t 
make sense. That would consume extra power 
and make the mechanical system unstable.
There would then be four motors in the back 
and two motors in the front.

PUTTING IT ALL TOGETHER
Now comes the most important part of 

the design flow. After all the planning, the 
paper design, the math and the gathering of 
components is complete, it’s time to assemble 
all these things to make a sensible product out 
of it (Photo 1). We will get into the electronics 
part of the design in the next article. While 
assembling the brushes you may need to 

do some filing on the edges to fit them into 
the cut-out of acrylic sheet. Sandpaper can 
be used to do the filing. The rubber band to 
connect the pulley should be chosen properly. 
If it’s too tight, it may break apart during 
motor movement. If it’s too loose, it won’t 
rotate the brush.

The rod that handles the rotor should be 
affixed on the acrylic firmly so it won’t break 
the rubber band. Since we have three motors 
in the back and two in front, some weight 
balancing was needed. With that in mind, 
we added the battery toward the front and 
below the controller board. The side brushes 
are fitted using the vertically aligned motors 
in clockwise and anticlockwise directions. 
In order to prevent extreme noise from the 
motor—which can also falsely trigger the IR 
sensors—sponges are fitted in all the motors.

CONCLUSION
In this article, we discussed designing the 

overall mechanical design of the system. The 
floor-planning of the entire system is done. All 
the mechanical elements are assembled at 
this stage. Now we’re ready to embed the 
“brain” into this dead mechanical system. In 
the next part of this series, I’ll be discussing 
the electronics inside the system, the circuit 
design and connecting mechanical 
components with the electronics. I’ll also 
examine the algorithm of the robot’s 
functionality along with the system’s code 
and optimization. 

PHOTO 1

The fully aassembled home cleaning 

robot
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MCU-based Platform Stabilizer
Sensors and Servos

By
Jessica Chen, 

Adam Chung and 

Ashley Xue

F or our final project, we set out to 
implement a microcontroller-based 
platform stabilizer. A key component 
to our design was an IMU that uses 

a combination of a 3-axis accelerometer and 
a 3-axis gyroscope to provide measurements 
of the platform’s motion and angular velocity. 
Readings from the IMU were communicated 
to the PIC via its I2C bus. The servos then 
applied a force onto the platform based off of 
these readings to make real-time corrections 
to ensure a zero incline.

The high-level design of the platform 
stabilizer is detailed in Figure 1. As the user 
tilts the base, readings from the IMU change. 
This information is communicated to the 
PIC32, which in turn, sends the appropriate 
signal to one or both servos to oppose the tilt 
based on how much the incline has changed. 
The servos then drive the platform in the 
opposite direction to keep it level.

HARDWARE DESIGN
 The schematic of our entire circuit is 

shown in Figure 2. It consists of a PIC32 
microcontroller, an Adafruit TFT display, 
an orientation sensor (IMU) and two opto-
isolators. To obtain the platform’s relative 
orientation, we used the Adafruit BNO055 
sensor (IMU), which provided us with a very 
accurate and precise measurement of the Euler 
angles for each axis. We picked the sensor’s 
fused sensor IMU mode of operation that 
combines the accelerometer and gyroscope 
measurements using a pre-programmed 
sensor fusion algorithm. It is documented in 
the BNO055 datasheet [1]. This provided us 
with data that allowed for accurate angles and 
essentially no drift. We communicated with the 
BNO055 using I2C, which was fairly difficult to 
set up due to some PIC32 hardware specific 

Using an Inertial Measurement 

Unit (IMU), two 180-degree 

rotation servos and a Microchip 

PCI MCU, these Cornell students 

implemented a microcontroller-

based platform stabilizer. Learn 

how they used a pre-programmed 

sensor fusion algorithm and 

I2C to get the most out of their 

design.



errata described (see Software Development 
section). In the hardware, the SCL and the 
SDA pins of the sensor were connected to 
RPB8 and RPB9 respectively on the PIC32, 
according to the I2C setup given in the PIC32 
datasheet [2]. The PIC32 became the master 
and the sensor became the slave.

We used two 180-degree rotation servos as 
our motors to correct the angle of the platform 

using the readings from the IMU. They both 
ran at a frequency of 50 Hz, or a period of 
20 ms—detailed in the servo datasheet 
[3]. The servos—which were powered with 
a 6-V supply—were each opto-isolated in 
order to protect the pins of the PIC32 that 
were running at 3.3 V. We 3D printed servo 
brackets for the servos to extend their radius 
of motion. The servo brackets were attached 
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FIGURE 1

Mechanical layout of the platform 

stabilizer

Brackets

BracketsNails

Nails

Platform
Platform

Wood

Wood

Servos Servos

IMU and additional
hardware inside box

FIGURE 2

This circuit schematic, made in Eagle, 

shows all the hardware used in our 

project.
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to each servo and provided a flat surface onto 
which another object could be attached. We 
positioned the servos as depicted in Figure 
1. A more detailed description of the setup 
can be found in the Mechanical Design section 
later in this article.

The initial draft of the 3D model of these 
servo brackets are shown in Figure 3. The 
model was found online via 3D Warehouse—
an open source library for Google Sketchup 
models. Modifications were then made to the 
model to shorten its width to better match 
the specific sizing of the servos we were 
using. Because Sketchup did not support the 
exporting of SKP files into STL files—which are 
commonly accepted by 3D printing software—
an STL plug-in was necessary to export the 
3D model in STL format. Screen captures 
of the final CAD design of the brackets are 
illustrated in Figure 3.

SOFTWARE DEVELOPMENT
Our code ran on two threads and a main 

function. The protothread library that we 
used is detailed in the Protothreads Reference 
Manual [4]. We used one main control 
protothread that accessed the IMU registers 
to obtain the Euler angles of the platform’s 
local coordinate axis. In addition to the 
control thread, we used one thread for testing 
and one main function to set up the hardware. 
We structured the code using header files and 
helper functions so that we could generalize 
the calls to the servos and the IMU.

Our control thread ran every 50 ms, or at a 
frequency of 20 Hz. This thread displayed the 
Euler angles on the TFT display for debugging 
purposes and updated the angles of the 
servos to reorient the platform to its base 
value. Whenever we turned on or reset the 
system, this thread would obtain the initial 
Euler angles and set them into initPitch, 

initRoll and initYaw. We set these three 
values by reading consecutive registers from 
the IMU to produce a 16-bit signed value of 
each angle. A flag was set to 0 to ensure that 
this process was only completed once. The 
three variables were then used to adjust the 
system accordingly. Ideally, on a completely 
flat surface, the roll and pitch angles would 
have been 0 degrees and the yaw could have 
been an arbitrary number since we did not 
have a third servo to control that axis.

After calibration, the variables eulerPitch, 
eulerRoll and eulerYaw were updated to 
hold the current Euler angle orientation of 
the system. Since we had previously set the 
initial values of all three angles, we could  
compare how much the pitch and roll angles 
had changed, so we set those differences to 
pitchDiff, yawDiff, and rollDiff. In each of 
the cases where we had to update the Euler 
angles, we had to divide the values by 16 since 
the IMU had a sensitivity of 16 LSB per degree. 
This meant that for every degree measured 
by the IMU, the register values actually read 
values that were 16 times the expected 
value. We needed to convert these values into 
degrees because our servo helper functions 
only took in degrees as an argument.

After the differences in roll and pitch 
were found, the motors were rotated to the 
negative differences to stabilize the platform. 
These calculations quickly brought the motors 
back to the initial calibrated state. Before the 
motors were rotated, the code checked to 
see if the current and previous differences 
were the same. This was done in order to 
prevent slight oscillations in the system after 
correcting the errors. If the values were not 
the same, it meant that the IMU had not been 
shifted or moved in any way, and therefore 
the motors did not have to be updated. Other 
than the calculations and motor controls, the 
control thread used the TFT to display the 
initial Euler angles, the current Euler angles 
and the current differences between them. 
This helped in debugging and enabled us to 
see if the motors were updating correctly.

I2C FOR COMMUNICATIONS
In our main function, we set up the I2C 

for communication with the IMU, the timer 
and the output compares for the servos. To 
access the IMU registers, we first enabled 
I2C communication so that we could use the 
I2C pins described in the Hardware Design 
section earlier in the article. Set up of the I2C 
was controlled by I2C1CONbits, which was a  
16-bit value used to set certain I2C properties. 
In our case, we set the 15th and 9th bits to 
1 to enable I2C communication and bypass 
a hardware problem. Detailed in the PIC32 
Errata Sheet [5], that problem prevented pins 

FIGURE 3

CAD designs of the brackets used in the mechanics of the platform stabilizer
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RA0 and RA1 from working correctly when I2C 
was enabled. Thankfully, this initially caused 
our TFT display to stop working since it was 
connected to pin RA1. Had we not noticed 
this early on, we would have had a much 
harder time debugging the circuit. The last 
part needed to set up the I2C was to set the 
Baud Rate Generator (BGR) value. That was 
calculated using the BGR equation given in 
the I2C section of the Reference Manual [6].

For the I2C communication setup described 
earlier, we created general functions to easily 
set up and read from the IMU. The configuration 
function set the desired operation mode of 
the IMU, which was initially in configuration 
mode. This function performed an I2C write 
to the IMU’s operation mode register and set 
the mode to the desired value given by the 
function argument. To read from the I2C, we 
made a general I2C read function with two 
arguments: startReg, the desired register 
from which to read, and num, the number of 
consecutive registers.

After the I2C setup, we initialized timer 3 
with a prescalar of 16 and a time period of 
50,000 counts and enabled output compares 1 
and 2, using the PIC32 Peripherals Datasheet 
[7]. That enables us to send pulses to our two 
servos in the main control thread. We also set 
up pins RPA0 and RPB5 as the outputs of OC1 
and OC2 respectively, which were connected 
to servos 1 and 2. This allowed us to adjust 
each servo angle by sending out pulses 
with specific duty cycles through the output 
compare.

We used a test thread for the sole purpose 
of testing and orienting the motors and did 
not include it in the final code. We found that 
the motors themselves did not have a set 
value for 0 degrees and were often crooked 
whenever we tried to stabilize the platform. 
For the platform to remain horizontal, we 
had to manually tune the motors by adding 

7 degrees to the output degree value for the 
second motor that controlled the Roll Angle 
adjustment.

To organize our code, we created a servo 
file to define a “rotate” function to easily 
set the rotated angle of the servos. This 
function took in two arguments: the angle 
of rotation and the motor number to rotate. 
While testing this function, we found that the 
ranges specified on the servo datasheet gave 
duty cycles that did not turn the motors the 
full 180 degrees—forcing us to manually find 
the values. We calibrated the zero position of 
each servo and found that each center had a 
PWM duty cycle of 1.5 ms, as indicated in the 
servo datasheet [3]. From this, we manually 
found the duty cycles at which the center 
value rotated left and right by -90 and 90 
degrees respectively. That gave us a range of 
PWM duty cycles from 0.55 ms to 2.45 ms.

After we measured the cycles of the 
possible duty cycles that could be sent to the 
servo, we defined a function to rotate each 
servo from -90 to 90 degrees—with 0 being 

PHOTO 1

These images show the inside of our 

box housing some of the hardware for 

the project.
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the center and initial starting angle. From this 
information, we created a general equation to 
correctly set the duty cycle given the desired 
angle:

duty cycle

desired degrees

_ .
( .

.
) . )

.
= ×

× +
50000 0

0 95
90 0

1 5

20 0

 

The resulting duty cycle was then output 
to OC1 or OC2 using built in methods.

MECHANICAL DESIGN
After we were sure that our software 

and hardware components were properly 
integrated and that the IMU readings 
correctly updated each servo, we began 
putting together our platform stabilizer. We 

first attempted to connect the servos to the 
brackets. Because our brackets ended up 
being too large for our servos, we had to hot 
glue scraps of wood to the other side of each 
motor. We were then able to drill into this 
wood to make room for another screw that 
we hot glued into the drilled hole to add in 
more support. In that way, we attached each 
motor securely to a bracket using scraps of 
wood, hot glue and screws on opposite sides 
of the motor.

Next, we hot glued one of the servos to the 
center of the top of the other servo’s bracket 
and used duct tape to add some more stability 
to this area. Afterwards, we placed our 
soldered boards with the PIC32, IMU and two 
opto-isolators into an open box. We planned 
to cover the top with a piece of wood that we 
had sawed in half, above which the motors 
would sit. However, because the bottom of 
the servo that we had planned to place on top 
of this piece of wood was not completely flat, 
we had to drill a few holes into the wood so 
that we could stick the protruding parts of 
the motor through it. We then hot glued the 
base of the bottom motor to the center of this 
rectangular piece of wood.

Finally, we attached this wood to the top 
of the box, leaving space on two sides to allow 
room for the wires to the servos, 6 V power 
source, LCD and USB cable for the PIC32 to 
connect to the boards. Photo 1 shows an 
image of the inside of our box as well as the 
hole in the piece of wood we made for the 
servo. As a last step, we used hot glue and duct 
tape to attach a rectangular piece of wood to 
the top servo. This became the platform part 
of the platform stabilizer. Photo 2 shows our 
completed product.

RESULTS
Once we had everything properly 

calibrated, we were able to test the speed of 
execution and the bandwidth of our platform 
stabilizer by placing a water bottle on top of 
it and moving the base in a sinusoidal motion. 
We recorded the fastest speed at which we 
could perform this task without the water 
bottle falling off by roughly timing ourselves. 
We discovered that the bandwidth for this 
was about 0.5 Hz for both back-and-forth and 
right-to-left motions.

With the platform oriented so that the 
wooden heart was facing the front, we 
measured the differences in the heights 
of each end of the platform when the base 
was held at different angles. Whenever we 
moved the base to measure the heights at 
varying angles, we waited until the platform 
had completely stabilized before taking any 
measurements. This data allowed us to 
quantitatively display the accuracy of our 

PHOTO 2

Our completed platform stabilizer

For detailed article references and additional resources go to: 

www.circuitcellar.com/article-materials 

References [1] through [7] as marked in the article can be found there.
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Hitec | www.hitecrcd.com

Microchip | www.microchip.com
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platform stabilizer. A table of this data can be 
found below in Table 1.

Ultimately, we ran the code at 20 Hz. The 
servos had a frequency of 50 Hz and the IMU 
was at 100 Hz. If we had run our code at a 
higher frequency—and thus updating the 
platform at a higher frequency—our results 
might have improved. Finally, to test the IMU’s 
precision and accuracy, we left our platform 
wired to the power source for over an hour 
and did not see any unwanted drift.

CONCLUSION
Overall, we were pleased with the final 

outcome of our platform stabilizer. If we were 
to make improvements to the product in the 
future, we would shorten the height of the 
brackets and make them thicker. While this 
may reduce the torque or range of motion of 
the servos, it would increase general stability. 
We would also spend more money on better 
and stronger servos to create smoother 
movements and adjustments to angles.

We would also consider attaching the IMU 
directly to the platform rather than inside 
the base. In our current design, the IMU is 
adjusting the platform by using the position 
of the base and assuming that it is exactly 
parallel to the platform. In reality, the 

platform is not always perfectly parallel to 
the base. Because we wish to keep the 
platform at 0 degrees, we would be able to 
increase the accuracy of the design by 
changing the location of the IMU. Finally, we 
would attempt to work with a proportional–
integral–derivative (PID) controller rather 
than just using proportional mathematics to 
adjust the servos. The use of PID would 
result in more precise calculations and 
corrections.  

TABLE 1
These two tables describe the accuracy of our completed platform stabilizer.

Angle Difference (Back - Front) Angular Difference
0° 0.5 cm 1.9° Tilting Forward

45° 0.3 cm 1.1° Tilting Forward

-45° 1.2 cm 4.6° Tilting Forward

Angle Difference (Right - Left) Angular Difference
0° 0.4 cm 1.1° Tilting Left 
45° -0.8 cm 2.2° Tilting Right
-45° 0.5 cm 1.4° Tilting Left
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The amount of power a commercial drone can draw on has a direct 
impact on how long it can stay flying as well as on what tasks it can 
perform. But each kind of power source has its tradeoff.

B ecause extending flight times is a major 
priority for drone applications, drone system 
designers are constantly on the lookout for 
ways to improve the power performance 

of their products. For smaller, consumer “recreational” 
style drones, batteries are the obvious power source. 
But when you get into larger commercial drone designs, 
there’s a growing set of alternatives. Tethered drone power 
solutions, solar power technology, fuel cells and advanced 
battery chemistries are all power alternatives that are on 
the table for today’s commercial drones.

According to market research firm Drone Industry 
Insights, the majority of today’s commercial drones use 
batteries as a power source. As Lithium-polymer (LiPo) and 
Lithium-ion (Li-ion) batteries have become smaller with 
lower costs, they’ve been widely adopted for drone use. 
The advancements in LiPo and Li-ion battery technologies 
have been driven mainly by the mobile phone industry, 
according to Drone Industry Insights.

Power Alternatives for 
Commercial Drones
Solution Options Expand

By Jeff Child, 

Editor-in-Chief
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BATTERIES STILL LEADING
The market research firm points to 

infrastructure as the main advantage of 
batteries. They can be charged anywhere. 
While Li-Po and Li-Ion are the most common 
battery technologies for drones, other 
chemistries are emerging. Lithium Thionyl 
Chloride batteries (Li-SOCl2) promises a 2x 
higher energy density per kg compared to 
LiPo batteries. And Lithium-Air-batteries (Li-
air) promise to be almost 7x higher. However, 
those options aren’t widely available and 
are expensive. Meanwhile, Lithium-Sulfur-
batteries (Li-S) is a possible successor to  
Li-ion thanks to their higher energy density 
and the lower costs of using sulfur, according 
to Drone Industry Insights.

Meanwhile battery vendors continue to 
roll out new battery products to serve the 
growing consumer drone market. As an 
example, in June 2017 battery manufacturer 
Venom released its new Graphene Drone 
FPV Race series LiPo batteries. The batteries 
were engineered for the extreme demands of 
today’s first person view (FPV) drone racing 
pilots (Photo 1). The new batteries provide 
lower internal resistance and less voltage 
sag under load than standard LiPo batteries. 
As a result, the battery packs stay cooler 
under extreme conditions. The Graphene 
FPV Race series Li-ion batteries are 5C fast 
charge capable, allowing you to charge up to 
five times faster. All of the company’s Drone 
FPV Race packs include its patented UNI 
2.0 plug system (Patent no. 8,491,341). The 
system uses a true Amass XT60 connector 
that attaches to the included Deans and EC3 
adapter.

Chip vendors from the analog IC and 
microcontroller markets offer resources to 
help embedded system designers with their 
drone power systems. Texas Instruments 
(TI), for example, offers two circuit-based 
subsystem reference designs that help 
manufacturers add flight time and extend 
battery life to quadcopters and other non-
military consumer and industrial drones.

According to TI, flight time continues to 
be a top design challenge for recreational 
quadcopters and professional drones—
especially those being used by companies 
for beyond visual line-of-sight operation. 
Delivery companies also want drones with 
enhanced battery life, and are testing delivery 
of parcels with drones to see how far they 
can go. A study by IHS Markit, Technology 
Group says that almost 50% of drones in the 

market have an estimated battery life of less 
than 30 minutes, 35% can fly between 31 and  
60 minutes and the remaining 15% and less 
can fly more than an hour—all under ideal 
flying conditions without additional payload.

BATTERY MANAGEMENT
TI’s 2S1P Battery Management System 

(BMS) reference design converts a drone’s 
battery pack into a smart diagnostic black box 
recorder that accurately monitors remaining 
capacity and protects the Li-Ion battery 
throughout its entire lifetime. Designers 
can use the drone BMS reference design 
to add gauging, protection, balancing and 
charging capabilities to any existing drone 
design and improve flight time (Photo 2). 
Leveraging the bq4050 multi-cell Li-ion gas 
(fuel) gauge to accurately measure remaining 

PHOTO 2

TI’s 2S1P Battery Management System (BMS) reference design converts a drone’s battery pack into a smart 

diagnostic black box recorder that accurately monitors remaining capacity and protects the Li-Ion battery 

throughout its lifetime.

PHOTO 1

The Graphene Drone FPV Race series LiPo batteries provide lower internal resistance and less voltage sag 

under load than standard LiPo batteries. As a result, the battery packs stay cooler under extreme conditions.
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capacity over the entire life of the battery, 
the design also features the bq24600 battery 
charge controller and a high-efficiency DC-DC 
converter to achieve high-efficiency power 
conversion efficiency.

Another barrier to increased flight time 
has been the inefficiency of turning a drone’s 
propellers. TI’s reference design for drone 
electronic speed controllers (ESCs) will help 
manufacturers create drones with longer 
flight times and provide a smooth and stable 
performance. The Sensorless High-Speed 
Field-Oriented Control Reference Design 
for Drone Electronic Speed Control helps 
electronic speed controllers achieve the 
highest possible efficiency with performance 
for speeds more than 12,000 rpm (greater than  
1.2 kHz electrical) including fast-speed reversal 
capability for more stable roll movement. 

The design features TI’s C2000 MCU 
InstaSPIN-FOC solution, including an F28027F 
microcontroller for precise motor control 
and FAST field observer proprietary software 
algorithm that estimates the rotor flux, 
angle, speed and torque. Motor parameter 
information is used to tune the current control 
bandwidth. Unlike other techniques, the FAST 
sensorless observer algorithm is completely 
self-tuning, requiring no adjustments for 
proper operation and propeller control. The 

design also includes a 60-V LMR16006 Simple 
Switcher DC-DC converter with ultra-low 
quiescent current to efficiently manage a 
drone’s LiPo batteries.

FUEL CELLS POWER DRONES
While more appropriate for larger, 

professional commercial drones, fuel cell 
technology is gathering momentum as a 
power source. Last September, fuel cell 
developer Intelligent Energy announced a 
strategic integration partnership with drone 
manufacturer FlightWave Aerospace. The 
partnership involves enabling FlightWave 
to integrate Intelligent Energy’s lightweight 
650 W fuel cell power module into their 
drone products within North America. The 
first product from this partnership will 
be FlightWave’s Jupiter-H2, a multi-rotor, 
endurance drone capable of flying for up to 
two hours (Photo 3). The Jupiter-H2 drone is 
powered by Intelligent Energy’s lightweight, 
air-cooled fuel cell technology.

Intelligent Energy has also launched its 
own proprietary lightweight 650 W fuel cell 
module that has been purposely designed 
for the drone market. It offers significantly 
longer flight times compared to traditional 
battery power. Key benefits for the end user 
include quick refueling and increased payload 
capability, meaning the drone can fly longer, 
fly further and achieve more. The lightweight 
650 W fuel cell module is available now. The 
650 W module runs on hydrogen and ambient 
air to produce clean power in a cost effective, 
robust and lightweight package. It is scalable 
and can be integrated into drone platforms 
without compromising payload placement. 
Intelligent Energy’s 650 W fuel cell module 
will be used to power the Jupiter-H2—the 
first drone designed around its technology. 
Jupiter-H2 is expected to be available this 
month (January 2018).

A fuel cell propulsion system enables 
endurances comparable to an internal 
combustion engine, but with added benefits 
including silent operation, increased reliability, 
lower vibration and less maintenance. In 
keeping with those trends, in June 2017, 
Ballard Power Systems announced that the 
company’s subsidiary Protonex received an 
initial order for its fuel cell propulsion system, 
together with design services, from FlyH2 
Aerospace, a South African-based developer 
of hydrogen fuel cell powered drones for 
commercial applications. FlyH2 plans to 
integrate the Protonex fuel cell system 

PHOTO 3

The Jupiter-H2 multi-rotor, endurance drone is powered by Intelligent Energy’s lightweight, air cooled fuel 

cell technology.
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into all three of its aircraft currently in the 
development pipeline—beginning with the UA 
Plant prototype drone, followed by its UA Alpha 
flagship aircraft. UA Plant is expected to be a 
30 kg (66 lb.) fuel cell-powered agricultural 
drone with 9-hour flight endurance.

CHALLENGING APPLICATIONS
UA Alpha will be a long-range, long-

endurance survey and reconnaissance 
aircraft designed to carry advanced sensors. 
Specifications include a wingspan of  
8.2 m (27 feet), maximum cruising altitude of  
4,250 m (14,000 ft.) and flight distance of more 
than 600 km (370 miles). Onboard sensors 
can survey environmental variables used in 
the management of fires, pollution, erosion, 
alien vegetation and plant diseases. FlyH2’s 
third drone, the UA Gecko, is being designed 
to monitor physical infrastructure, including 
roads, bridges, pipelines and powerlines. 
In agriculture, the use of unmanned aerial 
vehicles rather than conventional piloted 
aircraft, which sometimes operate as low as 
150 feet above the ground, reduces the risk 
to pilots and also avoids noise abatement 
issues, according to Protonex. In addition, 
the enhanced reliability of fuel cell engines 
further protects people and property on the 
ground.

For its part, MicroMulticopter Aero 
Technology (MMC) in November announced 
plans to commercialize hydrogen fuel 
cells for drones with the release of its H1-
Fuel Cell product. At the same time the 
company revealed its HyDrone 1550 as the 
first hydrogen-powered drone designed and 
manufactured by MMC. The H1-Fuel Cell 
is designed to enable commercial drones 
for long endurance. H1-Fuel Cell allows 
professional drones to fly for 150 minutes. 
This makes it well suited for applications like 
firefighting, agriculture, power line stringing 
and inspection, construction and precision 
mapping. It is ideal for drones lifting heavy 
payloads with a maximum carrying capacity 
of 5 kg and also can run at a lower temperature 
than existing batteries.

H1-Fuel Cell has four main units—a fuel 
reactor, a control system, a hydrogen tank 
and a LiPo battery. The fuel reactor consists of 
60 graphite plates and four fans. The control 
system consists of two solenoid valves, a 
low-pressure sensor, a radio and a PCB. The 
hydrogen tank consists of a cavity, an air 
valve and a high-pressure sensor. The unit 
is designed for a wide range of commercial 

drones, both for fixed-wing and multi-rotor 
drones, such as DJI M600, MMC HyDrone 1800, 
MMC HyDrone 1550, MMC F6 Plus and so on.

SOLAR-POWERED DRONES
Among the most interesting innovations 

in drone power source technology is 
the emergence of solar panels designed 
specifically for placement on drone wings. 
Because solar panels require a stable, fixed 
surface area, the technology is today only 
practical on fixed-wing drones, not multi-
rotor copter designs. Alta Devices has been 
a pioneer in this technology. Its approach 
involves growing a thin layer of gallium 
arsenide (GaAs) on top of a single crystal GaAs 
wafer using a high throughput metalorganic 
chemical vapor deposition (MOCVD) process. 
That thin layer is then removed via an epitaxial 
lift-off (ELO) process that leaves a thin, flexible 
and lightweight solar cell (Photo 4).

According to Alta Devices, GaAs is the 
backbone of its solar cell drone technology. 

PHOTO 4

Alta Devices’ technology makes use of GaAs to produce a thin, flexible and lightweight solar cell (a). These 

cells are light and powerful enough to power a fixed-wing drone like the Puma drone (b).

a)

b)
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GaAs solar cells were first developed in 
the early 1970s and have several unique 
advantages. GaAs is naturally resistant to 
moisture and UV radiation making it very 
durable. It also has a wide and direct band 
gap, which allows for more efficient photon 
absorption and high output power density. 
Finally, it has a low temperature coefficient 
and strong low light performance.

Although Alta Devices has partnered 
with a number of drone manufacturers to 
use the solar cell technology, the company 
last year went a step further working with 
PowerOasis to craft a reference design for 
integrated solar and lithium-ion (Li-ion) 
battery power systems for small drones. 
The reference design combines Alta Devices’ 
solar technology with PowerOasis’ expertise 
in hybrid power systems. Using the reference 

design, a drone designer will be able to 
manage the complete energy generation, 
storage and power management system 
for a drone. This is without having to bring 
this capability in-house, saving time and 
resources than can be better allocated to 
payload design and aircraft aerodynamics.

The reference architecture targets 2 m 
to 4 m (6.5 ft. to 13 ft.) wingspan drones, 
using 5s-7s Li-ion batteries. The system 
handles the management of battery packs 
using a cell vendor agnostic, flexible battery 
management system (BMS). It includes 
communication to ground control and on-
board auto pilot with continuous real-time 
power and energy data. Conditioned power 
outputs are included for critical power and 
payload systems.

A typical battery-powered drone can 
normally stay aloft for only a few hours. 
With solar cells added to the wings, the 
same aircraft could fly all day. By combining 
the certainty of Li-ion battery power with 
the range and power extension of Alta 
Devices’ thin, flexible and efficient solar 
cells, drones can accomplish tasks that have 
not previously been possible. These include: 
infrastructure inspection over long distances, 
long range search-and-rescue operations, 
precision agriculture on industrial farms and 
communications infrastructure provisioning 
to underserved locations.

PHOTO 5

The MMC T1 tether system is a direct 

drone power supply system, providing 

drones with unlimited endurance.

RESOURCES

Alta Devices | www.altadevices.com

Intelligent Energy | www.intelligent-energy.com

MMC | www.mmcuav.com

PowerOasis | www.poweroasis.com

Protonex | www.protonex.com

Texas Instruments | www.ti.com

Venom | www.venompower.com
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TETHERED POWER ALTERNATIVE
Another option for powering commercial 

drones is to tether the drone to the ground, 
and use that tether power. This has tradeoffs 
of course, but the advantage is essentially 
unlimited for power. MMC provides a 
product called the MMC T1 tether system. 
This universal drone tethering system is a 
direct drone power supply system, providing 
drones with unlimited endurance (Photo 5). 
The tethered drone power supply secures the 
drone operations and provides reliability and 
safety thanks to persistent power supply. 
The T1 tether system has been approved 
for tethered flights by clients from India, 
Indonesia, America and others.

The T1 tether system can support most 
drones, such as MMC TDrone 1200, DJI 
Matrice 600, DJI S1000, Aerialtronics Zenith, 
Typhoon H, Parrot Bebop 2, Falcon 8+ drone, 
md4-1000 and more. The air decompression 
module, auto cable reel and the tethered 
box can be customized to meet a drone 
user’s special requirements. The tether can 
support industrial applications with cables 
supporting up to 200 m flight altitudes.

The MMC T1 Tethered drone power 
enables drones to perform long-endurance 
flights, potentially lasting hundreds of 
hours. The T1 tether power is especially 
suited for persistent aerial surveillance, 
temporary telecommunications, traffic 
monitoring, mobile network relay station 
industrial inspection, air monitoring, aerial 
broadcasting and so on.

Successful drone designs will always have 
to keep size, weight and power of on board 
electronics as low as possible. Those criteria 
have a direct impact on flight times and 
payload capabilities. Clearly, today’s 
commercial drones wouldn’t be possible 
without today’s high levels of chip integration 
and power source innovations. But as drone 
developers push for more autonomous 
operations and AI aboard drones, they will 
continue to depend on those same ongoing 
advances in power supply and battery 
technologies. 

such as this book,

designing a microprocessor 
can be easy.
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Technology and Test Solutions 
Advance for 5G

As carriers worldwide prepare 
for 5G communications, chip 
suppliers and test equipment 
vendors are evolving their 
products to meet the 
challenges of the 5G era.

By Jeff Child, 

Editor-in-Chief

Next-Gen Communications

T he technologies that are enabling 5G communications 
are creating new challenges for embedded system 
developers. Faster mobile broadband data rates, 
massive amounts of machine-to-machine network 

interfacing and daunting low latency constraints all add to 
the complexity of 5G system design. Feeding those needs, 
chip vendors over the past 12 months have been releasing 
building blocks like modem chips and wideband mixers 
supporting 5G. And test equipment vendors are 
keeping pace with test gear designed to work 
with 5G technology.

With standards expected to reach 
finalization around 2020, 5G isn’t 
here yet,  But efforts worldwide 
are laying the groundwork 
to deploy it. For its part, 
the Global mobile Suppliers 
Association (GSA) released a 
report in October 2017 entitled 
“Evolution from LTE to 5G.” According 
to the report, there is a frenzy of testing of 5G 
technology and concepts worldwide. The GSA has 
identified 103 operators in 49 countries that are 
investing in 5G technology in the form of demos, 
lab trials or field tests that are either under way 
or planned. Operators are sharing their intentions 
in terms of launch timetables for 5G, or pre-
standards 5G. The earliest launch dates currently 
planned are by operators in Italy and the US. 
Those early launches are necessarily limited in 
scope to either specific applications, or in limited 
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geographic areas where they will function as 
extended commercial trials. Figure 1 shows 
the countries and the current planned dates 
for the earliest 5G launches in those countries.

THE BIG PLAYERS
Intel and Qualcomm have been the big 

players to watch for 5G enabling technologies. 
In October 2017, Qualcomm Technologies, 
a subsidiary of Qualcomm, hit a significant 
milestone successfully achieving a 5G data 
connection on a 5G modem chipset for mobile 
devices. The Qualcomm Snapdragon X50 5G 
modem chipset achieved speeds and a data 
connection in the 28 GHz mmWave radio 
frequency band (Figure 2). The solution is 
expected to accelerate the delivery of 5G 
new radio (5G NR) enabled mobile devices 
to consumers. Along with the chip set demo 
Qualcomm previewed its first 5G smartphone 
reference design for the testing and 
optimization of 5G technology within the power 
and form-factor constraints of a smartphone.

The 5G data connection demonstration 
showed the chip set achieving Gigabit/s 
download speeds, using several 100 MHz 5G 
carriers and demonstrated a data connection 
in the 28 GHz millimeter wave (mmWave) 
spectrum. In addition to the Snapdragon X50 
5G modem chipset, the demonstration also 
used the SDR051 mmWave RF transceiver 
IC. The demonstration made use of Keysight 
Technologies’ new 5G Protocol R&D Toolset 
and UXM 5G Wireless Test Platform. Qualcomm 
Technologies was the first company to 
announce a 5G modem chipset in 2016. The 
Snapdragon X50 5G NR modem family is 
expected to support commercial launches of 
5G smartphones and networks in the first 

half of 2019.
In November, Qualcomm announced 

that Qualcomm Technologies, ZTE and 
China Mobile successfully achieved 
the world’s first end-to-end 5G 
NR Interoperability Data Testing 
(IoDT) system demonstrating a 
data connection based on 3GPP R15 
standard. Following the guidelines of 
China Mobile, the IoDT connection 
demonstration took place at 
China Mobile’s 5G Joint Innovation 
Center, and utilized ZTE’s 5G NR 
pre-commercial base station and 
Qualcomm Technologies’ 5G NR sub-
6 GHz UE prototype. The end-to-end 
5G NR system operates in 3.5 GHz 
and supports 100 MHz bandwidth, 
compliant with the 3GPP Release-15 
5G New Radio layer 1 framework. 
That includes the scalable orthogonal 
frequency division multiplexing 
(OFDM) numerology, new advanced 

channel coding and modulation schemes, and 
the low-latency self-contained slot structure. 

INTEL 5G PORTFOLIO
Intel meanwhile announced its own 

portfolio of commercial 5G radio modems 
in November. Intel announced its XMM 8000 
series, its first family of 5G NR multi-mode 
commercial modems, and the XMM 7660, 
Intel’s latest LTE modem (Photo 1). Intel also 
announced it has successfully completed a 
full end-to-end 5G call based on its early 5G 
silicon, the Intel 5G Modem.

Another piece of Intel’s roadmap is the 
XMM 8060, Intel’s first commercial 5G modem 
capable of delivering multi-mode support for 
the full 5G non-standalone and standalone 
NR—as well as various 2G, 3G (including CDMA) 

FIGURE 1

Here is a map of pre-standards and 

standards-based 5G network plans 

announced. It shows the countries and 

current planned dates for the earliest 

5G launches in those countries. 

(Source: Global mobile Suppliers 

Association (GSA)).

FIGURE 2

The Qualcomm Snapdragon X50 5G modem chipset is shown here in a system design.
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and 4G legacy modes. Expected to ship in 
commercial customer devices in mid-2019, the 
Intel XMM 8060 will accelerate deployment of 
5G-ready devices prior to anticipated broad 
deployment of 5G networks in 2020. Intel 
Mobile Trial Platform is being used in dozens 
of trials around the world. Wi-Fi is expected to 
play an increasingly important role for mobile 
networks as they move to 5G. Intel says it plans 
to commercialize its Gbit Wi-Fi technology 
soon and to deliver the next generation of Wi-
Fi, 802.11ax, starting in 2018.

In September 2017, Intel announced that 
Telia is deploying the first public 5G live 
network use cases in Europe in collaboration 
with Ericsson and Intel. This includes a 
high-speed 5G connection to a commercial 
passenger cruise ship delivering Internet 
connectivity to the ship and its passengers 
while in port, and an industrial use case 
featuring a construction excavator remotely 
controlled with a live 5G network. According 
to Intel, the move is an important milestone 
in the global 5G roadmap, moving Ericsson, 
Intel and Telia closer to their goal of bringing 
5G services to life in 2018 in both Tallinn 
and Stockholm—two of the world’s most 
digitalized cities.

The “real life” 5G environment of the  

Tallink cruise line showed how the new 
mobile technology can provide higher data 
connection speeds and improved quality. 
During the test in September 2017, 5G 
technology was deployed for the entire 
ship while it was in harbor. The technology 
enabled Wi-Fi usage for 2,000 passengers 
and the ship’s own information and 
communications technology systems. This 
was an example of the many uses that 5G 
will provide access to in transport situations, 
as well as very broad Gbit wireless services 
delivered to consumers. An Ericsson 5G 
base station consisting of 5G antenna, 
radio and baseband, in conjunction with 
the Intel 5G Mobile Trial Platform provided 
the millimeter wave and extended the Telia 
mobile network to 5G.

STARTUP’S 5G OFFERING
Aside from the big players Intel and 

Qualcomm, venture-backed startup Movandi 
offers some competing technology. In 
September 2017, the company announced its 
BeamX technology, a scalable RF front-end 
system solution aimed at enabling the next 
generation of 5G and multi-Gbit connectivity 
driving new applications. Movandi’s 
BeamX front-end integrates RF, antenna, 
beamforming, and control algorithms into a 
modular 5G millimeter wave solution targeted 
for Customer Premises Equipment (CPE), 
small cell and base station applications. 
Movandi’s technology is configurable to 
support different baseband/modem SoC 
solutions and is uniquely positioned to 
become the complete RF and antenna system, 
from baseband interface to antenna, for new 
applications in 5G, indoor gigabit access, the 
last mile and satellite networks.

According to Movandi, developing high 
frequency networks operating in the millimeter 
wave band presents unique technical 
challenges versus traditional connectivity and 
cellular systems. First, higher frequencies 
have greater transmission losses caused 
by distance, blockage and non-line-of-sight 
conditions—depending on the environment 
and the application. To achieve longer range, 
beamforming antennas are often required, 
adding to system complexity. Solving these 
challenges will unlock the huge potential 
offered by much greater bandwidth, spatial 
reuse and frequency reuse. Movandi believes 
the best approach is for a single supplier to 
optimize the entire integrated antenna radio 
unit as a module, instead of separate suppliers 
for each RF component. The BeamX 28 GHz 
and 39 GHz solutions combine a modular 
architecture, power efficient designs, phased 
arrays and beamforming techniques.

PHOTO 1

Intel’s commercial 5G multi-mode 

modems operate in both sub-6 GHz 

and millimeter wave global spectrum 

bands. The series will enable a range 

of devices to connect to 5G networks.

RESOURCES

Analog Devices | www.analog.com

Intel | www.intel.com

Keysight Technologies | www.keysight.com

Linear Technology | www.linear.com 

Movandi | www.movandi.com

Qualcomm Technologies | www.qualcomm.com

Rohde and Schwarz.com | www.rohde-schwarz.com
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5G RADIO DESIGN TOOLS
Makers of analog ICs are also contributing 

to the wave of 5G technology developments. 
Along those lines, in June 2017, Analog 
Devices announced an update to its 
RadioVerse technology and design ecosystem. 
RadioVerse is aimed at simplifying and 
accelerating radio development for wireless 
carriers and telecommunications equipment 
manufacturers as they transition their cellular 
base stations from 4G to 5G networks. The 
expanded RadioVerse portfolio features new 
radio transceiver hardware, software tools 
and a design environment that enables the 
smaller, lower power radios necessary in 
next generation networks.

The updated offering enables system 
developers to quickly evaluate and develop 
radio designs for 4G small cell and Pre-5G 
massive MIMO systems. Included in the 
updated RadioVerse release is the AD9375 
RF transceiver, the newest addition to ADI’s 
highly integrated wideband RF transceiver 
series (Photo 2). The AD9375 is the first RF 
transceiver to incorporate the digital pre-
distortion (DPD) algorithm on-chip. That 
feature reduces DPD power consumption 
by 90% percent compared to competing 
solutions, according to ADI.

The re-partitioning of the DPD system 
from the FPGA to the transceiver cuts the 
number of JESD204B serial data interface 
lanes in half, resulting in a dramatic power 
savings—particularly as the number of 
antennas per base station increases from 
two to 128 in support of Pre-5G massive 
MIMO radio-channel density requirements. 
Other benefits include a more compact radio 
circuit layout, which simplifies routing and 
system design, reduces base station size, 
and enables designers to use a lower-cost, 
less complex FGPA. In small cells, these 
benefits allow more frequency bands per 
cell for increased network capacity, while 
minimizing the impact to system power 
consumption and size.

The AD9375 transceiver enables a common 
radio platform design that is tunable over a 
range of 300 MHz to 6 GHz, operates on a 
6-Gbps JESD204B interface and consumes 
less than 5 W. Similar to the AD9371, the 
AD9375 has two 100-MHz receivers, two  
250-MHz transmitters, a two-input 
observation receiver and a three-input sniffer 
receiver. The transceiver’s integrated DPD 
solution supports 3G and 4G waveforms 
with an instantaneous signal bandwidth of 
up to 40 MHz. In addition to the AD9375, the 
RadioVerse transceiver hardware portfolio 
features wideband devices for base station 
architectures ranging from macro- to pico- 
and femto-cell form factors, in addition to 

ultra-low power, narrowband transceivers for 
Industrial IoT applications.

Linear Technology meanwhile offers 
its LTC5566, a wideband, high dynamic 
range dual-channel mixer with integrated 
programmable variable gain IF amplifiers. 
This dual mixer has a very wide, 300 MHz 
to 6 GHz input frequency range, specifically 
optimized and with extensive characterization 
at the emerging 3.6 GHz and 4.5 GHz 5G 
bands, as well as the established 4G bands. 
The device supports bandwidths up to  
400 MHz to meet the needs of the growing sub- 
6 GHz 5G wireless access equipment. This dual 
mixer has impressive dynamic range, with 
Input P1dB of +11.5 dBm and Input IP3 of 
+25.5 dBm at 3.6 GHz. At higher frequencies, 
up to 5.8 GHz, its IIP3 sustains more than 
+24 dBm. The device’s integrated IF amplifier 
boosts the overall power conversion gain to a 
maximum of 12 dB. The gain of each channel 
is independently programmed in precise  
0.5 dB steps via the on-chip SPI bus. So, with 
each channel driving an A-D converter, the 
fine gain control provides a simple means 
to balance the gain of the two channels and 
calibrate to the optimum level with minimal 
external components.

HIGH CHANNEL COUNTS
The LTC5566 is well suited for use in 5G 

wireless multichannel RRH (remote radio 
head) wireless access equipment that requires 
better performance and wider bandwidths at 
higher frequencies. Moreover, the device’s 
high level of integration enables high channel 
counts to be packed into a small enclosure. 
Other suitable applications include 4G LTE-
Advanced, diversity receivers, distributed 
antenna systems and software-defined radio.

PHOTO 2

The ADRV9375-N/PCBZ-W/

PCBZ radio board is 

designed to showcase 

the AD9375, the first 

wideband RF transceiver 

with integrated DPD 

targeting 3G/4G small cell 

and massive MIMO.
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The LTC5566 is built on an active, double-
balanced mixer core with no conversion loss 
and with excellent port-to-port isolation, 
reducing external RF filtering requirements. 
Each mixer input includes an integrated 
wideband balun transformer, allowing a 
simple single-ended interface. Using the SPI or 
parallel pins, the mixer inputs can be digitally 
tuned for optimum return loss over several 
wide, overlapping frequency bands, ranging 
from 1.3 GHz to 5.3 GHz, ensuring flexibility 
for use in software-defined radio applications 
without extra external components. The 
lower 450 MHz, 700 MHz and 900 MHz bands 
are also supported by the addition of a single 
external shunt inductor for proper matching, 
yielding good dynamic range performance. 
Higher frequencies above 5.3 GHz—such as 
5.8 GHz—can be achieved using a simple 
external matching circuit.

The LTC5566 operates from a single 
3.3 V supply. With both channels on, the 

device draws a nominal supply current of 
384 mA. Each mixer can be turned on or off 
independently with separate control lines. 
Additionally, a low power mode is available, 
ensuring operation at a reduced supply 
current of 294 mA, although with a slight 
decrease in IP3 performance. The product is 
rated for –40°C to 105°C case temperature 
operation and is offered in a 5 mm x 5 mm 
32-lead plastic QFN package.

TEST SOLUTIONS FOR 5G
Test equipment suppliers are likewise 

playing an important role in 5G technology 
development. In one example, Keysight 
Technologies in September 2017 announced 
its 5G RF DVT Toolset, a network emulation 
solution for 5G radio design verification test. 
The toolset cost effectively scales from sub- 
6 GHz to mmWave, and from pre-5G standards 
to 5G NR. The 5G RF DVT Toolset is the latest 
solution in Keysight’s 5G network emulation 
solution (NES) portfolio (Photo 3). The 5G RF 
DVT Toolset is based on Keysight’s UXM 5G 
wireless test platform, as was its 5G Protocol 
R&D Toolset announced in May 2017. The 5G RF 
DVT Toolset uses Keysight’s Test Automation 
Platform (TAP), allowing the design engineer 
to easily create and customize RF and radio 
resource management (RRM) test cases with 
the highest degree of parametrization.

As mentioned earlier, Keysight 
participated Keysight Technologies’ new 5G 
Protocol R&D Toolset and UXM 5G Wireless 
Test Platform were used in Qualcomm 
Technologies’ demonstration of a 5G data 
connection using Qualcomm Snapdragon X50 
5G modem chipset. According to Keysight, its 
5G development test solutions provided the 
necessary in-depth insight to analyze and 
debug the behavior of the entire 5G modem.

Another test equipment manufacturer, 
Rohde & Schwarz, is likewise playing a role 
in 5G technology. Qualcomm Technologies 
employed Rohde & Schwarz’s CMW500 
wideband radio communication tester with a 
pre-commercial Qualcomm 9150 C-V2X chipset 
that supports 3rd Generation Partnership 
Project (3GPP) Release 14 specifications for 
PC5 based direct communications (Photo 4). 
The 9150 C-V2X chipset operates in bands 
46D and 47 for the 5.8/5.9 GHz ITS spectrum.

The C-V2X enables vehicles to communicate 
directly with each other (V2V), pedestrians 
(V2P), and roadway infrastructure (V2I) without 
the need of cellular subscription or network 
assistance. C-V2X also encompasses network-
based communications using wireless 
operators’ 4G and emerging 5G wireless 
networks to support vehicle-to-network (V2N) 
communications on the Uu interface, enabling 
vehicles to communicate to the cloud. 

PHOTO 3

The Keysight's 5G RF DVT toolset 

makes use of Keysight’s Test 

Automation Platform (TAP) (shown) 

to allow the user to easily create 

and customize RF and RRM test 

cases with the highest degree of 

parametrization.

PHOTO 4

The CMW500 is a universal tester for measuring the air interface of wireless devices. It can be used in all 

phases of product development and production and supports 5G and all common cellular and non-cellular 

wireless technologies.
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COM Express Boards

COM Express keeps gaining momentum, attracting design wins especially 

in highly integrated and mobile systems. This popular computing core 

form factor is evolving into a server-class embedded processing solution.

By Jeff Child, 

Editor-in-Chief

Sever-Class Computing

T he COM Express embedded 
computing form factor fits 
nicely into the inherent trends 
of semiconductor integration. 

The continual progression of semiconductor 
integration means that a single computing 
module like COM Express will only get more 
powerful. That only makes the approach 
of a two-board solution—a COM Express 
module and an I/O baseboard—stronger and 
stronger as complete system electronics are 
possible now on a single baseboard.

In April 2017, PICMG announced the 
release of a high-performance revision that 
added server-grade functionality to COM 
Express embedded computing systems. 
Revision 3.0 of COM Express provides for a 
new Type 7 connector and the addition of 
up to four 10 Gbit Ethernet interfaces on the 
board. Previous revisions of the specification 
were limited to a single Gbit Ethernet 
interface. The higher speed ports open up 
new markets such as data centers where 
the high compute density of COM Express 
can result in increased rack utilization. The 
10GbE ports are also ideal for high bandwidth 
video applications such as surveillance. 
Another change to the specification includes 
increasing the number of PCI Express lanes to 
32 across the Type 7 connector. This provides 
a wealth of connectivity and interface options 

including the ability to facilitate the use of 
GPGPUs.

COM Express is widely used in industrial 
automation, defense/aerospace, gaming, 
medical, transportation, IoT and other 
applications. Railway system are an example 
where COM Express has been embraced. 
Last fall, MEN Micro announced that its 
CB30C COM Express has received the SIL 2 
certification from TÜV SÜD. The board was 
developed according to railway standards EN 
50128 (software) and EN 50129 (hardware) 
(Photo 1). To achieve the SIL 2 level, the 
board is monitored by a specially developed 
CPLD (Complex Programmable Logic Device) 
supervisor. The safe supervisor interrupts 
the power to the subsystem when pre-
defined operating conditions—like the supply 
voltage or temperature—reach the critical 
limits, ensuring all external communications 
are stopped. With the onboard event logger 
error states can be read out and analyzed.

A variety of processors are represented 
in the product gallery displayed on the next 
couple of pages. Intel Atom and Core i7-
based COM Express cards are well 
represented, along with Intel “Kaby Lake” 
and “Skylake” processors and NXP PowerPC 
QorIQ processor-based offerings. Intel’s 
server class Xeon-D processor also enjoys a 
good representation on COM Express. 

Photo 1
COM Express has gained acceptance in railroad applications. COM Express boards designed 
to special railway safety certifications ensure that systems can react to defined conditions.
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COM EXPRESS TYPE 10 
MODULE SPORTS 6TH GEN 
INTEL CORE CPUS

The NanoCOM-SKU from AAEON is 
a Type 10 Compress board with Intel’s 
6th gen Core i7-6600U CPU, along with 
a maximum of 4 GB of onboard DDR4 
memory while drawing about 18 W 
of power in full loading. The module 
is slated to eliminate the bottlenecks 
and inadequacies commonly found in 
Atom or other equivalent SoC-powered 
modules.

• Intel Core i7-6600U series SoC
• Onboard 4 GB DDR4 memory
• Gbit Ethernet x1
• 18/24-bit single-channel LVDS LCDs/

eDP, DDIx1
• High definition audio interface
• SATA x2
• USB3.0 x2, USB2.0 x8
• PCI-Express x4
• GPIO x 8, SM-bus, I2C, LPC
• COM Express Mini size, type 10, 84 

mm x 55 mm
• Supports industrial temperature

AAEON
www.aaeon.com

TYPE 6 COM EXPRESS 
CORE I7 CARD FEATURES 
PROGRAMMABLE POWER

Acromag’s XCOM-6400 is a basic 
size platform (95 x 125mm) processor 
module with Type 6 interconnects. 
Several models are available with the 
4th generation (Haswell) Intel Core i7 
or i5 CPUs. Programmable power limit 
feature allows user to “dial-down” 
the maximum power consumption of 
the CPU in systems where power is a 
concern.

• Intel 4th Gen (Haswell) Core i7 or 
Core i5.

• Programmable CPU power.
• Intel 8-Series QM87 PCH chipset
• Up to 16 GB of DDR3L DRAM.
• Advanced heat management 

technologies.
• Up to -25°C to 85°C operating range.
• 7 ports of PCIe x1, SPI bus, LPC bus, 

SM-Bus, I2C.
• VGA Interface, 3x Digital Display 

Interface, eDP Interface (x2), HDA 
Audio Interface.

• Gbit Ethernet Media Dependent 
Interface (MDI), 8 USB ports, 4 SATA 
III Ports, 4 GP I/O.

Acromag
www.acromag.com 

16-CORE XEON-D SOC RIDES 
COM EXPRESS TYPE 7 BOARD

The Express-BD7 is ADLINK’s 
computer-on-module based on the latest 
PICMG COM Express 3.0 specification 
with new Type 7 pinout. The COM 
Express standard’s new Type 7 pinout, 
as compared to the Type 6 pinout, does 
away with all graphics support and 
replaces it with up to four 10GbE ports 
and an additional eight PCIe ports, 
bringing the total PCIe support to up to 
32 PCIe lanes. The Express-BD7 targets 
customers building space-constrained 
systems that require high density CPU 
cores balanced by reasonable power 
consumption.

• Up to 16 cores Intel Xeon D Series 
SoC (formerly codename: Broadwell-
DE).

• Up to 32 Gbytes of dual channel 
DDR4 with ECC.

• Two 10G Ethernet and NC-SI support.
• Up to eight PCIe x1 (Gen2), one PCIe 

x16 (Gen3); GbE, two SATA 6 Gbits/s, 
four USB 3.0/2.0.

• Supports Smart Embedded 
Management Agent (SEMA) functions.

• Extreme rugged operating 
temperature: -40°C to +85°C.

ADLINK Technology
www.adlinktech.com
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SERVER-GRADE COM EXPRESS 
CARD HAS 64 GB MEMORY 
CAPACITY

Advantech’s SOM-5992 is a Type 7 
COM Express Basic Module powered by 
a server-grade processor with up to  
16-core scalability and up to 64 GB 
DDR4 memory. Integrated with two 
10GBASE-KR, it provides high bandwidth 
interfaces for data transmission and 
reception. The board is well suited for 
use in micro servers, networking and 
cloud storage. PCIe x16 and 8 PCIe x1 
support Non-Transparent Bridge (NTB), 
which allows redundancy via PCIe.

• Intel Xeon Processor D-1500 product 
family

• COM Express R3.0 Basic Module Type 
7 pin out

• Up to 16 cores with 45W thermal 
design power

• Dual DDR4 ECC 2400, 1.2 V low power 
memory, max. 64 GB

• 1 PCIe x16, 1 PCIe x8, 8 PCIe x1, 2 x 
10GBASE-KR interface

• Supports iManager, embedded 
software APIs and Wise-PaaS/RMM

Advantech
www.advantech.com

COME 3.0 TYPE 7 BASIC CARD 
FEATURES XEON-D

American Portwell’s PCOM-B700G 
is a Type 7 COM Express basic (125 
mm x 95 mm) module is designed 
with the Intel Xeon processor D-1500. 
The COM Express 3.0 specification’s 
Type 7 pinout, when compared to the 
Type 6 pinout, trades all the graphics 
interfaces for up to four 10GbE ports 
and a total of 32 PCIe lanes, ideal for 
applications in micro servers. The two 
10GbE-KR ports allow developers to 
flexibly design their physical interface 
on a carrier board in several modes, 
KR for backplane connectivity, copper 
(RJ45), or fiber (SFP+).

• Intel Xeon processor D-1500 series
• DDR4 ECC/non-ECC SDRAM on three 

SODIMM sockets, up to 48 GB
• Two 10GbE and one GbE interfaces
• 4x USB 3.0/2.0, 2x SATA III, 8x 
• PCIe x1 Gen2, 1x PCIe x16 Gen3
• Wide -40°C to 85°C industrial 

temperature range

American Portwell
www.portwell.com

TYPE 6 MODULE EMBEDS 
KABY LAKE PROCESSOR, 4K 
GRAPHICS

The CEM510 from Axiomtek is 
a highperformance COM Express 
Type 6 compact module featuring 
triple displays, industrialgrade wide 
operating temperatures and rich 
expansions. The board is based on the 
Intel Xeon E3 and 7th generation Intel 
Core i7/i5/i3 processors (codename: 
Kaby Lake-H) with Intel CM238/QM175/
HM175 chipset.

• Intel Xeon E3 and 7th gen Intel Core 
i7/i5/i3 processors (Kaby Lake-H)

• Intel CM238/QM175/HM175 chipset
• 2 DDR4-2133 SO-DIMM slots, up to 

32 GB ECC or non-ECC
• 1 PCIe x16 and 8 PCIe x1 Gen. 3
• 4 SATA-600 with RAID 0/1/5/10
• 4 USB 3.0 and 8 USB 2.0
• Intel AMT 11.0 and TPM 1.2 function 

supported
• AXView 2.0 intelligent remote 

management software for industrial 
IoT applications

Axiomtek
www.axiomtek.com
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ATOM C3000 PROCESSOR-
BASED COME TYPE 7 BOARD

Congatec’s conga-B7AC is an Atom 
C3000 processor based COM Express 
Type 7 Server-on-Module with 10 Gbit 
Ethernet bandwidth support. With a 
power consumption starting at only 11 
W, the low-power multicore Server-on-
Modules with up to 16 cores offer up 
to 4x 10 GbE real-time capable network 
performance. The feature set is 
designed for modular industrial micro 
servers as well as rugged telecom and 
network equipment.

• Type 7 entry level module
• Industrial temperature range: -40°C 

to 85°C
• Up to Intel Atom C3958 with 16 cores 

and 16 MB cache
• Up to 48GB DDR4 memory
• 4x 10 Gbit Ethernet
• 12x PCI Express GEN 3.0 lanes, 8x 

PCIe Gen2, 2x USB 3.0, 4x USB 2.0, 
2x SATA III

• LPC bus, SPI, 2x UART, SM-bus

Congatec
www.congatec.com

COM EXPRESS SOLUTION 
SERVES UP NVIDIA GPUS

Connect Tech provides NVIDIA 
Quadro and Tesla GPUs on its COM 
Express + GPU Embedded Platform. The 
COM Express + GPU Embedded System 
from Connect Tech combines Intel 
Skylake and Kaby Lake x86 processors 
with high-end NVIDIA GPUs. This is an 
ideal platform to enable deployable 
multi-Teraflop CUDA solutions in a 
small rugged solution. The system 
uses all locking ruggedized positive 
latching connectors. A unified thermal 
extraction baseplate can be mounted 
directly into an enclosure or chassis for 
further thermal dissipation.

• Type 7 entry level module
• COM Express Type 6 (PICMG COM 

Express COM.0 R2.1)
• 2 Mini PCIe/mSATA slots
• Expansion via 2x SATA III (on 

PCIe/104 Type-2 Pins), 4x PCIe x1 
lanes

• 2x 10 Gbit Ethernet, 4x USB 3.0, 6x 
USB 2.0, 2x RS-485, 3x RS-232

• 1 microSD card slot

Connect Tech
www.connecttech.com

ULTRA-SMALL COM-BASED 
SBCS OFFER HIGH I/O 
DENSITY

Diamond Systems’ ZETA SBC family 
features include interchangeable COM 
Express COMs for scalability and long 
product life, ultra- compact size and 
rich I/O. Designed in the COM Express 
Mini Type 10 form factor, the Zeta family 
offers performance scalability due to its 
use of COM Express CPU modules.

• Intel Bay Trail E3825 dual-core 1.33 
GHz CPU with 2 GB RAM; Apollo Lake 
E3940 quad core 1.60 GHz CPU with 4 
GB RAM; or Apollo Lake N4200 quad 
core 1.1 GHz CPU with 8 GB RAM.

• VGA display and single -channel LVDS 
port

• Dual Gbit Ethernet, 4x USB 2.0 Ports, 
1x USB 3 .0 port, 4x RS-232/ 422/485 
ports with software-programmable 
protocol and termination

• 16 digital I/O lines
• Optional complete analog and digital 

data acquisition system
• Integrated wide range 6 V to 36 V 

power input circuit

Diamond Systems
www.diamondsystems.com
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RUGGED COM EXPRESS TYPE 7 
BOARD IS HPEC-READY

Eurotech’s CPU-162-23 is a rugged 
COM Express Basic (125 mm x  
95 mm) Type 7 board that brings the 
computational performance and RAM 
capacity of a server to the field. It is 
based on the Intel Xeon/Pentium D-1500 
processors. With a variety of high 
performance CPU configurations and a 
large memory capacity, the CPU-162-23 
is designed to deliver supercomputing 
processing and data center grade 
networking to the edge in a very 
compact module that can be embedded 
in rugged and fanless systems.

• HPEC and micro server ready
• Intel Xeon D-15xx
• Up to four SO-DIMM sockets for a 

total of 64 GB DDR4 with or without 
ECC.

• 2x 10Gb Ethernet
• Up to x32 PCIe lanes
• 2x SATA 3.0 ports, 4x USB 3.0 and 4x 

USB 2.0 ports
• Rugged and fanless

Eurotech
www.eurotech.com

XEON-D RUGGED COME 
BOARD BOASTS DUAL 10 GBIT 
ETHERNET

The XPedite7650 from Extreme 
Engineering is an enhanced, Type 7 COM 
Express module based on the Intel Xeon 
D-1500 family processors (formerly 
Broadwell-DE). The small footprint and 
standards-based form factor make the 
XPedite7650 perfect for portable and 
rugged environments, while providing 
an upgrade path for the future.

• Intel Xeon D-1500 family processors 
(formerly Broadwell-DE)

• Standard COM Express Basic 
form factor with ruggedization 
enhancements

• COM Express enhanced Type 7 pinout
• Up to 32 GB of DDR4-2133 ECC 

SDRAM in two channels
• 24 lanes of PCIe Gen3, available as 

one x8 PCIe interface and one x16 
PCIe interface

• Up to 8 lanes of PCIe Gen2 (eight x1 
interfaces)

• 2x 10GBASE-KR Ethernet ports, 1x 
Gbit Ethernet port

• 4x USB 3.0 ports, 2x SATA ports, 2x 
LVTTL serial ports

Extreme Engineering Solutions
www.xes-inc.com

COME TYPE 7 MODULE 
TARGETS ENTRY-LEVEL SERVER 
PLATFORMS

The COM Express COMe-bDV7 
from Kontron is based on the Intel 
Atom processor C3000 series extends 
Kontron’s product family of server-
grade COM platforms. The COMe-
bDV7 as an entry level platform is 
as a complementary product to the 
high-performance class COMe-bBD7 
equipped with the Intel Xeon processor 
D-1500 series. The COMe-bDV7 module 
features scalable CPU performance with 
up to 16 cores.

• COM Express basic, Pin-out Type 7
• Entry level server-grade platform
• 2x DDR4 SODIMM for up to 32 GB ECC 

or non-ECC
• Quad 10 Gbit Ethernet interfaces
• High-speed connectivity PCIe 3.0, 

SATA3, USB 3.0
• Up to 2x SATA3, 6 Gbits/s
• Industrial grade versions
• Supported by Kontron’s embedded 

security Solution: APPROTECT

Kontron
www.kontron.com
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RUGGED QORIQ COM EXPRESS 
DESIGNED TO RAILWAY 
STANDARDS 

The Rugged COM Express (RCE) 
module CB30C from MEN Micro has 
been developed according to railway 
standards EN 50128 (software) and EN 
50129 (hardware) and has received the 
SIL 2 certification from TÜV SÜD. Due 
to its robust design, it is particularly 
suitable for safety-critical applications—
such as in rail or bus transport, but also 
in demanding industrial applications.

• Rugged COM Express module
• SIL 2 certificate from TÜV SÜD now 

available
• NXP QorIQ P1022 processor
• Up to 2 GB soldered-on DDR3 SDRAM 

with ECC
• Safety-relevant monitoring functions
• Fail-safe and fail-silent board 

architecture, event logging
• Designed in accordance with EN 

50126, EN 50128 and EN 50129
• -40°C to +85°C operating 

temperature

MEN Micro
www.menmicro.com

ATOM COME CARD SUPPORTS 
THREE INDEPENDENT DISPLAYS

MSC Technologies’ MSC C6C-AL 
module is based on Intel’s multi-
core system-on-chip (SoC) Atom 
generation (codenamed “Apollo Lake”) 
that integrates next generation Intel 
processor core, graphics, memory, and 
I/O interfaces into one solution. 

• Intel Atom E3950 quad-core 1.6 GHz 
to 2.0 GHz. Other Atom versions 
available.

• Up to 16 GB DDR3L SDRAM, dual-
channel

• 2x SATA 6 Gbit/s mass storage 
interfaces

• MicroSD card socket, eMMC option
• DisplayPort/HDMI/DVI interface, 

LVDS/Embedded DisplayPort 
interface, 3x independent displays 
supported

• DirectX 12, OpenGL 4.3, OpenCL 2.0
• 4x USB 3.0/2.0 and 4x USB 2.0 

interfaces
• 2x high-speed UARTs
• Up to 5x PCI Express x1 lanes
• UEFI Firmware
• Trusted Platform Module
• Extended temperature variants

MSC Technologies
www.mscembedded.com

COMPACT-SIZED COME BOARD 
SPORTS CELERON N3XXX 
PROCESSORS

The MB-73450 from WIN Enterprises 
is a COM Express module in compact 
size with Type 6 pin-outs. The module 
supports a variety of dual- and quad-
core SoC processors, including models 
from the low-power Intel Celeron and 
Pentium N3000 product families (4 W 
to 10 W). The unit also supports the 
Atom quad-core x5-E8000 that features 
t turbo-boost characteristics to support 
compute-intense activities such as 
security key handling.

• Intel Celeron N3XXX processor family
• Up to 8 GB non-ECC dual channel 

DDR3L
• 2x DDI channels, one LVDS, up to 3x 

independent displays
• Gbit Ethernet, 2x SATA 6 Gb/s,  

4x USB 3.0 and 8x USB 2.0
• 5 PCIe x1 (Gen2)
• Supports TPM 1.2/2.0
• Wide range voltage input 8.5 V to 20 V
• Wide range operating temperature: 

-40°C to +85°C (optional)

WIN Enterprises
www.win-ent.com
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frequency of a clock oscillator 
circuit to a precise value, 

but they can also become filters passing 
analog signals. Because resonators have an 
extremely high Q, the filters have a very 
narrow bandwidth and require precise center-
frequency tuning. The Arduino-based tester 
I described in my November 2017 article 
(Circuit Cellar 328) automatically measures 
a resonator’s frequency response to produce 
the data defining its electrical parameters for 
use as either an ordinary oscillator or a filter 
isolating the 60 kHz WWVB signal from the 
surrounding RF clutter.

In this article, I’ll describe the results 
of those measurements, explain a tester 
modification to measure the resonator’s 
response with a variable series capacitance, 
then show what a resonator filter does to the 
60 kHz WWVB preamplifier’s response.

RESONATOR FREQUENCIES
Over the course of a few months, I bought 

two lots of 25 quartz tuning fork resonators 
from eBay, measured all 50 resonators, 
then converted the data into the histograms 
in Figure 1. The blue bars show the series 
resonant frequencies form a reasonably 

n around 59996.1 Hz,  
nal 60 kHz. A 24 pF series 

capacitance shifted the resonances upward 
by 1.7 Hz to produce a similar distribution of 
the red bars around 59997.8 Hz, showing the 
resonators behave as expected.

In contrast, refer to the magnetic 
sensitivity histograms of the Hall effect 
sensors in my May 2015 article (Circuit Cellar 
298). Those eBay parts apparently came 
from production-line reject bins, because I 
got only the parts with responses far from 
their nominal value. My experience suggests 
you should not expect cheap electronic parts 
bought from eBay to meet their specifications 
and you must measure what you get.

The resonator responses cluster below 
60.000 kHz, because they’re intended to 
be built into oscillator circuits with specific 
values of external capacitances to set the 
final frequency. For example, most digital 
oscillators use a Pierce topology with the 
resonator connected as a feedback element 
for a CMOS inverter biased into its linear 
range and a capacitor from each resonator 
lead to ground. Those oscillators operate near 
the resonator’s parallel resonance frequency, 
with the final frequency pulled slightly higher 
by the load capacitors.

As you saw in November, the resonator’s 

Above the Ground Plane

LF Resonator Filter

uartz resonators—also known
as “crystals”—normally set the 

smooth distribution
4 Hz below the nomin

In Ed’s November article he described how an Arduino-based tester 
automatically measures a resonator’s frequency response to produce 
data defining its electrical parameters. Here, he examines the results 
of those measurements and delves into variable series capacitance as 
measurement aid.

By
Ed Nisley 

Frequency Measurements
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circuit model has a series resonant frequency 
based on the resonator’s motional inductance 
and capacitance:

fs
LmCm

= 1
2

1
π

 On average, all fifty 60 kHz resonators 
have Lm = 5 kH and Cm = 1.4 fF, with a  
9.5 kΩ equivalent series resistance 
corresponding to a Q factor around  
200 k. As you’ll see, such a high Q produces 
an extremely narrow bandwidth!

Inserting a capacitor Cx in series with 
the resonator raises the series resonant 
frequency by a small amount:

fc
LmCm LmCx

= +1
2

1 1
π

 The 1.7 Hz difference between the blue 
and red bars in Figure 1 shows Cx = 24 pF 
raises the frequency as expected.

The average motional parameters suggest 
Cx must be close to 10 pF in order to raise 
the series resonant frequency by 4 Hz to 
exactly 60 kHz. Practical values of Cx will be 
about four orders of magnitude larger than 
Cm, which means the limited accuracy of the 
resonator’s motional parameters produces 
a relatively large error in the predicted 
frequency difference.

Homework: Run the numbers with typical 
values for Cm and Cx to see the effect.

Because each resonator differs slightly 
from  the others, fixed capacitors have 
discrete values with fairly large tolerances, 
and the circuit’s stray capacitances add up 
to a large fraction of Cx, you cannot simply 
compute a capacitance value, pick a capacitor 

from your parts bin, solder it in the circuit, 
and expect a resonance at exactly 60.000 
kHz. Instead, you must install and tweak a 
small adjustable capacitor to set the correct 
frequency response while measuring its 
actual behavior.

In order to verify my estimates, I replaced 
the low-frequency (LF) resonator tester’s  
22 pF ceramic series capacitor with a trimmer 
capacitor, appearing as C205 in Figure 2. 
Although the trimmer had a nominal 3 to  
25 pF range, I measured 4 to 27 pF between 
J205, the square pin to the left of the trimmer 
in Photo 1, and the top of R210, just to the 
trimmer’s right, with the tester turned off and 
no resonator in the fixture.

FIGURE 2

This schematic represents the components in Photo 1. Trimmer capacitor C205 adjusts the resonator’s 

frequency and the relay switches it into and out of the circuit. You can measure the actual in-circuit 

capacitance between test pin J205 and the top of R210, while compensating for test lead capacitance.

Number
of

resonations

60 kHz Tuning fork resonators
Resonate frequencies

14

12

10

8

6

4

2

0

Frequency = 59990 Hz + bin value

CX Short
CX = 24 pF

5.5 5.7 5.9 6.1 6.3 6.5 6.7 6.9 7.1 7.3 7.5 7.7 7.9 8.1 8.3 8.5

FIGURE 1

The blue bars summarize the series 

resonant frequencies of 50 tuning 

fork resonators. Inserting a 24-pF 

series capacitor shifts the resonant 

frequencies upward by about 1.7 Hz.
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The blue curve in Figure 3 shows the 
resonator’s response with the Teledyne 732TN 
relay (the tall TO-5 can behind the trimmer) 
shorting Cx out of the circuit. The other three 
peaks show how decreasing values of Cx raise 
the resonant peak by successively larger 
amounts, with Cx = 9.9 pF setting it to almost 
exactly 60.000 kHz.

In addition to pulling the resonant 
frequency upward, smaller capacitors put an 
increasing capacitive reactance in the circuit. 
The range in Figure 3 covers 138 kΩ to  
390 kΩ, much higher than the resonator’s 
ESR, so the capacitor dominates the circuit’s 
overall impedance near resonance.

RESONATOR PROTECTION
The WWVB preamplifier I described in my 

March 2017 article (Circuit Cellar 320) uses 
a resonant loop antenna and RC bandpass 
filter to produce a 2 kHz bandwidth centered 
on 60 kHz. Because it does not include a gain 
control, its output amplitude is more-or-less 
linearly related to the RF field captured by 
the antenna, with a 100 µV/m WWVB signal 
producing about 300 µV at the antenna 
terminals and, after 40 dB of amplification, 
30 mV at the preamp’s output. The NIST 
guidelines suggest 100 µV/m should provide 
good reception with commercial receivers, 
but it’s certainly not the maximum possible 
signal.

In contrast, the tester’s DDS module 
and its op-amp buffer produce a constant  
100 mVrms sine wave dissipating a mere  
1 µW in the resonator. Accidents will happen, 
of course, and Photo 2 shows the aftermath 
of applying a much larger signal to a hapless 
resonator: one tuning fork tine broke off!

Even if you don’t snap a tine, dissipating too 
much power in a resonator can permanently 

PHOTO 1

The red trimmer capacitor is in series 

with the 60-kHz quartz resonator 

soldered into the test fixture. The 

square pin immediately to the left 

of the capacitor allows in-circuit 

capacitance measurements. The blue 

wire grounds the aluminum TF26 

case to eliminate stray lead-to-case 

capacitance, although it didn’t have 

much effect on the measurements.

FIGURE 3

The series capacitance affects both the resonant frequency and the response amplitude. The blue and purple curves show a 9.9 pF capacitance pulling the initial resonance to just 

under 60.000 kHz.
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alter its characteristics. The preamplifier 
must therefore protect the resonator filter 
circuit from all of the RF energy appearing 
at the antenna, including out-of-band signals 
from nearby transmitters, lightning strikes, 
and finger fumbles.

I used a pair of 1N5918 Schottky diodes, 
wired in parallel opposition as shown in 
Figure 4, to hold the amplified signal 
within 200 mV of the Vcc/2 bias level, with a  
100 Ω  resistor to limit the maximum current 
from the bandpass filter’s LM353 op amp. 
C10, the 10 µF capacitor at the bottom of 
the Schottky diodes, stores the Vcc/2 bias at 
the output of the bandpass filter, so that the 
diodes provide symmetric limiting around 
the bias.

 Figure 5 shows how the diodes cut a  
500 mVpk signal down to size. The 30 mV 
signal from a “normal” 100 µV/m RF field 
remains well below the diode threshold 
voltages and will pass through the protection 
circuit unchanged. 

I used Schottky diodes because the  
700 mV forward drop of ordinary silicon 
diodes would apply 25 µW to the resonator. 
While I have not performed any destructive 
testing to establish how much power these 
resonators can tolerate, a factor of 25 over 
the nominal value seemed excessive.

Homework: Determine what it takes to 
shatter your own resonators.

C2, the variable capacitor in Figure 4, 
corresponds to the blue trimmer capacitor 
in Photo 3, with a 3 to 12 pF adjustment 
range. Because half a turn takes these 
capacitors through their full range, I chose 
a trimmer with a smaller range than the 
one on the LF tester for easier adjustment 
and better stability. Of course, “easier” is a 
relative term: Bringing a plastic screwdriver 
near the capacitor changes the in-circuit 
capacitance, which means you must make 
small adjustments, take measurements after 
moving the tool away from the capacitor, 
and repeat until the resonance hits the right 
frequency.

The resonator doesn’t provide a DC path 
from the bandpass filter, so I added a Vcc/2 
bias network for the LT1010 buffer. R6 and 
C6 form a low pass filter to isolate the Vcc/2 
supply, with R4 isolating the signal from the 
capacitor. The network introduces more than 
50 dB of loss to counteract the 40 dB of gain 
around the loop from the instrumentation 
amplifier, so the preamp remains stable.

DDS SINE WAVE GENERATOR
In order to test the preamplifier’s 

frequency response, I converted the LF 
resonator tester into a simple sine wave 
generator by replacing the main program with 

FIGURE 4

The tuning fork resonator limits the preamp’s bandwidth to less than 1 Hz around its 60.000 kHz series-

resonant frequency, as set by the trimmer capacitor. The parallel-opposed Schottky diodes keep the incoming 

signal within ±200 mV of the Vcc/2 bias level, close enough to the resonator’s 1 µW specification to prevent 

damage, while not affecting smaller signals. R4 biases the LT1010 input at Vcc/2, with R6 and C6 preventing 

feedback through the bias supply to previous stages.

PHOTO 2

Applying too much power to this 

turning fork resonator shattered the 

lower tine. Laser trimming during 

manufacturing produced the irregular 

patches near the end of the remaining 

tine.

FIGURE 5

The upper trace shows the input signal to the circuit in Figure 4 and the lower trace shows the limited voltage 

applied to the resonator. The Schottky diodes begin conducting at 150 mV and limit the maximum voltage 

to 200 mV from the LM353 bandpass filter.
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the Arduino loop() function in Listing 1, 
stripping out unused functions, reformatting 
the OLED display, and repurposing the 
joystick as a jog control to adjust the 
frequency. Listing 1 doesn’t include the code 
producing the OLED display output; you can 
download the complete source program from 
Circuit Cellar’s FTP site. 

The cryptic prompts below the frequency 
value in Photo 4 remind me to move the 
joystick left-to-right to change the frequency 
in 0.1 Hz steps, up-and-down for 1.0 Hz steps, 
and push the knob to restore the original 
60 kHz. Because this is a rather specialized 
application, not a general-purpose test 
instrument, you must edit the source code to 
change those parameters.

For the reasons I described in my 
November article (Circuit Cellar 328), the 
DDS frequency changes in multiples of  

PHOTO 3

The blue trimmer capacitor sets the resonator filter’s center frequency to exactly 60.000 kHz. The two 

Schottky diodes standing upright beside the yellow tantalum capacitor limit the power applied to the 

resonator, protecting it against high RF levels from the loop antenna.

LISTING 1

This section of the Arduino 
program’s loop() sets the 
DDS output frequency based 
on the joystick position, 
converting the LF resonator 
tester hardware into a simple 
sine wave generator. You 
can download the complete 
code from the Circuit Cellar 
FTP site.

void loop () {
union ll_u DDSCount;
  TestFreq = NomFreq;                                     // assume no change
  if (analogRead(PIN_JOYBUTTTON) > 500) {                 // button unpushed?

    int ai = analogRead(PIN_JOY_Y) - 512;                 // X axis = left-right
    if (ai < -100)
      TestFreq.fx_64 = NomFreq.fx_64 + StepSize.fx_64;
    else if (ai > 100)
      TestFreq.fx_64 = NomFreq.fx_64 - StepSize.fx_64;
    else {
      ai = analogRead(PIN_JOY_X) - 512;                   // Y axis = up-down
      if (ai < -100)
        TestFreq.fx_64 = NomFreq.fx_64 + ONE_FX;
      else if (ai > 100)
        TestFreq.fx_64 = NomFreq.fx_64 - ONE_FX;
    }
  }
  else
    TestFreq = CenterFreq;                                // reset on button push

  DDSCount.fx_64 = MultiplyFixedPt(TestFreq,CtPerHz);     // compute DDS delta phase
  DDSCount.fx_32.low = 0;                                 // truncate count to integer
  ActualFreq.fx_64 = MultiplyFixedPt(DDSCount,HzPerCt);

  if (TestFreq.fx_64 != NomFreq.fx_64) {                  // avoid writing same value
    WriteDDS(DDSCount.fx_32.high);
    NomFreq = TestFreq;                                   // set up new value
  }

// snippage: OLED display updates
  delay(100);
}



circuitcellar.com 57
C

O
L
U

M
N

S

0.0291 Hz, so the display shows the actual 
DDS frequency computed from its delta phase 
integer, rather than the idealized decimal 
equivalent. The displayed frequency will be 
accurate to within ±0.01 Hz, even though 
the nominal 0.1 Hz increments change the 
frequency by 0.087 Hz or 0.116 Hz.

 The buffered DDS output, taken from an 
SMA connector on the tester board, injects 
a small differential signal into a simulated 
antenna connected to the preamp’s input. 
The same reverse-connected current 
transformer appearing in my March article 
(Circuit Cellar 320) galvanically isolates the 
two circuits, with an RC network blocking 
the buffer’s Vcc/2 DC bias and reducing the 
amplitude to an appropriate level.

Changing the sine wave amplitude isn’t 
particularly convenient, as you must select a 
buffer amp gain jumper position, then tweak 
the DDS output current trimpot. I decided 
to regard the hardware as a fixed-amplitude 
250 mV sine wave generator with excellent 
frequency resolution, control the simulated 
antenna drive with the external resistor, and 
be done with it.

Homework: Design and build a suitable 
variable gain buffer amplifier!

The display includes the output of the 

PHOTO 4

The LF resonator tester hardware can 

function as a sine wave generator, 

with the joystick providing manual 

adjustment of the DDS frequency 

in 0.1 Hz and 1.0 Hz increments. 

The display shows the actual output 

frequency, rounded to the nearest 

0.01 Hz, computed from the delta 

phase integer sent to the DDS.

ABOUT THE AUTHOR

Ed Nisley is an EE and author in Poughkeepsie, 

NY. Contact him at ed.nisley@pobox.com with 

“Circuit Cellar” in the subject line to avoid spam 

filters.
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logarithmic amplifier, but I monitored the 
signal on my scope to make sure the preamp 
wasn’t oscillating or producing any spurious 
responses. I have only one 60 kHz preamp 
and manually recording the data isn’t 
burdensome.

60 kHZ PREAMPLIFER RESPONSE
Because the full range of the trimmer 

capacitor in Photo 4 pulls the resonator’s 
frequency by barely 4 Hz, I started the 
tuning process by scanning in 1 Hz steps 
until I found the as-built peak. A few adjust-
and-scan iterations put the response at  
60.000 kHz, with the final measurements 
using 0.1 Hz increments. Figure 6 shows the 
preamplifier’s frequency response, with the 
antenna signal generated by the DDS, the 
output measured on my bench oscilloscope, 

the data recorded on a low-tech paper pad, 
and the graph produced with a spreadsheet.

Within the preamp’s comparatively broad  
2 kHz bandwidth, as shown in my March article 
(Circuit Cellar 320), the resonator produces a 
razor-thin peak at 60 kHz. The response drops 
below 30 dB about 10 Hz away from the peak 
on each side, which should stabilize the SDR’s 
AGC fluctuations by eliminating the RF clutter 
surrounding WWVB signal.

Figure 7 presents a close-in view of the 
preamp’s response, with a peak between 
the two center data points, perhaps  
0.08 Hz above 60.000 kHz. The 3 dB major 
divisions on the Y axis show a preamp 
bandwidth of 0.6 Hz around the peak. The 
outermost data points agree well with the 
corresponding points in Figure 5, suggesting 
the measurementshavegood stability.

You’ll recall from the November article 
(Circuit Cellar 328) that the LF resonator 
tester showed a slightly narrower 0.4 Hz 
bandwidth. Given a ±0.1 Hz variation due 
to the computations applied to different 
resonators in an entirely different circuit, the 
measurements seem about as close as they 
can be. In any event, the resonator bandwidth 
is barely wide enough to accommodate the 
WWVB signal bandwidth required by the pulse 
width modulated data.

A slight firmware tweak could scan across 
the response in 0.00291 Hz steps, but the 
increased resolution probably wouldn’t 
produce truly meaningful data. In particular, 
he resonator’s thermal coefficient may shift 
its response far enough away from the WWVB 
carrier to require a temperature-controlled 
oven for use in my attic.

CONTACT RELEASE
As I’ve mentioned before, whenever my 

attention turns to RF from WWVB, the weather 
turns foul. In recent months, severe hurricanes 
chewed through the Caribbean, into Texas and 
along the East Coast, with their remnants 
slowly dissipating in the Midwest. Perhaps I 
must choose a different project!  

Editor’s Note: Every issue of Circuit Cellar 
magazine since 1988 can be found on the CC 
Vault, a pocket-sized USB available from www.
cc-webshop.com.

For detailed article references and 

additional resources go to:www.

circuitcellar.com/article-materials

RESOURCES

Teledyne Technologies |  

www.teledynerelays.com
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FIGURE 6

The preamp now has an extremely narrow bandwidth around 60 kHz, with steep skirts on either side.
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FIGURE 7

Plotting the preamp’s response at 0.1 Hz intervals shows an overall 3 dB bandwidth of 0.6 Hz.
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ESD induced damage is a design 
with properly rated components. 
At no time should any component 

be working at more than 40% to 60% of 
its maximum rating. If, for example, the 
maximum dissipation of a resistor is calculated 
to be 0.2 W, you should use a 0.5 W one—not 
a 0.25 W one. Heat dissipation of components 
must be considered and appropriate thermal 
management implemented. Reliability 
decreases with increased operating 
temperature, so you’ll want to stay well below 
the maximum temperature allowed by the 
spec. Connector pin layout is very important. 
As a designer of electronic systems, you may 
not be able to influence that on your own. But 
well-designed connectors have pins laid out in 
a way so that a short between adjacent ones 
won’t result in EOS. 

Because we have little control over external 
events that might cause EOS, we need to 
prevent their propagation into our circuit 
designs. There are numerous techniques to do 
that so both EOS and electrostatic discharge 
(ESD) are avoided by the same circuit. But 
keep in mind that many specifications are 
boilerplate documents. And the authors of 
those documents may not have properly 
addressed the working environment to which 
the product may be exposed. Even though 
your design complies with the spec, if there’s 
a case of EOS related failure—or any other 
kind of failure—you’ll be the one blamed. “We 
contracted you as an expert, so you should 
have known better,” the customer will say.

Figure 1 shows a typical input and output 
topology to limit external voltage transients. 

The goal is to stop external energy from 
propagating into the system. For the circuit 
design you’ll need to know the maximum 
voltage, current and the duration of the 
potential threats. Component values will also 
be influenced by the system’s input and output 
impedances, such that its performance will 
not be negatively affected.

PROTECTION TOPOLOGY
The electronics’ input impedance drives 

the input protection topology. In cases where 
R1+R2 can be in kilohms, a Zener diode or 
two signal diodes such as in Figure 2 may 
suffice. Higher levels of threat and lower input 
impedance of the electronics may require that 
R1 is typically 22 Ω followed by a transzorb 
(TVS1). Because all semiconductor clamps 
operate with finite speed, the narrow remnant 
pulse must be suppressed by R2C1. Some 
semiconductor devices have a built-in ESD 
protection making the R2C1 unnecessary, but 
I always use them to be safe. To protect the 
output or a power input, a choke L1 usually 
replaces a resistor to avoid an unacceptable 
voltage drop. Alternatively, a higher rated 
component may be selected for the output—
such as to protect a thyristor switching  
120-VAC load from a potential lightning 
induced 1,600-V transient a thyristor rated for 
2,400-V operation may be the best solution. 

Transzorbs, also called TVS, can dissipate 
large amounts of pulse energy. A small 
resistance such as R1 or just the wiring 
impedance is used to limit the current. 
Transzorbs are available as unipolar (similar 
to Zeners) and bipolar (similar to two 
back-to-back Zeners). Figure 3 shows the 

The Consummate Engineer

Overstress Protection

Last month George reviewed the causes and results of 
electrical overstress (EOS). Picking up where he left off, 
here he looks at how to prevent EOS/ESD induced damage—
starting with choosing properly rated components.

Defenses Against EOS

By
George Novacek 
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characteristics of both TVS types. A 5-V bipolar 
transzorb would clamp at approximately  
±5 V, a unipolar one would clamp at +5,  
-0 V. Generally speaking, transzorbs are much 
faster and capable of dissipating significantly 
more energy than Zeners. 

 Choosing the correct clamping voltage and 
the clamp itself is crucial. You must make sure 
the clamp does not load the protected circuit 
by conducting during normal operation. As is 
apparent from Figure 3, all clamps have a knee 
and an internal resistance. That means that 
while they conduct, the clamping voltage will 
increase with the current. You want to make 
sure that the maximum voltage the circuit will 
be exposed to doesn’t cause an EOS. With that 
in mind, it’s customary to add another clamp, 
such as R2, D1 and D2 in Figure 2.

For significantly higher transient protection 
“snap-back” devices are used, followed by 
additional clamps as depicted in Figure 2. A 
typical representative of the first stage is a gas 
discharge tube (GDT), frequently used when 
exposure to the indirect effects of lightning is 
a concern (Photo 1). When the voltage across 
the GDT reaches its triggering level the GDT 
fires, clamping the voltage through its low 
impedance. It continues to conduct until the 
power is momentarily removed or the voltage 
drops below its extinguishing level.

The GDT usually relies on the wiring 
impedance to limit the current. Typically, 
to protect your 5-V digital circuit you might 
use a 90-V GDT followed by a 5.3-V TVS. 
That’s then followed by small signal diodes 
to limit the input voltage swing to Vcc plus 
one diode drop and 0-V minus one diode 
drop. The device’s internal ESD protection—
if it exists—increases the circuit robustness. 
Once again, outputs use similar protection 
but with resistors replaced by inductors. 
Thyristor surge protection devices (TSPD) 
operate similarly to the GDTs. At some voltage 
the thyristor fires and shorts the circuit. 
There is no rule of thumb for which device 
is preferable. It depends on the application, 
operating requirements and cost.

SAFETY CRITICAL NEEDS
Some systems—specifically safety critical 

ones—must withstand continuous overvoltage 
for a fairly long time, which neither TVS nor 
snap-back devices can support. In those 
instances, a voltage pre-regulator may have 
to be used to prevent the power supply—often 
limited to 30-V maximum input—from being 
damaged. Pre-regulators used to be built with 
discrete components but nowadays integrated 
circuits are available. An example is Linear 
Technology’s LT4356.

Metal-oxide varistor (MOV) is a bidirectional 
device with its I-V characteristic similar to the 

FIGURE 1

Typical input protection

FIGURE 2

Full transient protection

PHOTO 1

A bank of GDTs

FIGURE 3

I-V characteristics 

of unipolar (red) 

and bidirectional 

(black) transzorbs
Current

Voltage

Unidirectional

Bidirectional
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bipolar transzorb, although its I-V curve is not 
as steep due to its higher internal resistance. 
MOVs are inexpensive and can be found in 
many consumer applications. Because of their 
fairly high internal capacitance, their response 
is also slower than that of transzorbs. The 
performance of MOVs degrade with the 
number of stresses—in other words the 
number of pulses they have clamped. Their 
clamping voltage is not very reliable. But for 
many consumer applications where exposure 
to transients is rare, they are fine. I haven’t 
seen MOVs used in safety critical devices. 

Polymer surge protectors’ characteristics 
are somewhat similar to the GDT. They are 
snap-back devices, meaning that at some 
voltage the device “fires” and its resistance 
sharply decreases. Polymer protectors are 
quite fast, but their firing voltage is high—
sometimes exceeding 1,000 V. When fired, 
their on-resistance also remains fairly high. 
And like the MOVs, they degrade with usage. 
The advantages and disadvantages of most 
common voltage surge protection devices are 
summarized in Table 1.

FUSES AND MORE
To limit or interrupt overcurrent we use fuses, 

circuit breakers and some positive temperature 
coefficient devices—such as PTC thermistors or 
an “eFuse.” Traditional fuses comprise a piece 
of a conductor that evaporates when a certain 
current limit is exceeded. Such fuses have 
virtually disappeared from homes, but they are 
still found in electronic devices, enclosed in a 

glass tube about the size of a 0.5 W resistor. 
Mains-operated devices often contain them 
because they are mandated by many countries’ 
electrical authorities. They are inexpensive 
and often soldered right into the PCB, which is 
cheaper than using a holder. Over the years I’ve 
resurrected many “dead” appliances containing 
undocumented fuses inside.

Most high-tech equipment contains 
circuits protecting it against under- or over-
voltage and over-current. Many circuits 
exist to do the job. Usually the circuits 
automatically reset when an unsafe condition 
disappears. To protect as well as being able 
to engage or disengage systems, circuit 
breakers are everywhere. They are in utility 
power distribution panels in homes as well as 
countless electrical/electronic systems such 
as manufacturing equipment, control panels, 
aircraft systems and so forth. Some contain 
electromechanical relays, others are purely 
electronic. They are designed for a wide range 
of voltages and currents, AC and DC.

Because there are similarities between 
EOS/ESD protection and EMC requirements, 
the circuits are most often designed to work 
for all. In this article, however, I did not 
address the EMC requirements. Protection 
circuits add to the equipment cost, but in my 
opinion, the money is well spent. 

TABLE 1

Listed here is an overview of common 

voltage surge protection devices.
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Type Advantage Disadvantage

Transzorbs (TVS)

Turn-on voltage well controlled. Low on-
state resistance. Unipolar and bipolar 
versions. Low capacitance devices are 
available. Low leakage. Fast response.

Limited power ratings

Thyristor (TSPD)
High current carrying capability. Low 
capacitance versions are available.

Careful selection is needed to prevent latch-up. 
Power must be reset after the surge. Slower than 
TVS, too slow for ESD suppression.

Metal Oxide Varistor 
(MOV)

Low cost
High capacitance. High resistance in on-state. Poor 
power dissipation. Degrade with use.

Polymer Very low capacitance, fast. Low cost. High turn-on voltage. High resistance in on-state.

Gas Discharge Tube 
(GDT)

Very high current capability. Low 
capacitance. High off-state impedance. 
Unidirectional and bidirectional.

Large size. Slow response. Rated from about 70 V to 
7,500 V. Relatively expensive.



CIRCUIT CELLAR • JANUARY 2018 #33062
C

O
L
U

M
N

S

Colin returns to the topic of fault injection 
security attacks. To kick off 2018, he 
summarizes information about five different 
fault injection attack stories from 2017—
attacks you should be aware of as an 
embedded designer.

By 
Colin O’Flynn

Embedded System Essentials

Five Fault Injection Attacks
Knowledge is Power

W elcome to the first embedded 
system essentials article of 
2018! Rather than my usual 
walk-through of a specific 

attack, I thought I’d take a moment to reflect 
on some of my favorite new embedded attacks 
from 2017. Actually, I mean from most of 2017. 
Something great may have happened at the 
Chaos Computer Congress (CCC) for example, 
but my article had to be written far ahead of 
that to reach your hands for January.

This article won’t be a classic review article. 
I don’t have space to cover every possible 
interesting attack. Rather than simply provide 
a quick summary of many articles, I will dive 
a bit deeper into what the author actually 
did—limited to a few select attacks. These are 
the types of things you should be thinking—or 
worrying—about as an embedded designer.

The five articles I’ve selected are all fault 
injection attacks. With fault injection, we are 
manipulating either the data stored registers or 
memory, or causing some change in program 
flow. I previously covered some examples of 
these kind of fault injection attacks in my 
December 2016 article (“Experimenting with 
Glitch Attacks on FPGAs,” Circuit Cellar 317, 
December 2016). 

LPC FAULT INJECTION
If you’re relying on the code protection of a 

given microcontroller to keep your device safe 
from cloning, you must often wonder just how 
secure the various “code protection” example 
bits are that manufacturers provide. Those 
kinds of issues were covered in a presentation 
“Breaking Code Read Protection on the NXP 
LPC-family Microcontrollers” given by Chris 
Gerlinsky at RECON BRX in Brussels, Belgium, 
on January 28, 2017.

These devices use a specific internal 
flash memory address to indicate the code 
protection value. Upon boot up, the device can 
read this value to configure the appropriate 
code read protection level—called CRP1, 
CRP2 or CRP3. These levels vary in that they 
enable different levels of access to the chip via 
various interfaces. Setting a CRP3 level, for 
example, means external access to the device 
is now impossible. A summary of the modes 
is given in Table 1.

What should be telling about these modes 
is that there is no “UNLOCKED” value defined. 
There are only four defined values, but it’s a 
32-bit register. If you corrupt any single bit 
of that register, the device will now appear 
to be unlocked. We simply need to use a 
fault injection method to corrupt the data 
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read. Gerlinsky used voltage fault injection 
method—often among the easiest to apply in 
practice—, but electromagnetic fault injection 
should also work for this case. Gerlinsky did 
additional work in applying this to reverse-
engineer the ROM-based bootloader on these 
chips. If you’d like a walk-through, this work 
was also replicated by Dmitry Nedospasov 
on his blog. Gerlinsky’s presentation also 
includes numerous YouTube links and source-
code for his voltage fault injector. Links to all 
those resources are on Circuit Cellar’s article 
materials webpage.

If you’ve been following my articles, 
you’d have seen some voltage fault injection 
tutorials using the ChipWhisperer. This should 
work directly for the fault injection required 
to replicate this attack, and it’s something I 
plan on covering in a future article.

CLKSCREW
No review of 2017 embedded attacks 

could miss the CLKscrew work by Adrian 
Tang, Simha Sethumadhavan and Salvatore 
Stolfo presented at USENIX on August 18, 
2017. I previously covered some examples of 
inserting glitchy clocks to cause fault injection 
(December 2016 article mentioned earlier), 
but what if something like that could be done 
without manipulating the external clock of 
the device? CLKscrew proves this can be done 
in practical systems by exploiting the power 
management features that provide dynamic 
voltage and frequency scaling (DVFS).

The typical clock fault injection attempts 
to violate setup and hold times of a register 
to cause incorrect data to be loaded into 
internal registers. This could include loading 
data from registers into the ALU, loading 
special registers such as the program counter 
(PC) or loading code to be executed. The 
CLKscrew attack aims to introduce such 
faults by adjusting the voltage and frequency 
settings for a processor core such that it is 
operating outside of “allowed” limits. This is 
possible because the allowed operating zone 
is not enforced in hardware. When setting 
the lowest voltage limit, for example, the 
processor cannot simultaneously operate at 
the highest frequency. But this is not actually 
enforced anywhere—not anywhere except 
the conscious of the engineer who sets the 
parameters in the API call.

CLKscrew also takes advantage of the 
multiple cores. If you’re introducing faults 
into code running on a specific core, it might 
be difficult to precisely time this fault if you’re 
attempting to run the attack code from the 
same core. There’s two reasons for this. First, 
the attack code and victim code could not 
be running simultaneously. And, second, the 
insertion of the fault may then corrupt the 

attack code itself. Rather than worry about 
this, the solution is to pin the attack code 
to a different core. Many devices allow per-
core DVFS, it enables certain cores to run in 
a low-power state when they are not needed. 
This means the CLKscrew attack can actually 
target a process running on a specific core, 
while CLKscrew itself runs in parallel on a 
core running at full speed.

ARM has introduced something called 
Trustzone (TZ) that aims to provide a 
security enclave.  This can be used for critical 
operations such as encryption/decryption 
with secure keys or signature verification. 
CLKscrew can be applied to the Trustzone area 
because it operates using the same voltage 
and frequency settings of the attached core. 
Physically, this should be unsurprising since 
running part of the core at a different voltage 
and frequency would have other undesirable 

TABLE 1

Listed here are the Code Read Protection (CRP) levels for the NXP LPC812 device. Note a variety of devices 

have a similar code protection scheme. The “magic value” for the code protection word is used to select the 

protection—anything besides these four values is taken to mean “unprotected.”

Mode
0x0000 02FC
Value

Description

NO_ISP 0x4E69 7370 Disables the “ISP Entry” pin.

CRP1 0x12345678
SWD interface is disabled. Partial flash 
updates are allowed only via ISP.

CRP2 0x87654321
SWD interface is disabled. Must perform 
full chip erase before most other 
commands are available.

CRP3 0x43218765

SWD interface is disabled, ISP interface is 
disabled. Device is inaccessible unless user 
implements call to bootloader via alternate 
method.

FIGURE 1

CLKscrew is particularly impressive because it allows remote fault-injection attacks. The first core 

manipulates the voltage and frequency setting of the victim core at a specific moment in time. The setup 

and profiling phase help the attacker core synchronize to the required location.
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effects: Either additional power consumption 
if running at the highest frequency/voltage, 
or artificially slowing down Trustzone 
operations.

Adrian Tang and his partners (mentioned 
earlier) tested this on a modern system: 
a Nexus 6 android phone. They were able 
to abuse the ARM Trustzone to (1) recover 
secret keys using differential fault analysis 
to perform faulty AES encryptions, and to 
(2) load untrusted binaries by faulting the 
RSA signature verification. That attack is 
considerably more devious because it has all 
the power of a fault injection attack, but can 
be performed remotely. An example of the 
steps required are shown in Figure 1.

I expect considerable follow-up work to look 
for this vulnerability on other platforms. As 
the papers in this article show, fault injection 
attacks are extremely powerful for bypassing 

the latest security methods employed on 
embedded systems. Being able to perform 
these attacks remotely is a monumental step 
forward in system vulnerability.

LINUX FAULT INJECTION
The next paper of interest is “Escalating 

Privileges in Linux using Voltage Fault 
Injection” by Niek Timmers and Christofaro 
Mune. This was presented at the FTDC 
conference in Taiwan on September 25, 2017. 
Like the previous work, this is reaching up 
toward a high-performance target device, 
which is an ARM Cortex-A9 running Ubuntu 
14.04 LTS.

Escalating privileges on a device you 
hold in your hand is often a first stage in 
more advanced attacks. More recent devices 
are using secure boot with encrypted file 
systems to prevent an attacker from getting 
access to application binaries. If an attacker 
is able to get the application binary, they 
may then be able to find vulnerabilities that 
can be remotely exploited. Finding these 
vulnerabilities without having the binary to 
reverse engineer may be much more difficult, 
so an attacker often wants to get the binary 
of the device. The final attack won’t require 
physical access, but an initial attack requiring 
physical access is not a major hurdle. Using 
voltage fault injection on Linux platforms is 
relatively easy. I’ve got an example video of 
this using a simple low-cost crowbar circuitry 
(see Circuit Cellar article materials webpage 
for link). This type of attack results in the 
waveform as in Figure 2. But that example 
is only glitching a simple loop. What could we 
possibly do in real life?

Timmers and Mune answer this question 
with a number of examples of achieving 
privilege escalation on Linux with voltage 
faults—and of course performing this in 
real life. The most powerful example has 
the objective of spawning a new shell as the 
root user. This attack uses the setresuid() 
function that sets the real, effective and the 
saved user ID of the calling process.

This function allows a Linux process to 
continue as another user—with the expected 
restriction that a non-root user cannot pass 
the root user ID (of 0). For this attack a fault 
injection attack is used to load a root user-ID, 
and then spawn a new shell. Before inserting 
the fault, all unused registers are loaded 
with the ‘0’ value. The 0 value is used as a 
return indicating success on Linux. By putting 
this value on everything that the CPU might 
access, it is claimed to improve the likelihood 
this value will be returned tricking the system 
into accepting the root user ID. This could 
be, for example, because the correct return 
value is never written to the register that is 
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FIGURE 2

Voltage fault injection involves going from regular operating voltage to some out-of-spec setting. This example 

waveform comes from my own Raspberry Pi fault example that uses a simple “crowbar” mechanism.
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later used, or because the CPU loads from the 
incorrect register due to a fault.

Performing this with voltage fault injection 
is successful in about 0.12% of attempts 
when working mostly “blind”—without having 
fine-tuned the glitch parameters—or about 
1.3% of attempts once parameters are tuned. 
While this might seem unlikely, a single 
success is all someone needs to then continue 
an exploitation since they now have access 
to the entire system and can read or modify 
protected application binaries.

Timmers and Mune also cover two 
additional potential methods that might be 
useful if additional abilities are needed. The 
next method is to open /dev/mem with read/
write support—something that should fail for 
an unprivileged user. Using fault injection 
means that an unprivileged user is able to 
successfully get read/write access to /dev/
mem in 0.53% of attempts once parameters 
are turned—or about 0.00271% when 
attempting blindly. 

The final method they attempt is loading 
controlled data into the program counter (PC) 
of the target device. This could allow jumping 
to unintended code while in a privileged 
execution state. To achieve this, all registers 
not immediately needed are loaded with the 
desired PC value. A Linux system call is then 
executed—which involves the internal code 
executing in a privileged mode—and a fault 
injected during this execution. The end goal 
here is that, as part of the call stack, the PC 
will be reloaded before a call or return. We 
are attempting to have some of our register 
values loaded into the PC instead of the 
intended value.

They reported a successful result in about 
0.63% of attempts—again, within the tuned 
parameter set. Once again, an attacker 
would be able to freely perform this attack a 
number of times, so a high success rate is not 
required. Additional work is required to push 
this into a full attack, but loading arbitrary PC 
values is a powerful first step.

PIN2PWN
This isn’t technically a 2017 attack at all, 

but rather an attack that’s useful in all sorts 
of embedded Linux devices. More importantly, 
the next fault attack I discuss after this builds 
a little on this work, so it’s important to 
understand the background.

Many embedded Linux devices use 
something called “Das U-Boot” to load the 
Linux kernel. The typical process here is that 
U-Boot loads first. U-Boot then fetches the 
kernel image from memory—for example 
flash attached memory. By default, U-Boot 
has the option to enable a serial console that 
prints debug information, but also allows you 

to interrupt the boot process. If an attacker 
is able to interrupt the boot process, they 
can pass their own arguments to the Linux 
kernel. That allows you to pass an argument 
that opens a root console on boot.

Most devices using U-Boot disable the 
ability of an attacker to interrupt the boot 
process as part of a standard configuration. 
That said, U-Boot has a “feature” where if the 
main flash memory is corrupt, it still drops 
down to the console. This is designed to 
allow someone to recover the system in case 
the failure was an incorrect configuration. 
If an attacker can corrupt the data being 
transferred into the device during this load 
procedure, the U-Boot debug console will 
become available, and an attacker can then 
restart the boot procedure with their own 
arguments added to the Linux kernel.

PIN2PWN was the name given to this 
attack by Brad Dixon in his DEFCON 24 
presentation in August 2016, but the attack 
itself stretches back much further. The first 
reference appears to be in 2004 with a 
reference about recovering from a bricked 
router situation. This attack has been used 
in various device hacks, including in my own 
Philips Hue attack work. You can see a list 
of references in Dixon’s DEFCON presentation 
slides—one of the most complete overviews.

The “attack” is simply to short out a pin 
on the flash chip at the appropriate time. That 
time is typically somewhere between loading 
the U-Boot binary from the chip and loading 
the kernel image itself. For many devices the 
U-Boot load is slow enough so this can be 
done “by hand.” But a more reliable fault can 

PHOTO 1

Shorting out the flash memory can be done using a pin or paper clip. The timing on this device is relaxed 

enough it doesn’t even require automated work.
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be found by automating the timing based on 
releasing the device from reset.

This simple short-out method causes the 
U-Boot to detect a corrupt kernel image, and 
falls back to a U-Boot console. The shorting 
out of a pin and resulting console are shown 
in Photo 1 and Photo 2 respectively for the 
Philips Hue hub. A video of this is provided on 
the Circuit Cellar article materials webpage.

BADFET
Electromagnetic (EM) fault injection uses 

high-power EM pulses to cause all sorts of 
“bad behavior.” A large EM pulse will induce 
voltages on internal wires, which means that 
incorrect values could be read from registers 
or memory as the voltage on internal lines 
bounces around.

EM fault injection isn’t new. It’s been 
written about in academic publications since 
2002. What is new is an open-source way to 
performing the attack, which was presented 
by Ang Cui and Rick Housley at RECON MTL in 
Montreal, Canada, on June 16, 2017 (“ZapZap! 
banBang!”). They presented something 
called the BADFET—the design for an EM 
fault injection tool (glitcher)—and how they 

used it to break a specific device. They also 
presented a paper at USENIX WOOT, which 
has additional details of this work.

The BADFET itself is interesting because 
it uses very low ESR ceramic caps. A lot of 
previous work used standard electrolytic 
capacitors. But using small ESR ceramic caps 
means you can develop high currents in a 
small package. It also means less effort in 
charging the capacitors—because the total 
capacitance needed is much less. This is then 
dumped into a suitable “probe.” An example 
probe is a ferrite inductor, such as P/N PCV-0-
472-20L shown in Photo 3.

The other interesting take-away from 
their presentation was something they called 
“second-order” EM fault injection. Normally, 
we consider the case of injecting faults into the 
main microcontroller in our embedded system. 
Nowadays, that “microcontroller” might 
actually be an advanced multi-core processor 
running at over 1 GHz—even in a fairly basic 
device such as a VoIP phone. Targeting this 
device might be difficult, so instead we need 
to look at the complete system. The complete 
system involves external components such 
as DRAM and flash chips, which are typically 
running much slower.

We may also have devices where multiple 
dies are integrated onto a single chip. For 
example, low-cost microcontrollers—such as 
the ESP32 from Espressif—are available that 
rely on an external SPI flash memory chip. A 
version of this chip is available with integrated 
flash memory—presumably a SPI flash die 
mounted within the same physical package.

Returning to Cui and Housley’s work, the 
second-order attack means we attack the 
portions of the system with less advanced 
technology. Such areas may be easier to target 
with an EM probe compared to the core of the 

PHOTO 2

A successful PIN2PWN attack drops 

to the U-Boot recovery console. We 

can now append arbitrary Linux 

arguments to the command line.

PHOTO 3

An EM probe can even be a simple 

ferrite wound inductor. It is 

positioned over the top of a chip. 

Careful positioning may be required, 

but a low-cost 3D printer may provide 

a cheap platform for such positioning 

work.
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microcontroller. In their example, they corrupt 
the external DRAM chip. This again causes a 
fall back to the U-Boot console. They exploit 
a vulnerability in the device’s implementation 
in the secure boot process to load their own 
binary within the secure memory space. This 
is different from the fairly basic PIN2PWN-style 
kernel argument modification. 

While at first glance you may assume 
that Cui and Housley might have been able 
to perform the same PIN2PWN-style attack 
(using a physical probe) to corrupt the DRAM, 
using EM fault injection has many advantages 
here. It avoids needing to modify the PCB. 
If the DRAM chip is a BGA package and 
traces are running on internal layers, it will 
require modifications to the PCB. Using the 
EM probe allows the attack to potentially be 
“weaponized” to real-life situations. Once 
the specific location on the chip and timing 
details are known, it’s possible to perform the 
attack very quickly in the field without having 
to modify the PCB in a laboratory. It may 
even be possible to perform this attack from 
outside the device casing—something they 
were originally hoping to achieve.

The BADFET tool itself is also useful for 
“first-order” attacks—fault injections on the 
target device itself). Such fault injection could 
be used for a variety of other attacks, including 

the ones I discussed earlier in this article.

WRAP UP
I hope you’ve enjoyed this overview 

and hopefully you learned about some new 
attacks. While I’ve tried to give a summary 
for each of these papers, you’ll find links to 
the papers, presentations and videos (where 
available) for each of them on the Circuit 
Cellar article materials page.

I’ve also had to leave out a lot of great 
attacks that came out in 2017, because we only 
have so much room in this article. But hopefully 
you enjoy my selection, and I’ll try to provide a 
few more review articles throughout 2018. I 
also hope to recreate some of these newer 
attacks so that you can see for yourself just 
how practical they are in real systems.  

Additional materials from the author are available at:

www.circuitcellar.com/article-materials
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From the Bench

Money Sorting Machines (Part 2)
Multi Drop Bus

L n
look at bill validation for paper 
money, I need to finish up with that 

project. I had purchased a few coin acceptors 
and showed how they are used to identify 
coinage—especially, but not limited to, US 
Coins. The exchange of money for goods is all 
around us today from vending machines and 
gasoline pumps to ATMs. National Automatic 
Merchandising Association (NAMA) developed 
the international specification for the Multi-
Drop Bus / Internal Communication Protocol 
(MDB/ICP) released in July 2010. The MDB/ICP 
enables communication between a master 
Vending Machine Controller (VMC) and any of 
the peripheral hardware like coin acceptors 
and bill validators (Figure 1). By adhering 
to these guidelines any manufacturer’s 
equipment is interchangeable.

Turns out the coin acceptors I purchased 
don’t have the MDB interface necessary to 
communicate with a VMC. I reviewed the 
protocol and VMC/Peripheral Communication 
Specifications required by the Coin Acceptor/
Changer peripheral and began work on 
developing an MDB interface that would bridge 
my coin acceptor with the multi-drop bus.

PROJECT CIRCUITRY
If you need to review the MDB/ICP, please 

reread last month’s article (Circuit Cellar 329) 
or get the specs from the NAMA  website 
[1]. The communication protocol is 9600, 
9, 1, N. There are two unusual things here. 

First, you’ll note the data size on the MDB is 
9 bits—that’s not standard with many UARTs. 
The second thing here is that the MDB uses a  
20-mA control current and peripherals 
are opto-isolated from the bus. The LED 
transmitter in each opto-coupled device is 
easily turned on with 20 mA. The master VMC 
hosts the MDB that supplies communication 
and power—minimum of 20 VDC with some 
hefty current—in support of all connected 
peripherals. The MDB/ICP specs include some 
typical bus interfacing circuitry.

If you review this you’ll find four different 
circuits (Figure 2): a non-isolated transmitter 
and receiver (master) and an isolated 
transmitter and receiver (slaves). There’s 
a reason for presenting these as individual 
circuits (modules). This project requires 
emulating a slave device and therefore requires 
an isolated interface to the MDB. If you wanted 
to emulate a VMC (master), you would need 
a non-isolated interface to the MDB. Using 
modules would allow a carrier board to be 
configured for either a master or a slave by 
substituting modules! This also opens a third 
possibility: a configuration that might even be 
more useful in this project, an MDB spy board!

Even with access to a complete system—
like a product vending machine—it would 
be difficult to know if the protocol is being 
correctly sent unless we can monitor all 
MDB activity. Producing a spy device that 
can attach to the MDB and display both 
master transmissions and slave responses is 
indispensable for assuring proper operation. 

Last time Jeff delved into the interesting world 
of money sorting machines and their evolution. 
In part 2, he discusses more details about 
the circuitry and code for his coin accepting 
project.

By 
Jeff Bachiochi
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A spy device requires two isolated receivers 
for its configuration.

The carrier board has a MDB connection and 
a microcontroller with the ability to interchange 
9-bit data with the MDB. My original project—
the slave interface—requires a standard 8-bit 
UART to connect with the coin acceptor. The 
microcontroller has two UARTs—one for the 
MDB and an auxiliary one as an interface to the 
Coin Acceptor. The auxiliary UART interface also 
allows a connection to a PC. When the circuit 
is used as a master, the PC could be used to 
issue commands to and receive responses 
from the MDB. When used as a spy device the 
UART interface allows all communication to be 
displayed on a PC, LCD or even a printer! That’s 
the logic that has twisted this project’s circuitry 
into its present configuration.

The carrier board is shown in Figure 3. 
Note that it contains a power supply front end 
for the master. Either an AC (bell transformer) 
or a DC (power supply) input can be used when 
the carrier board is configured as a master. 
When used as a slave, the supply on the MDB 
is regulated into a 12-VDC supply and a 5-VDC 
supply. Not only does this give two additional 
voltage outputs for a slave/spy device, but 
it also divides the voltage drops over two 
regulators—reducing the power that must be 
dissipated by each. The microcontroller has a 
few configuration inputs and LEDs, enabling 
the application to be changed via jumpers. 
Three of the four possible jumper settings are 
used for mode 0:2, master, slave and spy.

SPYING
Looking at the carrier board’s circuitry, you 

see that when two isolated receivers are used 
for a spy device (mode 2), their outputs are 

OR’d into a single input to the microcontroller 
via diodes. The protocol for any MDB activity 
requires that no slave send any response unless 
the master has asked that particular slave 
device to respond to its command. As long as 
the MDB has a transmission path to all slaves 
and a separate response path from all slaves, 

Selection
buttons

Vendor
product

Power
supply

VMC

MDB

Coin
acceptor

Bill
validator

Coin
dispenser

Bill
dispenser

Cashless
transaction

FIGURE 1

Show here are the components of a typical vending system. The Vending Machine Controller (VMC) is the 

heart of a system. A Multi Drop Bus (MDB) communicates with ‘smart’ slave peripherals.  These modules are 

responsible for the serious task of handling monetary transfer. Simple button selection and vend mechanics 

are often handled as direct I/O.

FIGURE 2

This article’s hardware has morphed into four separate modules. A master uses a VMC Commander and a Listener module, while a Slave would require an opto-isolated MDB 

Listener and a Responder module.
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communications will only take place on one path 
at a time—either a command or a response. 
The spy device monitors both paths, but data 
can only come down one path at a time. Since 
both of these will be OR’d into the same input, 
how do we know which is which? If we look at 
the protocol rules we can figure this out.

The difference between command data 
and response data can be determined by the 
data’s 9th bit. commands and responses are 
sent in groups. At 9600 baud, a data word 
can be sent in just over 1 ms. The maximum 
inter-byte delay can be no more than 5 ms. 
Any response to a command must be made 
within 100 ms of a command. If we see a 
delay of more than 5 ms after any character 
is received, then we can assume it is the end 
of either a command or a response.

Remember how the format of the MDB 
data is 9-bits? Well, this serves two purposes. 
First, the master sets the 9th bit of the first 
byte of every command as an indication of 
address data. The data in this byte is used by 
all slave devices to determine if it will respond 
to the command or just ignore the command. 
As we saw last month, each different slave 
device has its own predefined address. For 
example, our Coin Acceptor/Changer has 
a base address of B’00001xxx’. A master’s 

request to any address between 0x80 and 
0x8F should only be responded to by a Coin 
Acceptor/Changer slave device. Each separate 
address may have a pre-defined command 
specifically for that particular type of device. 
If a command is issued for an address with no 
pre-defined command, the slave device just 
does not respond. So, if the first byte of a 
received string of data has the 9th bit set on 
the first byte, then it’s a command. Responses 
also use the 9th bit. In this case, the last byte 
of a received string has its 9th bit set.

For the most part all commands and 
responses will have a checksum added as the 
last character of the string. This is simply 
the LSB of all the preceding bytes. There are 
three instances of no checksum: ACK, NAK 
and RET. The ACK response indicates the 
data is accepted. The NAK response indicates 
a timeout. The RET response is a request to 
resend the last data. Note that while none 
of these responses have checksums added, 
responses by the slave must have the 9th bit 
set because it’s the last, and only, character.

So, we can determine when a command 
or response ends by looking for a 5 ms timer 
overflow after each character received. Once 
a timer overflow occurs we have a (potentially) 
complete string and know that a new string 

FIGURE 3

The carrier board hardware can be used as either a master or slave by selecting the appropriate modules for A and B. Although the microcontroller on the carrier board could be 

programmed as a standalone master or slave device, for this project it acts as a protocol converter between the Aux serial 8-bit data and the 9-bit MDB protocol. When used as 

the MDB spy device, two MDB Listener modules are used so that each side of the MDB can be monitored.
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will begin with the next byte received. By 
checking each byte as they are received, we 
can mark which byte had its 9th bit set with 
a flag. With this information we can proceed 
with determining what to do next.

SPYING ON THE MDB
This application would be much simpler if 

we only supported the original idea of a slave 
interface. However, it quickly became clear 
that without access to a complete system, I 
would need to emulate a master (VMC) as well 
as a slave to produce communications. The 
spy tool just makes it all the more complete. 
To support all modes (0, 1 and 2), we can use 
input routines similar to those we discussed 
earlier, and branch based on the configuration 
jumpers. That’s one carrier board used three 
different ways!

When we’re emulating a master in mode 
0, anything received from the MDB will be 
a response from a slave and we can branch 
to SlaveReceive. When in mode 1, we’re 
emulating a slave so anything received 
from the MDB will be a command from the 
master—and we can branch to MasterReceive. 
Finally, when the mode is 2, we’re spying on 
both the master’s commands and any slave’s 
responses. This is where we want to make use 
of that flag that indicates source of the string. 
This will determine where to branch next: 
DisplayMaster or DisplaySlave.

For now, we’ll deal with just the mode 
2 operation because it must interpret both a 
master’s command and a slave’s response. If 
a single byte is received without the 9th bit 
set, then it is a master’s acknowledgement to 
a slave’s response, either ACK, NAK, or RET. 
A single byte with the 9th bit set is a slave’s 
acknowledgement to a master’s command. 
On all strings of more than one byte, the last 
byte will be a checksum—sum of all previous 
bytes. This test will ensure that a string 
has been received correctly and should be 
performed on both commands and responses.

Once a command string has been 
checksum verified, it can be processed. In 
our spy device, we will want to display the 
command on a new line, just as it has been 
received. If this was to be a standalone 
device, you might want to dissect a command 
completely, interpret what is being asked and 
display it in text. In this case, I’ll just indicate 
it is a command going to the slave device 
indicated by the first byte of the command 
string. For example, “Command to Coin 
Changer: 0x08 0x08.”

If the string is a response and the 
checksum is verified, then we assume the 
response is coming from the device in the 
previous command. It this case, that is 
“Response from Coin Changer: 0x00.” Note: 

the text prior to the colon is informational. 
Hex digits following the colon are the actual 
bytes from the MDB. While this display 
can give you confidence that the master 
and slaves are communicating, it does not 
fully interpret the data. This could be fully 
explored as an expanded application within 
the microcontroller or an external application 
on a PC with input from the spy device.

MASTER OF THE UNIVERSE
Today’s standardization has improved the 

way we design and compartmentalize tasks, 
and this requires something to be in charge. 
Here, the VMC is the device that orchestrates 
a system’s operation. Through the MDB the 
master can coordinate every action required 
to implement a complete process. Like its 
predecessor the Jukebox, vending machines 
are required to accept and verify some 
payment in return for dispensing a product. 
Sometimes payment can come from afar and 
the product is cash as in an ATM, or fuel as in a 
gas pump. The product most people associate 
with a vending machine is food or drink.

Like any good system, a power up sequence 
initializes everything into a known state. The 
master must make contact with each of its 
peripherals to insure communication and 
to reset each into a known state. Once all is 
marching in step, the master must continuously 
poll each peripheral to find out what’s going on. 
This input status allows it to make decisions 
and request output when necessary.

The master uses addressed commands to 
communicate with each peripheral. The MDB/
ICP suggests an initialization sequence, or 
list of specific commands for each individual 
peripheral. Each command is a string of one 
or more characters. If our carrier board was 
configured for mode 0, a master, it would 
send this string of characters onto the MDB 
and wait for a response from the addressed 
peripheral. The auxiliary UART will receive 
a string of characters and when a time out 
occurs (no more characters are received) it 
will set the 9th bit for the first character and 
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pass the string onto the MDB. A PC application 
or simply a serial terminal could compose 
command strings to be sent out onto the MDB.

A peripheral’s response is merely redirected 
out the UART after being received from the 
MDB. In this project, the master is simply an 
8-bit to 9-bit translator. Although complete 
master operation could be handled within the 
microcontroller, I prefer more control. So, I use 
an external application to compose commands 
and decode a slave’s response.

LOWLY SLAVE
The MDB specification describes seven 

potential slave devices. Each slave device is 
‘‘smart‘‘ enough to handle its designated task, 
which allows the master to handle the system’s 
supervisory tasks. A typical system will include 
one or more monetary devices for the handling 
of coins, bills and/or cashless entities (credit/
debit cards). While there may be a need for 
other I/O—a user interface for instance—often 
such interfaces are built into the master VMC. 
The simplicity of their function makes them 
prime candidates for direct interfacing.

The Coin Acceptor being used here is a 
‘‘smart‘‘ device in that it can be trained to 
identify up to six coins. And once this process 
is done, the device outputs the monetary 
value you’ve assigned to each coin as they 
are accepted. Coinage not recognized will be 
rejected and released into the return slot. To 
interface this device to the MDB, we need to 
monitor the device’s output for the monetary 
values sent when a deposited coin is accepted. 
Once a coin is accepted it cannot be returned. 

The monetary value is a single byte equaling 
its value from 1 to 100. When the project’s 
carrier board is used in mode 1 as a slave, 
it uses its auxiliary UART to monitor the Coin 
Acceptor’s output. When a value is received, it 
must update its internal registers so that when 
the master polls the slave (address 0x0B), it 
can respond with the latest data.

Table 1 shows the commands to which a 
basic Coin Acceptor must respond. For this 
application we need to set up a number of 
registers that hold data for the command 
responses. It’s typical for a VMC to poll each 
peripheral every 300 ms. This minimizes the 
time lag between when a coin is accepted and 
the value has been received by the VMC.

At power up, the VMC resets all peripherals 
and executes certain commands before 
accepting any monetary transactions. The Coin 
Acceptor (and any peripheral) should power up 
in a disabled state until enabled by the VMC 
via its initialization sequence of commands. 
The Coin Acceptor initialization sequence 
covers five out of the possible six commands 
in its (Level 2) repertoire. The reset command 
instructs the Coin Acceptor to go through its 
own reset sequence. It responds with an ACK. 
The VMC should allow a minimum of 500 ms 
for this operation to conclude before issuing 
additional commands.

The initialization sequence then proceeds 
with a poll command. A poll response can 
include up to 16 bytes of one- or two-byte 
status information. You can tell from the byte 
value what the status means and whether 
there is a second byte associated with it. When 

TABLE 1

Listed here are the commands that a coin validator/changer must recognize for the minimum level 2 implementation of the MDB protocol.  A master uses these to first gather 

information about the peripheral’s abilities. In that way, it knows what operations the peripheral can handle. In our case the DG600F can validate, but not dispense, coins.

Command Hex Code  VMCData Description Response

RESET 08H none Command for changer to 
self-reset ACK (0x00)

SETUP  09H none
Request for changer setup 
information

Feature Level (1 byte)
Country/Currency Code (2 bytes)
Coin Scaling Factor (1 byte)
Decimal Places (1 byte)
Coin Type Routing (2 bytes)
Coin Type Credit (16 bytes)

TUBE 
STATUS 0AH none Request for changer tube 

status
Tube Full Status (2 bytes)
Tube Status (16 bytes)

POLL 0BH none Request for changer 
activity status Changer Activity (up to 16 bytes)

COIN TYPE 0CH 
Coin Enable (2 bytes)
Manual Dispense 
Enable (2 bytes)

Signifies coin types 
accepted and allowable 
coin dispensing 

ACK (0x00)

DISPENSE 0DH Dispense (1 byte)

Command to dispense a 
coin type. Followed by 
coin type to dispense. See 
command format section.

ACK (0x00) / NAK (0xFF)
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bit 7 is set, the status is a Coins_Dispensed_
Manually status bits 6:4 is a quantity and 
bits 3:0 indicate which coin. A second byte 
indicates how many coins are left in the tube. 
Since this device cannot dispense coins, this 
response is n/a. When bit 7 is clear but bit 6 is 
set, the status is a Coins_Deposited status. 
Fits 5:4 is a location for the deposited coins 
and bits 3:0 indicate which coin. A second byte 
indicates how many coins have been deposited. 
When bits 7 and 6 are clear, the remaining bits 
of this single byte status indicate other status. 
A 0x0B status byte indicates that the Coin 
Acceptor has finished its reset and is ready for 
operation. We need to send this as a response.

The setup command is issued next. The 
response includes information from the setup 
registers, which include the Feature_Level, 
Country_Currency_Codes, the Coin_Scaling_
Factor, the number of Decimal_Places used, 
the Coin_Type_Routing and Coin_Type_Credit. 
Most of this data are constants indicating how 
monetary data should be interpreted. The VMC 
then follows with a Tube_Status command. 
This Coin Acceptor drops all coins out a bottom 
slot to be collected by the coin box. The coins 
are not separated by coin into individual coin 
tubes. We could keep track of each deposit 
and simulate coin tubes, but at this point we’ll 
assume the Tube_Full_Status and the Tube_
Status are zero and report this.

Finally, the Coin_Type command is sent. 
This includes data to the Coin Acceptor. The 
data received is Coin_Enable and Manual_
Dispense_Enable. This command enables the 
acceptance and dispensing of coins. Since the 
Coin Acceptor has been disabled via the reset 
command, it must be enabled before it can 
proceed. This device cannot dispense coins, so 
that data will not be used.

SPYING ON THE SLAVE
It will take two carrier boards to implement 

a complete system (master and slave) as well as 
a third to spy on the communications. Photo 1 
shows my original prototype with the master’s 
MDB interface on one side and the slave’s opto-
isolated interface on the other side. At this 
point the light bulb lit and I knew that a tool—
the MDB spy—would shed a lot of light on the 
bus communication. With this prototype, I can 
monitor activity at each end, but a separate 
device would be so much handier—for me and 
anyone else interested in monitoring the MDB, 
hence the new modular prototype.

Next time I’ll add the Bill Validator (Photo 2) 
to this mix and be able to accept both forms of 
cash—coins and paper currency. Last month 
we learned how the Coin Acceptor differentiates 
between coins by size, weight and material. But 
how can we tell one bill’s denomination from 
another? And what about counterfeiting?  

PHOTO 1

This prototype got me started. It contains all four modules on a single prototyping board that can be 

separated into master and slave interfaces. Note they are connected here via cables using MDB plugs and 

sockets. At each end, USB-to-RS-232 adapters enable the circuitry to be connected to two serial devices.

PHOTO 2

Now that we have some 

communication happening with 

the Coin Acceptor, we can look at 

our paper currency a bit closer. 

Next month we’ll add the Bill 

Validator to the mix.

Additional materials from the author are available at:

www.circuitcellar.com/article-materials

RESOURCES

Microchip Technology | www.microchip.com



CIRCUIT CELLAR • JANUARY 2018 #33074
P

R
O

D
U

C
T
 N

E
W

S

PRODUCT NEWS

Ultra-Small COM-Based SBCs Offer High I/O Density 
 Diamond Systems has released its ultra-small COM-

based Zeta single board computer family. Highlights include 
interchangeable COM Express cards for scalability and long 
product life, ultra- compact size and a rich amount of I/O. 
This I/O includes a complete 
high-quality analog and digital 
data acquisition subsystem.

Designed in the COM Express 
Mini Type 10 form factor (84 mm 
x 55 mm / 3.3 in x 2.2 in), the 
Zeta family offers performance 
scalability due to its use of COM 
Express CPU modules. Three 
processor options are currently 
available: Intel “Bay Trail” E3825 
dual-core 1.33 GHz CPU with 
soldered 2 GB RAM; Intel “Apollo 
Lake” E3940 quad core 1.60 GHz 

CPU with soldered 4 GB RAM; and Intel “Apollo Lake” N4200 quad 
core 1.1 GHz (burstable to 2.5 GHz) CPU with soldered 8 GB RAM.

 According to Diamond Systems, Zeta’s two-board COM 
plus baseboard construction yields the highest feature 

density possible in a given 
footprint. The COM provides the 
core CPU functions, while the 
baseboard provides the “final 
inch” for all the system I/O plus 
the data acquisition subsystem, 
power supplies and expansion 
sockets. Zeta provides as much as 
a 60% reduction in size compared 
to boards in larger form factors 
offering the same level of I/O.

Diamond Systems | www.
diamondsystems.com

Open Frame AD-DC Power Supplies Target Medical Applications
CUI’s Power Group has announced five new open frame 

series, ranging from 180 W up to 550 W, to its line of internal 
ac-dc medical power supplies. Certified to the medical 60601-
1 edition 3.1 safety standards for 2 x MOPP applications and 
4th edition EMC requirements, the VMS-180, VMS-225, VMS-

275, VMS-350, and VMS-550 series feature high efficiency 
up to 94% and high power densities up to 30 W/in3. The 
new models are housed in 2 x 4 inch (50 x 101 mm) and  
3 x 5 inch (76 x 127 mm) packages with profiles measuring 
as low as 0.75 inches (19 mm), providing a compact, high 
density solution for medical diagnostic equipment, medical 
monitoring devices and dental applications.

All of the new VMS series provide output voltage options 
from 12 VDC to 58 VDC, feature wide universal input 
voltage ranges from 80 to 264 VAC and offer no-load power 
consumption as low as 0.5 W. The 180 W to 550 W models also 
carry an input to output isolation of 4200 VAC with leakage 
current ratings as low as 0.3 mA at 230 VAC. Operating 
temperatures range at full load from -40°C up to +50°C 
with forced air cooling, derating to 50% load at +70°C. The 
VMS series are available immediately with prices starting at 
$108.94 per unit at 25 pieces through distribution.

CUI | www.cui.com

Qseven and SMARC Modules Boast NXP i.MX8 Processors
Congatec has announced support of 

the new 64-bit NXP i.MX8 processors 
for the Qseven and SMARC module 
standards. As a member of NXP’s Early 
Access Program, the new Congatec 
modules will be available in time with 
the production launch of the new ARM 
Cortex A53 / A72 based processor 
family. This enables OEM customers 
to implement their first-to-market 
strategies efficiently, since they can 
start designing the carrier board for 
their applications now and will be able 
to leverage application-ready i.MX8 
based Congatec modules from day one 
of the launch date.

The new Qseven and SMARC 
modules with NXP i.MX8 real-time 

processors are well suited for a wide 
range of industrial, stationary and in-
vehicle applications The processors 
integrate up to four cores and high-
performance graphics for up to four 
independent displays with low energy 
consumption. Since the modules are 
designed for the extended ambient 
temperature range from -40°C to 
+85°C, they can also be used in fleet 
systems for commercial vehicles or 
in infotainment applications in cabs, 
buses and trains as well as all the new 
electric and autonomous vehicles. The 
acceptance of these new platforms 
is accelerated by the widespread use 
of ARM technologies in the consumer 
electronics market, especially in 

the (ultra-) low-power segment of 
embedded computer technologies.

Congatec | www.congatec.com
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PRODUCT NEWS

IoT Tool Suite Includes Bluetooth 5 Support
Rigado has announced its Edge Connectivity Suite with full support for Bluetooth 

5. Designed for large-scale commercial IoT deployments, Rigado’s Edge Connectivity 
solution is comprised of Bluetooth 5 end-device modules and the Vesta IoT Gateway, 
which includes cloud-based tools for secure deployment and updating.

The Edge Connectivity Suite actively addresses a growing need for low-power 
wireless within commercial IoT applications like asset tracking, smart lighting and 
connected retail and hospitality. The company’s Bluetooth 5-enabled solutions support 
the flexibility, interoperability and security demands of large-scale commercial IoT 
deployments. Moreover, the suite addresses the market need for edge computing at 
scale, paving a secure and cost-effective road for data from device-to-cloud.

Specifically designed for companies who need to develop, deploy and manage a 
large number of connected devices and gateways, the Rigado Edge Connectivity Suite 
provides seamless integration between IoT devices and the Cloud. The suite includes 
certified end device modules (shown), edge computing gateways and cloud-based 
tools for secure deployment and updating.

Rigado | www.rigado.com

Mini PCIe Card Serves Up High-Precision GPS 
Versalogic has released an industrial temperature GPS 

module that provides access to multiple satellite systems. It 
offers higher accuracy than previous models, for both location 
and timing data. Its multi-channel 
capability also allows better accuracy 
and coverage in difficult environments 
such as cityscape / building canyons.

This advanced GPS receiver provides 
two simultaneous receiver paths with 
72-channel operation for stable satellite 
tracking, as well as aided startup for 
fast initial signal acquisition. Increased 
coverage is provided by support for the 
GPS (United States), GLONASS (Russian), 
Galileo (European Union) and BeiDou 

(China) systems. In addition to positioning and navigation 
applications, GPS/GNSS signals are widely used as precision 
time or frequency references for remote or distributed wireless 

communication, industrial, financial and 
power-distribution equipment.

 The G3’s extremely small Mini PCIe 
format allows it to be added to a system 
with very little impact to the overall size 
of the system. The G3 is compatible 
with a variety of popular x86 operating 
systems including Windows, Windows 
Embedded and Linux using standard 
software drivers.

Versalogic | www.versalogic.com

8-Bit MCUs Embed CAN and Core Independent Peripherals
Microchip has expanded its PIC18 product line to include 

a new line of 8-bit microcontrollers that combine a Controller 
Area Network (CAN) bus with an extensive array of Core 
Independent Peripherals (CIPs). The CIPs increase system 
capabilities while making it easier for designers to create 
CAN-based applications without the complexity of added 

software. A key advantage of using a K83 MCU in CAN-based 
systems is that the CIPs provide deterministic response to 
real time events, shorten design time, and can be easily 
configured through the MPLAB Code Configurator (MCC) 
tool. The new family is well suited for applications using 
CAN in the medical, industrial, and automotive markets, 
such as motorized surgical tables, asset tracking, ultrasound 
machines, automated conveyors, and automotive accessories.

The PIC18 K83 devices contain 15 time-saving CIPs 
including Cyclic Redundancy Check (CRC) with memory scan 
for ensuring the integrity of non-volatile memory, Direct 
Memory Access (DMA) enabling data transfers between 
memory and peripherals without CPU involvement, Windowed 
Watchdog Timer (WWDT) for triggering system resets,  
12-bit Analog-to-Digital Converter with Computation (ADC2) 
for automating analog signal analysis for real-time response, 
and Complementary Waveform Generator (CWG) enabling 
high-efficiency synchronous switching for motor control.

Microchip Technology | www.microchip.com
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PRODUCT NEWS

Precision Integrated Solution Aids Battery Manufacturing
Analog Devices has introduced a precision integrated 

analog front end, controller, and pulse-width modulator 
(PWM) for battery testing and formation capable of 
increasing system accuracy and 
efficiency in lithium-ion battery 
formation and grading. Compared 
to conventional technology, the 
new AD8452 provides 50% more 
channels in the same amount 
of space, adding capacity and 
increasing battery production 
throughput. The AD8452 uses 
switching technology that recycles 
the energy from the battery while 
discharging and delivers 10 times 
more accuracy than conventional 
switching solutions. The photo 
shows an evaluation board with 
the AD8452.

The higher accuracy allows 

for more uniform cells within battery packs and contributes 
to longer living batteries in applications such as electric 
vehicles. It also enhances the safety of manufacturing 

processes by providing better 
detection and monitoring to help 
prevent over and undercharging 
which can lead to battery failures. 
The AD8452 delivers bill of material 
(BoM) cost savings of up to 50% 
for charging/discharging boards 
and potential system cost savings 
of approximately 20%. System 
simulating demonstration boards 
will be available and can enable 
lower R&D engineering cost and 
shorter time to market for test 
equipment manufacturers.

Analog Devices |  
www.analog.com

MCU Enables Dynamic 3D Graphics in Automotive Instrument Displays
Cypress Semiconductor has announced a new series in its Traveo automotive microcontroller family with more memory to 

support a hybrid instrument cluster with 3D graphics and up to 6 traditional gauges, as well as a head-up display. The highly 
integrated, single-chip devices in the S6J32xEK series include an advanced 3D and 2.5D graphics engine and provide scalability 

with Cypress’ low-pin-count HyperBus memory interface. The series 
continues the company’s expansion of its automotive portfolio with 
differentiated system performance via its MCUs, wireless radios, 
capacitive-touch solutions, memories, and PMICs.

 The Traveo S6J32xEK series integrates up to 4 MB of high-
density embedded flash, 512 kB RAM, 2 MB of Video RAM, an ARM 
Cortex-R5 core at 240 MHz performance, a low-voltage differential 
signaling (LVDS) video output, a low-voltage transistor-transistor 
logic (LVTTL) video output, and a 6x stepper motor control. This 
combination enables the devices to serve as single-chip solutions 
to drive two displays. The devices have up to two 12-pin HyperBus 
memory interfaces that dramatically improve read and write 
performance of graphical data and other data or code.

Cypress Semiconductor | www.cypress.com

MCU Series Leverages New ARM Security Architecture
STMicroelectronics supports ARM’s 

new Platform Security Architecture 
(PSA) in ST’s STM32H7 high-
performing microcontrollers. People 
and organizations are increasingly 
dependent on connected electronic 
devices to manage time, monitor health, 
handle social interactions, consume or 
deliver services, maximize productivity, 
and many other activities. Preventing 
unauthorized interactions with these 
devices is essential to protecting identity, 
personal information, physical assets, 
and intellectual property. As device 
manufacturers must always innovate to 

beat new and inventive hacking exploits, 
PSA helps them implement state-of-the-
art security cost-effectively in small, 
resource-constrained devices.

ST’s STM32H7 MCU devices integrate 
hardware-based security features 
including a True Random-Number 
Generator (TRNG) and advanced 
cryptographic processor, that will simplify 
protecting embedded applications and 
global IoT systems against attacks like 
eavesdropping, spoofing, or man-in-
the-middle interception. In addition, 
secure firmware loading facilities help 
OEMs ensure their products can be 

programmed safely and securely, even 
off-site at a contract manufacturer or 
programming house.

STMicroelectronics | www.st.com
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  Touch Library!

Interface Designer  
   Software in the 
   CCS C Compiler!

Impressive Graphics 
   on a PIC® MCU 

   
   C

Special Price $149  
Touchscreen Dev Board  

w/ Limited IDE C Compiler

sales@ccsinfo.com |262-522-6500 x 35

TOUCH DISPLAY 4.3
Development Kit

www.ccsinfo.com/CC1217

Everything You Need to Develop a 
Graphical Touchscreen

IDEA BOX
The Directory of
PRODUCTS & SERVICES
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Unlock the power of
embedded design.
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TEST YOUR EQ 
Contributed by David Tweed 

Problem 1—A delay-locked loop (DLL) has many 
similarities to a phase-locked loop, including 
a phase detector and a loop filter. However, 
instead of a voltage-controlled oscillator (VCO), 
it has a voltage-controlled delay line. Draw a 
block diagram of a DLL and describe its basic 
operation.

Problem 2—A DLL can be used as a frequency 
discriminator in a binary frequency-shift 
keying (BFSK) communications scheme. Note 
that the loop bandwidth can be set either much 
higher or much lower than the baseband data 
rate. Describe how it works in each case.

For more information: 
circuitcellar.com/category/test-your-eq/

Problem 3—There are some distinct 
advantages to operating the DLL with a 
loop bandwidth that is less than the data 
rate. What are they?

Problem 4—What must be true about the 
baseband data for the scheme described 
above to work reliably?

Look for the answers to these EQ problems 
in the next issue of Circuit Cellar
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How LTE Technologies 
Will Benefit IoT

By 
Zachary Crockett

Co-Founder and CTO,
Particle

The Future of Cellular IoT

T he future of cellular IoT holds great promise—and 
the promise of great challenges. As innumerable 
different hardware manufacturers, cellular 
service providers and countries scramble to 

define the future of cellular, fault lines are forming that 
threaten to impede the evolution of the Internet of Things 
(IoT). Despite the challenges, LTE (Long Term Evolution) 
technologies will undoubtedly become the norm in the near 
future. And when they do, they will unlock a wealth of new 
applications and value opportunities for the field of IoT.

LTE technologies will provide a host of benefits to the 
field of IoT. Chief among those benefits is the lowering 
of hardware costs. Low-bandwidth LTE technologies are 
significantly cheaper than 2G and 3G cellular modules. As 
a result, cellular connectivity will become financially viable 
for a variety of new and exciting applications.

Use cases that were once economically infeasible—
such as distributed sensor networks for agriculture—will 
now become possible, if not inevitable. Ultimately, any 
application that requires the distribution of a large number 
of connected devices will be facilitated by LTE technology. 
LTE also provides superior coverage than its predecessors, 
which will help make the geographically broad distribution 
of connected devices possible.

LTE cellular modules also consume much less energy 
than current cellular technologies. That will enable IoT 
devices with significantly longer battery lives. With battery 
lives measured in years rather than months, applications 
like the long-term tracking of mobile assets—bikes, pets 
and so on—will become practical. The same will become 
true of monitoring highly remote or difficult to access 
assets.

Finally, LTE technologies offer superior RF penetration 
than current, higher frequency bands. This attribute will 
allow for novel IoT applications such as emergency water 
valve shutoff in basements and cellars. In the industrial 
sector, superior RF penetration will also allow for the 
broader application of IoT in mining and other forms of 
deep resource extraction.

eSIM CAN HELP IOT GROW
eSIM, which stands for “embedded SIM”, will promote 

the proliferation of IoT by helping to break down existing 
corporate and political boundaries. As most already know, 
traditional SIM cards are permanently bound to a single 
cellular operator. If you purchase a SIM card from AT&T, 
for example, you can’t later switch to the T-Mobile network 
without a new SIM. The use of other carriers’ networks 
is only made possible by “roaming” agreements made 
between those two providers.



80 CIRCUIT CELLAR • JANUARY 2018 #330
T
E
C
H

 T
H

E
 F

U
T
U

R
E

Zachary Crockett is the Co-Founder & CTO of Particle, a full-stack IoT device platform, where he is responsible for the core technology, architecture and 

infrastructure. He provides strategic direction for developing a scalable, reliable, secure and easy-to-use platform. Prior to founding Particle in 2012, he 

was the CTO of a residential energy compliance company and developed web applications for startups, nonprofits, and universities. He holds a PhD in Music 

Composition and Computer Science from the University of Minnesota as well as degrees from John Hopkins and Vanderbilt.

When consumers make use of these 
agreements, however, they are charged at 
elevated rates. And these “roaming” charges, 
as most of us already know, are rarely 
insignificant. This situation hinders the spread 
of IoT technologies by making it difficult for 
companies to operate across borders and 
geographical boundaries while still remaining 
profitable.

eSIMs, on the other hand, are non-
removable devices that can be programmed 
and re-programmed to operate on any 
carrier’s network. They are effectively “blank”, 
“rewritable” SIM cards, which would let IoT 
companies build cellular products that work 
across global markets. Unsurprisingly, many 
cellular network operators have expressed 
some early opposition to this technology, as 
it could free up consumers to more easily 
switch between providers.

Fragmentation in the cellular ecosystem 
is creating barriers to mass-market adoption 
of LTE for IoT. This fragmentation makes 
it difficult for product creators to select 
hardware and software solutions that work 
globally. The term “LTE” does not refer to a 
single technology. Instead, “LTE” is a catch-all 
term, which covers a variety of technologies 
operating across a large number of bands. In 
fact, as of writing, there are over 50 frequency 
bands included under the LTE umbrella. 
Meanwhile, different cellular carriers and 
countries are adopting different bands as 

their standards for the future of cellular 
connectivity (Figure 1). This has resulted in 
an extremely fragmented ecosystem.

The technologies that are most relevant 
to IoT applications are LTE CAT M1 and LTE 
CAT NB1 (also known as NB-IoT). Both are 
low-bandwidth, low-cost technologies that 
are best suited to applications such as basic 
sensors and actuators. Nonetheless, the two 
technologies do differ meaningfully in cost, 
bandwidth, latency and power requirements.

 Carriers and companies are largely divided 
on which of these “NarrowBand” technologies 
they are adopting. Although, some forward-
thinking countries such as Australia and Japan 
are building infrastructure around both.

SURVIVING THE SEISMIC SHIFT
While conventional wisdom tells us to 

wait when uncertainty rules, businesses 
shouldn’t let the chaotic cellular ecosystem 
paralyze them. Hardware manufacturers 
are already providing solutions to address 
these challenges, such as integrated M1/NB1 
modules, modules with 2G and 3G fallback, 
and pin compatible hardware designed for the 
easy swapping of cellular modules.

As outlined earlier, eSIM technology also 
serves as a kind of insurance against the 
uncertain future of LTE. Although different 
carriers and regions may implement different 
technologies, eSIMs will remain flexible 
across borders. Finally, leveraging third-party 

IoT/MVNO platforms can help you hedge 
your bets in the race for standardization 
by eliminating the need to negotiate 
carrier agreements and navigate complex 
hardware/platform integration issues.

Despite the impending sunset of 
2G—and the yet-to-be-announced but 
inevitable sunset of 3G—businesses 
would be wise to address their customers’ 
IoT needs today. It’s still unclear when 
the tumultuous LTE rollout will settle, 
so waiting in the wings may cost your 
business a precious leg in the race. Like so 
many major technological changes before 
it, the future of cellular connectivity is 
both unclear and imminent. So, successful 
companies will need to both understand 
and navigate the coming pitfalls.

It’s a tall order, but if history is any 
indication, there’s always someone out 
there to fulfill it.  

Adoption of CATM1
Adoption of NBIoT

LTE Technology Map
Unknown

FIGURE 1

Different cellular carriers and countries are adopting different bands as their standards for 

the future of cellular connectivity. This has resulted in a fragmented ecosystem.





Interesting use #1027:
PENGUIN WEIGH STATION

When Daedalus Technology Group needed to design a penguin
weigh station to deploy to Antarctica, they came to Technologic
Systems. Everything going to Cape Crozier has to be lightweight,
rugged and reliable and the TS-7250-V2 met all of those demands.
Using RS-232 to communicate to the RFID reader and scale 
controller the scientists  gathered the data and stored it to the 
microSD card.  For more information on this project go to: 
www.embeddedARM.com/penguin.

We build our single board computers to thrive in any environment
from the Saharan deserts to Ross Island, Antarctica. 

Where does your project want to go?

Single Board Computer

TS-7250-V2
High Performance,

Industrial Grade.
Starting at

$165
Qty 100




