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 We support the open source community 

by providing a resource of information, and
a forum for debate.

We help all readers get more from Linux with our 
tutorials section – we’ve something for everyone!

We license all the source code we print in our
tutorials section under the GNU GPL v3.

 We give you the most accurate, unbiased and  
up-to-date information on all things Linux.

Get into Linux today!
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This issue we asked our experts: We’re
supercharging Ubuntu 16.10 this issue, how do
you supercharge your Linux life?

Jonni Bidwell
Bash completion is easy to overlook and 
hard to live without. A cheap Virtual Private 
Server (VPS) running Nextcloud is easy to 
maintain and much cooler than big-name 
alternatives. And a semi-transparent drop- 
down terminal will make you the envy of 
your co-workers.

Les Pounder
A change of window manager is the ultimate 
turbo boost for Linux. Swapping out the 
bloat for something leaner will enable your 
computer to speed through tasks. I 
particularly like Openbox as it works well 
with older machines and can even keep an 
old Pentium 4 in use and out of the landfill.

Mayank Sharma
It isn’t exactly supercharged but I am proud 
of the little extra juice I have managed to 
squeeze out of my laptop’s battery with the 
TLP power management tool. The default 
configuration is optimised to prolong battery 
life, so all you have to do is install it and let it 
work its magic.

Nick Peers
I’ve just treated myself to a QNAP TS-251+ 
network drive, with quad-core Celeron 
processor and 8GB RAM. Not only has my 
media server been given a shot in the arm, 
but it’s capable of running Docker 
applications and even full-blown Linux VMs. 
Exploring these features is going to be fun!

Ultimate Ubuntu
While us Northern hemisphere types pull out the 

thermal underwear to endure chillier weather and 

longer nights, we do get the bonus at this time of the 

year of a whole new Ubuntu distro release to enjoy. Ubuntu 

16.10 has hit the internets and brings with it a host of updates, 

upgrades and Ubuntus. 

This issue we’re not going to dwell on the core release – 

where enhanced support with the Linux kernel 4.8 and the 

Unity 8 preview are the highlights – instead we’re asking how 

can you make Ubuntu even better? Install Fedora you cry? 

Surely not, though Fedora 25 is just around the corner. Our 

resident experts have given us their tips on how to boost 

Ubuntu and make it even better.

Talking of winter, in some ways this is our Yuletide issue and 

if you’re wondering what to get yourself as a present this year 

take a look at the lovely Chromebooks in our Roundup. Chrome 

OS and Chromebooks were largely derided when they first 

appeared, but as they’re currently outselling Apple laptops in 

the US, no one’s laughing anymore; true, they’re not for 

everyone, but if an affordable, lower-powered laptop fits your 

bill they’re a very tempting option. With sales increasing 30% 

year on year, 2016 will have seen another 10 million hitting the 

market with more growth to come over 2017.

If you’re more interested in keeping your old PCs up and 

running then fear not, Linux is not abandoning you just yet. 

With plans to move Ubuntu away from 32-bit releases (but 

thankfully not with 16.10), we take a look at how you can keep 

the lights on and the drives spinning for your older hardware. 

With Pi tutorials, coding guides and a mass of reviews it’s 

another packed, fun issue, enjoy!

Neil Bothwick 
I have an impressive cluster of Raspberry Pis 
[Steady on there—Ed] with extra flashing 
and strobing LEDs for maximum effect. 
But the truth is that my keyboard and 
monitor are actually connected to a water-
cooled, eight-core system that’s hidden 
under the desk.
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Interview

Dan Cauchy on Automative Grade Linux  p40

Automatic Driver 
Assistance will lead  

us to autonomous driving.

Roundup:  
Chromebooks 2016 p24

Google Pixel phone .......... 17 
Nexus is dead, long live Pixel, ‘cause those 

tablets have been so good, right? The latest 

high-end Google phone is here but are you 

likely to buy it? Let’s find out…

Seagate IronWolf 10TB ...18
So many bits… the latest helium-filled 

spinning hard drive lands and it’s a massive 

10TB beast that’s surprisingly good value 

and manages second-gen SSD speeds.

NixOS 16.09 .......................19 
Fancy something different? Shashank 

Sharma boldly investigates NixOS and is 

intrigued by its unique approach and 

esoteric design.

Gnome 3.22 ....................... 20 
A controversial [no it isn’t!—Ed] Linux 

desktop with a name whose pronunciation 

has evaded 17 years of debate? Jonni 

Bidwell makes his gnomic assessment.

Opera 40 .............................21
Shashank Sharma checks whether the 

proprietary browser can hold a candle to 

open source veterans.

Life is Strange .................. 22 
The smash-hit teen so-the-drama adventure 

hits Linux like a pair of falling whales, but 

there’s no bowl of petunias in sight. Shame.

Reviews

 Desktops come and gnome, that’s 

right, we went there!

Contents
“That brain of mine is something more than merely mortal, as time will show.” – Ada Lovelace

Supercharge
Ubuntu 16.10

 The new Google phone looks 

beautiful but it’s rather expensive.

Boost the latest release of Ubuntu 
with the ultimate guide to tweaking 
and upgrading on page 32.
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News............................. 6
Another funnily-named Linux kernel

exploit grips the world of Android, live

kernel patches for everyone and

Vulkan VR gaming is coming.

Mailserver.................. 10
Suggestions for 3D printing, praise

for pirate boxes, going back to Amiga

days and more home server talk.

User groups............... 15
Les Pounder visits Leigh Hackspace

and gets to play a laser harp.

Roundup ....................24
Fancy some new hardware this

Christmas? Then why not pick up one

of these new Chromebooks.

Overseas subs ..........69
We ship Linux Format all around the

globe, subscribe and save money!

Next month...............98
Build the fastest Linux PC for a

modest amount of cash, we pack a

cheap case full of SSDs and see how

fast we can make it spin!

Subscriptions ...........30
Grab our Christmas subs offer now

and save in time for the New Year—

go on you know it makes sense!

Sysadmin...................50
Mr. Brown is following a Dirty COW

and a creature called a Mirai and

returns to the shiny new things with a

look at Docker’s self-healing InfraKit.

HotPicks ....................54
Alexander Tolstoy hasn’t been

hacking the Democrats, he’s too busy

digging up this little lot: OnlyOffice,

SVG Cleaner, KolorManager,

Ungoogled-Chromium, Profile-sync-

daemon, Kexi, Vim, Gradio, Feh,

çDave Gnukem, Quetoo.

 Our subscription team  

is waiting for your call.

Terminal basics
Android Control ..............70
Nick Peers explains how you can control 

and recover your Android devices from the 

Linux terminal, handy.

Encryption 
VeraCrypt .........................72
Mayank Sharma reveals the secrets of 

VeraCrypt to help you hide your data from 

unscrupulous invaders of privacy.

Ubuntu
2-Factor authentication . 76
Get a little protection in your life as  

Mayank Sharma explains how to enable 

extra authentication in your Ubuntu install.

Secure internet 
VPN basics ....................... 78
Understand the basics of VPN access with 

the Linux command line. 

Networks 
Wireshark ......................... 80
Dive back into your network packets as we 

revisit this awesome admin tool.

Regulars at a glance

Coding Academy

R: Statistical learning .......... 84
Mihalis Tsoukalos teaches you more statistical 

learning methods and techniques to extract 

information from your mountains of data.

Jquery and AngularJS ......... 88
Kent Elchuk shows you how to build your 

single-page application, which has countless 

advantages over traditional web pages.

p96

On your FREE DVD
Ubuntu 16.10
Yakkety Yak,
Bunsen Labs.

Only the best distros every month
PLUS: Hotpicks, Roundup & more! 

 VeraCrypt: We’re not a trusting lot.

Tutorials

Subscribe
& save! p30

b

Raspberry Pi User In-depth...

32- & 64-bit

32-bit

Pi news ...................................60
The Pi gets integrated into NEC TVs, the Pi gets 

Fedora and the micro:bit gets a European release.

Ethernet and USB Hub ........61
Les Pounder learns of a community produced 

board for the Pi Zero, but is it worth the price?

Random Poetry .................... 62
Les Pounder has wandered like a cloud to show 

how a little Python can be used to generate 

random poetry, spoken by the computer.

Mopidy audio receiver ......... 64
Nick Peers discovers how to take your  

Pi-based music player to the next level with  

a direct install of Mopidy.

 Keep the 

lights on in 

a post 32-bit 

world.

Linux loves old PCs .............. 46
With 32-bit distros looking to go the way of the 

dodo and trustworthy politicians, Neil Bothwick 

looks at options for owners of older hardware. 
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Oddly the 3D prints created by a printer are rather important!

Write to us at Linux Format, Future Publishing, Quay House, The Ambury, Bath BA1 1UA or lxf.letters@futurenet.com.

something that hadn’t occurred to 

me (or Ali apparently). The way 

our group test is designed, we only 

have one topic where we can show 

an image of all devices, and we 

chose to put in a shot of the 

printers rather than anything else. 

To be perfectly honest, I’m not 

sure how visible the differences 

would be at the size we’re able to 

print them. We can always ask! 

Ali says: Thanks you for your 

email, Ian. Images of the prints 

would be a good idea and will be

something I think we should

include in the next Roundup we

do. You might be interested to

know that I attended the TCT 3D

Print show at the NEC recently

and was amazed by the sudden

increase in printers and

technology that was on show. It

was also good to catch up with the

manufacturers and also many of

the 3D print personalities.

Letter of the month

 3D photo
It’s great to see more 

information on 3D printing and 

your latest article (Roundup, 

p24, LXF215) is to your usual 

high and comprehensive 

standards, but would it be too 

much to ask to see images of 

printed items? It’s the usual 

story that a picture paints a 

thousand words and seeing 

finished items would greatly 

enhance articles such as these. 

I Hope you can show some

next time.

Ian Hartas, via email, 

Neil says: I’m glad you liked the 

Roundup, it’s good to know there’s 

interest out there on the subject! 

We’re lucky that Ali Jennings has 

the time to review them for us, as 

he’s pretty busy, but has used 

them extensively.

It’s a good point about an 

image of the output, it’s 

definitely be something that I will 

factor in for the next test.

If there’s a printer that you’re 

interested in then let me know and 

I’ll see if I still have one of the test 

prints. Otherwise you can usually 

get a print sample sent to you 

directly from the manufacturer or 

Pirate feature

N
ice to see the article about the 

PirateBox in the recent LXF 

[Tutorials, p62, LXF214] as it 

meant for once I would be 

ahead of the game. Every month I buy 

LXF, and every month I look at the 

projects thinking “That would be cool to 

do…” and then a mere month later, before 

I’ve had the chance to carry out the 

project, you buggers have brought out 

another issue and so the cycle repeats. 

Well, I have been using a PirateBox since

the RasPi first came out, with one of the 

original batch no less, to serve up mark 

schemes and worked solutions, both 

written and video, to the students in my 

GCSE and A level maths class on their 

mobile phones. More recently I have been 

using the DLNA server and a 16GB flash 

drive to allow the kids (ours this time) to 

watch videos in the car on their tablets. 

So for once I have managed to achieve

something from the magazine—1 out of

214. Not bad eh?

Simon Harris,

Bicester (Gateway

to the North)

Neil says:

Congratulations on

beating us to it and

well done for

putting the

Raspberry Pi to

such good use.

If any readers have 

created or 

implemented any 

interesting project 

please let us know, 

it’s wonderful to 

hear about how 

these are being 

used in real life. Expect more from the 

author Nate as he appears to be an 

unstoppable writing machine!

In my test I used the model 

www.3dbenchy.com and going 

around the show it was very 

apparent that this is the 

benchmark used for print quality 

across the industry. An annotated 

image of the model from each 

printer would be useful and 

 Any excuse 

to raise the 

Jolly Roger.
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 Agnus, Blitter, Copper—all names an Amiga owner should remember.

So it might not be that super, but it’s certainly better.

you can purchase one through

www.3dhubs.com.

 Amiga days
I have made a couple of 

discoveries to share with you: 

Amiga Racer (http://amigatec.

com/drupal) runs on Linux and 

AmigaDOS! This is a great-

looking game and it’s free! You 

should put it on your cover disc. 

There’s also AROS for Raspberry

Pi from www.ares-shop.de. An 

Amiga-like OS that is free but is 

binary compatible with Amiga 

OS 3.x, again, you should put it 

on your cover disc.

Ian Learmonth, via email, 

Neil says: I loved my Amiga, I kept

using it for far too long. While I 

think it’s lovely for people to 

reminisce – indeed, I watched a 

wonderful indie documentary 

called From Bedrooms to Billions: 

The Amiga Years recently – I think 

Amiga DOS needs leaving in the 

past. It was a fabulous Unix-

inspired OS for the time, but it was 

and remains closed source, while 

as we all know far better options 

now exist for everyone.

 Super Pi!
Recently you covered the 

Raspberry Pi 3 and its new 

features compared to the older 

generations. You mentioned the 

Wi-Fi, Bluetooth and better 

processor, but the new cardless 

network and USB mass storage 

booting capabilities were 

nowhere to be seen. Now that 

the features have been officially 

announced, I think it might be 

time to revisit it and maybe put 

together an article looking at the 

different features and how to 

use them. While I’m here, I’m 

also going to mention the fact 

that Docker 1.12 has been 

released, and comes with 

SwarmKit. Considering the fact 

that although it’s very stable, 

there is still little documentation

where you can put daily work

files and things you need to run

at top speed. Then the other

main directories are on a

redundant drive set that give

some level of local protection.

Your workflow should include

some process to occasionally

save your work files to the hard

drvie set for security and

version control.

The simplified arrangement I 

use on all our installs is: backup 

first and verify you can read it. 

(everyone does this, right?) 

Install as much RAM as is 

practical. Install the SSD as the 

first SATA drive. Install two HDDs 

(I use WD Reds). Boot the install 

medium and partition the SSD 

with a 4GB swap and then about 

half (but not more than 50GB) 

as root and the remainder as  

/home. Set the two HDDs as 

RAID, finish the install and 

reboot into new distro. Download 

mdadm and set up a RAID 1 on 

the HDDs. Boot the RAID and do 

changes to fstab and mdadm.

for it and some of our needs 

clarifying, it would be nice to 

have an article on that too.

Danny Wensley, UK

Neil says: As always thanks for 

your suggestions, for once we 

seem at least partly on target 

here. In LXF217 as part of the 

Super Pi feature we covered off 

the USB boot process and while 

we’ll have to revisit it, Jonni took a 

look at the Docker release for the 

Pi in LXF212 using Hypriot and 

Swarm. I’ll have to pop down 

network booting on the to-do list, 

perhaps not just for the Pi though.

 Perfect install
I got a big smile when I read the 

recent letter and answer titled 

Perfect Install [Mailserver, p13 

LXF213]. The proposed 

arrangement is what I have been 

using for about the last seven 

years. During that time I have 

honed it to be very reliable, 

quick, and cost effective.

This procedure creates a 

space in the /home directory 
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I found your great magazine 

when I was working in the UAE in 

2007 and have been faithful in 

subscribing and reading since 

then. Keep up the great work!

By the way, I am struggling 

with setting up a Wi-Fi over a 

large-ish area and would really 

enjoy an article on Wi-Fi roaming 

between APs and how to use 

them while setting up separate 

WLANs for Guest, Internal, and 

IoT (DMZ net).

Ron Sparks, Tx, USA

Neil says: I love hearing about our

readers’ rigs, please let us know 

about how you’re running your 

own desktop or servers. There’s 

such a variety of configurations 

alongside distro choice that it’s 

good to hear about the options 

that readers have chosen. 

I’ll also pencil in something on 

Wi-Fi configuration, modern 

routers have so many options on 

top of just the basic 2.4GHz, 5GHz

bands never mind creating guest 

conf and reboot and ensure all is 

well. Then ensure the main 

home directories are empty 

(Documents, Downloads, Music, 

Videos and Pictures etc). Move 

them to the new RAID and 

create soft links from the SSD  

/home/<user> directory to the 

ones on the RAID. Sit back and 

have a toast. You are done. 

Except you need to be sure to 

set up the backup strategy in 

your next session. The RAID 1 

arrangement has saved me 

many hours of time when I have 

had a drive failure or needed to 

move to a different machine.

Recently, due to the lower 

cost of fast solid state drives, 

I’ve added a few steps to split 

the SSD to include another 

partition for RAID. I also use a 

previous smaller SSD (sized 

identically) and create a RAID 0 

partition. This new RAID 0 array 

is where I put all my VirtualBox 

machines.

Write to us

Do you have a burning Linux-

related issue you want to discuss? 

Want to let us know how many 

routers and boosters you have 

dotted around the house or just 

want to suggest future content? 

Write to us at Linux Format, Future 

Publishing, Quay House, The 

Ambury, Bath, BA1 1UA or email 

lxf.letters@futurenet.com. 

 Modern wireless routers provide a confusing host of performance 

and security options, even for home users.

Everyone sing along… USB 

storage killed the Blu-ray drive!

stored on them. This is not the 

same as packet writing. 

With packet writing, you 

format and mount the disc like a 

hard drive. Then you can copy 

files directly to it, without using 

CD/DVD burning software. You 

can even drag and drop files to 

the disc. I haven’t yet tried this 

(except for DVD-RAM), so can’t 

say much about it, and I don’t 

know whether it will work with 

Blu-rays (though I see no reason 

why it shouldn’t), but searching 

for packet writing for openSUSE 

turned up instructions. See 

http://bit.ly/Packet

WritingOpenSUSE for details.

Peter Haywood, via email

Neil say: Hey Peter, thanks for 

putting us straight, we don’t 

always make mistakes but when 

we do we like to think they’re 

interesting ones. Neil Bothwick 

has this to say.

Neil Bothwick says: It looks like I 

misread the question. As it turns 

out, the kernel documentation 

says that packet writing is only 

available for CD-RW, DVD-RW, 

DVD+RW and DVDRAM discs, so 

it is apparently not possible with 

Blu-Ray. I’ll drop Neil Robinson 

an email. Thanks! LXF

and DMZs. Even in my 

home we’re running a central 

dual-band modem/router with a 

Powerline extension to the kitchen 

for another wireless point that 

extends to the garden, then a 

dual-band repeater on the first 

floor to boost the signal to the 

attic and through a solid red-brick 

extension wall. That’s alongside an 

internal Gigabit LAN network that 

my work desktop and server run 

on. As a heads up we’re running a 

‘Secure Smart Home’ feature in 

LXF220. Part of this will be 

discussing how to create a (more) 

secure wireless infrastructure with 

a secured DMZ to run IoT devices, 

though it won’t cover your 

roaming issue.

 You blu-it
In the Answers section of 

LXF215 [Blu-ray additions, p94] 

openSUSE user, Neil Robinson 

asked about packet writing, a 

way of using rewritable CDs and 

DVDs as if they were removable 

hard drives. His question 

pertained specifically to Blu-ray 

discs. The answer given said 

that what he wanted was multi-

session burning. This is wrong. 

Multisession CDs/DVDs/Blu-

rays are just optical media that 

have not been closed, and 

therefore allow more data to be 
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A
recent trip to Leigh Hackspace

blew me away! It was amazing

to see how far this awesome

space has come. The hackspace offers

everything that a hacker may need.

On a full day visit to help a student

present their latest project, as part of a

local drive to showcase the hackspace,

we saw electronic textiles sessions

which involved drawing a circuit upon a

cloth bag, and then stitching using a

conductive thread, components upon

the bag. Great fun! We made a couple

to take home.

Also present were, a laser harp

controlled by an Arduino. This simple

idea was expanded so that it could

interface with a MIDI controller and

change the sound of the

instrument and its tone etc.

The Codebug team were

also there offering free

access to a microcontroller-

based board that promises

to get anyone hacking

within five minutes! Well,

they weren’t wrong and

there were lots of children

taking their first steps with

the low-cost platform.

Talking of children, they love

Les goes to Leigh Hackspace
And plays an Arduino-controlled laser harp.

Leigh Hackspace caters to many different groups

of hackers, makers and crafters.

Community events news

Minecraft and this event saw

PatternCraft, which used sensors to

read a series of holes in a card, punched 

out by children using a large mallet. This 

uses the same principle as punch cards, 

used to write programs for early

computers and displays a

representation of the card in the

Minecraft world, great fun!

Leigh Hackspace had facilities not

offered at other spaces, such as a kiln

for pottery, electronics stations and a

lounge and coffee shop offering great

price refreshments. The management

team were exceptionally helpful and

provided lots of support. This space is

well worth a visit, head to their website 

for a peek www.leighhack.org. LXF

Find and join a LUG

  Blackpool Makerspace  

64 Tyldesley Road, Blackpool 10am every Saturday.  

https://blackpoolmakerspace.wordpress.com

  Bristol and Bath LUG Meet on the fourth 

Saturday of each month at the Knights Templar (near 

Temple Meads Station) at 12:30pm until 4pm.  

www.bristol.lug.org.uk

  Tyneside LUG  

Meet from 12pm, first Saturday of the month at the 

Discovery Museum, Blandford Square, Newcastle.  

www.tyneside.lug.org.uk

  Liverpool LUG Meet on the first Wednesday of 

the month from 7pm onwards at DoES Liverpool, 

Gostins Building, Hanover Street , Liverpool.  

http://liv.lug.org.uk/wiki

  Lincoln LUG Meet on the third Wednesday of 

the month at 7:00pm, Lincoln Bowl, Washingborough 

Road, Lincoln, LN4 1EF.  

http://www.lincoln.lug.org.uk/

  Surrey & Hampshire Hackspace  

Meet weekly each Thursday from 6:00pm at The 

Boiler Room in Guildford. 

www.shmakerspace.org

  Egham Raspberry Jam  

Meet at Gartner UK HQ every quarter.  

http://winkleink.blogspot.com

  Manchester Hackspace Open night every 

Wednesday at their space at Wellington House, Pollard 

Street, Manchester, M40 7FS.  

http://hacman.org.uk

Preston Hackspace

I’m really happy to report that 

Preston Hackspace has secured 

its first space, above a garage 

with plenty of room for hacks, 

and are open for new members. 

Preston currently has an 

Ultimaker 3D printer on loan and 

plenty of Raspberry Pi and 

equipment for you to hack with. 

Membership is £25 per month 

and the team are working to 

enable 24-hour access. More 

information via the website

http://prestonhackspace.org.uk

Madlab Manchester

Madlab, a community in the 

Northern Quarter of Manchester, 

offers a meeting space for many 

groups, including tech, political 

activism and craft. 

Madlab has recently been 

renovated and offers space for 

groups to meet, or the 

opportunity to take part in one of 

the dozens of meetings that take 

place each week. We had a peek 

through the calendar and it’s 

‘Jam’ packed! More details are 

available here:

https://madlab.org.uk

London Hackspace

This hackspace is seen as the 

pinnacle of achievement for the 

UK scene. London Hackspace 

has a busy events calendar that 

offers meetings covering a wide 

range of interests. For instance, 

there’s a regular LUG meeting 

taking place at the space, handy 

for those interested in Linux/

BSD as well as curiosity about 

Laser cutters and machinery.

Tuesday night from 7pm is its 

open night, where members and 

visitors can rub shoulders and 

explore the many facilities that 

this long established and well-

respected hackspace can offer.

https://london.hackspace.org.uk

The intrepid Les Pounder brings you the latest community and LUG news.

United Linux!
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Specs

OS:Android 7.1
Nougat

CPU:Qualcomm
Snapdragon 821
quad-core

GPU:Adreno
530

RAM: 4GB

SSD: 32GB

Display: 5-inch,
1,920x1,080

Camera: 12.3MP
2,160p@30fps
video (main), 8MP
1080p video (rear)

Comms:
802.11ac,A-GPS,
NFC,USB-C
Bluetooth v4.2

Extras:
Fingerprint,
accelerometer,
gyro, proximity,
compass,
barometer

Battery:
2,770mAh

Size: 143.8x69.5
x8.5mm143g

The Google

Pixel screen is a

bright, clear full

HD offering

stretched across

five inches. It’s

pleasant to view

and everything

looks great, with a

Pixel density of

441ppi—in

layman’s terms

thatmeans it’s

pin-sharp.

The Google Pixel is lovely to use. It’s

fast, intuitive and can handle anything

you throw at it.That’smainly down to

the powerful Snapdragon 821 processor

and 4GB of RAM, providingmore power

than you’ll probably ever need from

your smartphone.

Pixel perfect?
The Pixel runs the very latest software

fromGoogle –Android 7.1 Nougat to be

exact – and you get it exactly how the

search giant wants it to be seen. So you

get a clean, fuss-free interface—and

with the latest Android update Google

has completely removed the traditional

app drawer. Instead you get five app

icons in the tray at the bottom of the

screen,with access to all your apps just

a swipe-up away. Long-press on an app

icon and youmay find the Pixel pops up

a few quick links for you.

The Google Pixel battery life is

nothing special. If you’re careful you’ll

get a full day out of the phone, but we

found that givenmoderate use amid-

evening charge was required to ensure

wemade it to bedtimewithout a flat

battery. It’s not all bad news though, as

the new Pixel boasts fast charging,

giving you up to seven hours of use

from a 15-minute blast.

N
exus is dead. Pixel is king. Say

hello to the Google Pixel, a

handset ushering in a new era

of the search giant’s smartphone range.

It arrives alongside the larger (and even

more expensive) Google Pixel XL, as the

company known for search doubles up

on devices for another year.

At the beating heart of the new Pixel

smartphone is GoogleAssistant, which

the search giant claims gives you a

‘personal Google’, accessible whenever,

wherever.Assistant is essentially an

upgraded Google Now,with better

conversational smarts – ask ‘what’s the

time in LA?’and then follow upwith

‘what about San Francisco?’and it’ll

know youwant the time in that location

– and a fleet of new tricks including

jokes, poems, facts, games and even

funny videos.

With itsmodest 5-inch display the

dimensions of the Pixel are palm-

friendly. It’s a little chunkier than its rival

flagships, but the depth tapers to

7.31mmat the base,whichmakes it

easier to hold in one hand.The wedge

shape this creates is pretty subtle, but

hold the Pixel upside down and you’ll

notice the added girth at the top.

There’s bad news for expandable

storage fans though, as Google

continues to shunmicro SD on its latest

phone—you’ll have tomake do with the

32GB or 128GB of internal space.

The 12.3MP rear camera on the

Google Pixel is another big talking point,

which holds the title of the highest-

rated camera ever on DxO—an industry

standard for camera and lens image

qualitymeasurements and ratings.

That’s quite the claim to fame.

You are paying top dollar for the

Google Pixel, and at this price point the

competition is fierce. It’s not the best

phone around – that honour stays with

the Galaxy S7 Edge (and S7) for now –

but the Google Pixel offers up

something a little different for Android

thanks to its simplicity. LXF

Google Pixel phone

Provides more

power than you’re

likely to use, and

you’ll enjoy using it.

Sports the

highest rated

camera ever.

Verdict

Features 8/10

Performance 8/10

Ease of use 9/10

Value 6/10

Google Pixel

An excellent flagship phone that’s
only let down by mediocre battery life
and the developing Assistant.

Rating 7/10

Developer: Google
Web: https://madeby.google.com/phone
Price: £599 32GB

Is this a breath of fresh Google air in a world of Android over-complication? 
John McCann seems to think so.
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Reviews Hard drive

Verdict

In brief...

The IronWolf

hard drive –

especially in its

10TB guise –

won’t be for

everyone, and

that’s exactly why

it’s such a good

buy.By focusing

onmaking a hard

drive that’s ideal

for large – and

busy –NAS

devices, Seagate

has produced a

drive that should

be on your

shopping list if

you’re building a

backup solution.

Seagate states it can handle a

workload of 180TB a year, which is quite

a decent amount for small- to medium-

sized businesses. If you’re thinking of

using this drive in your NAS at home,

then it’s unlikely you’ll be moving that

much data to and from the IronWolf.

Wolfs down data
Other specifications include SATA

6GB/s interface, a max. sustained data

transfer rate of 210MB/s for the 10TB

and 8TB drives (195MB/s for 6TB,

180MB/s for the 4TB, 3TB, 2TB and

1TB drives) and a spindle speed of

7,200 RPM for the 10TB, 8TB and 6TB

drives (the other capacities are

5,900RPM), and has 256MB of cache.

Part of the reason Seagate has been

able to cram 10TB of storage into the

chassis is because it uses seven PMR

(Perpendicular Magnetic Recording) 

discs, as well as using helium to allow 

for thinner platters. Helium is less dense

than air, which reduces the drag force 

acting on the spinning discs.

We ran our benchmarks with the 

IronWolf 10TB hard drive connected 

directly to our test computer via SATA. 

We saw sequential read speeds of 

250.2MB/s and write speeds of 229.2 

MB/s, which are very impressive, 

considering this is a 7,200RPM hard 

drive, and handily beats the Seagate 

Enterprise Capacity 3.5 HDD V.4 6TB 

Hard Disk, which reached 213MB/s read

and 212MB/s write speeds.

W
hen is it possible to have too

much storage space? Not

so long ago (yes it was!–

ED), we were carrying everything that

mattered to us on 1.44MB floppy disks,

and yet here we are reviewing Seagate’s

latest internal hard drive that offers a

tremendous 10TB of storage space.

The IronWolf drive has been

specially made for NAS devices and it

comes with a number of features that

you wouldn’t normally find in a standard

internal hard drive. These features allow

the IronWolf to perform reliably 24/7

with large amounts of data coming and

going, all while keeping power

consumption low.

It can be fitted in to 1 to 8-bay NAS

devices and for our tests we put two

IronWolf 10TB Hard Drives into a 2-bay

QNAP TS-251A NAS drive. As you’d

expect of a NAS drive, the IronWolf is

optimised for RAID and comes with

technology Seagate calls AgileArray.

This features rotational vibration

sensors which reduce the level of

vibration in multi-drive NAS devices.

the other headline features are error

recovery control – essential if you’re

trusting the IronWolf drive with

irreplaceable documents – and

advanced power management to

keep running costs low.

While we didn’t have the equipment 

to test the sound levels in a controlled

environment, the IronWolf remained

pretty quiet.

Although you may be wary of

entrusting so much data onto a single

hard drive, the technology Seagate has

packed into the drive to ensure it works 

under prolonged pressure for years to

come, along with its three-year

warranty, should put your mind at rest.

The IronWolf hard drive – especially

in its 10TB guise – won’t be for

everyone, and that’s exactly why it’s

such a good buy. By focusing on

making a hard drive that’s ideal for large 

– and busy – NAS devices, Seagate has 

produced a drive that should be on your 

shopping list if you’re building a backup 

solution for your home or office. LXF

SomesayMatt Hansonhasabig
capacity and isbuilt to last, but they
haven’tmet the IronWolf yet.

IronWolf 

10TB HDD

 A 10TB hard drive that’s 

great for NAS devices.

Features 9/10

Performance 9/10

Ease of use 9/10

Value 8/10

IronWolf 10TB HDD

If you’re looking for a high capacity
hard drive to work hard in a busy NAS
setup, you won’t find a better drive.

Rating 9/10

Developer: Seagate
Web: http://bit.ly/SeagateIronWolf
Price: £439 10TB (1-10TB options)

Helium
The drive uses helium, 

which is six-times less 

dense than air and means 

more platters can be used.

Features at a glance

Platter-tastic
Older hard drives would 

be lucky to use three 

platters but this boasts 

seven with 14 read heads.
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Linux distribution Reviews

Verdict

In brief...

Ameta distro,

like Gentoo and

Arch, that you

build from scratch

using theNix
package

management

system.The distro

doesn’t offer the

usual assistance,

such as a

graphical installer,

butmakes up for

that by creating a

sturdy install that

avoids the usual

reliability issues

that arisewhen

you install

multiple packages

or upgrade a

stable installation.

up the installation based on the

contents of the config file. The live

environment helps you create a sample

config file which you can then edit. You

will find a list of all configuration options

in the user manual along with brief

descriptions of their parameters.

Refreshingly different
It might take you a couple of tries to get

it right, but once you do manage to get

it installed, you’ll be amazed by its

performance. NixOS is quick off the

blocks, has a very low-memory

footprint and performs admirably well.

The default install generates a

barebones installation so the next order

of business is to flesh it out. As you’ve

probably figured out by now, the distro

is all about its Nix package manager.

NixOS has two distinct styles of

package management: The declarative 

style is the one we used to install the 

system where you specify the packages

in the config file. Every time you install a

new application, it generates a new 

system configuration that you can then 

select from the Grub boot loader. You 

can also install packages inside the 

installation with the  nix-env  command.

Again, you wouldn’t get very far without

first wrapping your head around these 

different schemes by reading through 

the Nix manual.

Despite the complexity, Nix offers 

several advantages over the popular 

Linux package management systems. 

N
ixOS isn’t a new project and

has been churning out releases

since 2003. You probably

haven’t heard of it because it’s based on

a research paper and is unlike any other

Linux distribution (distro) you might

have tinkered with. In fact, it’s so

esoteric that you’ll have to spend some

time with its manual to get it to install.

You’d be well advised to test this one

inside a virtualisation software such as

VirtualBox before committing it to your

physical disk.

NixOS is available as a KDE-based

Live ISO image that boots to a shell.

There’s a small note that points to the

manual available on a separate virtual

console as well as the command to

bring up the KDE desktop. For a

moment, it might appear like a normal

Linux desktop distro, but it really isn’t.

Peruse the manual and you’ll realise

that you can’t use the NixOS installer to

partition and format your disk. In fact,

the whole system is configured via a

configuration file which you have to

create manually. And believe it or not,

this is one of the USPs of the project.

NixOS uses what’s known as the

declarative system configuration model

in which the package manager is truly

the heart of this distro. You define all

parameters for the system in the

configuration file, such as the location

for the Grub boot loader, the services

you wish to use along with any apps

such as the KDE desktop. Then, after

you’ve earmarked a partition for NixOS,

its package manager called Nix, cooks

One is reliability since installing

packages via Nix is virtually the same as 

reinstalling the system from scratch.

Also since Nix enables you to generate 

separate configurations for new

packages, you’ll always have a bootable 

configuration should one get corrupted. 

This arrangement also gives you the

mechanism to revert to an older

configuration with a single command. 

The only noticeable downside is that

you can’t use newly installed packages 

until you re-login into the desktop.

NixOS is an innovative and

refreshing approach to deploy and flesh 

out a Linux distro. The lack of a system 

installer and a graphical package

manager means that using the distro 

involves a learning curve. The process, 

however, is well documented. LXF

With a passion for trying out different and often difficult to use distros, 
Shashank Sharma boldly investigates NixOS.

NixOS 16.09

 NixOS detects when it’s installed within VirtualBox and automatically adds the 

Guest Additions to integrate with the host.

Features 7/10

Performance 8/10

Ease of use 5/10

Documentation 8/10

NixOS 16.09

A delightful distro that aims to right
the wrongs with the traditional Linux
package management systems.

Rating 8/10

Developer: Sander van der Burg
Web: https://nixos.org
Licence: Permissive MIT/X11

Nix package manager
The package management

system offers several 

advantages over commonly

used systems.

Features at a glance

Light and responsive
Since you build your 

system from the ground 

up, you get a lean, fat-free 

install that performs well.
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Reviews Desktop environment

Verdict

In brief...

The latest
edition of the
desktop that
breaks paradigms
and annoysmany
traditionalists. It’s
fast (on a PC from
this decade). It’s
minimal (in terms
of occupying
screen real estate,
not disk space or
resources). It
doesn’t have a
taskbar (unless
you use a shell
extension). See
also: Cinnamon,
Mate

The Gnome devs are terribly excited

that FlatPak—the next generation

application packaging format—is now

properly integrated into the desktop.

In the long term, this will prove a major

milestone, but in the meantime it’s a

little hard for mere mortals to get

excited about.

There are other developments that

did excite us, though [tell them about

the file manager—Ed]. Okay then, the

file manager can now do bulk renaming,

either using a custom template (which

can use file metadata) or a simple find

and replace on filenames. Selecting

multiple files and then right clicking

presents a ‘Create Folder’ option, which

will move the files to a folder and then

name it intelligently. There’s also native

support for compressed archives,

bringing parity with Windows’ Explorer

or macOS’s Finder.

Return Gnome?
The entire list of applications that fall 

under the Gnome umbrella is pretty 

lengthy and as such most distros will 

stick to the 30 or so ‘core’ apps. These 

include run of the mill utilities (e.g. 

Character Map, Font Viewer and 

ScreenShot) together with ‘chunkier’ 

beasts—Boxes, Videos and Software. 

Gnome’s online account integration 

continues to develop, which might not 

be of interest to some, but others will be

happy to bring some hitherto browser-

bound services to the desktop. 

G
nome 3.22 (Karlsruhe) was

actually released back in

September, but as is so often

the case users will generally have to

await the next release of their favourite

distribution (distro) before they can

install it. Happy go lucky users of rolling

release distros (Arch and openSUSE

Tumbleweed) can already grab 3.22,

but some fixed release distros will be

hot on their heels.

By the time you read this – if all goes

according to plan – Fedora 25 will be

out in the wild and, as usual, will be the

first big league distro to feature Gnome

3.22. Ubuntu 16.10 should also be out,

but users there will need to add the

Gnome 3 PPA (Personal Package

Archive) in order to progress beyond

3.20. Users preferring to stick with the

LTS (Long Term Support) release –

which has 3.18 in the repos – won’t be

able to upgrade Gnome beyond 3.20.

We did most of our testing using the

Gnome_Next image from openSuse.

This live CD provides a great, polished

showcase of the latest Gnome without

introducing the possibility of breaking

your system. If you’re using Fedora 24

(and are anxious about upgrading) then

you can install Flatpaks of individual

3.22 applications without risking

breakage. The new Gnome works well

on a touchscreen—so did the previous

one, but it wasn’t running under

Wayland then. In fact, the only quirk we

encountered was the hotkey for the

Guake drop-down terminal not working

in some circumstances.

For example, you can sync Gnome’s 

Calendar and Contacts apps with 

ownCloud, Google or MS Exchange; 

other apps can be synced with 

Facebook, Foursquare, Flickr, Last.fm 

and Pocket.

When we reviewed Fedora 24 

Workstation, [Reviews, p20, LXF214] 

Gnome Maps was having some strife 

with its tile provider. This has been 

resolved thanks to a new agreement 

with Mapbox. Meanwhile, Gnome’s 

Wayland experience has become even 

more polished (and enabled by default), 

but with so many applications outside 

of the desktop environment still relying 

on the XWayland layer to function, the 

real work of making all of these 

programs play nice with Wayland is yet 

to be done. LXF

A controversial Linux desktop with a name whose pronunciation has evaded 
17 years of debate? Jonni Bidwell makes his gnomic assessment.

Gnome 3.22

Online services, colour profiles, a working-out-of-the-box Wayland session—

we’d make year of the Linux desktop utterances if it didn’t make us seem silly.

Features 8/10

Performance 8/10

Ease of use 7/10

Documentation 8/10

Gnome 3.22.1

Didn’t like Gnome a while ago and
haven’t looked at it since? It’s worth
going back for a second look now.

Rating 8/10

Developer: The Gnome Project
Web: www.gnome.org
Licence: GPL/LGPL

Gnome Music
Some performance and 

usability improvements 

and now works better with

large music libraries.

Features at a glance

Dconf-editor
A bit like Windows’ regedit 

and now it’s revamped. 

Great if you like playing 

with hidden settings.



www.techradar.com/pro

Web browser Reviews

December 2016 LXF218 21

Verdict

In brief...

A feature-rich

proprietary web

browser for the

Linux desktop.

Besides a host of

useful features,

the browser can

also perform new

tricks thanks to

its ownwell

stocked add-on

store.Comparable

alternatives

include Firefox

and Chromium

which are both

open source as

well as the

proprietary

Google Chrome.
resources, which effectively increases

the battery life. It’s virtually impossible

to test the effectiveness of this feature

since there are several components

inside a Linux distro competing for the

laptop’s battery. But for what it’s worth,

Opera developers have produced a

time-lapse video (https://youtu.be/

EJkXvApM750) which shows that this

feature extends a laptop’s battery by

about an hour. When it’s active, you can

click the power saver battery icon to

view an estimate of the remaining

battery or disable it.

Casting aspirations
Also new to this release is the browser’s

ability to stream to Google Chromecast.

Opera already uses Google Chrome’s

Blink engine and now includes a

Chrome Extension in its Add-ons store.

Once installed, this extension will allow 

Opera to install extensions (and not 

apps and themes) from the Chrome 

Web Store. Using this add-on you can 

easily grab the official Google Cast 

extension, which then fits snugly into 

Opera. The feature worked as 

advertised during our tests and could 

easily stream YouTube videos from 

Opera to the Chromecast.

The final noteworthy feature in this 

release is a functionality in the News 

Reader component. You can now add 

custom RSS feeds to the built-in news 

reader. If Opera recognises the feed it’ll 

display news items from the custom 

B
rowsing the web is one of the

things that’s well served by

open source software. But this

hasn’t stopped Opera, one of the few

software companies working primarily

on a web browser, from putting up a

fight. Its latest release, Opera 40 has

some interesting features which make it

a worthwhile contender on the Linux

desktop (if only it were FOSS).

By far the most interesting feature,

and a boost to Opera’s privacy-

enhancing credentials, is the built-in

VPN functionality. It’s already offered on

the mobile version of the browser and

debuted on the desktop with the

development preview back in April.

When enabled, users get a VPN pull-

down menu in the address bar from

where they can enable or disable it,

select from one of the five available

VPN locations and keep track of the

data passing through the network. Sure

you can bolt this functionality on Firefox

as well thanks to its vast add-ons

infrastructure, but the implementation

in Opera is just a click away and free to

use without any restrictions whatsoever.

The VPN functionality complements

the other privacy-centric features built

into the browser, such as the

ad-blocker. In fact, the ad-blocker also

enhances the effectiveness of the new

battery saver mode, which works its

magic by curbing unnecessary

processes such as the activity in the

background tabs. It’ll also tune video

playback parameters to reduce the

browser’s draw on the computer’s

sources just like it displays other news, 

but It won’t display estimated reading

time for news from custom sources.

All things considered Opera 40 is a

feature-rich web browser that offers

more feature straight out of the box

than its more popular peers. The online 

privacy advocates will surely appreciate 

the integrated unlimited VPN

functionality that’s easy to enable and

use. The other new features add to the 

browser’s growing list of impressive

functionality, such as the video pop-out, 

tabs previews and Opera Turbo, which

help make it a serious contender on the 

Linux desktop. We like to keep the

number of proprietary software on our 

Linux installs to an absolute minimum

but from the looks of things, we’d be

tempted by Opera 40. LXF

Temporarily suspending his bias against using a proprietary web browser, 
Shashank Sharma sees whether Opera has what it takes.

Opera 40

 Opera 40 has impressive tab management features and the video pop-out 

feature is very handy too, but the battery saver is the standout feature.

Features 9/10

Performance 8/10

Ease of use 8/10

Documentation 8/10

Opera 40

Scores well for building useful
functions into the default install itself
which makes it worth a look.

Rating 8/10

Developer: Opera Software
Web: www.opera.com
Licence: Freeware

Built-in VPN
Enables you to mask your 

real location by routing 

connections via several 

globally dispersed VPNs.

Features at a glance

Battery saver mode
When not connected to a 

power source, Opera turns 

off several features to 

minimise battery drain.
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Reviews Linux game

Verdict

Specs

Minimum spec:

OS:Ubuntu

16.04,SteamOS

2.0

CPU: Intel Core

i3 orAMDFX6300

RAM: 4GB

GPU:Nvidia 640

1GB,AMDR9270,

Intel Iris Pro 6200

or better

HDD: 16GB

NB:Nvidia

requires driver

version 367.27.

AMDand Intel

GPU’s require

MESA11.2.AMD

GPUs are not

supported on

SteamOS

and relationships. Over time, we were

firmer in our convictions—rarely feeling

the need to double back and see the

alternative choice play out. It’s only

possible to rewind within the current

scene (and only then sections where the

game permits), meaning, by the time

you reach the long-term consequences,

the choice is set in stone.

Teen sci-fi mystery
There are a few puzzles in Life Is

Strange, and the best of them use

Max’s rewind in interesting ways. These

interactions act as welcome pace

breakers from the drama, but can tip

towards padding and busywork.

The story is part teen drama, part

detective mystery, part sci-fi adventure.

It’s in trying to balance these three

strands that the game most frequently

stumbles. In one episode, Max must

search a character’s room for clues. The

character in question is sat in the room, 

inwardly crying over the despair of 

recent events. In the situation, it feels 

weird to be in detective mode—the 

game undercutting its drama for 

mystery, even as the mystery attempts 

to set up a greater drama.

Life Is Strange is at its best when 

focusing on the characters. Initially 

archetypes, each gains depth and 

motivation as the story moves forward. 

Max’s enemies have vulnerabilities and 

her allies flaws. At times, the game is 

pointed in its observation. Warren, 

ostensibly a close friend, is a clingy Nice

Guy™-lite, whose constant, desperate 

W
e like Life Is Strange, but it’s

not that simple. It’s an

uneven production that

lacks consistency across plot, tone and

design. It’s an episodic adventure game

in the Telltale style—the emphasis being

on choice and consequence, not

puzzles and inventory management.

You play Max Caulfield, a

photography student who returns to

her hometown of Arcadia Bay to attend

the prestigious Blackwell Academy. Max

is shy, loves selfies and retro cameras,

and also has the power to rewind time.

She learns this latter fact while saving

the life of Chloe, a punkish, blue-haired

Blackwell dropout. Max and Chloe used

to be best friends, but fell out of touch.

After the incident, the two reconnect,

and Chloe enlists Max’s help in

searching for her other friend, Rachel,

who recently went missing.

Arcadia Bay has troubles of its own.

A once prosperous fishing town, it’s

fallen on hard times. It’s also beset by a

series of weird ‘eco-disasters'—

everything from snow in the middle of

summer, to an unscheduled eclipse.

As Max navigates through life at

Blackwell, she’s presented with a

number of choices. Upon witnessing the

misfortune of a rival, for instance, she

can choose to comfort or taunt her. So

far, so Telltale, but, thanks to Max’s time

powers, every decision (that you’re

allowed to) can be rewritten. It

(sometimes) gives you the chance to

revel in schadenfreude, then skip back

and do the right thing. We found it useful

as we first felt our way through Max’s life

bids for affection made us want to

cringe our skin off.

Visually it looks gorgeous—rendered 

in a painterly, hyperreal style (often

stuck in the sunset Golden hour) that

seems to effortlessly create memorable 

moments. Images as simple as Max

sitting contemplatively in someone’s

kitchen can feel poignant and

vulnerable. The soundtrack is excellent, 

too—the acoustic score accompanied

by licensed tracks from Mogwai,

Amanda Palmer, the Foals and similar.

It’s a brilliant attempt at progressing

and improving Telltale’s familiar style, even 

as it’s not, in and of itself, brilliant. LXF

Hormone controlled, angst gripped Phil Savage wonders how he’ll ever 
survive life at a top US college with just his time-travel powers.

Life is Strange

  The game’s visually arresting art 

style fosters memorable moments.

 Puzzles act as 

welcome pace 

breakers but can 

feel like padding 

at times.

Gameplay 5/10

Graphics 8/10

Longevity 6/10

Value 8/10

Life is Strange

Beautiful, touching and messy.
A good but not great game but we’d
recommend it to anyone.

Rating 7/10

Developer: Feral Interactive
Web: www.feralinteractive.com/en/
Price: £16
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C
hromebooks thus far have

cemented themselves into

the small notebook space.

Over the last few years,

manufacturers have refined their cloud-

based offerings and come out with

some truly excellent machines. They

have been particularly successful in the

education sector, where demand for

low-cost, dependable and portable

machines is incredibly high. For those of

us who have been keeping an eye on

these great little devices, it came as

little surprise that Chromebooks

outsold Apple Macbooks in 2016 for the

first time since their launched in 2010.

Everymonthwe compare tons
of stuff so you don’t have to!

oundup

While sales of traditional laptops 

have slowed, Chromebook sales have 

been on the ascent, and Chromebook 

manufacturers have been emboldened 

by the Chromebook’s popularity to 

experiment with its form factor.

Traditional Chromebooks provide an 

affordable and no-frills way to get 

productive, there’s a new generation 

that come with powerful components, 

high definition (and above) screens and 

features you’d usually expect on 

Ultrabook-style laptops. All without 

losing sight of those central 

Chromebook tenants. In this Roundup, 

we look at some of the most exciting 

Chromebooks that are available. These 

are capable machines that prove that 

you’re not missing out if you ditch your 

usual OS in favour of Chrome OS.

Chromebooks

“Manufacturers have been 
emboldened by the Chromebook’s 
popularity to experiment with it.”

Our
selection

Toshiba
Chromebook 2

HP
Chromebook 14

Acer
Chromebook 15

Acer
Chromebook R11

 HP 
Chromebook 13

Chromebooks have gone from strength to strength, andMattHanson 
rounds up the latest generation of powerful Chrome OS devices.

How we tested...
Because they are built to be web-

connected devices first and

foremost, our testing methodology

for Chromebooks differs slightly

from what we’d normally use for

standard laptops. We’ve focused our

benchmark tests on two internet-

orientated tools—the Mozilla Kraken

and Sunspider JavaScript tests.

Both of these tests time how long

each device takes to run JavaScript

code and the faster results point at a

better online experience. Of course,

benchmarks can only tell part of the

story, so we also ran a number of

real-life tests each Chromebook as

well, such as watching a looped high

definition video to gauge media

playback quality and how well the

battery life performed. We also spent

time working on each Chromebook

to ensure that we got a good

understanding of how each device 

felt to use as our main device.
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C
hromebooks are designed to be

carried around with you

throughout the day and

because of this, they need to be sturdy

as well as lightweight—a tricky

balancing act.

The refreshed Toshiba Chromebook

2 is largely the same as its Celeron-

powered predecessor from 2014. In fact,

it comes sporting nearly the same

chassis with matching dimensions. The

Toshiba is still one sleek, plastic

package whose front-end tapers

gradually into a thin edge. The corners

of the laptop come to a sharp, square

angle, which adds its edgier look. The

outside surface also features a finely

dimpled texture to make it far more

unique compared to most other

smooth-skinned Chrome OS machines.

Meanwhile, HP’s Chromebook 14

isn’t exactly a high-end PC, but it’s a

slick, streamlined piece of kit

nonetheless. The tapered enclosure

measures 0.7 inches (about 18mm)

thick at its thickest point. At 3.74

pounds (1.7kg), it’s also reasonably light,

though not as much as the 13.3-inch,

T
wo years ago, the Toshiba

Chromebook 2 was the first 

Chrome OS laptop to come with

a vibrant FullHD screen. A 1080p screen

has become commonplace in the 

Chromebook world since then, but 

Toshiba still makes some of the best 

looking displays on any notebook. The 

Build quality

Extra features

How robust are these machines?

What additional goodies do these Chromebooks pack?

2.97-pound Toshiba. That extra weight 

gives you a slightly larger screen, 

though, and the HP doesn’t feel at all 

heavy in hand. The case itself is entirely 

plastic, and it does flex a little as you 

adjust the screen or pick it up one-

handed. On the bright side, the case 

doesn’t have any exposed screws, so 

you don’t need to worry about a loose 

screen dropping out randomly.

The Acer Chromebook 15 looks 

downright massive. Of course, that 

means way more plastic than some of 

the other Chromebooks, but the 

Taiwanese computer manufacturer has 

done a great job at making it feel 

entirely solid. The laptop’s entire plastic 

exterior is also wrapped in a net-like 

texture. So, no matter how you’re 

carrying it around, you’ll have a bit more 

to grip onto. This woven finish also feels 

much warmer than a slab of plastic.

Moving on to the Acer Chromebook 

R11, this convertible version is largely 

made up of a thin, white plastic chassis 

with a matte finish. Where that design 

differs, however, is on the lid of the 

machine, which features a textured 

Toshiba not only has more pixels but 

also a higher quality screen in general. 

Rather than use a TN panel as most 

Chromebooks have, Toshiba has opted 

for a IPS screen, which renders vibrant 

colours and produces deep blacks.

With a 1080p display and quad-core 

1.83GHz Intel Celeron N2940 processor 

inside, the HP is the higher-end model 

that HP offers at £307. Though it isn’t 

a technical powerhouse by modern 

standards, thanks to Chrome OS’s 

minimal bloat and performance that 

doesn’t matter. It comes with just 

16GB of storage, but since Chrome 

OS is designed with cloud storage 

in mind, the relative lack of 

storage isn’t as big an issue as it 

would otherwise be.

Meanwhile, the Acer 15 

comes in a number of different 

configurations depending on 

specs and price. The higher-

white 

metal panel that 

looks and feels great.

In fact, that texture extends 

throughout the entirety of the R11’s 

exterior, giving the laptop a nice grippy 

feeling while carrying it around. It’s a 

minor flourish, but the diamond-weave 

texture gives what could be a boring 

white slab a bit of panache. Despite 

being a largely plastic affair, the R11 

feels surprisingly sturdy in the hands 

with little to no give whatsoever.

Finally, the HP Chromebook 13 pulls 

off being the thinnest device yet with 

style, with a brushed aluminium panels 

covering the screen lid and keyboard 

deck, measuring in at a scant 0.5 

inches thick. HP has designed a stylish, 

cloud-powered notebook that pulls 

from its own and ties back to Google’s 

classic Chromebook Pixel.

end price tag for the top model has a 

large 15.6-inch screen, plus the new 

Broadwell-generation Celeron chip. The 

lower-end model comes outfitted with 

only 2GB of RAM and a lower-resolution 

1,366x768 display. Either way, new Acer 

15 owners will get a few extra perks: 

including 100GB of Google Drive 

storage for a year, a 60-day pass to 

Google Music All Access and 12 in-air 

passes for GoGo Flight.

Two of the big benefits of the Acer 

R11 are its relatively small frame 

(29x20.3x1.9cm) and weight (just 

1.25kg), but it also has a 360-degree 

hinge and is the company’s first 

convertible Chromebook.

Last but not least, the HP 

Chromebook 13 is HP’s attempt to 

create a luxury Chromebook, and HP is 

pushing it as the first Chromebook with 

a high-resolution, QHD+ screen and an 

Intel Core M processor.
 Acer’s Chromebook R11 can flip between 

laptop and tablet modes.

Verdict
Toshiba Cb 2
+++++

HP Cb 14
+++++

Acer Cb 15
+++++

Acer Cb R11
+++++

HP Cb 13
+++++

 The HP’s high 
end features are 
nice, but the Acer 
15’s extras make 
it stand out.

Verdict
Toshiba Cb 2
+++++

HP Cb 14
+++++

Acer Cb 15
+++++

Acer Cb R11
+++++

HP Cb 13
+++++

 The HP is thin 
and gorgeous, 
while the Toshiba 
uses a great but 
old design.

 The Acer 

Chromebook 15 

has a large and 

vibrant screen.
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Performance
Howwell do thesedevices run?

T
he focus in the past has been to see 

competent Chromebooks that gave us

access to cloud services such as

Google Docs without any hassle. However, as

Chromebook designs have become ever

bolder, our expectations have risen from that

low bar. It’s not enough to just have one 

browser window open, we often have a

number of tabs on numerous websites

running in the background along with music

and videos playing while we work. In this part

of the test we put all the Chromebooks

through their paces by working them harder 

than the most average users is likely to do.

If they perform well in these tests, you can be 

confident that you’re getting a Chromebook 

that can handle almost everything that you 

throw at it.

Toshiba Chromebook 2 ++++
The Toshiba Chromebook 2 comes at a higher-price premium compared 

to most Chromebooks, which is largely thanks to the beefier dual-core 

2.1GHz Intel Core i3-5015U CPU, and we had little to no performance 

issues with the Toshiba Chromebook 2.

The laptop ran swimmingly, with dozens of tabs open at once, 

including Google Music and a YouTube videos. This notebook performs 

better than any Celeron-powered Chromebook in our benchmarks 

finishing in 1,535.6ms in our Mozilla Kraken benchmarks. We also had 

the chance to test out the Intel Celeron-equipped model as well, which 

unsurprisingly scored less impressive results with 1,976.4ms for the 

Kraken test (here a lower score is better).  The Intel Core i3 Chromebook 

also completed the Sunspider Javascript test in 564.5 milliseconds.

HP Chromebook 14 ++
The HP Chromebook 14 is fast enough for day-to-day tasks, but we 

noticed that it stuttered occasionally under heavy use. Videos would 

drop frames, for instance, or scrolling would stutter a bit. With more 

casual web browsing usage such stuttering was rare, so you shouldn’t 

run into problems too often.

Since Chrome OS doesn’t run traditional applications we used the 

web-based Kraken and Sunspider benchmarks, but you can see some 

patterns here with Kraken scoring 4.135ms, and a Sunspider result of 

703.2ms. The Kraken score of 4,135 milliseconds is nearly three times 

slower than that put up by the Core i3-based Toshiba Chromebook 2. 

That makes sense given the Chromebook 14’s weaker Celeron processor 

(and lower base price). But as we noted earlier, you should be able to 

happily chug along on the Chromebook 14 without much problem.

C
hromebooks are renowned for

their long battery life but with

new Chromebooks having

larger, higher resolution displays and 

more demanding components, battery 

life is bound to suffer. The Toshiba 

Chromebook 2 only lasted 6 hours and 

2 minutes between switching through a

dozen Chrome tabs, streaming Google 

Music, slipping into an hour of YouTube 

and writing this review. Compared to 

the original Toshiba Chromebook, the 

extra power draw of the Core i3 

Battery performance
All dayperformance?

processor shortened battery life by

24 minutes.

Meanwhile, HP claims the 14’s 3-cell, 

37-watt-hour battery can last over 8 

hours on a single charge. For us, it 

managed 5 hours, 38 minutes when 

playing an HD video file in VLC on loop 

(50% screen brightness, 50% volume 

with headphones plugged in).

Intel promised better battery life 

with Broadwell processors, and the Acer 

15 has benefited, running for 7 hours 

and 49 minutes without stopping.

Acer claims battery life of around 

ten hours for the R11, and we found this 

to be pretty close to the truth. This is 

great for those looking for something 

that can last all day, particularly in the 

education market.

The HP Chromebook 13 also 

performed very well, and in our video 

playback benchmark test – which 

involves playing Guardians of the Galaxy 

on a continuous loop at 50% screen 

brightness and volume – the HP 13 ran 

for 8 hours and a minute.

Verdict
Toshiba Cb 2

+++++

HP Cb 14

+++++

Acer Cb 15

+++++

Acer Cb R11

+++++

HP Cb 13

+++++

 The battery 
life of all the 
Chromebooks 
were a bit 
disappointing.
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Acer Chromebook 15 ++++
You get even more mileage out of Intel’s new Broadwell Celeron 

processors, despite loading several tabs full of GIFs, the Chromebook 15 

never hit a performance snag and it was an almost perfect multitasking 

machine. The updated CPU boasts a 1.5GHz clock but also some 

underlying architecture improvements that reduce power use and bump 

its speed by around 10%. A slight issue of note is that the UK 

specification comes with only 2GB of DDR3 memory, while the rest of 

the world appears to get 4GB of memory, which seems a little 

discriminatory. Performance wise the Acer 15 completed the Sunspider 

benchmark in an impressive 375ms with the Kraken test finishing in 

2,279ms, which is a lot better than the HP 14’s scores..

HP Chromebook 13 +++++
Some may argue that an Intel Core m5 processor and up to 8GB of RAM 

is overkill for a Chromebook, but we can’t argue that it doesn’t produce 

results. This 13-inch machine didn’t buckle keeping several dozen web-

browsing tabs open with another half dozen Google documents, Google 

Music streaming, Slack’s web client and playing a handful of streaming 

videos. The benchmark results were also impressive with the Kraken 

benchmark completing in 1,025ms, which is the fasted result of our 

group test by quite a margin. The Sunspider benchmark also completed 

incredibly quickly – just 228.8ms. This means that out of the 

Chromebooks we’ve tested in this collection, the HP Chromebook 13 is 

an easy recommendation if you want the fastest performing machine, 

especially if you visit media-rich websites regularly.

Acer Chromebook R11 ++
In our real-world tests the Acer Chromebook R11 performed admirably, 

albeit with a few minor hiccups. The combination of the Intel Celeron 

N3150 processor and 4GB of RAM kept things surprisingly fluid even 

when typing in a Google Doc with a couple of YouTube videos silently 

streaming and pumping jams through Google Play Music.

We did notice some issues in performance, however. Occasionally, 

Google Docs seemed to struggle with keeping up with keystrokes. The 

lag was infrequent and typically worked itself out in a second or so.

In the Mozilla’s Kraken test, which measures the speed and 

performance of the JavaScript engine on a given device, Acer’s R11 

finished in 4,789ms, which is slower than the Acer 15 and Toshiba. In the 

Sunspider test, the R11 completed it in 704ms.

A
lthough the Chromebooks in

this Roundup are geared to

more lifestyle applications,

we want to see good essentials, such as

the keyboard and trackpad. 

For the Toshiba Chromebook 2, the 

keyboard is more than serviceable with a

traditional layout and the backlit keys—a

rare feature for Chrome OS devices. Just

below the keyboard, the trackpad is 

sizable and clicks with precision.

We were pleasantly surprised by the

typing experience on the HP 14. The 

Keyboard and touchpad
How comfortable are they to work on?

keyboard feels responsive with clicky 

keys and plenty of key travel. However, 

there’s no dedicated Caps Lock key; a 

Search key. The trackpad is equally 

excellent. It’s big and spacious and the 

whole trackpad is a button.

The large size of the Acer 15 means 

there’s plenty of room for a full-size 

keyboard. There’s also a large trackpad, 

which will click in no matter where you 

press on it.

The R11’s ability to be used in 

different modes means you’re going to 

be putting that touch panel to use at 

some point. As a tablet, using touch 

with web apps is a little frustrating, but 

serviceable. The R11 is obviously thicker 

and heavier than your typical tablet, 

and it’s odd feeling your hand press into 

the inactive keyboard and trackpad 

with the display flipped back.

The HP 13 comes with one of the 

best typing experiences we’ve had on a 

laptop. Likewise, the trackpad feels 

delightfully tight without making 

clicking too hard.

Verdict
Toshiba Cb 2

+++++

HP Cb 14

+++++

Acer Cb 15

+++++

Acer Cb R11

+++++

HP Cb 13

+++++

 The HP 13 
wins again 
thanks to a 
great keyboard 
and trackpad.



RoundupChromebooks 2016

28 LXF218December 2016 www.linuxformat.com

We wished HP would have done the

same thing on the right side, so it would

come with a full-sized SD card reader

rather than a slot large enough for only

a microSD card. Still, it comes with

some of the latest connectivity options,

including two USB 3.1 Type-C ports (as

well as the aforementioned USB 3.0

port), dual band 802.11ac Wi-Fi and

Bluetooth 4.2.

C
hromebooks by their very

nature are connected devices,

as they need to have access to

the internet and various cloud services

for full functionality, as well as have a

way to back up your documents to a

USB stick or external hard drive.

Along the right side of the Toshiba

Chromebook 2 is an HDMI port to plug

it in to an external monitor or HDTV.

Additionally, on the right side of the

laptop is one USB 3.0 port for high-

speed data transfers. On the opposite

side, there’s a USB 2.0 port for a mouse

or any other peripherals. Wireless

connections are handled by an Intel

Dual-Band Wireless-AC 7260 receiver

and Bluetooth 4.0.

Meanwhile, you’ll also find no

shortage of inputs on the HP 14. The

left edge features an HDMI-out port,

security lock slot, USB 3.0 port,

headphone jack and a MicroSD card

slot. Along the right, you’ll find the

power connector and two USB 2.0

ports. The latest wireless technology,

802.11ac is included, along with

Bluetooth 4.0.

A
s we mentioned earlier, the 

Toshiba Chromebook 2 

continues its predecessor’s fine

pedigree of including a full 1080p 

display, with a IPS panel that provides 

bright and vibrant colours. Toshiba also 

went with a less reflective finish on the 

screen with this refreshed unit. The 

screen still catches a few rays of light, 

but it’s a vast improvement.

Meanwhile, the 14-inch, 1,920x1,080

screen of the HP 14 is bright, crisp and 

evenly backlit, with appealing colour 

saturation and contrast. Photos and 

text appear sharp and crisp on-screen, 

and its viewing angle is generally good.

With such a large screen, the Acer 

Chromebook 15 is the perfect media 

streaming machine, and the full HD 

resolution also makes the viewing 

experience much sharper from the app

icons to text on websites. The best part 

Connectivity

Display

of the display, though, is

thanks to Acer picking out a

vibrant IPS panel with some

of the widest viewing angles

we’ve ever seen—almost

stretching to the very edges

of the laptop screen.

As far as the display on the Acer

Chromebook R11 is concerned, it would

have be nice to see a higher resolution

panel than the 1,366x768 display in the

R11. That being said, this is by no

means out of the ordinary for this

segment of the market, and the screen

on Acer’s convertible is pretty good at

what it does. In editing documents and

doing some general web browsing, we

found the display to be up to the job.

Brightness wasn’t an issue in the

slightest and viewing angles are superb

thanks to the in-plane switching (IPS)

technology. Likewise, media looked

Howconnectedare thesedevices?

Howdo theyhandlemedia?

Quite possibly the most powerful and definitely one of the most expensive

around, The HP Chromebook 13 shows what the platform is capable of.

The screen

on the HP

Chromebook

13 is a stunning

QHD+ panel.

pretty good and motion was fairly crisp.

The HP Chromebook 13 comes with

the sharpest screen ever put on a

Chromebook, with a stunning

resolution of 3,200x1,800 pixels. The

QHD+ panel easily tops everyone else,

and has some undeniable benefits as it

brings out the full beauty of full-

resolution images and video while

smoothing out text. Vibrant colours and

deep contrast are also well represented,

and HP has created a display finish

that’s just glossy enough to accentuate

picture quality without reflecting a ton

of glare.

Verdict
Toshiba Cb 2
+++++

HPCb 14
+++++

Acer Cb 15
+++++

Acer Cb R11
+++++

HPCb 13
+++++

The HP 13 is
just showing off
at this point,
shaming its
competitors.

Verdict
Toshiba Cb 2
+++++

HPCb 14
+++++

Acer Cb 15
+++++

Acer Cb R11
+++++

HPCb 13
+++++

 The HP 13 
wins for the 
sheer audacity 
of including an 
QHD+ screen.

The Acer Chromebook also comes 

with that new, wireless technology, 

which makes for a faster and stronger 

network connection. A USB 3.0 and two 

USB 2.0 ports, a HDMI port and SD 

card reader make up the rest of the 

connectivity options.

The Acer R11 features just one USB 

2.0 and one USB 3.0 port, each 

occupying separate sides. There’s also 

a full-size HDMI port with HDCP 

support, a headphone jack, and an

SD card slot for transferring files and 

photos, while 802.11ac Wi-Fi and 

Bluetooth 4.0 are also included.

A neat design element of the HP 

13 is that the left-hand edge 

droops down – HP calls this its 

‘chin design’ – to accommodate 

a full-sized USB 3.0 port.
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 HP Chromebook 13 G1: It’s a great machine, but that 

£730 price tag will give a lot of people pause for thought.

and better looking to boot if aesthetics 

are crucial.

The Acer Chromebook 15 is a breath 

of fresh air, being the first with a 15.6-

inch screen and to pack a Broadwell 

processor. The 15-inch display alone is 

worth the £249 price of admission, and 

the Acer 15 is on the cutting edge of 

where Chrome OS devices will end up in 

the future. Meanwhile, Acer’s 

Chromebook R11 represents a 

compelling little laptop, with its 

combination of performance and 

features proving to be a good deal. The 

price (£220) hits a sweet spot, and it’s a 

great machine for getting a bit of work 

done, enjoying media and occasionally 

breaking it out as a tablet replacement.

Finally we come to the HP

Chromebook 13.

This takes the

Chromebook to

even greater

heights with an

Intel Core m5

T
his Chromebook lineup is very 

different to the first generation. 

In many cases these are 

premium products fitted with the latest 

technology and geared as much 

towards entertainment as to work. But 

that doesn’t necessarily mean that 

Chromebooks have lost their way.

The Toshiba Chromebook 2 is largely 

an improvement from the 2014 model 

in every way, with more power under 

the hood and a backlit keyboard. You’ll 

be paying a bit more for it at just under 

£400. However, the Toshiba helps push 

the envelope on what a Chromebook 

can be.

With a base price of about £300, the 

HP Chromebook 14 is great value for 

those looking for a basic web browsing

machine. It’s more affordable than the

Toshiba while offering a bigger screen.

The Acer Chromebook 15 serves up

much stiffer competition with newer

components and a larger screen, but

the HP 14-incher is a bit more compact

processor, the thinnest design and the 

highest-resolution display ever put on a 

Chrome OS machine. This is, without a 

doubt, the Chromebook you want—

though maybe not the one you need. 

However, the lack of a touchscreen, and 

the fact that it costs twice that of most 

Chromebooks, are two factors you’ll 

have to carefully weigh when 

purchasing this luxury machine.

Chromebooks 2016

The verdict

In this Roundup, we mainly looked at

Chromebooks that push the envelope of what

we expect from these devices. This means we

focused on Chromebooks with some of the

latest technology, impressive screens and

powerful components. However, there are still

a lot of Chromebooks that focus on what made

these devices so popular in the first place—low

prices and dependable but not flashy

performance. For example, the Acer

Chromebook 13 concentrates on being

lightweight but with a fantastic battery life,

making it ideal for students. The Lenovo N20p

Chromebook is showing its age, but it’s a

gorgeously designed Chromebook that’s very

affordable. Meanwhile, aside from the budget

price tag, the Asus Chromebook Flip is one of 

the best-built Chromebooks to blaze the trail 

onward for more laptop/tablet convertibles. 

Touchscreen functionality feels slightly more 

logical with a screen that actually rotates for 

once. All the while, the Flip meets all the core 

tenants of an ideal Chrome OS device, 

including stellar battery life. LXF 

Also consider...

Did we miss your Chromebook? What do you think of this new breed

of Chrome OS devices? Email us: lxf.letters@futurenet.com.

Over to you...

1st
HP Chromebook 13 +++++

Web: http://bit.ly/HPChromebook13 Price: £730

The finest and thinnest Chrome OS machine yet, but expensive.

4th
Acer Cb R11 +++++

Web: http://bit.ly/AcerCBR11 Price: £220

Minimalist design, but that exterior hides a deceptively capable machine.

2nd
Toshiba Cb 2 +++++

Web: http://bit.ly/ToshChromebook2 Price: £400

This updated, thin and light laptop is the best, fully-loaded Chromebook.

5th
HP Chromebook 14 +++++

Web: http://bit.ly/LXFHPChromebook14 Price: £300

Not a performance powerhouse, but it does the job competently.

3rd
Acer Chromebook 15 +++++

Web: http://bit.ly/LXFAcerChromebook15 Price: £249

 Great at media and runs fast, but we experienced performance issues.

“HP 13: The Chromebook you 
want—though maybe not the one 
you need.”
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Mayank Sharma shows you
how to tame the charging
Yakkety Yak and mould it 
into your best desktop ever.

T
he well-oiled Ubuntu team has 

put out yet another Ubuntu 

release. Ubuntu 16.10, 

codenamed Yakkety Yak, is 

chiefly made up of incremental changes. 

The developers are focused on the next 

iteration of the underlying core 

components that will pave 

way for the distribution’s 

(distro) move to multiple 

devices. While you can’t argue 

against Ubuntu’s rock solid 

underpinnings, the distro as a 

whole isn’t as suave as it was 

in its early days—it has lost some of its 

lustre in its quest for stability.

Ubuntu is perhaps one of very few 

distros that are both loved and loathed in 

equal measure. While you can’t deny it 

brings in new users; it’s also guilty of turning 

away long-time users with its esoteric 

choices. The Ubuntu distro wears a look 

that you wouldn’t find on any other distro 

in the realm. In the battle of usability and 

malleability, the Unity desktop tips the 

scale in favour of the former. The fact that 

it does so at the expense of the latter 

hasn’t really gone down well with stalwarts 

of the community.

The good news, however, is that there’s 

more to Ubuntu than just the distro. In 

fact, think of the stock release as a 

development kit that can be moulded 

according to your whims and wishes. So if 

you aren’t content with Ubuntu’s default 

factory settings, you can dial in your own. 

Additionally, if the Unity desktop as a 

whole doesn’t tickle your fancy you can 

easily rip it out and put in place a different 

one. All this is possible because Ubuntu is 

bigger than the distro alone 

and the larger Ubuntu 

universe provides everything 

from individual components 

to complete spins to suit your 

needs. Thanks to the Ubuntu 

community, you can turn 

Ubuntu into an enterprise or educational 

desktop just as easily as you can use the 

distro to repair Windows and host a 

personal web server. In this feature, we’ll 

explore ways to tune a stock Ubuntu 

release into your dream distro.

“Think of the stock release as a 
dev kit that can be moulded 
according to your wishes.”

Supercharge
Ubuntu
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T
he first thing you should do on a pristine Ubuntu

install is to allow it to manage all supported online

accounts. If you use Facebook, Flickr or one of the

various Google services including Gmail and Docs, fire up

the Online Accounts app and configure it to manage these

accounts for you. The different online services are tied into

various offline apps and you canmanually turn them off.

For example, you can add a Google account and search for

your Docs files in the Dash but stop Shotwell from

publishing images to Picasa.

To ease multitasking you should also enable Workspaces.

Click on the Gear and Spanner icon in the Launcher to bring

up System Settings and select ‘Appearance’ under the

Personal section. Then switch to the Behaviour tab and toggle

the ‘Enable workspaces’ checkbox. While you are here you

might also want to make the menus appear in a window’s title

bar instead of the global menu bar.

After repeated hails from the community, you can now

reposition the launcher from the default position on the left to

its more traditional place at the bottom of the desktop. Fire

up a terminal and write:

gsettings set com.canonical.Unity.Launcher launcher-

position Bottom

to move the launcher. You can also tweak the Launcher to

minimise all open windows of an app by clicking its icon in the

Launcher. After running the command:

gsettings set org.compiz.unityshell:/org/compiz/profiles/

unity/plugins/unityshell/ launcher-minimize-window true

You can click on an icon in the Launcher to fire up an app

and then click on the same icon to minimise it. If you share

your Ubuntu install with multiple users, always ensure you are

logged into your own account by asking Ubuntu to display

your username in the panel. Simply use:

gsettings set com.canonical.indicator.session show-real-

name-on-panel true

and this will display the name of the currently logged in user.

Get professional help
The System Settings dialog can help you customise several

aspects of the Unity desktop. For more customisations you’ll

need to use the Unity Tweak Tool. It’s available in the default

Ubuntu repositories (repos) and can be installed with sudo

apt install unity-tweak-tool .

The tool is divided into several categories much like

Ubuntu’s System Settings. One of the first things power users

should configure is hotcorner. The Unity desktop offers eight

hotcorners, and you can adjust their behaviour by selecting

the Hotcorners option under the Window Manager section.

You’ll also be able to place icons on the desktop. Head to

the Desktop Icons section and click on the icons you wish to

place. You can also disable Unity’s Overlay scrollbars by

toggling the ‘Legacy’ checkbox under the Scrolling tab.

If you use Ubuntu for multiple purposes, you can create

multiple Unity launchers with Launcher List Indicator app.

So you can pin, for example, all your gaming-related programs 

in one launcher and all your productivity tools in another. 

Install the indicator by adding its PPA with sudo add-apt-

repository ppa:launcher-list-indicator/ppa  followed by sudo 

apt update && sudo apt install launcher-list-indicator .

Make Ubuntu’s desktop work for you.

 You can get a 

lot more done 

from the Dash 

overview by 

integrating 

more plugins.

 Download and run the Recent 

Quicklists Python script (which 

can be found at https://github.

com/thirschbuechler/ubuntu-

recentquicklists) to add recently 

accessed files as quick lists.

Batten down the hatches
Ubuntu has often been criticised by privacy

and security advocates. For instance, it used to

be that anything you entered in the Dash

returned results from etailers, such as Amazon.

This feature of Shopping Lens has been

disabled by default now.

But there are several things you can do to

make your install more secure. You can

selectively exclude some services from the

results, bring up Dash and expand the Filter 

Results option on the right. Now deselect the

categories or sources that you want to exclude

from the search results. To disable the feature

for good, head to System Settings and under

the Personal section select ‘Security & Privacy’.

Also, Dash displays all recently accessed files

along with other files found on your system.

If you happen to share the computer with

others and don’t want them to be able to see

the files you’ve accessed, switch to the Files & 

Applications tab under Security & Privacy. Here

you can selectively turn off tracking particular

categories of apps such as Music, Pictures,

Videos, Presentation, etc. This window also

helps you exclude contents of particular folders

and apps. Finally, Ubuntu comes with a Guest

Session account, which allows password

access to the system. You can disable it with:

 echo “allow-guest=false” | sudo tee -a /usr/

share/lightdm/lightdm.conf.d/50-ubuntu.conf 
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The ultimate desktop

W
hile Unity is the default desktop environment on

Ubuntu, it’s by no means the only option

available.You can easily replace Unity with one

of the other popular desktops.Also, unlike the old days,

the major desktops have become interoperable. So you

can run the applications designed for one desktop on

another without experiencing any peculiar anomalies.

Before you head out to shop for a desktop, remember that

one of the most important criterion for selecting a desktop is

the age of the hardware that will power it. Newer ones need

accelerated graphics and oodles (what 2GB?!–Ed) of RAM.

On such a system, you should stick to one of the mainstream

desktops designed for the everyday regular desktop user,

such as Ubuntu Unity, KDE, Gnome 3 and Cinnamon.

Gnome 3 re-imagined the desktop and came up with a

radical new design to minimise distractions. However, you’ll

be able to appreciate the desktop’s true potential if you aren’t

much of a multi-tasker. There are some aspects of the

desktop that will grab the attention of new users for the

wrong reasons. One such feature is the lack of minimise

buttons on Gnome 3 windows. Another is the lack of any

icons on the desktop. When you right-click on the desktop

you don’t get the usual option to create folders or shortcuts,

but entries to change the background and launch the

Settings window.

Switch to an alternate graphics server
While there is consensus in the community to

phase out the ageing X windows system, the

community is divided on its replacement.

Most Linux distros are moving to Wayland while

Ubuntu has once again decided to go its own

way by creating its own graphics server called

Mir. However, both Wayland and Mir are still

under active development and most stable

distros, including Ubuntu 16.10, still continue

using X.

At the moment, Mir is expected to be the

default display server in Ubuntu 17.04. Keep in

mind, however, that Mir’s release has been

pushed back in every release since 13.10,

so we’ll keep the champagne on ice until Mir

shows up in the release note.

You can try both Mir and Wayland on top of

Ubuntu. Mir and Unity 8, the next major

iteration of the Unity desktop, are available as

an add-on package that can be installed with

sudo apt install unity8-desktop-session . After

installing it, logout and select the Unity 8 option 

listed alongside the list of desktop

environments at the login manager.

Do a face/off on Unity.

 Refer to this post on Ubuntu Documentation (https://help.ubuntu.com/

community/MetaPackages) that quantifies the difference between the 

various KDE meta-packages that are available in the Ubuntu repos.

However, you can employ a variety of third-party 

extensions to add missing functionality. You can install them 

from the Gnome Extensions website (http://extensions.

gnome.org) in just a few clicks. There are dozens of 

extensions on the website. Some of the popular ones enable 

features that were mainstays of the Gnome 2 desktop and will 

help ease the transition for users moving to Gnome from 

proprietary operating systems like Windows.

You can also manage extensions using the Gnome Tweak 

Tool, which is a must-have utility if you want to customise 

Gnome 3. With the tool, you can tweak the appearance 

settings of the desktop, display icons on the desktop, tweak 

the top panel, change the behaviour of the Windows and 

Workspaces etc. The application is available in the official 

Ubuntu repos and lists several tweak categories, such as 

Appearance, Desktop and Top Bar etc. One of the most useful 

tweaks is the ability to display icons on the desktop. After 

enabling the tweak, you can also activate system icons, such 

as the Home folder, Trash folder, Mounted Shares and 

Network Servers. Once activated, you’ll also be able to create 

documents and folders on the desktop.

The Gnome desktop uses the DConf configuration 

database to store system and application settings. You can 

directly make changes to this database with the command-

line gsettings tool which comes in handy particularly for those 

settings that aren’t exposed via the graphical tools, such as 

the Power option in the System Settings panel. The 

command: 

gsettings set org.gnome.settings-daemon.plugins.xrandr 

default-monitors-setup do-nothing 

will keep the laptop’s display active even after you close its lid. 

Also, use  gsettings set org.gnome.desktop.lockdown disable-

lock-screen true  to disable the lock screen. You can install 

Gnome with  sudo apt install ubuntu-gnome-desktop .

Tweaker’s paradise
If you have a particular style of working, and want to take 

charge of the layout and behaviour of your desktop, then 

nothing is likely to suit you better than KDE. The desktop is so 

malleable that you can even tweak it to resemble Unity and 

Gnome 3! This would explain why distros, such as openSUSE, 

Mageia, ROSA and Chakra all look slightly different from each 

other despite all shipping the KDE desktop.
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“Customising KDE is an
on-going process … the desktop
is designed to grow and mutate.”

 Extensions 

help you 

restore Gnome 

2 usability 

and can also 

add nifty 

features such 

as a drop-down 

terminal and 

a workspace 

scroller.

KDE ships with different interfaces called Views designed 

to make the best of the available desktop real-estate for 

regular screens and netbooks and doesn’t force the user to 

stick to either. To switch Views, right-click on the desktop and 

from the context-menu select the Desktop Settings option.

In the window that opens up, expand the Layout pull-down 

menu to browse through the different views. The default 

layout is the Desktop view, which encourages you to place 

widgets on the desktop. Widgets play an important role in the 

KDE desktop. The KDE desktop ships with dozens and you 

can download additional ones. To add widgets, right-click on 

the desktop and select the ‘Add Widgets’ option which brings 

up the widgets panel from where you can double-click on a 

widget or drag it to the desktop. Most widgets offer 

configuration options that you can explore when you right-

click on the widget and select the Settings option. 

In addition to bundling the configuration options along 

with the various individual elements, the desktop also houses

them all under the System Settings panel. Here, alongside 

these you’ll find other system-wide configuration options to 

administer other aspects of your installation.

Customising KDE is an on-going process and not a one-

time affair. The desktop is designed to grow and mutate as 

per your usage requirements. Ubuntu users can pull the 

desktop from the 

package manager or with  

 sudo apt install kubuntu-

desktop  which will 

download the Plasma 

interface along with the 

default KDE programs.

Add some spice
If you’re turned-off by the fact that Unity and Gnome expect 

you to retrain and relearn basic desktop navigation, take a 

look at Cinnamon. The desktop adheres to the standard 

desktop metaphor and came into existence as a result of the 

community’s dissatisfaction with Gnome 3 and Unity. This is 

the default environment that ships with Linux Mint which also

spearheads its development.

Everything on the Cinnamon desktop including the Menu, 

the Panel, and even the Control Panel itself is an applet. 

Cinnamon enables you to add applets to the Panel Applet as 

well. To add applets to the panel you right-click on one and 

select the ‘Add Applets to the panel’ option. This will launch 

the Applets window. Select any applet and click on the ‘Add to 

panel’ button. You can then click and hold the applet to 

reposition it on the panel. Similarly, you can also add Desklets 

to your desktop. Right-click on the desktop and select the 

‘Add Desktop’ 

option. 

Cinnamon 

includes some 

Desklets, such 

as a launcher, a 

clock and a 

photo frame, and you can download more. Each Desklet has 

its own set of settings as well.

The desktop also ships with its own System Settings 

Control Panel, but it doesn’t house any extensions by default, 

so you’ll have to use the ‘Get More Online’ tab to download 

them. You can pick from one of the several Alt-Tab app 

switching mechanisms, such as the Coverflow App Switcher. 

You can install the desktop on Ubuntu with  

sudo apt-get install cinnamon-desktop-environment 

Fat-free computing
You can use Ubuntu on a computer that lacks a

dedicated graphics card, amulti-core processor

or is underpowered in other ways.The biggest

drain of resources on a distro is, you guessed it,

the desktop environment.

LXDE has been producing a functional

lightweight desktop since before the dawn of

flashy bling-laden desktops.The desktop is

popularly used bymainstream distros to offer a

variant of themain distro that’s less demanding

on a system’s resources. Lubuntu is a good

example of such a distro and enables you to

reap the benefits of Ubuntu on amachine with

just 128MB of RAM.

LXDE shares the same basic layout as

Cinnamon.While it’s not particularly attractive,

it’s fully functional and helps keep the desktop

clutter to aminimum and leaves enough scope

for customisation via plugins. Ubuntu’s

repositories house several metapackages for

installing LXDE. Use:

sudo apt install lubuntu-core lubuntu-desktop 

lubuntu-restricted-extras

to get a working desktop.

Then there’s Mate which is a relatively new

desktop environment. It’s designed and pitched

as the desktop for users that crave the

productivity offered by Cinnamon, but have a

computer that lacks the resources required to

power it.Again, the Ubuntu repos give you a

choice of metapackages that you can install.

SinceMate is also available as an official

Ubuntu spin now, you can install the desktop

with sudo apt get install ubuntu-mate-desktop

to transform your stock Ubuntu distro into the

UbuntuMate edition.

 Most desktop environments come with 

their own login manager. Stick to Ubuntu’s 

default lightdm whenever you’re prompted 

to select one.
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Max-out multimedia

B
eing a truly global distro, the stock Ubuntu

installation adheres to various International

licensing regimes. The downside of this compliance

is that straight out of the box, Ubuntu isn’t the most user-

friendly desktop. This is why if you wish to use Ubuntu as a

regular desktop OS, you should install the restricted extras

package with sudo apt install ubuntu-restricted-extras . The

meta-package contains Microsoft TrueType fonts and

various codecs to play all sorts of media files.

A lot of websites and some popular open source

applications rely on Java to render and function properly.

Ubuntu includes the open source version of Java called

OpenJDK in its repos. You can install it with sudo apt-get

install openjdk-9-jre and the associated browser plugin with

sudo apt-get install icedtea-8-plugin . If the open source Java

doesn’t work for you try installing the proprietary Oracle Java

via a script. First insert the line deb http://www.duinsoft.nl/

pkg debs all in the /etc/apt/sources.list file. Then import

the mirror’s GPG key with:

sudo apt-key adv --keyserver pgp.mit.edu --recv-keys

0xE18CE6625CB26B26

Now refresh the repos with sudo apt update and finally

install the package with sudo apt install update-sun-jre .

Elixir vitae
Most video cards have an open source driver, but depending

on the age of your hardware and how you plan to use it, you

might have to make do with proprietary drivers from the

graphics card vendor. The open source drivers for most

Essential multimedia apps
Once you’ve loaded the right drivers in your

Ubuntu install, it’s time to pay a visit to the

repos and stock it with the best multimedia

applications. For gaming buffs, besides the

various open source titles, there’s the Steam

game distribution platform.The number of AAA

titles available on Steam for Linux continues to

rise and you can expectmore as the gaming

platform aligns behind Linux that powers their

SteamOS and the upcoming gaming consoles.

For video conferencing, there’s no better

option than Jitsi, as long as you’re not adverse

to Java apps. It also supports popular instant

messaging protocols and canmake one-to-one

and conference audio and video calls. Jitsi has

all the features you’d expect from a softphone,

andmore, such as encrypted text chats with

OTR and voice and video via ZRTP sessions.

For playing video there’s no dearth of open

source players, but VLC continues to eclipse

the competition with its unending list of

impressive capabilities.There’s also Kodi which

is an excellent option for users who wish to turn

their PCs intomedia hubs. It playsmost kinds

of media files and works with TVs, IR and

Bluetooth remote controls.Also while you can

playmusic files in VLC, a largemusic collection

is best experienced with a dedicated player,

such as Rhythmbox which has some great

features and can be extended via plugins.

Non-stopentertainment.

 To check if 

your system 

hardware has 

a proprietary 

driver available 

to install, 

search for the 

Additional

Drivers in

the Dash.

graphics cards give decent mileage for regular desktop use, 

including watching movies and window management. Some 

will also give you decent frame rates on simple games, but if 

you’re a serious gamer with Nvidia or AMD hardware, you 

should grab the proprietary driver for your graphics card. 

That’s because the main disadvantage of open source drivers 

is that they sometimes don’t provide full support for all the 

features of the video card. Intel is one exception as it releases 

its drivers under an open source licence. Meanwhile, the AMD 

open source driver is named Radeon and its Nvidia equivalent 

is called Nouveau.

Whatever your graphics card, Ubuntu will ensure you are 

using the most suitable open source driver as soon as you 

boot into the distro. However, this might not be the latest 

since it takes time for Ubuntu to package the latest drivers 

and make them available in their repos. The Oibaf repos is 

popular for getting the latest bleeding edge drivers to users. 

Besides the latest open source drivers (xf86-video-*), using 

the repos you can also install Mesa, Gallium3D and other X.

Org related open source components.

The following commands will add and enable the Oibaf 

repo and upgrade the open source drivers:

$ sudo add-apt-repository ppa:oibaf/graphics-drivers

$ sudo apt update

$ sudo apt dist-upgrade

Similarly, here’s how you can install the X-Swat PPA for the 

latest stable Nvidia drivers:

$ sudo add-apt-repository ppa:ubuntu-x-swat/x-updates

$ sudo apt update

$ sudo apt install nvidia-current

It’s good news on the AMD side of things which is moving 

away from closed source drivers. The previous Ubuntu 16.04 

release came in the middle of this process. Back then the 

newer open source driver stack wasn’t ready and the older 

proprietary drivers didn’t support the newer hardware which 

meant that AMD graphics card weren’t as quick or capable as 

they were in older releases. All this has now changed with the 

16.10 release which ships with the 4.8 kernel that includes the 

overhauled open source AMDGPU driver stack. According to 

early benchmarks some Linux games performed admirably 

well with the new kernel and the same Radeon R9 Fury 

graphics card as compared to an older kernel.
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Ubuntu to the rescue

Nip hardware failures in the bud
In addition to taking corrective action, Ubuntu

can help you detect early signs of common

hardware failures, such as dying disks and

faulty RAM. Virtually all hard disks these days

ship with the SMART status system that allows

a failing hard drive to warn you before it goes

down in flames and takes your valuable data

along with it. To check a drive’s SMART status

from Ubuntu, launch the Disks utility from the 

Dash. Select the drive you wish to check and

click the three parallel lines to bring up the

menu of options. Select the ‘SMART Data &

Self-Tests’ option which brings up a window

with details about the disk and an option to

perform a self-test.

While the tool isn’t perfect, if it reports an

error with one or more driver parameters, you

should seriously consider getting your files off.

Then there’s the memtest86+ tool which

shows up as an option in the Grub boot menu.

This utility will write data to your computer’s

RAM, read it back, and check if it’s correct. If

your RAM has a problem, memtest86+ will

notice when the RAM returns different data.

This could lead to all sorts of issues, so if the

tool returns an error it’ll be prudent to replace 

one or more of the RAM sticks. 

When there’s something strange in the neighbourhood.

 The secure-

delete package 

has various 

utilities to 

securely delete 

files and wipe 

all traces of 

data in the 

free space on 

the disk.

O
ne of the best uses for your Ubuntu installation – 

especially if you dual-boot it with Windows – is to 

keep the proprietary OS on the other partition 

running smoothly. It might sound strange but your Ubuntu 

repos houses a plethora of tools that can help you recover 

from disaster due to the volatile nature of Windows.

For starters, even though Linux is prone to Windows 

viruses, you can use the ClamAV tool to scan your Windows 

partition. Install it with  sudo apt install clamav  and then 

update its database with  sudo freshclam . You can also do so 

from within the ClamAV graphical user interface. Fire up the 

app from the Dash and use the simple interface to scan 

individual files or directories and quarantine infected ones.

Similarly you can use the rkhunter tool to unearth any 

hidden malware and rootkits. Install it with  sudo apt install 

rkhunter  and then use  sudo rkhunter --update  to update its 

database before putting it to work with  sudo rkhunter --check .

We’ve all been there. Crafting an obscure password won’t 

do you any good if you can’t remember it. Instead of endless 

trying permutations and combinations to hit the jackpot, you 

can instead boot into Ubuntu and set a new one. The  chntpw

command reads the Windows Security Manager (SAM) 

database and enables you to manipulate the users and their 

passwords. Install the tool with  sudo apt install chntpw  and 

then mount your Windows partition and navigate to the 

directory which houses the SAM file which is usually  

/Windows/System32/config. Then point the file to the tool 

with  sudo chntpw SAM  which will display the list of users 

including administrators on the Windows installation. Use the

appropriate option in the User Edit Menu to blank a user’s 

password or make a normal user an administrator.

On the other hand, if you’ve forgotten the password for the

user in the Ubuntu install you’ll have to reset it using the 

Ubuntu Live media. Boot the Live Ubuntu media, mount the 

partition that houses the Ubuntu, let’s say sda1 and then 

chroot into it with  sudo chroot sda1 . You can use the  

 passwd  command to change the password of your user, 

such as  passwd bodhi .

Another common faux pas that we’ve all committed more

than once is accidentally deleting files that we didn’t mean to.

When you do so next time, calmly reboot into Ubuntu and use

the ntfsundelete utility to recover the files. It ships as part of 

the ntfsprogs package and is pre-installed in Ubuntu. First 

scan for recoverable files by pointing it to your Windows (or 

any other NTFS formatted) partition with  ntfsundelete /dev/

sda1 . This will display a list of deleted files along with useful 

metadata. One of the columns shows the percentage of the 

file it can recover. Note the inode of the file you want and 

recover it with  ntfsundelete -u -i <inode> /dev/sda1 .

Recover files
In case ntfsundelete isn’t able to recover the file you’re 

looking for, you can use the PhotoRec file carver that can read 

through unbootable disks and can even recover files from 

partitions that have been formatted and had reinstallations.

PhotoRec ships along with the TestDisk utility that’s used 

for restoring partitions and can be installed with  sudo apt 

install testdisk . Before you fire up PhotoRec, create a 

directory where it will save the recovered files. Once the tool is 

done, this directory will be populated with lots of weirdly 

named files in different formats. This is because PhotoRec 

names these files as it finds them and leaves the sorting to 

you. Also despite the fact that PhotoRec is a command-line 

utility, it breaks the process of recovering files into steps, 

much like a wizard. After you launch the tool with  photorec  , 

the tool will prompt you with several questions such as the 

partition you wish it to scan; its file system type and whether 

it should look for files only inside the freed up space or in the 

whole partition. Once it gets to work, depending on the size of 

the partition, PhotoRec can take quite a while to complete. .
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Stream media

Y
ou can easily transform your Ubuntu installation to

stream all kinds of media to other computers and

devices on your local network. It might sound like a

cumbersome project, but is in fact very straightforward.

Fire up the terminal and enter sudo apt install mediatomb

to fetch and install the MediaTomb UPnP (Universal Plug

and Play) media server that can stream content to any

UPnP compatible devices.

Once it’s installed, bring it online with mediatomb

--daemon which runs it as a daemon in the background.

As the server starts it’ll display the IP address of its admin

screen which by default runs at port 49152.You can now

access the MediaTomb server inside Ubuntu from any

computer on the network by pointing the web browser to

this address.

Before your server can serve files you need to point it to

your media library. Head to the admin web interface and

switch to the Filesystem tab located in the left column. Now

navigate the filesystem tree to the folders that house your

media. Here click on one of the two ‘+’ icons in the column on

the right. The first will add the directory with the default

settings, while the other will give you additional options, for

Use Ubuntu to pipe music and videos all over your network.

 MediaTomb is very accommodating and will automatically transcode media 

files on-the-fly for viewing on your Android device.

example, to automatically scan the library after a fixed 

interval. Once you’ve added all the media directories you can 

view your shared media by switching to the Database tab in 

the left column. Believe it or not, that’s all there’s to it. 

Any UPnP compatible media player on any device on the 

same network as the MediaTomb server will now 

automatically discover the server. One of the best UPnP 

compatible cross-platform desktop players is VLC. Fire it on 

any computer on the network and bring up the playlist view, 

either with the Ctrl+l key combination or by going to View > 

Playlist. In the left-pane expand the option labelled ‘Local 

Network’ and click on the ‘Universal Plug’n’Play’ entry. This 

will bring up a list of media servers that VLC has discovered 

on your network. The server named MediaTomb is the one 

we’ve just setup on Ubuntu. You can expand it and browse 

your media library. When you find the file you want to play, 

double-click on it. After a few seconds, VLC will start 

streaming it to your local computer.

Stream to Android
Similarly if you want to play UPnP streams on an Android 

phone or tablet, you’ll find several apps in the Google Play 

store that’ll do the trick for you. We recommend the 

BubbleUPnP app. The full version costs £3 but you can also 

use the ad-supported free version that comes with very 

usable restrictions. Remember, however, that BubbleUPnP 

will not play any media on its own. For that it relies on an 

external media player, such as MX Player, MoboPlayer or VLC 

for Android, so make sure you have one installed on your 

Android device.

To stream media, fire up BubbleUPnP and tap on the three 

parallel lines to bring up its menu. Scroll down to the Library 

section which lists Local Media Server as the default library. 

To alter this behaviour tap the button next to this entry to 

view other available libraries. One of the entries listed here will 

be MediaTomb which is our streaming server. Tap to select 

this as the default library. Now close the menu and switch to 

the Library tab in the app’s main interface. It’ll list all the 

media organised automatically by their metadata in folders. 

Tap a file and it’ll stream from your Ubuntu PC to the device. 

Tweak your streaming server
MediaTomb ships with adequate defaults that’ll

work for virtually all kinds of users. However,

the streaming server is highly configurable.

To make changes to its configuration you’ll

need to edit the ~/.mediatomb/config.xml file

in a text editor. The config file has two types of

settings. The server will fail to load if one or

more of the settings or tags marked ‘Required’

is missing, while on the other hand you can

safely skip over the options marked ‘Optional’.

The settings in the file are divided into

several categories. The  <server> category 

controls various parameters that affect the

server, such as the port, IP and network

interface. There are also several optional

parameters for controlling the web interface

and can be used for locking access to defined

user accounts. Then there’s the <extended-

runtime-options> category that controls

options that come into play when the

streaming server is up and running. Under this

section you’ll find options to enable Last.fm

scrobbling. Of note are the <import> settings

that define options for bringing content into 

MediaTomb. There’s also the <common-script>

setting which points to the so called common

script file, which is a custom library of js helper

functions for sorting your library. The scripting

page on MediaTomb’s website (http://bit.ly/

MediaTombScripting) lists several import

scripts. The list of configuration options is

virtually endless. Make sure you refer to the

Configuration File section in MediaTomb’s

documentation (http://mediatomb.cc/

pages/documentation#id2856319) which 

explains them all in detail.
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Administer and manage
Managementpar excellence.

 Besides 

administering 

your desktop, 

you can use 

Webmin to 

deploy and 

manage 

all sorts of 

servers as well.

S
ystem administration is a crucial part of running 

Linux and Ubuntu is no different. If you plan to use 

Ubuntu as your everyday desktop, there will be 

occasions when you’ll have to roll up your sleeves and 

temporarily transform yourself from a mild mannered 

desktop user to a crime-fighting system administrator.

To help you with common administration tasks, such as 

managing users to setting up the firewall, Ubuntu includes a 

collection of graphical tools in the System Settings panel. 

While you can get a fair bit of mileage working with these, 

they only expose a small subset of configurable elements 

available on Ubuntu. For unbridled control you’ll have to make 

friends with the command-line. But there’s a way out. If you 

aren’t comfortable working on the CLI, you can use the 

Webmin tool. With Webmin you can dispense your sysadmin 

duties from the familiar comforts of a point and click

graphical interface.

Maximising Webmin
Instead of manually editing configuration files and fiddling

with command line switches, Webmin helps you configure

different aspects of your system, which then automatically

update the relevant underlying config files. With Webmin you

can manage network services as well as the host system.

For instance, you can use the tool’s interface to create and

manage user accounts and set up disk quotas just as easily

and you can setup a Samba file sharing server and deploy a

web server. To install Webmin, first add its repos with:

sudo echo “deb http://download.webmin.com/download/

repository sarge contrib” >> /etc/apt/sources.list

. Then fetch and install the repo keys with:

wget -q http://www.webmin.com/jcameron-key.asc -O- |

sudo apt-key add -

Finally refresh the package list and install webmin with:

sudo apt update; sudo apt install webmin

By default, Webmin runs on port 10000. So after it’s

installed, point your browser to https://localhost:10000.

Substitute localhost with the IP address of the Ubuntu

machine, if you wish to administer it from any other computer

on the same network. Log into Webmin using the credentials

of your Ubuntu user.

Webmin has a very intuitive interface that’s divided into

two-panes. On the left, you have categories labelled Webmin,

System and Servers, etc. You can expand each category to

see the list of servers or services they house. In Webmin’s

parlance these are called modules. Each module is

responsible for managing a service or server, such as the

firewall and Apache web server etc. On installation Webmin, 

reads the config files for all servers and services on your 

system from their standard installation locations.

The System category houses settings that’ll affect the 

underlying Ubuntu installation. There’s Bootup and Shutdown 

which displays a list of all services with their current state and 

whether they are started at boot. Click on the name of any 

service to change this behaviour. Similarly, the Change 

Password module lists all users on the system and you can 

click on any to change its password. Then there’s the Running 

Processes module which lists all running processes. Click on 

a process to know more about it and also get the option to 

terminate it.  Now if you wish to install a package, head to 

System > Software Packages and in the Install a New 

Package section toggle the radio button next to the fourth 

option which will install packages using APT. In the adjacent 

text box, enter the name of the package and click the ‘Install’ 

button. Alternatively you can use the ‘Search APT’ button to 

look for packages matching a pattern in Ubuntu’s repos. 

One of the most common tasks, especially if this Ubuntu 

computer shares the network with other operating systems,

is to setup Samba file sharing. First, you’ll have to install it.

Again Webmin will help you with this. Head to Samba

Windows File Sharing module under the Un-used category

and click the link to install it. Then return to the module’s page

under the Server section which will now let you add users,

create new file shares and tweak all aspects of the Samba

server. The server will be up and the shares will be visible on

your local network from both Windows and Linux machines.

You can also create a backup of the underlying system by

heading to the System > Filesystem Backup module. You can

set a wide variety of options and also transfer the backup to

another server via FTP or SSH.

Webmin goes a long way in taking the edge out of

administering your Ubuntu machine. As you get comfortable

with it you’ll realise that it’s an indispensable tool for both the

novice and experienced user. The same can also be said

about Ubuntu. It’s not just a solitary release but a whole

gamut of distros designed for all sorts of desktops and server

platforms, and is easy to setup, flesh out and administer. LXF

“With Webmin you can 
dispense your sysadmin duties 
from the comforts of a GUI.”
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Jonni Bidwell puts pedal to the metal, then takes a pitstop at LinuxCon in 
Berlin to chat computers in cars with the Linux Foundation’s Dan Cauchy.
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Dan Cauchy is General 

Manager of 

Automotive at the 

Linux Foundation. He’s 

in charge of 

Automotive Grade 

Linux (AGL), a project 

that aims to provide a 

single platform around which auto makers 

can build systems for In-Vehicle 

Infotainment (IVI), instrument clusters and, 

probably one day, replace meatbag drivers. 

No stranger to embedded Linux, he’s 

previously worked for Montavista and was 

a board member for the GENIVI alliance. 

He’s originally from Canada and is a keen 

hockey player.

Linux Format: Tell us about AGL, why does it 

exist? Why don’t car manufacturers roll their 

own automotive software?

Dan Cauchy: Automotive Grade Linux is a non-

profit open source collaborative project hosted 

by The Linux Foundation. The reason AGL exists

is because car manufacturers have basically 

fallen behind the smartphone in terms of 

functionality in the dashboard. 

They realised this years ago and is why AGL 

was started. There was this notion that perhaps

car manufacturers are worried about keeping 

costs down and that’s why they want to use free

software—that’s the farthest thing from the 

truth. The reason is, using the old supply chain 

model of a car manufacturer approaching a 

supplier and saying, “Build me an 

entertainment system”, on average that takes 

39 months. And in that 39 months three, 

maybe four, generations of smartphones will 

have come out. So they haven’t kept up with 

what the consumer’s demanding with regard to

functionality in the car. 

The idea of AGL is that we’re building one 

platform for the whole industry and everybody 

collaborates and shares into the same platform.

We build one set of APIs that everybody writes 

applications to. So the whole premise of AGL is 

to accelerate development, focus on innovation,

new features and things like, when the 

consumer drives off the lot with their AGL-

enabled car, it’s not something that becomes 

obsolete—it gets updated regularly, every 

quarter or six months—similar to what we’re 

used to with phones. There’s no reason why the

car shouldn’t be the same as smartphones (the

good ones, right? – Ed) as far as these issues 

are concerned.

LXF: Or ideally a bit better given how telco 

providers like to get in the way of Android 

updates… The AGL specification version 1.0 

has just been published. It’s quite long and I 

must confess to not reading all of it, but it 

describes a four-layer system with the OS at

the bottom and applications on top. Can you

talk us through the spec?

DC: Sure. First of all the AGL spec shouldn’t be 

confused with a compliance spec. It was never 

intended to be a document that describes 

compliance in terms of APIs and things like that.

It was really meant to be  a marketing 

requirements document, and it’s meant to 

guide us in terms of AGL features. Having said 

all that, we’re actually no longer updating the 

specification, we’ve moved beyond that. 

We took it as a guide, and in July 2015 AGL 

really had a reboot, if you will. At the time we 

were using Tizen IVI (In-Vehicle Infotainment) as 

our base software. There were many reasons for 

that, one is that it was there and it was working 

and it was quick for us to use that and not worry 

about rebuilding what was already there. But 

then Tizen IVI was also loaded with things like 

mobile phone technology and tablet stuff that 

we didn’t need. 

We wanted an OS that was automobile 

specific. So last year we decided that the real 

artefact that AGL produces is the code, and 

we’re code first. Code first and foremost. So we 

used the spec as a guide to say what we’re 

building, so what we did was take the best of 

Tizen, the best of what was existing in AGL and 

then some GENIVI components (and if you’re 

not familiar with GENIVI I’ll explain that in a 

second) and we combined those into the 

unified AGL codebase, which is a brand new 

distribution. That is the primary thing we deliver 

now, not the specification. So now the code and 

the APIs we’re developing are speaking for 

themselves, we’re going to have the 

documentation generated from the code—

that’s why we’ve adopted this code first 

mentality. In terms of specs it’s possible we’re 

going to update it at some stage, but again we’ll 

treat it as an MRD—not a component spec.

LXF: How does GENIVI fit into this picture?

DC: Well, we’re collaborating with GENIVI [non-

profit automotive industry alliance], but they’re 

quite a different organisation. I used to be on 

the board of directors there and I was chairman 

of their compliance programme—the guy who 

Interview
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was the lead on creating the spec, basically. The 

goal there was quite different from AGL, the goal 

at GENIVI was to allow multiple different 

manufacturers to build GENIVI-compliant 

systems. It was less about software reuse and 

interoperability, it was more allowing what I call 

‘bring your own platform’. So you have a spec, 

and multiple vendors can be compliant with the 

spec. That’s fine; it’s one approach, but the 

problem with that is you don’t have one shared 

platform. So if you’re a developer, then you 

potentially have to port to four or five different 

vendors’ GENIVI platforms, which is just a pain 

in the butt. At AGL that’s not what we’re about, 

we feel that specs lead to fragmentation. 

Instead we have a single platform which the 

developer ports their app to and it works. Then 

the vendors that decide to do AGL products go 

and download the code; they don’t create their 

own distribution and make it compliant—that’s 

the difference. So ‘bring your own platform’ 

versus ‘we are the platform’—that’s the key 

difference. Having said all of that, we’re actually 

collaborating on several fronts. We think that 

GENIVI has built some really interesting 

components: Audio Manager, Layer Manager—

those middleware components, we’ve actually 

adopted them because they’re good.

LXF: No need to reinvent the wheel then?

DC: Yeah, we’re also collaborating on remote 

vehicle interaction, which is basically things like 

unlocking the vehicle from your phone. For CES 

in Las Vegas we’re going to have a suite in the 

GENIVI showcase. At the moment we’re using 

different approaches but we hope that one day 

that will change and GENIVI will adopt AGL as a 

base for its projects.

LXF: There seem to be a lot of parallels 

between AGL and Android, at least as far as 

having a single codebase that can 

theoretically be ported to all kinds of 

hardware. Is this a reasonable metaphor? 

Can anyone be an AGL developer in the same 

way as they can with Android?

DC: A couple of points: First of all the Android 

analogy is probably a good one—we’re building 

a single platform for the whole automobile 

industry that is automotive specific. Meaning 

we talk to the CAN bus we talk to the MOST-

bus, we do real automotive stuff. I’m going to 

show a video during my talk later which shows 

that the hardware we support is all automotive 

specific. From day one that support has been 

there, we support the Qualcomm Dragonboard, 

the Renesas R-Car, the TI Vayu—pretty much all 

the automotive-specific boards on the market. 

That’s one of our key strong points, more than 

any other organisation. We also support 

community involvement, so we support 

Raspberry Pi which means that you as a 

developer can grab a Pi for $35, download AGL 

and start working right away. Our goal for the 

end of this year is to have the SDK ready. Our 

hope there is that as a new developer you’ll be 

able to write your first Hello World program for 

AGL within an hour.

LXF: Well, look out for our exclusive Hello 

World AGL tutorial sometime in the new year 

then. What about some of the gory details of 

the underlying Linux distribution? I mean it 

must have some things in common with 

desktop Linux since you’ve got multiple 

users (driver and passengers) and media 

streaming going on.

DC: Well, we’re very much an embedded 

distribution and not a desktop one—we use 

Yocto and OpenEmbedded. The AGL metalayers 

(see top p41) build on Yocto and OE, and then 

we add the collaboration layer, meta-IVI-

common, meta-AGL, then the AGL extras where 

we have a Qt layer, and then we have the app 

framework and all the demo apps. So we’re a 

customised, embedded Yocto build for each 

board. As far as managing multiple users goes 

we have an experts group that will be defining 

personality profiles, and we want those to be 

carried, for example, with the key. That’s a 

no-brainer, we haven’t done it yet but it’ll 

probably happen before the end of this year. 

We’re going to support all of that no problem.

LXF: I like the idea of roaming profiles, so you 

can rent a car and then have all your settings 

imported from the cloud. A few security 

concerns, but a nice idea nonetheless.

DC: Yes, it’s a bit ambitious but it’s on our 

roadmap. If someone steps up and helps us 

write that code then we’ll definitely support it.

LXF: As far as writing apps for AGL goes, 

developers have three choices: Native, AGL’s 

own framework and HTML5. Can you tell us 

something about these? Who’s going to 

choose what.
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DC: HTML5 was one of the first application 

infrastructure frameworks that we supported.

A large part of this was that one of the biggest 

contributors at the time was Jaguar-Land Rover 

who used HTML5 extensively. We don’t say no to

contributions and so we ended up with a lot of its

HTML5-based demo applications. Other 

companies, like Hitachi, already had Qt5-based 

navigation so we decided to adopt their 

navigation stuff and support Qt5 too. By the way

these different app-platforms can happily live 

side-by-side, you can launch them independently

and the end user will be none the wiser.

Early this year we decided to write our own 

AGL application framework. It’s pretty much 

complete, what we’re in the process of doing is 

porting all the demo apps to the AGL framework.

The navigation’s done; the home screen and a 

lot of the demo stuff has already been done; 

there are a few HTML5 apps that haven’t been 

done yet. The goal is that if you’re an AGL 

developer then you should be using the AGL 

framework. So the whole lifecycle of the app, 

from launching it to killing it, all takes place 

inside this native framework. All of this is driven 

by our members, because that’s what they want.

LXF: You mentioned Jaguar-Land Rover, 

which other manufacturers are involved?

DC: We have eight manufacturers: Ford, Honda,

Jaguar-Land Rover, Mazda, Mitsubishi Motors, 

Nissan, Subaru and Toyota. So we pretty much 

have all of the major Japanese manufacturers. 

We have Ford in the US and we have Jaguar-LR 

in the UK. One of my key objectives for the 

coming year is to attract the German 

manufacturers. We held our AGL all-member 

meeting in Munich in September, and the 

reason we held it there was to get the German 

auto makers and suppliers onboard. And it

worked, we had 45 companies attend, over 125 

people. Companies like Elektrobit joined AGL 

shortly after the meeting. So we’re very happy 

about that. We had BMW and TomTom attend 

as special guests, and we had other German 

companies that are already members attend, 

like Continental.

LXF: Besides entertaining driver and 

passengers, what else does AGL do? How 

does it integrate with other more driving-

centric vehicle systems?

DC: Our software uses Automotive Message 

Broker which is an abstraction layer to the 

automotive bus. So the bus could be CAN 

(Controller Area Network), MOST (Media 

Oriented Systems Transport), Ethernet—

specifically it’s called Ethernet AVB. We already 

talk to that today and we can read whatever the 

bus can provide. But a lot of those codes are 

proprietary secrets, they’re manufacturer 

specific, that doesn’t 

change just because 

we’re an open source 

project—we don’t get 

into that commercial side 

of things. The automotive 

manufacturer, when they 

adopt AGL and build a 

product, is going to have 

to decide what they’ll allow to be read and 

hence what the user is actually able to see on 

the screen.

LXF: We’ve already had one scandal recently 

involving VW and emissions-testing. And it 

seems like as long as these things are 

developed in a closed way any other 

manufacturer could be getting away with the 

same thing. All it takes is a single person 

with privileged access to make a tiny change. 

How do you feel about the open versus 

closed debate?

DC: I can’t comment on that scandal, but what I 

can say generally is that there have been several 

studies of open source versus closed source 

code, and the open source stuff does end up 

being much more reliable because you end up 

having so many more eyes on the code. Code is 

subject to multiple layers of reviews before it’s 

accepted, and, not only that, then there’s 

potentially hundreds of people downloading the 

code and working with it as well. So it’s very 

difficult for someone to sneak in nefarious code 

in open source.

LXF: What’s on the horizon for AGL? 

Obviously IVI is important, and there’s lots of 

exciting stuff still to come there, but what 

else can we look forward to?

DC: We are focusing on IVI at first, but we’re 

starting to work on instrument clusters and 

Heads Up Display (HUDs). Those two we think 

are very similar, so there will be profiles of the 

same base code. Using the Yocto layering that I 

showed you, we’re going to have a profile for 

Instrument Clusters and a profile for Heads Up 

Displays. I think we’re going to start those at the 

end of the year. Some time next year there will 

be an official release, the next step will be 

telematics and ADAS (Automatic Driver 

Assistance). We believe that the ADAss stuff will, 

eventually, lead us to autonomous driving. This is 

all part of the charter: If Linux is in the car we 

want it to be everywhere. LXF

THE FUTURE FOR AGL 

“We’re starting to work  
on instrument clusters and 
Heads Up Display (HUDs).”
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Reviving your
old PCs

Try 32-bit 

BunsenLabs 
on the  

LXF DVD!

With 32-bit distros looking to go 
the way of the Dodo and honest 
politicians, Neil Bothwick looks 
at options for owners of 
older PCs…

O
ne of the many diverse 

advantages of Linux is its 

support for older hardware 

long since abandoned by other 

operating systems. This appears to be 

under threat now with various 

distributions (distros) 

discussing dropping 32-bit 

support, and some having 

already done it.

Ubuntu proposed not 

releasing 32-bit versions of its 

desktop and server ISOs from 

16.10, although this has not happened yet. 

Even Debian is discussing it. Many smaller 

distros have already stopped producing 

32-bit versions, including some that are 

aimed at lightweight use—that’s how old 

32-bit is considered by some. This makes 

sense from their point of view. The 64-bit CPU 

has been around since AMD released the 

Opteron CPU for enterprise use in early 2003 

and the Athlon 64 desktop chip later the 

same year. Thirteen years later, old 32-bit 

CPUs are very much legacy hardware and the 

number of systems using these chips will only 

continue to reduce as hardware fails or is 

replaced. Yet building and testing 32-bit 

releases takes a lot of time and work, so you 

can understand distros preferring to dedicate 

their finite resources to the current 

generation of hardware.

None of that is much consolation if you 

have 32-bit computers 

happily chugging away (albeit 

with half as many bits per 

chug) and want to keep your 

software up to date. It’s 

reasonable to assume that 

the situation will continue in 

the current direction. Over the next few pages 

we will look at the options currently available 

to you and the steps you can take to keep 

your legacy hardware happy.

“Many smaller distros  
have already stopped 
producing 32-bit versions.”



Why use a 32-bit distro? This may seem an 

obvious question, but there are a number of 

reasons people run a 32-bit distro and some 

of these may need to be reconsidered. 

Obviously, if you have a 32-bit CPU, you have 

to use a 32-bit distro, but it was commonplace 

for people to use 32-bit distros on 64-bit 

hardware too, the amd64 architecture was 

designed to be completely compatible with 

32-bit software. 

One reason was the lack of stable 64-bit 

versions of proprietary software, such as Flash 

plugins. That’s no longer an issue and no 

reason to use a 32-bit system. Distros that are 

64-bit are generally created with full 32-bit 

compatibility, so you can run the odd 32-bit 

program with no problems.

The other reason was memory usage as 

64-bit software tends to be a little larger, 

although it makes up for this in more efficient 

use of the CPU. This is only an issue if running

a 64-bit processor with limited memory. This 

was the case with netbooks when they were 

popular, many had 64-bit CPUs but were 

limited to 2GB of RAM.

Distros choices
So if you do need a 32-bit distro, what are your

choices? Leaving aside the alternative of 

building your own, using something like 

Gentoo or Arch, which is a valid option but 

beyond the scope of this article, you have a 

few choices. One is to continue using your 

current distro, as 32-bit packages will continue

to be available, Ubuntu has mentioned 

continuing them for two years after dropping 

the desktop live CDs and installers. You can 

extend this grace period by running an LTS 

(Long Term Support) version of Ubuntu, such 

as 16.04. These are supported for five years, 

compared with the nine months of the other 

releases. So if you installed Ubuntu 16.04 (or 

one of its derivatives) you are covered until 

2021. By comparison, the new 16.10 release 

will only be supported until next summer.

If you need to re-install or you are installing

on newly liberated hardware, you could switch

to one of the lightweight Ubuntu cousins, such

as Xubuntu or Lubuntu. While they are unlikely

to make any decisions until after Ubuntu has 

Memory limitations
It’s an obvious point with older systems, but

32-bit systems are slower thanmodern

hardware, but that’s not down to the CPU

alone. Older computers often have less (and

slower) systemmemory and nothing boosts

the performance of Linux than plenty of elbow

room in the RAM department.

The x86 architecture is limited to

addressing 4GB ofmemory andmany

systems allow access to less with the default

BIOS settings.This is why things like a lighter

desktop canmake somuch difference.

There is a way to beat the RAM limit and

this is called PAE (Physical Address Extension)

and some distros offer a choice of PAE and

non-PAE versions. If your processor supports

it (PAE was introduced with Intel’s Pentium

Pro processors) and you have or are likely to

upgrade tomore than 2GB of RAM, you

should use the PAE version.

Lubuntu is Ubuntu with LXDE, the

Lightweight X11 Desktop Environment.

This is a contemporary desktop setup for 

computers that are less contemporary.

made its intentions clear, it is more likely they

will continue to support older hardware,

because that’s a core part of their userbase.

What if you really want to stick with the Unity

desktop? The current proposal is about

dropping the desktop live CD and installer but

keeping the packages. If no Ubuntu installer is

available, you could install one of the

lightweight variants, e.g. Lubuntu, and install

the ubuntu-desktop package, which will

install everything needed by the standard

Unity desktop. As disk space could be tight on

an older system, you can uninstall the

lubuntu-desktop package afterwards and run

$ sudo apt-get autoremove in a terminal to

remove all packages no longer needed.

Net installer
Another option is to use the Ubuntu net

installer, which is slated to continue to be

supported. This is also known as the netboot

or mini ISO, in fact the file is called mini.iso.

At the time of writing, this was hard to find

on the Ubuntu website, so we have included it

on the LXFDVD. This a small ISO image, less

than 50MB, that has enough to boot the

computer, set up the network and load the

installer. Everything else is downloaded on

demand, so you will need a decent network

connection to use this, but you may well find

you download less than you would with an

 Old doesn’t have to be boring. Bodhi Linux uses the beautiful Moksha desktop.

entire desktop ISO. There’s no desktop, this is

not a live CD, and the installer is a plain-

looking ncurses affair, but it does the job well

and allows you to install a 32-bit system just

as you want it. Unlike the live DVD’s installer,

which installs a copy of everything the live

desktop has to your hard drive, the net

installer asks you which components you wish

to install. Even while a live CD installer is still

available, this may be a better choice for

computers with limited resources as it gives

far more control over what is installed,

compared with the take it or leave it approach

of the live versions. (See the Netboot install

box for network installation over the page).

Another option is to switch to a different

distro, but which one? So many distros are

derivatives of Ubuntu or Debian, so won’t they

suffer the same fate? The distros will continue

to produce 32-bit packages for a while, even if

they don’t produce full 32-bit distros (Ubuntu

have mentioned two years) so there will still be

scope for other distros based on these to

continue to create and update 32-bit

lightweight distros. They may even see an

increase in popularity as the big boys drop

support for older hardware.

There are two main considerations when

picking a 32-bit distro. One is the level of

support that will be offered—you are probably

best off looking at a long term support release.

December 2016 LXF218 47

Reviving your old PCs

www.techradar.com/pro



The other is the desktop software. Older,

slower hardware can run Gnome or KDE

desktops, but it’s not a particularly pleasant

experience. Choose a lightweight desktop and

the hardware will spring back to life. Software

generally increases in complexity, becoming

more onerous on the hardware. A system that

quite happily ran Ubuntu/Unity a few years

ago will not be as fast now, not because the

hardware is slower but the software is more

demanding. Switch to a different desktop and

you will see a remarkable difference.

The obvious choices in this respect are the

Xfce and LXDE desktops, as used by Xubuntu

and Lubuntu. Another option is Mate, which

first appeared on Mint. Going further you can 

do away with an integrated desktop

environment altogether and install a more 

basic window manager and associated 

programs. This is the approach taken by 

distros such as BunsenLabs and Bodhi.

BunsenLabs or Bodhi
BunsenLabs (www.bunsenlabs.org) is a 

derivative of CrunchBang, taken over by the 

community after CrunchBang development 

stopped. This distro is based on Debian, 

always a good starting point, with the 

OpenBox window manager. OpenBox is very 

lightweight but still very capable. However, it 

does require some setting up to get the best 

from it and this is what BunsenLabs has done. 

Booting (quickly) to a subtle, monochromatic 

desktop, it looks understated but works well. 

We have BunsenLabs on this month’s 

LXFDVD so you can try it for yourself as a live 

disc before committing to installation. From 

the Conky status display to a decent choice of 

included software, this is a distro you can put 

on an old system and just get on with using it.

Bodhi Linux (www.bodhilinux.com) uses 

the Moksha desktop, which is a fork of 

Enlightenment 17. Enlightenment can be a 

beautiful desktop but development moved on 

before E17, as it is known, was properly 

finished. Moksha tidies up the loose ends to 

give a configurable, but fast desktop. Bodhi 

comes with a number of preset configurations 

for different use cases, and hardware power, 

which you are prompted to choose from on 

first boot. So it should be easy to get a good 

starting configuration for your hardware—one 

of the disadvantages of Enlightenment was 

the work needed to get a good setup.

Openbox and Moksha/Enlightenment are 

both fast and lightweight, if slightly more 

radical, choices for your desktop. If you want 

something more traditional, one of the Ubuntu 

releases may be more suited to your needs. 

This really comes down to a choice between 

Xubuntu and Lubuntu, using Xfce and LXDE 

respectively. You could also use the Mate 

desktop, either by installing the relevant 

version of Mint or by doing an Ubuntu or 

Debian net install and choosing Mate at the 

appropriate point.

Xfce is the most mature of these desktops, 

and the least lightweight, but it was conceived 

at a time when 32-bit processors were the 

only real choice and is well-suited to such 

hardware. In use it is rather like the older 

Gnome releases, using the same GTK toolkit.

LXDE is a newer desktop, lightweight  

and fast but still with all the main features 

most desktop users need. LXDE also uses 

GTK. Those who prefer Qt can try the LXQt 

version, although this is much newer with all 

that implies in terms of features and stability. 

It’s getting there, but currently it is best suited 

to those that are happy to tinker with their 

systems.

A newer addition to the lightweight stable 

is Mate, first promoted by Linux Mint when it 

seemed like the world was trying to force 

everyone to use Gnome 3 or Unity. Mate is 

basically Gnome 2 redone in a way that gives 

it a future. It may not be as lightweight as the 

other options, but it is still a good choice for 

the more meaty 32-bit systems still out there.

Network installation
When the live CD installers disappear, you will 

still be able to install from the alternate or 

netboot discs. If you have a decent internet 

connection, the netboot option is an easy 

method, although it is slower than the usual 

installation process. This is partly because of 

the need to download components but also 

because packages have to be installed 

individually, unlike the live CD installer that 

simply unpacks a large archive onto your hard 

disk. While we are using the Ubuntu netboot 

image here, the process is almost identical 

when using the Debian equivalent. Start by 

writing the mini.iso to a CD or USB stick and 

booting from it. The installer is an ncurses 

affair, use the tab, space and enter keys to 

navigate it. LXF

Mate is similar to Gnome 2 in use and light enough for all but the oldest of 32-bit systems.

BunsenLabs uses the Openbox window

manager for a speedy experience.
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Why bother?
At this point you may be thinking any 32-bit

computers must be really old now, why not

simply replace them? That’s a fair point in

some circumstances, but the old axiom of ‘if it

ain’t broke, don’t fix it’ still applies here. A

32-bit computer won’t make much of a

gaming rig (unless you are into retro games)

but it is more than up to common desktop

tasks such as email, word processing and 

basic web use—you don’t need many GHz to

update your Facebook status. Even if you no

longer have a use for your old hardware, you

could donate it to someone who does,

whether that’s a family member or a local

community centre. Many Linux User Groups

(LUGs) often maintain some very old

hardware that’s more than enough for web 

browsing and writing letters.
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Terminology
You will see lots of terms used to describe 

processor families, so many that it becomes 

confusing. The 386 was the first 32-bit 

processor family from Intel, so anything labelled 

i386 will work everywhere. The 586 was the 

Pentium with the 686 being the Pentium II. 

Some distros label their packages as i586 or 

i686, you would have to have a very old 

computer to not be able to use these. The entire 

32-bit range is also known by the generic term 

of x86, while 64-bit processors are either amd64 

or x86_64. These are the same, even Intel 64-bit 

CPUs use amd64 software, because AMD 

invented the standard—in the same way that 

i386 code also runs on AMD 32-bit hardware.

1 Setup netboot
After booting the netboot installer and answering the initial

questions, pick your location. This is important as it will decide the 

mirror you use to download everything you install.

2 Partition your hard drive
You will need to partition your hard disk, which the install can do for

you. If you want to do it manually, you may find it easier to use a 

GParted from a graphical live CD.

3 Base installation
After partitioning, the base system will be installed, which may take

a little while. As its name implies, this is not a finished OS, just a 

foundation for the next step.

4 Choose your use
Here you choose the main use of the system, which determines the

packages to be installed. Here we have chosen the minimal

Xfcedesktop. This really is minimal, nothing more than the desktop

software—or you can pick the standard option with more software.

5 Install a bootloader
You will almost certainly want to install a bootloader at this step.

Unless you already have a distro installed and want to add your new

install to its options, accept the defaults here. It will pick up any other

OS already on the computer.

6 Boot up and install software
The finished result, the computer will reboot into a lightweight but

functional desktop. If you chose one of the minimal desktop options, 

you will now need to start installing the software you need, 

otherwise you can get right into using it!

Netboot install
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Mr Brown’s
Administeria

Jolyon Brown
When not consulting on Linux/DevOps, Jolyon 
spends his time bootstrapping a startup. His 
biggest ambition is to find a reason to use Emacs.

A
long standing race condition in the 

Linux kernel’s memory subsystem 

related to how it handles certain copy-

on-write operations (the ‘COW’ that gave the 

vulnerability its name) was disclosed in 

October 2016. Referenced as CVE-2016-5195 

by MITRE, the issue was labelled ‘Dirty COW’ 

and quickly had its own, Twitter account, 

website (https://dirtycow.ninja), online shop 

and professionally created logo which was 

picked up by major news outlets. 

According to the discoverer, security 

researcher Phil Oester, a website he manages 

was compromised and he was able to capture 

the exploit via rolling packet captures he 

maintains of all inbound HTTP traffic. Linus 

Torvalds, creator of the Linux kernel, 

commented on the resulting kernel patch that 

this was an “ancient bug” that had been fixed 

once over a decade ago, but which had 

subsequently been rekindled by a patch 

relating to s390 mainframe support. Distro 

vendors issued package updates in the days 

following the upstream fix being made available 

and urged users to apply them as soon as 

possible. As ever, LXF advice is to stay on top 

of patching schedules!

Also in October, a large number (around 

100,000 by some estimates) of internet 

connected devices compromised by the Mirai 

malware were involved in a huge DDoS attack 

on Dyn, a US based DNS provider used by 

many famous internet brands. GitHub, Twitter, 

AirBnB, Reddit and Netflix were among the 

sites who’s customers suffered connection 

issues and thanks to their popularity the attack 

soon became a high profile event. A group 

calling itself ‘New World Hackers’ (who also 

attacked the BBC earlier in the year) later 

claimed responsibility for the attack which 

remains under investigation by US authorities. 

In response to the outcry against the 

insecure devices used in the botnet, a Chinese 

webcam manufacturer issued a recall for its 

affected products. Proposals have been made 

to automatically secure susceptible devices 

that remain online by amending the default 

login details used by the malware, using a 

so-called ‘nematode’ (or beneficial worm) 

approach, as most device owners remain 

unaware they are being used in botnets.

Esoteric system administration goodness from  
the impenetrable bowels of the server room.

Exploit spotted in the wild for long lived kernel
vulnerability, while Mirai continues to wreak havoc.

L
ately, I’ve got back into the habit of

listening to audiobooks of late (I

recommend listening to them at a

slightly faster speed than the default).

On recent commutes I’ve been absorbing

Deep Work by Cal Newport which has given

me much to think about. In it, Newport

discusses developing the ability to focus

without distraction on cognitively

demanding tasks.

This deep work of the title is contrasted

with what the author categorises as shallow 

work—email, group chat, meetings, social 

media and such like. I groaned inwardly as I 

realised how closely my day-to-day work 

habits matched the distracted state being 

described to me via my headphones. I  

often find that large tasks are a struggle to 

complete, I read online news and articles 

voraciously and my social media feed is 

never too far away. It’s clear that I could do 

with being a bit less informed and a bit 

more focused. So I’m going to attempt to 

follow some of the suggestions in the book, 

cutting down on the habit of picking my 

phone up in favour of spending dedicated 

time on important tasks (like this column, 

for instance). 

It does leave a problem of what to do in 

an office environment, though. I’m 

becoming increasingly less enamoured of 

the open office model with its myriad 

interruptions. It just doesn’t lend itself to 

the kind of work that Newport is talking 

about (this is covered in the book naturally 

and private space with communal areas are  

suggested as the ideal). 

I look at pictures of say, Facebook’s huge 

open plan office space and partly recoil in 

horror (although it looks amazing, let’s be 

honest). I just don’t think I’d get anything 

useful actually done in that type of office 

setting. I’d like to hear how readers of this 

[very late—Ed] column avoid distraction 

and get things done. 

jolyon.brown@gmail.com.

Dirty COW pat-ch needed

Distracted much?

 No exploit worth its salt goes without a 

logo now, although having an associated 

online shop is breaking new ground.
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to Ansible, his answer was that “Ansible is a standalone tool 

with a very broad scope (‘automation for everyone’). InfraKit 

is an embeddable component with a very narrow scope 

(‘create and manage declarative, self-healing infrastructure’). 

If Ansible were written today, it could probably embed InfraKit 

to implement low-level infrastructure management.”

In case the corporate press release speak hasn’t made it 

clear (it took me a while to get my head around for sure) 

InfraKit is software to manage infrastructure automation.

It does this by using plugins to allow (in theory) the 

declarative infrastructure defined by the user to be deployed 

by a variety of different tools and on different target 

platforms. Example plugins are provided for Vagrant and 

Terraform; an AWS plugin also exists and Azure support isn’t 

far behind on the roadmap (Docker expects many plugins to 

be created and contributed to the project). Its reasoning is 

that there’s a need for a standard way to create and manage 

infrastructure state that is portable across any type of 

infrastructure, from different cloud providers to on-site 

setups. Every cloud provider has their own interface and 

API— InfraKit aims to solve this problem, while also adding on 

the self-healing aspect. If the state of the infrastructure 

changes, InfraKit will step in and restore it to the declared 

desired state.

As regular readers of this column will be aware, this ticks 

several boxes for me. Automated deployments?

Infrastructure abstraction? Self healing infrastructure at that? 

Unable to resist the lure of a brand new infrastructure management tool, 
Jolyon takes a look at Docker’s newly announced project.

First Look: Docker InfraKit

A
fter last months sojourn into the tried and trusted 

world of the JVM, this issue sees me veering back 

towards the shiniest of shiny new things with a look 

at Docker’s hot-off-the-press InfraKit. Launched at LinuxCon 

Europe at the start of October, the digital ink is barely dry on 

the project’s readme.md containing an explanation of what 

InfraKit is. So what does it say? Well, I can quote directly: 

“InfraKit is a toolkit for creating and managing declarative, 

self-healing infrastructure. It breaks infrastructure automation 

down into simple, pluggable components. These components 

work together to actively ensure the infrastructure state 

matches the user’s specifications. Although InfraKit 

emphasises primitives for building self-healing infrastructure, 

it also can be used passively like conventional tools.”

At first glance, you could be forgiven for thinking this is just 

another configuration management tool that Docker has 

decided to build for themselves—the kind of “not invented 

here” syndrome that so many companies fall prey to. 

However, reading the comments post launch from the people 

involved reveals that Docker considers InfraKit to be a 

component designed to be embedded in a higher-level 

system rather than a direct competitor to existing tools. Thee 

company aims to merge it into the Docker engine, similar to 

the way Swarm has become part of the core offering.

A comment from Solomon Hykes (Docker founder) on the 

Hacker News website summed up InfraKit’s positioning better 

than anywhere else I’ve seen. When asked how it compared 

 The eventual 

aim for InfraKit 

is to be able to 

manage clusters 

of pets and cattle 

across multiple 

clouds or in-hour 

providers.
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It would be remiss of me not to spin it up and see what 

happens. Just to be clear—these are really early days for this 

software. Consider this just a bit of fun. No, I haven’t used this

in production. Are you crazy?

Getting InfraKit installed
InfraKit is built using Go so the first thing I had to do was 

actually install the golang packages. The project 

recommends version 1.7.1 or later, while Ubuntu 16.04 only 

offers version 1.6 by default. I haven’t had much first hand 

experience of Go as it happens (it’s on the list), but 

downloading the latest tarball from https://golang.org/dl, 

checking its sha256sum value (don’t forget this) and then 

unpacking it into /usr/local didn’t seem like such a big deal. 

At least, not on my freshly spun-up test VM anyway:

$ curl -O https://storage.googleapis.com/golang/

go1.7.3.linux-amd64.tar.gz 

$ sha256sum go1.7.3.linux-amd64.tar.gz 

$ sudo tar -C /usr/local -zxf go1.7.3.linux-amd64.tar.gz

$ export PATH=$PATH:/usr/local/go/bin

$ go version

That  PATH  variable needed permanently adding to my 

user profile, of course. There was a little bit more set up to do:

$ mkdir -p ~/go

$ export GOPATH=!$

$ export PATH=$GOPATH/bin:$PATH

$ mkdir -p ~/go/src/github.com/docker

$ cd !$

$ git clone https://github.com:docker/infrakit.git

$ cd infrakit

 GOPATH  was added to my profile as well. Now that I had

the repository (repos) cloned locally, I could build the binaries 

(and have them appear in the binaries subdir) by issuing:

$ make binaries

$ cd build; ls

infrakit  infrakit-flavor-combo  infrakit-flavor-swarm  infrakit-

flavor-vanilla  infrakit-flavor-zookeeper  infrakit-group-default  

infrakit-instance-file  infrakit-instance-terraform  infrakit-

instance-vagrant

As well as InfraKit itself, I was presented with a collection 

of ‘group’, ‘instance’ and ‘flavor’ files (see the Types of Plugins 

box bottom right) which provide handy, if concise, output in 

response to a ‘help’ argument being passed to them.

InfraKit comes with a tutorial that I’ve used to base the 

rest of the article on (expanding it and hopefully providing a 

bit more useful detail). I wanted to stand up a group and do 

some online scaling as well as seeing some of the self-healing 

properties that Docker credit InfraKit with. The ideal plugin for 

testing with is instance-file which is recommended for just 

this purpose. I also needed the group-default and flavor-

vanilla plugins too for the simplest setup:

$ build/infrakit-group-default

INFO[0000] Listening at: /home/jolyon/.infrakit/plugins/group

$ mkdir -p test

$ build/infrakit-instance-file --dir ./test

INFO[0000] Listening at: /home/jolyon/.infrakit/plugins/

instance-file

$ build/infrakit-flavor-vanilla

INFO[0000] Listening at: /home/jolyon/.infrakit/plugins/

flavor-vanilla

 What I did here is start the default  group  plugin, make a 

test directory to store my test instances in, then started both 

the file instance and  flavor-vanilla  plugins. I could then see 

the plugins listening on a web socket by running  $ netstat -a | 

grep infrakit . Note the three commands all hang around 

listening in the foreground, so I had to open up new terminal 

windows for each one. For testing, this is handy as I can see 

any output appearing in those windows. I could also list 

running plugins by using the command  $ build/infrakit 

plugin ls .

Now, to actually get InfraKit to do something useful, I 

needed to supply it some configuration details. InfraKit uses 

JSON to achieve this. I personally prefer YAML. The format 

isn’t too difficult to follow—take a look at the picture here on 

this page. After I’d created this file and saved it as cattle.json 

I could do the following:

$ build/infrakit group watch cattle.json

In my terminal session where I’d run the  group-default  

command, I immediately saw messages saying that the 

group ‘cattle’ was being watched and that five instances were

being added to bring to reach the desired total requested.

I could list these instances in my ‘spare’ terminal with  $ build/

 An example 

config file, 

showing how 

groups, instances 

and ‘flavor’ 

properties are 

declared in JSON. 

Just look at all 

those brackets!

A crowded market

InfraKit has garnered some attention thanks to

being announced by Docker, which remains the

headline name in the container market (despite

recent rumours of forks and grumbling in the

open source community).

But InfraKit has landed in a very competitive

niche. As well as the familiar configuration

management names (Puppet, Ansible and Chef

et al) there are alternatives such as Terraform

(www.terraform.io —which InfraKit provides a

plugin for, of course), Bosh (https://bosh.

cloudfoundry.org), Rancher (http://rancher.

com which I’ve covered in the past), Mesos

(https://mesosphere.com), Packer (www.

packer.io), Kubernetes (http://kubernetes.io)

and Spinnaker (www.spinnaker.io). All of these

products and projects cover elements of what

InfraKit is trying to achieve.

This is the nature of open source and should

be celebrated, but sysadmins can be forgiven for

getting a slight headache when considering

which options to choose. I’ve personally used 

several of these and they all have their little

unique quirks and methods (and their own

terminology, of course). InfraKit does aim to be a

toolkit and liaise with several of the packages

here (as well as the cloud provider APIs) so

perhaps can be seen as complementary rather 

than simply a rival. Someone much more

artistically gifted than I would be doing the

DevOps world a favour by showing the overlap

and differences between this lot in a nice, easy 

to understand infographic!
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Types of plugins
It’s worth being aware of the different types of

plugins InfraKit offers and to understand exactly

what they are (from the project GitHub page:

“Technically, a Plugin is an HTTP server with a

well-defined API, listening on a Unix socket.”). 

Currently, there are three different types

available: Group, Instance and Flavor.

Groups are exactly what we would expect:

collections of identical or similar machines

which can be controlled by InfraKit and InfraKit

provides some controls over groups, such as 

infrakit group inspect cattle , and in the test subdirectory five 

files had been created with names beginning with ‘instance’. 

The  inspect  command showed a matching SHA value for all 

members of the same group. The group plugin says that it 

has a command  unwatch  which stops InfraKit from 

monitoring a particular group, but I couldn’t get this working 

due to a bug (Hey, this is new software—it will likely be fixed 

by the time you read this). As I used the file instance for 

testing, the  docker  command listed in the ‘flavor’ section 

wasn’t actually run—the config was just written out to files in 

the test directory. That’s not to say the default group plugin 

doesn’t try to connect to the vanilla flavor plugin—hitting 

CTRL+C to stop the flavor plugin running and restarting the 

group quickly resulted in an error saying it couldn’t be found. 

How did I restart the group? I destroyed and restarted it:

$ build/infrakit group destroy cattle

$ build/infrakit group watch cattle.json

I had to restart the flavor plugin to get my group back 

online, however. 

Heal thyself
All well and good, but could I now see the self healing 

working? An easy way to test this was just to remove a file 

from the test directory via  rm  (for example,  $ rm test/

instance-2778212816405168139 ). After the briefest of pauses,

the group plugin terminal screen reported that it was adding 

an instance to satisfy the desired level once again. This was a 

trivial example of course, but could just as easily have been a 

virtual machine being re-provisioned out on AWS via a 

suitable combination of plugins.

Now I wanted to try and grow the group. I edited the 

cattle.json file and changed the number of instances I 

wanted by upping the ’size’ value from five to seven and 

saving the file again. By running  $ build/infrakit group update

cattle.json  I could see the group plugin reporting that it was 

executing an update plan, quiescing its scaler and increasing 

the target size as per my instructions. It added a pair of new 

instances shortly afterward (this all happened in about a 

second). Reducing the number of instances down to four and

rerunning the command had the opposite effect. I liked that in

both cases the plugin reported in pretty plain language what 

the update plan actually involved:

Executing update plan for ‘cattle’: Terminates 3 instances to 

reduce the group size to 4

Now I wanted to try and perform an update of a different 

kind—amending the properties of the group. I took a copy of 

my cattle.json file (named cattle2.json) and amended the 

properties/note value to say that this was ‘version 2.0’. I also 

upped the instance numbers back up to five. What I could do

then was get the English description of the updated file before

applying it by running $ build/infrakit describe cattle2.json:

Performs a rolling update on 4 instances, then adds 1 

instances to increase the group size to 5

Running my  group update  command again, this time with  

 cattle2.json  as the argument, sent the group plugin off on a 

flurry of activity. It identified which instances were ‘undesired’ 

and one by one replaced them with instances running the 

new configuration (and added the extra one I’d requested). 

This took a little while to complete, but the end result was five 

instances with updated SHA values when I examined them 

using  group inspect cattle . This would be handy from a 

service point of view—I essentially did a rolling update of my 

running instances here which is quite essential from an 

application point of view these days.

It’s easy when doing these kinds of tests to forget that 

InfraKit is primarily aimed at the infrastructure level. There 

are crossovers here with functionality found in application 

management higher up the stack in say, Docker Swarm.  

These are early days as well – the documentation on the 

update code at the moment clearly states that there are bits 

missing at the moment – for example automatic rollbacks, 

support for canaries and baked in ‘blue/green’ updates. These 

latter types of updates are where a second stack is brought 

online and load balancer traffic introduced to it, so that it can 

easily be tested while having the old stack still online. Even in 

its current state, InfraKit can be used to do that kind of 

thing— having two config files with virtually identical contents 

(barring the group ‘ID’ value) will allow them to run alongside 

each other while a load balancer could achieve this.

So what’s the verdict? I like InfraKit. My examples here 

were trivial but it does have potential. I can foresee grumbling 

once it gets merged with the Docker Engine, given the 

amount of work going on in this whole area. But that means

that anyone using Docker gets InfraKit out of the box. LXF

creation, destruction, how large they should be,

whether they should shrink or grow and

triggering updates.

Instances are members of groups, individual

VMs for example (although they don’t have to

be machines at all—they are defined by the

plugin). They may be tagged to aid with

computing the state of a cluster. While most

instances in a group might be identical, some

members might need specific attributes or a

persistent state. This is captured by flavors 

which define what runs on an instance. A flavor

plugin controls what commands are used to run

services and how the health of those services

are checked. For a good example of how flavors

might be used, consider a group of ‘cattle’

(disposable instances), where all members are

treated identically and have the same identity. A 

group of pets (machines that are kept and

looked after) but usually require special

handling—and their identity and state would be 

defined in much stronger terms.

 Here’s the output from the group plugin showing it responding to the every 

whim of its all-powerful master, destroying and creating instances.
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“OnlyOffice works
natively with Microsoft
OOXML (DOCX, XLSX).”

 A very useful productivity tool for any office that runs 

Linux and processes documents workflow.

W
ill 2017 be the year of Linux 

on the Desktop? Yes, that 

joke never gets old. However, 

It does look like something tectonic is 

happening beneath the software world 

or at the very least there’s more good 

news for those who run productivity 

applications on Linux. 

One of the ever-present obstacles 

for Linux has always been the 

compatibility with Microsoft Office file 

formats, specifically the ability to open 

incoming DOCX or XLSX files, edit and 

save them for other people without 

breaking formatting or suffering from 

visual inconsistencies across platforms 

and applications.

OnlyOffice DEs
Despite the fact that LibreOffice is 

very good, it looks like it’s got a strong 

rival. The team behind OnlyOffice, a 

cloud-based office solution for business 

use, announced that its product is now 

open source. OnlyOffice works natively 

with Microsoft OOXML (DOCX, XLSX, 

PPTX) and integrates some useful 

network features, specifically 

collaborative work. OnlyOffice Desktop 

Editors is an offline version of the 

previously closed source product, but 

you can still connect it to a public 

collaboration server or run your own. If 

you don’t need this, then consider the 

package to be another open source 

office suite with a nearly perfect 

compatibility with OOXML. 

Technically, OnlyOffice Desktop 

Editors is a set of web applications that 

behave like desktop ones thanks to a 

Qt-based wrapper. Although all 

components support rich formatting, 

the set of available tools is limited, 

especially when compared to desktop 

heavyweights, such as LibreOffice. 

For example, you cannot add your own 

numbered captions and cross-

reference it, but all existing references 

and numbers are shown correctly, and, 

to our taste, they are rendered much 

more accurately than in any other text 

processors for Linux.

Since OnlyOffice Desktop Editors 

has gone public, you can try your skills 

in compiling (or maybe forking) it, but 

the team has kindly provided binary 

packages for all major OSEs and 

included Linux Deb and RPM 

downloads. The suite has a hub, where 

you can choose from text processor, 

spreadsheets or presentations.

Version: 4.1.2  Web: http://bit.ly/OnlyOffice

OnlyOffice DE SVG Cleaner GUI KolorManager Ungoogled-Chromium
Profile-sync-daemon Kexi Vim Gradio Feh Dave Gnukem  Quetoo

Office suite

Exploring the OnlyOffice DEs interface...

Work online or go
with local files
There’s a fully working offline

mode in this version of

OnlyOffice, but you can always

connect to a server as well.

Tabbed interface
You can combine documents, 

spreadsheets and 

presentations as tabs inside a 

single Desktop Editors shell.

Toolbar options
OnlyOffice offers a mixture of 

a classic toolbar and a ribbon, 

but it doesn’t take long to find 

a desired feature here.

Quick access to essentials
You can find the File menu, the Search 

field and comments in a dedicated 

vertical left-side bar.

Single starting point
The office suite always opens with a 

welcome ‘shell’, where you can select 

which component you want to use.

Alexander Tolstoy
offers you a cup of warming tea with 

a slice of lemon and a comfy seat by 

the fire to enjoy this month’s great 

selection of open source applications.

The best new open source 
software on the planet
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D
ata compression can be

surprisingly addictive, once you

start optimising your data for a

reduced hard drive footprint it’s hard to

stop. Previously, we covered FLIF and

Lepton file formats [in HotPicks,

LXF205 and LXF215 respectively], and

while you can be happy with both when

it comes to shedding extra kilobytes

from raster images in JPEG and PNG,

how about a tool for vector graphics?

SVG Cleaner is a small utility that

parses SVG files and eliminates

comments, invisible objects and paths,

all sorts of temporary data and

excessive attributes. Most importantly,

the tool is strictly lossless and non-

destructive for your files. In return, you

get smaller files, which can be

important for web publishing and many

other purposes. The tool works in the

command line and has some

C
olour management hasn’t been

a strong aspect of Linux for

years, if not decades. Being

brilliant on servers, Linux has lacked

certain tools that have prevented its use

in media, publishing and printing

industries, and one of those is colour

management systems (CMS).

The good news is that this is no

longer a serious issue thanks to the X

Color Management specification, which

you can (hopefully) find in your Linux

installation as the libXcm library.

KolorManager is a front-end to

libXcm with a nice easy to use

integration into the Plasma desktop.

If your work includes colour correction

of still images or videos, you will benefit

from using colour profiles with your

Linux workstation. The X Color

Management specification, its reference

implementation (libXcm) and GUI

(KolorManager) refer to a well-

established list of supported imaging

device categories: displays, scanners,

SVG Cleaner GUI

KolorManager

limitations: it accepts only one file at 

once; doesn’t support compressed 

graphics in SVGZ and will not simply 

work for batch processing, unless you 

wrap the  svgcleaner  command into 

your own scripts within a loop. If you do, 

then SVG Cleaner can help you gain 

some extra hard drive space by 

processing a large number of SVGs.

Luckily, the author of the original 

command-line tool has released a 

dedicated graphical interface for it,

SVG Cleaner GUI. Now you no longer

need to mess with commands in a

terminal, but instead it’s possible to

printers and cameras. KolorManager

supports industry-standard ICC colour

profiles, which are often available from

manufacturers of these devices.

By adjusting colour profiles of each

device, you can sync colours, e.g. make

colours of a printed image look very

similar to colours on the screen. You

wouldn’t be able to solve this problem

otherwise, simply because colours on

paper have less variety (CMYK)

compared to what a monitor can

display (RGB) (colour gamut – Ed).

KolorManager assigns ICC profiles

to calibration states of colour devices,

so to get as close to the device 

behaviour that was present during its 

ICC profile creation. With KolorManager 

you can also assign different colour

Graphic tool

Calibration tool

process many files at once, view the 

tool’s cleaning ratio for each file and

include compressed graphics.

Both the command-line tool and its

GUI reside at the same GitHub page,

but you will need to install them

separately, i.e. SVG Cleaner GUI doesn’t

include the cleaning tool itself. The

graphical application has very few

dependencies, such as qmake and Qt5-

devel, so building and installing it takes

literally a minute.

spaces (profiles) to different 

documents and applications. This is 

achieved by having CMS running in the 

background of a Plasma desktop and 

by KWin, which handles windows.

The project offers binaries for 

Debian, openSUSE and Fedora, while 

the rest of the distributions (distros) 

may occasionally provide KolorManager 

in their repositories as well.

Version: Git  Web: http://bit.ly/SVGCleanerGUI

Version: 1.0.2  Web: http://bit.ly/KolorManager

 KolorManager brings Linux closer to the pro media biz.

“It eliminates all sorts of 
temporary data and 
excessive attributes.”

“Make printed image 
colours look very close 
to colours onscreen.”

 Cleaning SVG files with this nifty GUI tool is easy and fun.

 LXFHotPicks
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E
veryone uses a web browser, or

perhaps several different ones,

but it is hard to find a perfectly

fast web browser, regardless of

operating system it’s supposed to run

on (though we believe Linux is the best

option, of course). Even Chromium-

based browsers tend to perform slower

over time, especially because of add-

ons and a growing cache.

One possible solution to this is to

move frequently used data from your

hard drive to much faster RAM. This is

exactly what Profile Sync Daemon does,

so let’s take a closer look.

Profile Sync Daemon is a systemd-

daemonised script that runs in user

space and moves the contents of your

browser’s cache and profile to tmpfs

(commonly mounted to /var/run in

most distros). Thus, frequent read and

Profile Sync 
Daemon

write operations from a browser

perform much faster and your hard

drive’s lifetime increases. Profile Sync

Daemon is even more effective if you

have an SSD that you probably want to

save from wear. The daemon

automatically synchronises all changes

from tmpfs back to a hard drive

snapshot on exiting, so when you need

to reboot or shut down your Linux

machine no data is lost. T he daemon

supports nearly all web browsers,

including Chromium and Firefox.

However, some browsers keep cache

and user profile data in separate

Network tool

directories, so if you want the daemon 

to move both to tmpfs, you’ll need to 

merge the directories and provide a 

symlink to cache from its previous 

location, eg:

$ mv ~/.cache/mozilla ~/.mozilla/

firefox/<profile>/cache

$ ln -s ~/.mozilla/firefox/<profile>/

cache ~/.cache/Mozilla

By default, the daemon auto-

detects over 20 different browsers and 

moves appropriate directories to tmpfs. 

You can change this behaviour and fine-

tune others by editing ~/.config/psd/

psd.conf. You can also see the verbose 

output of daemon’s current state by 

with  $ psd p  command, and manually 

start and stop the daemon with: 

$ systemctl --user start/stop psd.service .

Version: 6.28-1 Web: http://bit.ly/ProfileSyncDaemon

 A nitro-booster 

for a (possibly) 

over-bloated 

browser profile.

“Moves the contents of 
your browser’s cache 
and profile to tmpfs.”

B
uilding the Chromium web 

browser from source code isn’t 

too hard, but still, the process is 

far more complex than the historic 

‘configure-make-make install’ sequence 

of the past. The usual explanation given 

for this is that once you’ve shouldered 

building Chromium from source, a user 

can proudly release another brand new 

web browser. 

However, this time, the effort could 

be really worthwhile with Ungoogled 

Chromium. This project aims to deliver 

the purest of Chromium experiences 

without all the nested Google services.

 According to the project’s author, 

this is a Google Chromium variant 

intentionally lacking Google integration 

and thus providing enhanced privacy, 

control and transparency. The reason 

Ungoogled 
Chromium

for cutting off certain Google-related

features from the web browser is a

general concern about background

services that communicate with Google

servers despite the absence of any

associated Google account or

compiled-in Google API keys.

The modified Ungoogled Chromium

looks very much like the regular

Chromium, but its behaviour differs.

The default search engine is

DuckDuckGo, all pop-up windows now

open as tabs, URLs aren’t auto-

formatted and also integration with

Web browser

various Google-related services  

has been limited. Still, if you just  

need to browse the internet or test  

your website with Chromium, the 

‘ungoogled’ version of the browser is 

exactly the right choice. 

We didn’t notice any feature 

regression or site compatibility 

problems but we noted pointed better 

responsiveness. The ability to get rid of 

many statistic counters and trackers is 

certainly a very welcome thing.

Currently, Ungoogled Chromium is 

primarily offered as a source archive, 

which you’re invited to build yourself, 

but pre-built binaries for Linux also 

exist. There’s a Ubuntu Xenial package 

that also runs on older Ubuntu releases 

and some recent Debian versions.

Version: 53.0.2785.116-1.2  Web: http://bit.ly/

UngoogledChromium

 There’s no 

visual difference 

with vanilla 

Chromium, but 

it’s un-googled 

under the hood.

“A Chromium variant 
intentionally lacking 
Google integration.”

LXFHotPicks 
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K
exi is a lesser-known

component of the popular

Calligra Suite, which unites a

bunch of productivity applications for

Linux. Each application tends to grow in

an uneven manner, so much so that

since Calligra 2.9.11 was released

almost a year ago, few components

have had independent releases. One

was Krita for illustration drawing and

another is Kexi, a database tool. For

years, Kexi has been a notable open

source database creator and a

competitor to the relevant solutions

from Microsoft and Oracle.

The modern Kexi suite is a

combination of three frameworks: KDb

for connecting to databases and

querying it, KReport for generating

reports and KProperty for editing

database properties. All three are

standalone projects but in Kexi they are

blended into a consistent interface and

T
he new Vim 8.0 has finally seen

the light recently, being the first

major release in ten years and a

prominent update to Vim 7.4, which

dates back to 2013. For a long time, Vim

has been renowned as a rock-solid text

editor with advanced features for

programmers. As a competitor to Mr.

Stallman’s Emacs, Vim used to serve as

a complete IDE long before modern

graphical IDE suites emerged. For many

sysadmins, the essential benefit of

using Vim is its availability: the editor

exists in almost any Unix-like operating

system and in many cases it’s already

installed by default.

Vim has support for a lot of

programming languages and various

text formats. Beyond the basics, such

as syntactic colouring and automatic

indentation, Vim has advanced IDE

features, such as code and

documentation cross-reference

lookups; assisted insertions and

Kexi

Vim

ported to cutting edge KDE

Frameworks 5. The Kexi interface

shows tables of a database in a vertical

list on the left side of the window

(Project navigator), and each table can

be opened as a separate tab.

Tables, queries and forms are

displayed as full visual designers that

can be edited or search for a specific

string. Kexi can run parametrised

queries, add new data and sort existing

entries, store images in a database (by

inserting an ‘object’), import and export

to CSV and do a lot more. Right now

Kexi supports SQLite, MySQL and

PostgreSQL database servers with

appropriate migration tools, and also

refactoring; integrated version control;

the ability to initiate a compilation and

jump to the first error.

Navigating inside a text file requires

you to know some keys by heart, e.g.

the h, j, k and l keys move left, down, up

and right, while 0 moves you to the

beginning of a line and $ to the end of a

line. You can search for a text string by

typing / and hit Return when done.

Of course, using Vim for the first 

time can be a little confusing for those 

who started their Linux life already in 

the days of the much simpler nano 

editor, but don’t feel uneasy about 

that—just type  $ vimtutor  for an 

interactive introductory guide or refer to 

the super-practical Vim tutorial in

Database editor

Text editor

boasts a Microsoft Access migration 

tool as a unique feature.

So, if you are familiar with Microsoft 

Access, consider Kexi as a viable 

alternative. By the way, the application 

is cross-platform, although right now 

only the Linux version is compiled and

distributed to end users, while Windows

users will have to wait. Makes a change.

Linux builds are often aligned with a

Calligra version, so in some cases, it

may be better to check for a newer

version of a standalone Kexi package.

LXF158 to get started. Once you fall in 

love with Vim and learn the basics, you’ll 

be feel free to explore over 14,000 Vim 

plugins at http://vimawesome.com.

The new version of Vim boasts 

support for lots of new features, such as 

synchronous I/O; channels; JSON; jobs; 

timers; partials; lambdas and closures 

for those who code, but also some 

general-purpose goodies,  such as 

GVim, the GTK3-based user interface 

for running the Vim editor outside your 

terminal console.

Version: 3.0 Web: www.kexi-project.org

Version: 8.0 Web: www.vim.org

 Spend few minutes with the Vim’s gorgeous manual in 

order to learn the basics

“Kexi boasts a Microsoft 
Access migration tool as 
a unique feature.”

“The editor exists in 
almost any Unix-like 
operating system.”

 If you need an intuitive and professional database creator 

and editor, try Kexi.

 LXFHotPicks LXFHotPicks
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HotGames Entertainment apps

E
ver since the iconic Duke

Nukem 3D was open sourced

in 2003, numerous ports,

clones and forks emerged. The most

notable of which is probably Eduke32.

But the original story of Duke Nukem

began far earlier with an 8-bit 2D

platformer. That simple platformer

game was carefully recreated,

enhanced and ported to Linux under

the new name Dave Gnukem.

Playing Dave Gnukem will be a

pleasurable experience for those of

you who are lovers of indie-style

games with massive pixels and mono

sound. The plot of the game is built

upon the same old story of the mad

Dr. Proton, who wants to conquer the

world with the army of tech-bots. The

eponymous badass hero, Duke, is

sent in to defeat the evil Dr. Proton.

Dave Gnukem

Duke collects items and scores

points by destroying each enemy.

Certain levels and missions in Dave

Gnukem require you to solve puzzles

and navigate your way through mazes,

where bots lie in wait to hurt you.

There’s a hack in the game, or rather

an aiding tool for level editing and

debugging, where you can press

Backspace+b to view a complete level

map and cheat a little. Altering skins,

sprites and other visuals is also very

simple. Under the datasrc directory

inside the game’s root, you will find PSD

(Photoshop) files that can be handled

Find your way out of an endless maze full of evil

murdering bots and CCTV cameras.

Retro platformer

by GIMP or Krita, which will enable 

you to introduce your own artwork 

into the game.

Dave Gnukem receives 

frequent updates and fixes, but 

there’s hardly any binaries you can 

use straight away. Instead, grab 

the source archive and build it with   

 make . Provided you have SDL-dev 

and SDL-mixer-dev packages, it 

will compile in a minute. Next, you 

simply run the game with the  

 $./davegnukem  command.

Version: 0.61  Web: http://bit.ly/DaveGnukem

“For lovers of games 
with massive pixels 
and mono sound.”

T
here used to be various ways

to run the original Quake II

game in Linux by using the

open source SDL-based wrapper

(https://github.com/jdolan/

quake2). But the team behind that

project later rolled out Quake2World,

renamed to Quetoo, which is a

superb and polished shooter game

that no longer depends on the

original proprietary data from the

retail Quake II disc (although you can

still use it with Quetoo).

The game brings the fun of old-

school arena deathmatch to a new

generation of gamers. There isn’t

much difference in the quality of

graphics between Quetoo and, say,

Open Arena and in similar way

Quetoo is also about community-

maintained set of levels that are

optimised for multiplayer mode, i.e.

Quetoo

you can play Quetoo with your friends

on LAN or over the internet.

The project’s website offers various

cross-platform downloads, including a

universal static build for 64-bit Linux

systems. But before running the game

from the local ./bin directory, you’ll

need to download the game data, so go

ahead and issue these commands:

git clone https://github.com/jdolan/

quetoo-data.git

sudo ln -s quetoo-data/target /usr/local/

share/quetoo

These will deliver a set of graphics,

maps and other sorts of content that

renders Quetoo playable.

 Like all server rooms, you could be killed by a co-worker 

hiding around the corner with a shotgun.

Action shooter

The original Quake II mechanics 

has been restored and improved, so 

Quetoo features Deathmatch, 

Capture, Instagib, Duel and Rocket 

Arena gameplay modes, as well as 

high-quality remakes of id Software’s 

legendary Quake II deathmatch 

levels. There are also original maps, 

team play mode and the well-known 

sounds and music. The game 

delivers a good experience even 

when played on low-end integrated 

graphics, so if you fancy some FPS 

arena action, Quetoo is a must to try.

Version: Beta  Web: http://bit.ly/Quetoo

“Brings the fun of old-
school arena deathmatch 
to a new generation.”

LXFHotPicks 
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T
he new version of Gradio has

been released to complement

the shiny new Gnome 3.22

desktop, which has premiered in Fedora

25 and already landed in other distros

too. Gradio is also known as Gnome

Internet Radio Locator or GIRL, but it

should not be confused with GNU Radio,

which is a different project.

Gradio is an attractive and intuitive

application for finding and listening to

internet radio stations from all over the

world. Technically, Gradio is an interface

to the http://www.radio-browser.info

website, which, in turn, is community-

maintained database of radio stations

that have an online streaming feature.

There are stations to everybody’s taste,

with the total count of over 6,000 titles.

The application’s interface is densely

populated with sections, categories and

stations, but it doesn’t look cluttered.

The left vertical bar enables you to

switch between languages, codecs,

M
any Linux users prefer to

avoid using heavyweight and

sometimes bloated desktop

environments and turn to something

minimalistic and light on resources.

Feh is a program that perfectly fits this

approach: it’s an image viewer that

gracefully complements a purist’s

desktop environment.

The application is a console loader

of various sorts of graphic formats

based on the Imlib2 library. This library,

in turn, supports nearly 14 bitmap

formats through its ‘loaders’, including

JPEG and PNG.

In real-life use, we’ve found Feh to be

super-fast and very simple for a

command-line application. If launched

without arguments, it displays all 

images found in the current directory. 

You can move back and forth with left 

and right, zoom with up and down 

arrow keys. 

Gradio

Feh

countries and tags to narrow down your

further search query. If you know the

name of the radio station, just enter it

into the search field on the top-right

part of the Gradio window and browse

the search results.

Gradio automatically records your

activity and displays three columns in

the main part of the window: most

popular, recently clicked and recently

changed stations. This view is

constantly changing provided that you

actually using Gradio to listen to your

favourite stations.

However, you can switch the

application to a more static view by

moving away from Discovery mode and

sticking with the Library section, where

Feh has a vast list of available 

options, so you can do many amazing 

things with it, especially when used in a 

script. There a numerous practical 

examples of simple one-liners that may

attract you to using Feh. For example, 

If you work in an X11 session with a 

simple window manager such as 

Openbox, Fluxbox or Xmonad, you can 

set a wallpaper using Feh:

$ feh --bg-fill /path/to/image

Other variants such as  bg-scale  ,  

 bg-max  and  bg-tile  will also work. 

There’s also a simple hack to view many 

more file formats with Feh by enabling 

the ImageMagick support. To do this 

you use a command like $ feh –magick-

Audio application

Image viewer

Version: 5.0  Web: http://bit.ly/LXFGradio

Version: 2.17.1 Web: https://github.com/derf/feh

“An attractive and intuitive application
for finding and listening to internet radio
stations from all over the world.”

“Feh is super-fast and 
simple to use for a 
command-line app.”

you can see only manually added radio

stations. The Gradio project provides

links and instructions for installing the

application. Besides traditional distro-

specific packages, Gradio is also

shipped as a Flatpack package. You

should be able to install the Flatpack

support in any modern Linux distro and

enjoy the fresh version from the

author’s nightly repos.

 Discover your favourite tunes in this GTK3 media app.

 Make a clickable preview window with ‘$ feh --magick-

timeout 1 -t’

timeout 1 /path/to/file to view SVG, PDF

and dozens of other formats.

The official Feh manual only briefly

lists all available options, but you can

learn how to make slideshows, display

superimposed text captions over

images, view all images in a thumbnail

mode (like an index page), fetch images

from a network, preload a large number

of images to Feh’s cache and much

more. This small application receives

constant monthly updates and is

implementing more and more new

features with each release. LXF

 LXFHotPicks
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R
aspbian has been with us

since the very early days of

the Raspberry Pi. Initially, the

default operating system was to be a

version of Fedora but just at the last

minute the Raspbian project pipped

them to the top spot.

Raspbian was a functional, if

unremarkable desktop experience.

It uses the LXDE window manager to

squeeze as much power from the

early Raspberry Pi’s meagre

resources. But under the stewardship

of Simon Long, what was once an

ugly duckling has now grown into a

rather beautiful swan.

The latest version of the Raspbian

desktop, code named Pixel, was

released on September 29 and

caused quite a stir. Pixel now

provides the same desktop

experience that we expect from

modern OSes. Pixel also introduces a

more refined way to control the

status of the Wi-Fi and Bluetooth

interfaces, including turning them off

to save power, handy for embedded

projects. The overall look and feel of 

the desktop has been upgraded 

largely thanks to the design teams 

new icons that create a simple yet 

informative palette. The release of 

Pixel also sees a number of changes 

behind the scenes, especially 

updates for popular applications 

such as Scratch and Node Red, an 

open source visual editor for IoT 

devices, which has seen much 

interest in recent months.

With this change to the desktop 

and the recent increase in 

specifications brought about by the 

Pi 3, we now see a more grown up 

low cost computer that can now be 

truly called a ‘desktop replacement’.

Welcome...

LES POUNDER
wanders the
Earth helping
Piacademy and
hacking things.

A
fter the early Pidora release on the

original Pi – now not maintained –

Fedora 25 becomes the first official

release for the Raspberry Pi 2 and Pi 3. The release

has been a long time coming largely as it has been 

a ‘pet project’ with issues surrounding open driver 

and upstream kernel support. But Fedora 25 is 

now out in beta, go try it!

https://fedoraproject.org/wiki/Raspberry_Pi

T
he UK BBC funded educational device 

micro:bit has announced how it plans to 

push the next phase of its life. A newly 

formed non-profit foundation is taking over the 

project. The plan is to release it as an open 

hardware platform and offer the device for sale 

across Europe with localised development software.

http://microbit.org

Pi user

Pi-powered NEC

Fedora 25 Open 
micro:bit

The Pi compute module finds its way into a NEC 
TV range to power your next-gen smart TV.

Stylish hats for Pis.

Wider sales to come.

Giving you your fill of delicious Raspberry Pi news, reviews and tutorials

W
hen it was launched back in April 2014 

the Raspberry Pi Compute Module 

was conceived so it could be used in 

various tightly integrated commercial applications 

and appliances. It seems that this careful vision 

has won Raspberry Pi Trading – the commercial 

arm of the Raspberry Pi Foundation – a huge 

design win with NEC Display Solutions. 

NEC is using the new Compute Module 3 – 

which is based on the Raspberry Pi 3 System on a 

Chip (SoC) – enhanced with 16GB of storage. 

NEC see this as an ideal way of providing digital 

signage products, interactive presentations and a 

wider Internet of Things (IoT) platform, which is 

entirely upgradable both in software and hardware 

terms. The next-generation V and P large-format 

range will be available starting with 40-inch, 

48-inch, and 55-inch models in January 2017, and 

eventually scaling all the way up to a monstrous 

98-inches by the end of 2017.

http://bit.ly/NECCollaboratesWithPi
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Pi Zero HAT Reviews

Verdict

In brief...

 A community 

made project that 

enables full-size 

USB and Ethernet 

ports to be added 

to the Pi Zero. A 

solid PCB and no 

configuration 

enable this board 

to be used for 

permanent 

projects, or used 

temporarily for 

configuring a 

project. Pogo pins 

provide a 

temporary yet 

stable solderless 

connection 

between board 

and Pi Zero.

Les Pounder learns of a community produced board that provides full USB 
and Ethernet for the Pi Zero. But is it worth the price?

Pi Zero Ethernet 

RJ45 and USB Hub

Features 8/10

Performance 9/10

Ease of use 9/10

Value 9/10

Raspberry Pi Zero Ethernet
RJ45 and USB Hub Shield

Beautifully made and robust this
board isn’t cheap, but offers ports to
get the most from your Pi Zero.

Rating 9/10

Developer:Marcel
Web: http://bit.ly/PiZeroEthandUSBHub
Price: $22

USB and Ethernet
The LAN9512 chip is used

on all models of Pi up to

the B+. It works out of the

box with no additional

configurations required.

Features at a glance

Pogo pins
Use light pressure to 

create a temporary contact 

between the board and the 

gold test pads on the 

underside of the Pi Zero.

This issue should be short-lived as v1.3

has now been with us for much longer 

than the limited release of 1.2. With the 

board attached to the underside of your 

Pi Zero you still have access to all 40 of 

the GPIO pins. The board is secured 

using the included fastening kit, which 

we found a little fiddly but ultimately not 

that difficult to install.

Once attached all you need to do is 

connect you accessories and power up 

using the Pi Zero micro USB power 

port. Here is where we hit another issue. 

The included micro USB port, used for 

keyboards and mice etc, is now non-

functional and all connections have to 

be made using the add-on board. This 

isn’t a deal breaker but it would’ve been 

nice to have three USB ports, even if 

one was micro USB.

Zero effort
There’s no software installation or 

configuration needed, largely thanks to 

the LAN9512 USB control chip that has 

drivers already present in Raspbian. For 

advanced Pi users there are breakout 

points for the 5V and GND pins present 

on the GPIO. This means that power 

can be provided using an alternate 

connection to the micro USB.

W
hen the Raspberry Pi Zero 

first came out, many 

applauded the reduced cost 

but some were unhappy with the micro 

USB port and lack of Ethernet. Many 

different community boards were 

created, including this one: The 

Raspberry Pi Zero Ethernet RJ45

A project created by an individual 

maker and available for sale via Tindie, 

it’s created using a four-layer printed 

circuit board and has been made with a 

great attention to detail. On the board, 

there are two USB 2.0 ports mounted 

on their side with sufficient clearance 

for cumbersome USB connectors to be 

used. Next to the USB ports is a single 

Ethernet port rated for 10/100. All of 

the USB and Ethernet ports are routed 

via a LAN9512 USB control chip. This is 

the same chip that was used on all Pis 

prior to the Raspberry Pi B+ being 

released in 2014. 

The board attaches to the Pi Zero 

using pogo pins that lightly connect to 

the USB and power test pads present 

on the underside of the board (PP1, 

PP6, PP22 and PP23). The board is only 

compatible with v1.3 of the Pi Zero, 

released in early 2016. This is due to the 

placement of PP1 and PP6 being 

different on the previous version, 1.2. 

Compatibility with v1.3 only of the Pi

Zero is no massive issue, but it is a 

potential tripping point for purchasers. 

The next point to make is the cost. As 

this is made by an individual the cost of 

each board is higher rather than mass 

produced in a factory. Adding this cost, 

and the cost of shipping to the initial 

cost of Pi Zero takes us over £20 and 

into Pi 2 and 3 territory, but if you really 

need to use a Pi Zero in your project, 

and you need USB and Ethernet then 

this is the board for you. LXF

 The Raspberry Pi Zero Ethernet RJ45 and USB hub Shield is remarkably well 

made for a community product and produced by one person.
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Raspberry Pi Python

create a method to capture the words that our user wishes to 

insert into the poem. Here we create a for loop that will ask 

for six words from the user.

       for i in range(6):

We are now inside the for loop and so all of our code 

should be indented by another four spaces. We now ask the 

user to supply a funny word using input, a function that 

captures keyboard input. 

          words.append(str(input("Type in a funny word >> ")))

Adding words
But as you can see, this keyboard input is wrapped in  

"str()" . This is a helper function in Python that enables data, 

in this case user input, to be sanitised before use. So we ask 

the user to supply a funny word, in Python this is a string, so if 

a user supplied a number this  str()  function would attempt 

to convert it to a string and most likely fail causing the 

application to exit. This user input is then appended to the 

words list we created earlier.

We now come out of the for loop, and now our code 

should be indented eight spaces from the left margin. Our 

words list contains all of the user input captured, so now let’s 

mix it up a little. Earlier we imported the  random  module, 

and one of it’s functions is called  shuffle  and we can use this 

to shuffle the data stored in our list by naming the list as an 

argument of the function. We then print the contents of the 

list to the Python shell so that we can see they are mixed up.

       random.shuffle(words)

       print(words)

Our next section of code retains the same indentation as 

the previous line. Here we create a new list called phrases. 

But rather than create a blank list for the user to populate, we 

Python: Create 
random poetry
Les Pounder has wandered like a cloud (storage) to show how a little Python 
can be used to generate random poetry, spoken by a computer.

P
oetry isn’t something best left to computers, but using 

a suitable algorithm we can create unique and 

pseudo-random prose. Here in this tutorial we use 

Python3, Google Text to Speech API and an MP3 player to 

create poetry that’s automatically generated from two Python 

lists that store suggested words and phrases.

To start our project we need to install a few dependencies 

that we shall later refer to. First, let’s install an easy to use 

command-line MP3 player called mpg321. Open a Terminal 

and type the following  $ sudo apt install mpg321 .

Now lets install a Python library that shall handle text to 

speech with  sudo pip3 install gtts . So with dependencies 

installed we can now move on to coding our project.

As ever we start by opening the Python 3 editor, found in 

the Programming menu. You’ll be presented with a blank 

Python shell and from here click on File > New to create a 

blank document. Immediately save your document as RPG.

py. This will enable future saves to be handled much quickly.

Our first block of Python code is a series of imports, which 

add other Python modules that provide extra functionality. 

from gtts import gTTS

import os

import random

In this case we’re importing  gtts  module for handling text 

to speech using the Google API. Next, we import  os , a 

module that enables Python to make system calls and work 

with the Linux command line. Last, we import  random  that 

provides access to a number of pseudo-random sorting 

functions and classes.

Next, we create a variable called  start , with  start = "y"  

which stores the user’s decision to start the project. We’ve set 

this variable to  "y"  in order for the project to load. We now 

create a Try...Exception construction:  Try: . This will be used 

to attempt to run our code. Any code in the Try section is 

attempted first, so if there are any issues then the code will 

exit and end the project.

We now indent our code, the editor will automatically 

handle this. To start the indented code, we create a while loop 

to check the status of the variable  start  and while this 

variable is  y , for yes, the next section of code will launch:  

 while start == “y": . We now indent a further four spaces, to 

identify the code that will be ran while the condition is true. 

Next, we create a blank list called words. A list is a data 

storage construction that’s used to store multiple pieces of 

data, strings, integers and floats. This data can be indexed 

and called by stating the name of the list followed by the 

numerical position of the item:  words = [] . Our next step is to 

 Capturing the user’s words is made easy thanks to the 

input function present in Python 3. The user can type any 

words and they are saved to a list.

In the tutorial we

used Try..Except 

to capture any 

events that cause 

the project to 

error or exit at the 

user’s request. 

This powerful 

aspect of Python 

can be used to 

handle exceptions, 

errors and clean 

up the project if it 

exits prematurely.

Quick
tip

Les Pounder

travels the UK 
training teachers 
with the Pi 
Foundation’s 
Picademy. He 
has a passion for 
learning how 
things work. 
He writes up his 
adventures at 
http://bigl.es.

Our 
expert

COMPATIBILITY

ALL 
Pis
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pre-populate the list with phrases. To help the user we have 

created a multi-line list, rather than one single long line. 

Items in the list are separated by a single comma.

        phrases = [

            " It is lovely to see that there are ",

            " flowering in the breeze ",

            " and that their life is filled with ease ",

            " Say you space cowboy ",

            " In this world of wonder ",

            " where is my mind? "

            ]

We now shuffle the phrases list to jumble upon the 

responses. Again we print this to the Python shell.

        random.shuffle(phrases)

        print(phrases)

Building our random poem is the next step, and here we 

use a variable called  poem  to store the poem. Our poem is 

made by joining each of the six items present in both words 

and phrases lists, this is handled using concatenation, which 

in Python is achieved using  +  between the items.

        poem = phrases[0]+words[0]+phrases[1]+words[1]+phras

es[2]+words[2]+phrases[3]+words[3]+phrases[4]+words[4]+phr

ases[5]+words[5]

With the poem created we now focus on how to perform 

our poem. Using  gtts  we can use the Google API for text to 

speech:  tts = gTTS(text=poem, lang=”en-uk”) .

Performing our poem
So here we create an object called  tts  that stores the poem 

ready for performance. The  gtts  module can be used to save 

the audio as an MP3, and so we need to give it a filename. 

Here we create a simple menu that will ask the user to supply 

a filename, which is captured using the  input  function and 

saved to a variable called filename. 

print("============")

print("What filename would you like to give your poem?")

filename = str(input(“Please name your file and press 

ENTER >> "))

filename = filename+".mp3"

We then update the data stored in the variable again using 

concatenation, so that it includes the  ".mp3"  file extension.

To debug our code we print the filename to the shell, 

before calling gtts to save the file with that name. Our next 

step is to create an object called  cmd  that is used to store a 

command that we wish to run in the Linux shell. We then call 

this command which will use mpg321 to play our poem MP3.

        print(filename)

        tts.save(filename)

        cmd = “mpg321 “+filename

        os.system(cmd)

Our last section of code asks the user if they want to make 

another poem. The answer is saved to  answer  variable and 

then used in an if…else condition test. If the user wishes to 

play again they enter ‘y’ and this will trigger the script again. 

Else they answer ‘n’ and this will cause the script to end.

        answer = str(input("Please answer y or n “))

        if answer == “n":

            start = “n”

            print("Ok, thanks for playing")

        else:

            print("Here we go again!")

Finally, we move to the Except section, which handles the 

user exiting the project by pressing Ctrl+c together.

except KeyboardInterrupt:

    print("EXIT")

With our code complete, remember to save your work. 

Now you are ready to create some unique poetry. LXF

 Installing gtts for Python 3 is easy thanks to pip3.

Get your Pi filling here: Subscribe and save at http://bit.ly/LinuxFormat

You can get all the

code and files for 

this project from: 

http://bit.ly/

LXF218poem

Quick
tip

G’day, text to speech

Converting text to speech is rather

tricky, even for a computer like the

Raspberry Pi which has a multi-

core CPU that can power through

common tasks. Converting text to

speech needs a special API 

(Application Programming 

Interface) that can work with 

another service to provide the 

necessary power. Step forward 

gtts , short for Google Text To 

Speech, which is a Python 

interface to this service provided 

by Google.

When you first run gtts, you will

hear the familiar voice that is 

present on many Android 

applications, but did you know 

that you can also change the 

accent of the voice? Remember 

that we used this piece of code in

our tutorial:

tts = gTTS(text=poem, lang="en-

uk")

Well we can change the 

language, identified via  lang=” “  

so that we have a different accent.

Try changing the accent to  “en_

au”  for Australian or  “en_us”  for

American, plus there are lots of 

others to choose from, just head 

over to https://github.com/

pndurette/gTTS to see the full 

list of languages.

We have created a second 

version of this project, called RPG-

Random-Accent.py. This contains 

a further list, called accents which 

stores the languages used by gtts, 

and we can use the choice 

function from the random library 

to choose an accent at random.

accent = random.choice(accents)

We replace the language option 

with the variable containing the 

random choice:

tts = gTTS(text=poem, 

lang=accent)

So each time we run the project

we have a different accent 

performing our poem.

 Tired of the same old boring 

voice? With gtts we can easily 

change it. English Ozzy anyone?
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Quicktip box (right) for details of adding that support.

Enough pre-amble. First, browse to www.raspberrypi.

org/downloads on your main PC—click the Raspbian link 

and save the Raspbian Jessie Lite image to your Downloads 

folder. Once done, right-click the downloaded ZIP file in 

Nautilus and choose ‘Extract Here’ to extract the IMG file.

Next, you need to clone this to your micro SD card, so 

connect the card via a suitable USB card reader. If you get an 

error about exFAT, open Disks from the Dash and select your 

micro SD card. You’ll see an exFAT partition – select it and 

click ‘-’ to delete it. Once done, click ‘+’, set the partition size to 

2,048MB, choose the FAT option and click ‘Create’.

Now open a Terminal window and type the following 

command to identify the card’s partition:  $ df -h . Now type 

the following commands to unmount your drive, switch to the 

Downloads folder and finally copy Jessie Lite to the card—

note, you should substitute  sdx1  and  sdx  with your SD 

card’s device name as identified in the previous command:

$ umount /dev/sdx1 && cd Downloads

$ sudo dd bs=4M if=2016-09-23-raspbian-jessie-lite.img of=/

dev/sdx

Once the process has completed, type ‘sync’ and hit Enter 

to flush the write cache.

Make headless
Mopidy is managed remotely, so let’s make your Pi or Pi Zero 

headless now, enabling you to configure it from your PC using 

SSH and saving you the hassle of having to hook it up to a 

keyboard and monitor (Follow the three-step walkthrough 

Make Your Pi Zero Headless over the page) to add the required 

information to your micro SD card—once complete, eject the 

card safely, substituting  sdx  for the correct reference:

$ umount /dev/sdx1 && umount /dev/sdx2

You’re now ready to insert the card into your Pi, then boot 

it up. Allow a minute for the Pi Zero to boot up and get 

connected to your Wi-Fi network, then find out its IP address 

(with the help of the first QuickTip box left). Once you have 

this, log on through the Terminal:  $ ssh pi@192.168.x.y .

Replace  192.168.x.y  with your Pi’s actual IP address—

when the warning pops up, type ‘yes’ and hit Enter, then log in 

with the password ‘raspberry’. Now type the following:  $ sudo 

raspi-config .

Press ‘1’ to expand the filesystem to fill up the entire card. 

We also recommend pressing ‘2’ to change the user 

password. Once done, press ‘9’ to access the Advanced 

Options screen. From here, select ‘A2’ and give your Pi a 

distinctive name, such as pi-mopidy. Select ‘<Finish>’ and 

reboot when prompted.

Mopidy: Build a 
Pi audio receiver
Nick Peers discovers how to take your Raspberry Pi-based music player to 
the next level with a direct installation of Mopidy.

A
Pi Zero is the perfect tool for the job if you’re looking 

for an audiophile-friendly music player. Back in 

LXF211 [Pi User, p62] we revealed how to combine a 

Pi Zero with the Pi-DAC Zero add-on and PiMusicBox distro to 

deliver gorgeous sounds through your home stereo. 

PiMusicBox is based on the superb Mopidy music player, but 

it’s not been updated for 18 months and is starting to show its 

age: for example, there’s no direct support for the Pi Zero or 

the Pi 3, and it’s based on an early version of Mopidy.

In this tutorial, we’re going to replace PiMusicBox with 

your own customised, fully updated version of Mopidy. 

This will give you full support for all of Mopidy’s extensions, 

including a variety of different front ends, both browser based 

and those that use the MPD protocol. MPD support also 

allows you to turn your Pi Zero into a DLNA renderer – this is 

built into PiMusicBox, but requires a little more work in 

Mopidy (we’ll show you how later in the tutorial). But, before 

we get ahead of ourselves, let’s roll back to the beginning.

This new version of Mopidy will work with any Raspberry 

Pi – including the Pi 3. You can hook up your player to a stereo 

system via your Pi’s HDMI or 3.5mm headphone jack port, 

but for maximum quality we recommend investing in a DAC 

(Digital to Analogue Converter) – visit www.iqaudio.co.uk for 

details of the Pi-DAC Zero (£13) or Pi-DAC+ (£28). However, 

some soldering is required when fitting the Pi-DAC Zero. [For 

more details, see Pi Tutorials, p62, LXF211].

You’ll obviously need a micro SD card, on to which you’ll 

install the latest version of Raspbian Jessie Lite and Mopidy. 

If you plan to store your music on the same card, purchase 

the largest one you can afford—remember, your music player 

can handle audiophile-friendly formats, such as FLAC, but 

these take up a lot more space than regular MP3 files. If you 

come across a format that Mopidy won’t play, check out the 

Your Pi obtains

its IP address 

automatically from 

your router—if 

you’re struggling 

to find out what 

that address is, 

try your router’s 

configuration 

utility (look for 

an entry marked 

‘raspberrypi’) or 

try a free mobile 

app called Fing  

(www.fing.io).

Quick
tip

Nick Peers

was desperate to 
get Mopidy 2.0 
running on his Pi 
Zero, and now he’s 
made the switch 
he’s sworn never 
to go back to 
PiMusicBox—and 
neither will you.

Our 
expert

COMPATIBILITY

ALL 
Pis

 Why wait for PiMusicBox to update itself when you can 

get Mopidy up and running yourself?
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Choose your front-end
The simplest way to control Mopidy is through 

your web browser. And the good news is, not 

only is there a rich choice of front-ends to work 

with, you can install multiple ones side by side 

and switch between them through the main 

Mopidy web page (http://hostname.

local:6680/mopidy).

If you want a slicker, albeit more minimalist 

alternative to the MusicBox Webclient interface, 

we recommend installing Mopidy-Moped ( sudo 

pip install Mopidy-Moped ). You can also add a 

Settings option with  sudo pip install Mopidy-

WebSettings . Once installed, you’ll see the 

option appear on the main Mopidy page and 

from here you gain easy access to configuring 

various online streams, including Spotify 

(Premium only), Google Music and SoundCloud. 

Finally, the Mopidy-Mobile front-end ( sudo pip 

install Mopidy-Mobile ) has one killer feature the 

other front-ends lack: the ability to create and 

manage playlists from within your web browser. 

If you’ve no intention of going down the MPD 

route (see the Access via MPD box), this is an 

essential one to add.

Once set up, browse to Playlists, click the 

pencil icon followed by the ‘Create button’. 

Give your playlist a suitable title and click ‘Save’ 

followed by ‘Done’. Now switch to Library view 

and browse to each track you want to include in 

your playlist. Click the triple ellipsis symbol to 

the right of a track and select ‘Add to playlist...’, 

select your playlist from the list. Repeat for other

tracks. Return to the playlists screen to edit 

your playlist, either by deleting tracks from it or 

rearranging their running order.

 It’s not pretty, but the Mopidy-Mobile 

front-end has built-in support for creating 

and managing playlists.

When the connection breaks, your Pi has restarted – wait 

a few minutes to give it time to resize the micro SD card, then

reconnect as before – when you’ve completed the tutorial, 

you should be able to log on using  ssh pi@pi-mopidy  (or 

whatever hostname you’ve defined).

Before moving on, let’s ensure Jessie is fully up to date:

$ sudo apt-get update && sudo apt-get upgrade

If you’ve plugged in an IQaudIO DAC, you now need to set 

it up:  $ sudo nano /boot/config.txt .

Scroll down to the ‘#Enable audio’ section and add the 

following line:  dtoverlay=iqaudio-dacplus .

Comment out the following line using  #  as shown:  

 #dtparam=audio=on . Press Ctrl+x to save and exit, then type

 sync  followed by  sudo reboot . When you reboot and log 

back in via SSH, type the following:  $ aplay -l//cend . This 

should confirm IQaudIODAC as your sound device.

Install and configure Mopidy
Now type the following to download and install Mopidy:

$ wget -q -O - https://apt.mopidy.com/mopidy.gpg | sudo apt-

key add -

$ sudo wget -q -O /etc/apt/sources.list.d/mopidy.list https://

apt.mopidy.com/jessie.list

$ sudo apt-get update

$ sudo apt-get install mopidy

The next set of commands will set up Mopidy as a service,

and launch it automatically on boot. It’s worth noting that 

Mopidy will run as a daemon under the ‘mopidy’ user, so be 

aware that your default media folder is found under /var/lib/

mopidy/media, which the mopidy user owns and has read/

write access to:

$ sudo mopidyctl config

$ sudo dpkg-reconfigure mopidy

(Select <Yes> when prompted to start Mopidy at boot.) 

Next, a critical step: configuring Mopidy to be accessed 

remotely by other devices on your network:

$ sudo nano /etc/mopidy/mopidy.conf

Add the following lines to the bottom of the file:

[http]

hostname = 0.0.0.0

Ctrl+x to save and exit, then:

$ sudo service mopidy restart

Wait a few minutes, then open a browser window on your 

PC and try to connect with the following address:  hostname.

local:6680  (replacing  hostname  with whatever hostname 

you chose earlier in the process). You’ll see a short message 

and an empty section marked ‘Web clients’, which we’ll cover 

next. The basic Mopidy web server is up and running, but to 

interact with it and add extra features, you’ll need to install 

some extensions. These require Python, so the next step is to 

install python-pip:

$ sudo apt-get install python-pip

You’re now in a position to start installing extensions, most 

of which are documented at https://docs.mopidy.com/en/

latest. Start by adding a web front-end that will enable you to 

select and play your media through your browser. If you’re 

looking to emulate the PiMusicBox look, do the following:

$ sudo pip install Mopidy-MusicBox-Webclient

$ sudo service mopidy restart

Now return to your web browser and refresh the page – 

you should now see ‘musicbox_webclient’ appear as an 

option under ‘Web clients’. Click this to go to the main 

MusicBox WebClient screen, which is almost (but not quite) 

identical to that in PiMusicBox. One of the advantages of 

Mopidy is that it supports multiple front-ends, so if you don’t 

like the MusicBox WebClient, try another: check out the 

‘Choose your front end’ box for some others to try.

You now need to copy any local media to your micro SD 

card—the simplest way to do this is over your network. 

Problems playing

certain music 

file types? The 

likely culprit is a 

missing GStreamer 

plugin – type sudo 

apt-get install 

gstreamer1.0-libav 

to install additional 

codecs, including 

support for M4A/

AAC files so beloved 

of Apple.

Quick
tip

 Make sure you configure Mopidy as a service, so it’s 

always up and running.

Love your Pi more: Subscribe and save at http://bit.ly/LinuxFormat
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 Mopidy is configured by a series of files you can access remotely using SSH.

First, review the current file permissions for the default

media folder:

$ getfacl /var/lib/mopidy/media

This should confirm the Mopidy user has full access, while

other users only have read and execute permissions. We need

to give the ‘pi’ user read/write access too:

$  sudo chmod -R 775 /var/lib/mopidy/media

Use the  getfacl  command again, which should now state 

that the group ‘audio’, which pi is a member of, has full rwx 

access too.

Now, let’s make the folder shareable, so you can connect 

to it over the network to copy files to:

$ sudo apt-get install samba samba-common-bin

$ sudo nano /etc/samba/smb.conf

Match the ‘workgroup’ line to your actual WORKGROUP if 

applicable, and uncomment the  #wins support = no  line, 

changing it to:

wins support = yes

Now add the following lines to the end of the file, which 

makes the Mopidy media folder shareable:

[media]

comment = Media

path = /var/lib/mopidy/media

browseable = Yes

writeable = Yes

only guest = no

create mask = 0775

directory mask = 0775

public = no

Save and exit (Ctrl+x), then type the following to add the 

‘pi’ user to Samba, allowing you to access it remotely using 

the pi user credentials:

$ sudo smbpasswd -a pi

Enter your pi user password, and the folder should 

immediately become visible on your network, although you 

may need to reboot the Pi to access it. Try copying a single file 

across first – if you succeed, basic configuration is complete; 

if not, try rebooting both Pi and PC.

Populate your server
You’re now ready to start enjoying the fruits of your labours 

so far. Start by copying across your music, organised into 

folders by artist and album title. Once the files are copied, 

type the following:

$ sudo mopidyctl local scan

$ sudo service mopidy restart

This will scan for new music without requiring you to 

reboot – ignore any errors about unrecognised files (you may 

find desktop.ini files exist if you’ve copied from a Windows 

shared folder, for example).

Now open Mopidy on your web browser and click the 

‘Browse’ button followed by ‘Local Media’ where your music 

should be ready and waiting, conveniently organised by folder. 

1 Open network config file
Reconnect your card reader, then type df -h

again to see the mount point of the larger

(1.2GB) partition, something like /media/

nick/3598ef8e… Now change to that

directory and then open the network

configuration file (note there’s no / before 

the etc directory):

$ cd /media/nick/directoryname

$ sudo nano etc/network/interfaces

3 Add Wi-Fi credentials
Finally, you will need to add the following lines

to the end of the configuration file, making

the appropriate changes to ssid and  psk , 

then save and exit:

network={

  ssid="my network name”

  psk="my network password”

 }

2 Tweak Wi-Fi settings
Locate the line beginning with allow-hotplug

wlan0 and add the following line above it:  

auto wlan0 . Change the line:

iface wlan0 inet manual

to the following:

iface wlan0 inet dhcp

Save and exit nano (Ctrl+x), then type:

$ sudo nano etc/wpa_supplicant/wpa_supplicant.

conf

Make your Pi Zero headless
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 Look for UpMpd appearing in your UPnP Control Point’s list of media renderers 

for piping your music to Mopidy through this DLNA.

It works in exactly the same way as PiMusicBox—select a 

track to begin listening to it, then switch to Now Playing view 

where you’ll find playback controls include a shuffle button 

for playing items randomly from the currently selected folder.

If your micro SD card starts to run out of space, or you 

want to store your music somewhere else (typically a USB 

drive or – more practically with the Pi Zero – over the 

network) then set up access to the drive or shared folder in 

the usual way, namely via the /etc/fstab. 

Something like this should work for a USB drive (tweaked 

to your own particular circumstances, of course):

/dev/sda1       /home/pi/media/USB    ext3    rw,defaults 0 0

Try this for a network (SMB) drive, making the necessary 

changes to IP address, sharenames, user and password:

//192.168.x.y/sharename /home/pi/media/sharename cifs def

aults,uid=mopidy,gid=audio,user=guest,password=guest,rw

,x-systemd.automount 0 0

Save and exit but don’t forget to create the required folder

(USB or sharename) inside /pi, and remembering to 

substitute sharename with USB or the desired folder share: 

 $ mkdir ~/media/sharename .

Configure Mopidy
The next step of the process neatly introduces us to Mopidy’s

configuration file. To access it, type the following:

$ sudo nano /etc/mopidy/mopidy.conf

You’ll see it contains a list of settings, split into various 

sections. If you’ve moved your music library to an external 

drive – USB or network – as explained in the previous section, 

you now need to browse to the  [local]  section and alter this 

line to point to your new media directory:

media_dir = /var/lib/mopidy/media

Save and exit, then type  sudo mopidyctl local scan  

to update the library with the content that’s stored on your 

external drive.

The mopidy.conf file can be populated with a wide range 

of settings for each section, all of which are documented in 

detail at https://docs.mopidy.com/en/latest. For example, 

you can speed up scans by excluding certain file extensions 

from your scans with the  excluded_file_extensions =  line.

Add DLNA support
Another good use for your Pi music player is as a DLNA/

UPnP renderer, enabling you to link it into a media server that 

support DLNA, such as Emby or Plex. This hooks into 

Mopidy’s MPD extension (see the box, above, Access via 

MPD), but also requires a separate UPnP Control Point (but 

there’s more on that…) to route your media server’s music 

through Mopidy.

There are two DLNA options documented on the Mopidy 

website – the first is upmpdcli. Start by adding the required 

repositories (repos) via a configuration file:

$ sudo nano /etc/apt/sources.list.d/upmpdcli.list

Now enter the following lines:

deb http://www.lesbonscomptes.com/upmpdcli/downloads/

debian/ unstable main deb-src http://www.lesbonscomptes.

com/upmpdcli/downloads/debian/ unstable main

Save and exit, then:

$ sudo apt-get update

$ sudo apt-get install upmpdcli

Ignore any warnings about lack of verification. There’s no 

need to install a separate instance of MPD as it’s already built 

into Mopidy. Once installed, you need to edit the configuration 

file:  $ sudo nano /etc/upmpdcli.conf .

Uncomment the line  # mpdpassword =  and enter the 

MPD password here before saving and exiting. Now restart 

upmpdcli with:

$ sudo service upmpdcli restart

You can now look to install a Control Point, such as 

BubbleUPnP for Android, or Upplay (www.lesbonscomptes.

com/upplay) for Linux. Look for ‘UpMpd’ appearing under 

the list of renderers – select this, and you should find that any 

music you play from your UPnP media server is now being 

piped through Mopidy. LXF

Access via MPD
MPD provides an alternative means of 

communicating and controlling Mopidy 

remotely. It’s more flexible in that you can 

access Mopidy through a desktop application 

or mobile app as well as the web. MPD is also 

required if you want to use Mopidy as a 

DLNA client.

To enable MPD support in Mopidy, you’ll 

need to edit the Mopidy configuration file as 

outlined in the main text. Add the following lines

to the bottom of the file, substituting  passwd  

with a password should you want to password-

protect access:

[mpd]

enabled = true 

hostname = 0.0.0.0

password = passwd

zeroconf = Mopidy MPD server on $hostname

default_playlist_scheme = m3u 

Save and exit, then restart the server ( sudo 

service mopidy restart ). Now open your MPD 

client app—see https://docs.mopidy.com/

en/latest/clients/mpd for a full list (we 

recommend GMPC in Linux, MPDroid on 

Android and MPoD on iOS). Your Mopidy server 

should be immediately detected, and you’ll be 

able to browse, play and queue up songs, plus 

access any previously created playlists, too.

 GMPC gives you a user-friendly music 

player with which to control your Mopidy 

server from Ubuntu.

Add AirPlay support

to Mopidy by going 

to https://github.

com/mikebrady/

shairport-sync 

– follow the 

commands halfway 

down the page, 

starting with apt-

get install build-

essential git, only 

skipping the apt-get 

install libpolarssl-

dev command.

Quick
tip
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remotely using Android Debug Bridge
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expert

can be installed as a standalone package in Ubuntu with:

$ sudo apt-get install android-tools-adb android-tools-

fastboot

Once installed, it’s time to get everything up and running. 

Before you can make the connection, you need to enable USB 

debugging on your Android device. First, make the Developer 

options visible if necessary (required in Android 4.2 or later): 

tap Settings > About phone, then tap the Build number seven 

times. Once enabled, tap to go back where you’ll find the 

‘Developer options’ is now visible under ‘System’. Tap it and 

flick the ‘USB debugging’ switch to on. You can now plug in 

your phone to a spare USB port on your PC—if there’s no 

prompt, swipe down from the top of screen to verify that 

‘USB debugging is connected’. Now open a Terminal window 

and type the following command:  $ adb devices -l .

Getting adb running
You’ll see a couple of messages informing you that the 

daemon isn’t running, but that it’s now starting on port 5037. 

You’ll be prompted to switch to the confirmation dialog on 

your device, which asks if you want to allow USB debugging 

from your PC. Tap ‘OK’, and if you trust your PC for future 

connections, tick the ‘Always allow from this computer’ box 

before doing so. On tapping ‘OK’, your phone will be 

connected and under your control.

Now repeat the  adb devices -l  command and you’ll see 

your phone or tablet appear, with its serial number on the left, 

and a verbose description on the right, including how it’s 

connected and its name.

Nick Peers reveals how to use the handy adb set of tools to access and 
send commands to your Android phone or tablet.

W
hen your Android phone or tablet goes wrong, 

what can you do to fix the problem? Perhaps its 

touchscreen is playing up, or it’s too unstable to 

browse, or maybe there’s data that you desperately need to 

get off it. In all of these circumstances, your trusty PC can 

come to the rescue, courtesy of the Terminal and a set of 

tools called adb (Android Debug Bridge), which enable you to 

connect to your device and control it through your shell.

The bridge consists of three components: client, server 

and daemon. Both client and server run on your PC—the 

client is basically you issuing adb commands through the 

Terminal while the server runs as a background process. 

Finally, there’s the daemon, which runs as a background 

process on your Android device, executing your commands.

The Bridge is part of the large Android SDK package, but 

If you’re not running

Ubuntu, you’ll first 

need to add the 

repository before 

installing adb: 

$ sudo add-

apt-repository 

ppa:phablet-

team/tools && 

sudo apt-get 

update

Quick
tip

 You can use adb to control your Android device over Wi-Fi 

if it’s on the same network as your PC.

Cut the cord
It’s possible to remotely access your Android 

device over Wi-Fi, so long as your PC and device

are both on the same local network (Ethernet or

Wi-Fi). The first time you set this up, you’ll need 

to connect your device to your PC via USB, then

type the following: 

$ adb tcpip 5555

You’ll be told that adb is restarting. Now 

unplug your Android device from your PC and 

type the following:

$ adb connect 192.168.x.y

Replace  192.168.x.y  with your Android 

device’s IP address (get this from Settings > 

About tablet > Status > IP address). You should 

see a message saying,  connected to 

192.168.x.y:5555  indicating you’re good to go.

If the connection drops or you’re attempting 

to connect after rebooting your PC, type:

adb connect 192.168.x.y 

Again—if it fails, simply repeat the command, 

and in most cases you’ll reconnect. But if that 

fails too, issue the following command and start 

again from scratch:

$ adb kill-server
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A full list of commands can be had by simply typing  adb  

at the command prompt, but let’s examine some of the more 

practical ones. First, back up your entire phone to your PC:

$ adb backup -all

Switch to your phone to follow the prompts to complete 

the backup, which is stored in the directory you’re currently 

in. Next, you can reboot your device remotely:

$ adb reboot

If you want to reboot into recovery mode for any reason, 

save yourself the hassle of all those button presses by simply 

typing  adb reboot recovery  instead. Hardcore users can even

reboot to the bootloader on supported devices with  adb 

reboot-bootloader . From here you use the  fastboot command

to flash ROMs, unlock Nexus devices etc. Avoid fastboot if 

you’re a regular user—you could brick your phone.

Another handy use for adb is to install APK packages to 

your device that are stored on your computer:

$ adb install path/package.apk

You can uninstall packages from your device too—handy if

one of them is causing you grief. First, you need to identify 

what packages have been installed with:  $ adb shell pm list 

packages . Make a note of the package name as listed next to

‘package:’, then type:  $ adb uninstall package.name . After a 

short pause, a ‘Success’ message should confirm the 

package has been removed.

You can also use adb to send files to and from your 

Android device—use  push  to send them to your device, and 

 pull  to grab them from the device. For example:

$ adb push -p ~/Pictures/filename.jpg /sdcard/Pictures/

filename.jpg

$ adb pull -p /sdcard/Pictures/filename.jpg ~/Pictures/

filename.jpg

If you’re struggling to work out where to send the file, use 

the following command to list the directories on your Android

device: $ adb shell ls . This will list the contents of your

Android’s root directory. If you need to delve deeper to find a 

particular folder, it’s quicker to access your Android’s 

command line directly via an interactive shell (see Android 

shell commands, above):  $ adb shell .

Now type  ls  for a basic listing,  ls -l  for a more detailed 

one. Navigate into directories using the  cd  command and 

make a note of the complete path. When you’ve found your 

target directory, type  exit  to exit the shell, then enter the  

 adb push  or  adb pull  command to attempt the transfer— 

the  -p  flag provides you with a progress report and 

confirmation of the transfer.

Moving on up
One of the main reasons for using adb to interact with your 

Android device might be to get around failing or failed buttons 

or touchscreen. The  input  command covers all your bases 

using a variety of different arguments:

$ adb shell input keyevent 26

This simulates pressing the power button to power off 

your device. Replace  26  with  82  if you’d like to unlock the 

screen. Visit http://bit.ly/adbInputEvents for a complete 

list of supported codes. If you’d like to send strings of text to 

your device then use (the  %s  string simulates a space): 

$ adb shell input text ‘string%sof%stext’

Simulate a screen tap with: 

$ adb shell input tap 500 1450

The  500  is the ‘x’ co-ordinate,  1450  is the ‘y’ one. To find 

out where the X,Y position is, go to Settings > Developer 

Options and tick ‘Pointers Location’ on your Android device 

then trace around the screen with your finger.  Finally, use the  

 ‘swipe  argument to simulate both a swipe and a long press. 

First, the swipe: $ adb shell input swipe 100 500 100 1450 100 .

The first two figures dictate the starting point for your 

swipe (X1, Y2), the next two the end point (X2, Y2) and finally 

the duration (in millseconds). To simulate a long press, for 

example, make sure X1 and X2, and Y1 and Y2 are identical, 

and make it 250ms. 

You’ve scratched the surface of what you can do with adb, 

visit http://bit.ly/DeeperIntoadb to go deeper. LXF

Android shell commands

Typing  adb shell  will put you at the shell of your 

Android device. The Android OS is loosely based on 

Linux, but supports far fewer commands than your 

standard Linux shell. That said, the operating system 

also has some handy commands you won’t find in 

Linux too, for example  am  (Activity Manager), which

can be used to end applications if they stop 

responding, among other things. Try the ‘gentle’ 

approach first:

$ am kill packagename

This kills all processes associated with an app that 

are safe to kill and which won’t interrupt the user 

experience. If that doesn’t work, you can go further:

$ am force-stop packagename

Shell commands can be entered here, or you can 

enter them directly from your own Terminal using  adb 

shell <command> . This latter approach works best if 

you only want to send a single shell command or two, 

as you don’t need to type  exit  to quit.

Visit https://developer.android.com/studio/

command-line/shell.html for a detailed guide on 

how to use other key shell commands. If you want a 

complete list of commands in the Android shell, type 

the following from the shell:

$ ls /system/bin

Not all of the commands listed will work, and there’s

no documentation available, but if you simply type  

 /system/bin/command , you’ll get a list of supported 

arguments, and possibly a description too.

Remember you can type out a

command without any arguments

if you don’t know how to use it.

 One handy 

use for adb is 

to install APK 

packages directly 

from your PC.
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VeraCrypt Create an encrypted disk 
and hide volumes within volumes

Mayank
Sharma has
many secrets on his
hidden drive. If only
he could remember
the password so he
could open it.

Our
expert

already ships with the FUSE library, you only need to install 

VeraCrypt’s other dependency, device mapper tools. You 

can do just that with the following command:  sudo apt-get 

install dmsetup .

VeraCrypt supports on-the-fly encryption, which means it 

encrypts data before saving it and automatically decrypt it 

upon loading, without any user intervention. It makes full use 

of your modern hardware at its disposal minimising the lag 

due to the overhead of converting unintelligible bit stream 

into meaningful data that can be read by your text editor or 

played by your media player. 

The first step towards hiding your data is to create an 

encrypted volume to store files on. Launch the app, and click 

on the ‘Create Volume’ button. This launches the Volume 

Creation Wizard which enables you to either create a virtual 

encrypted disk within a file or an encrypted volume within an 

entire partition, even a disk such as a removable USB drive.

Creating an encrypted volume
When you select the first option to create a virtual disk, 

VeraCrypt asks you to point it to a file on the disk which  

will serve as the encrypted volume. If the file exists, 

VeraCrypt will recreate it, using one of the eight encryption 

algos. Next, specify the size of the encrypted volume, and 

the filesystem format. The final step is to choose a password 

to mount the encrypted volume.

To store files on the volume you’ll have to mount it so 

select the encrypted volume file from the VeraCrypt main 

interface, press the ‘Mount’ button and enter the password 

when prompted. You can access additional settings such as 

the option to mount a volume as read-only, if all you wish to 

VeraCrypt:  
Data encryption
Undercover operative, Mayank Sharma, reveals the secrets of VeraCrypt to 
help you hide your data from unscrupulous invaders of privacy, or your mum.

A 
simple user password is not enough protection  

for your critical data and personal files. To truly 

protect your files from being routinely accessed, 

manipulated or disappeared as some miscreants are wont 

to do, you must encrypt your data.

If done right, encrypted data appears unintelligible to 

people without the means to decrypt it. The most basic 

option to protect yourself is to individually encrypt each of 

your sensitive files. But this a time-consuming and tedious 

process and requires routine decryption of such files which 

is a further waste of time. The smarter way is to create an 

encrypted disk or partition, which would automatically 

encrypt everything stored within.

This is where VeraCrypt shines. It enables you to carve a  

virtual slice out of your Linux storage space which acts as  

a standalone encrypted filesystem. You then mount it, use  

it to store and read files as you would from a normal 

partition, then unmount it when you’re done without leaving 

any clues behind.

Hidey holes
VeraCrypt, which is based on version 7.1a of the now-defunct 

TrueCrypt, has inherited its parent’s vast functionality and 

also some quirks like its licence, which is why it isn’t 

available in any distribution’s (distro) software repository 

(repos). In a stark departure from other popular Linux tools, 

the project also doesn’t supply its own packages for 

popular distros, but installing it is a trivial affair nonetheless. 

You simply grab the tarball available on the website and 

uncompress it to access the console and graphical 

installation scripts for 32- and 64-bit machines. As Ubuntu 

Volume header
The standard volume header uses the first 512 

bytes of the VeraCrypt container. It contains the 

master keys needed to decrypt the volume. If the 

header gets corrupted, VeraCrypt will no longer 

be able to mount a volume. To prevent such an 

occurrence, each volume created by VeraCrypt 

also contains an embedded backup header, 

located at the end of the volume.

But just to be doubly sure that no travesty 

befalls the guardian of all your secrets, you can 

create an external backup for the headers. From 

the main VeraCrypt window, select the volume 

file and then click Tools > Backup Volume Header 

and follow the instructions on the wizard.

If your volume also contains a hidden volume, 

the wizard will ask you for its password so that its 

header info is also stored in the backup.

The external backup header so created does 

not contain any unencrypted information, except 

for salt, which is a collection of random numbers.

When restoring a volume header, click Tools 

> Restore Volume Header and the wizard will 

lead you through the appropriate steps. During 

the restoration, you must enter the volume 

password/keyfile that was valid when the  

backup was first created.

This also implies that if you’ve changed the 

volume’s password since the last external 

backup, restoration from the backup will revert 

the volume to the original password.

When formatting an

encrypted volume, 

choose the FAT 

filesystem if you 

wish to access 

the volume from 

other OSes as 

well. An ext3, or 

ext4 formatted 

volume can only 

be accessed by 

Linux systems. 

(What else?!–Ed)

Quick
tip
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do is read files from it, by clicking ‘Option’ at the bottom-

right of the password dialog box.

By default, VeraCrypt doesn’t remember the name of the file

you’re using as an encrypted volume. This is a security

feature and adds another roadblock in the path of an

intruder. If you ask the application to remember the name

of the file, anyone with physical access to your machine can 

select the file from a pull-down menu and mount the

encrypted volume. However, they will still have to get past

your password, though. When mounted you can save files to

an encrypted volume just like you would to a regular volume.

You must always dismount volumes as soon as you’re

done. When it isn’t mounted, the encrypted filesystem

appears to be a random jumble of bits. You can think of it as

a file that’s got its 1s and 0s mixed up and hence can’t be 

read by any application.

Hidden volumes
Another and perhaps far more useful feature is VeraCrypt’s

ability to create a hidden volume. You can think of these as an

encrypted volume within an encrypted volume. When creating

a volume the wizard asks you the Type of Volume you wish to

create, and gives you the option to either create a standard

volume or a hidden volume. For most situations where you 

just need to shield documents from prying eyes, you can opt 

for the first option, which we’ve already discussed.

A hidden volume gives you the added advantage of

plausible deniability. In security parlance, this means that

even after being forced to give out the password for a

(decoy) encrypted volume, you can convincingly deny the

existence of other encrypted volumes. Creating a hidden 

volume gives you this kind of safeguard.

To create a hidden volume, select the Hidden VeraCrypt 

Volume option when you create a new volume. The

application will first create an outer volume and let you add

non-sensitive data to it. It then calculates the maximum

possible size you can allocate to the hidden volume.

Although it should go without saying, ensure that the

password for the inner hidden volume is different from that 

of the outer encrypted volume.

Mounting volumes
You mount a hidden volume in almost the same way as a

standard VeraCrypt volume. The only difference is that when 

you select the file, partition or device that is the outer

volume, VeraCrypt mounts the hidden volume only if you 

specify its password. In other words, if you enter the

password for the outer volume, that will be mounted, and if 

 By adding a 

folder in the 

keyfile dialog 

window by 

clicking ‘Add 

Path’, you specify 

a keyfile search 

path. All files 

found in the 

keyfile search 

path will be used 

as keyfiles.

Added security using keyfiles
In addition to using passwords to protect your

encrypted volumes, VeraCrypt also offers the

option of combining passwords with keyfiles,

which will significantly bolster security.

Just about any file on your machine can be

used as a keyfile. VeraCrypt will not mount a

volume, even on providing the correct password,

if the user also doesn’t specify the keyfile. The

content of a keyfile isn’t modifed so there’s no

risk of damaging the data it contains.

While you can use any file as a keyfile, only

compressed files such as MP3, TAR and JPG are

recommended. In case of mp3 files, make sure

that tags such as artist name, title, etc. aren’t

modified, once the file has been used as keyfile.

You can specify multiple files as keyfiles and

even generate keyfiles using VeraCrypt. When

you arrive at the password dialog in the Create

Volume wizard, select the Use keyfiles option

and then click the Keyfiles button. Click the Add 

Files button if you wish to use an existing file on 

your machine as the keyfile or click the

‘Generate Random Keyfile’ button on the

bottom-right.

If you wish to use keyfiles for all volumes by

default, click Settings > Default Keyfiles on the

main VeraCrypt window. Now specify the file(s)

you wish to use by clicking ‘Add Files’ at the

bottom of the Preferences dialog box. Finally,

click the ‘Use keyfiles by default’ checkbox.

You cannot specify

a volume size in 

decimals, such as 

1.5 GB. But if you’re 

fixated on that size, 

you can change the 

unit, and specify it 

in MB as 1,500MB.

Quick
tip

Want even more Linux? Grab a bookazine at http://bit.ly/LXFspecial
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 Free space within an encrypted volume is just random data, so an attacker 

can’t determine if an encrypted volume contains another hidden volume.

you enter the password for the inner volume, the hidden 

volume will be mounted.

Although not a drawback, one crucial aspect when

working with hidden volumes is that, although you can read

from the outer volume, writing to it might end up corrupting 

the hidden volume. If you wish to be able to write to the

outer volume without risking any damage to the inner

volume, you must check a special option when you enter

the password for mounting the outer volume. Expand the

Option section and select ‘Protect hidden volume when 

mounting outer volume’.

Encryption on steroids
Encryption software make use of ciphers to encrypt your

data. A cipher is an algorithm that does the encryption and 

decryption work for you. This is why the key size of the

cipher being used to encrypt data is important. As the key

size increases, so does the complexity of exhaustive search 

to the point where it becomes impractical to crack the

encryption directly. The most popular encryption cipher is 

1 Select file
Favourite volumes are useful when you work with several volumes

and need to mount volumes to their assigned slot every time. For

Windows users, another advantage is that your favourite volumes

can be auto-mounted as soon as you login to your machine. Choose

a slot in the main window of VeraCrypt, select the volume file and then 

click the ‘Mount’ button.

2 Specify favorites
Once the volume has been mounted, select it from the list of mounted

volumes and click Favorites > Add Selected Volumes to Favorites. This

opens the Favorite Volumes dialog box which lists all your favourited

volumes, be they regular or hidden volumes. The volumes are listed in 

the order they’ll be mounted should you choose to mount all your 

favourite volumes at the same time. 

3 Organise favourite volumes
You can mount all your favourite volumes by clicking Favorite > Mount

Favorite Volumes. If you change the password to a volume after having

favourited it, you must remove the volume from the list of favourites

and then favourite it again. To delete a volume from your favourites list,

Click Favorites > Organize Favorite Volumes, select the volume from 

the list and then click ‘Remove’.

4 Dismount volume
You must make a habit to always dismount a volume as soon as you’re

done working with it. It would be an absolutely wasted effort if you

were to step away from your machine leaving your precious volumes

mounted, for then anyone can access the files. Click Volume >

Dismount All Mounted Volumes to unmount all volumes or select the 

mounted volume from the list and click Dismount.

Favourite volumes
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 Only one volume header can be restored at a time, so if your volume contains 

a hidden volume, you must run the restoration process twice.

1 Create volume
If you wish to use the entire USB device as a volume, make sure it’s

formatted before launching VeraCrypt. You can alternatively create a

file within the device and use it as an encrypted volume. With the

device plugged-in, click ‘Create Volume’ and choose the ‘Create a

volume within a partition/drive’ option. Click ‘Next’ and choose 

Standard VeraCrypt Volume option.

2 Volume location
When creating a volume on a device or partition, VeraCrypt will format

the entire device so make sure you’re not using a USB device with

critical data on it. Click the ‘Never save history’ check-box and click

Next. VeraCrypt will prompt you for the administrator password and

also spout a warning that only advanced users should bother creating 

a volume on a device.

3 Encryption algorithm
On the next screen in the wizard, VeraCrypt enables you to specify the

Encryption as well as the Hash algorithm. The default options are AES

encryption algorithm along with SHA-512 as the Hash. This default

should suffice for most users, but you can choose from between eight

different encryption algorithms including Twofish and Serpent-AES. 

Click ‘Next’ when you’re done.

4 Volume password
For maximum security you can couple your password with a keyfile.

You’ll need to fill in all the details and choose a filesystem for the

device such as ext3 or NTFS and then click ‘Next’. VeraCrypt now

expects you to move your mouse around to generate random

numbers (salt) and then click ‘Format’ when you’re done. You now 

have an encrypted USB device.

Encrypted USB device

the Advanced Encryption Standard (AES) which is based on 

the Rijndael cipher. You’ll find that AES with a key size of

256-bits is widely used as it offers the right balance of speed 

and security.

VeraCrypt also supports cascade encryption, which is the

process of encrypting an already encrypted message, either

using the same or a different algorithm. VeraCrypt supports

five algorithms for this purpose, including AES-Twofish and

Serpent-Twofish-AES but you must refer to the project’s 

documentation for details on these algorithms.

What’s more, VeraCrypt offers the option of adding salt

data to the encrypted container. The salt comprises values

generated by VeraCrypt’s random number generator, and

makes it difficult to pre-compute all the possible keys for

a brute force attack. For instance, if a 512-bit salt is used, 

there are 2512 keys for each password.

VeraCrypt supplies a lot of powerful features and makes

good use of a graphical interface and wizards. It makes an

ideal choice for any individual or organisation that values 

privacy, so give it a go. LXF
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Mayank
Sharma is so
sceptical that he
has to verify his
authenticity every
time he wakes up
in the morning.
He’s also a veteran
tech writer… or so
he says.

Our
expert

$ sudo apt-get install libpam-google-authenticator

Once the package has been installed make sure you’re 

logged in as the user you want to protect with the two-factor 

authentication. Now in the terminal window, type:

$ google-authenticator 

This will initiate the process of creating a secret key for the 

user by asking you a bunch of questions. While it’s safe to 

answer yes to all of them, it’s a good idea to understand each 

one of them before making your final choice as these choices 

help balance security with ease-of-use. The first question is a 

pretty safe one and you should allow the command to update 

your Google Authenticator file by answering yes.

You’ll then be asked if you’d like to restrict the use of a 

token which forces you to wait for 30 seconds between login. 

While it might seem inconvenient at first, you should agree to 

this limitation for maximum protection. The next question 

asks for permission to increase the time window that tokens 

can be use for from the default 1:30 minutes to 4:00 minutes. 

Although you can answer yes to this question to avoid any 

issues, type no for maximum security. If you notice any issues 

later on, rerun the command and increase the expiration time 

as suggested. The fourth and the last question asks you to 

limit the number of attempts for entering the authentication 

code. You should definitely enable this option as it helps 

prevent brute-force login attacks.

Book of Codex
When it’s done, Google Authenticator will present you with a 

secret key and several emergency scratch codes. You’ll need 

to make sure you note down these emergency scratch codes 

somewhere safe. They’ll help you log in if you misplace the 

Ubuntu: Google 
authenticator

Security Use Google Authenticator to 
set up two-factor authentication

Mayank Sharma takes two authentications into his system account. 

L
ocking access to your computer (and the data it 

holds) with just a password doesn’t cut the mustard 

any more in this age of multi-core processors and easy 

to use password cracking tools. If you’re really concerned 

about unauthorised access to your computer, you should 

definitely add an additional layer of authentication. 

One of the easiest mechanisms to implement such a two-

step verification is the Google Authenticator service, which 

issues a time-based authentication token to supplement the 

existing password challenge. Once you’ve integrated the 

service with your Ubuntu login, in addition to your user 

password, you’ll be prompted for one of the quickly expiring 

tokens before being allowed to log in. Google Authenticator 

will generate these OTPs on your Android device once it’s 

been configured for every user on your Ubuntu machine. 

To implement multi-factor authentication, you’ll need the 

Google Authenticator PAM (Pluggable Authentication 

Module). A PAM is a mechanism used to plug different forms 

of authentication into a Linux computer.

The Google Authenticator PAM module is available in the 

official Ubuntu’s software repositories. To install the package 

on Ubuntu, head to the terminal and type: 

To disable

two-factor 

authentication, 

simply edit the 

/etc/pam.d/

common-auth 

file and comment 

the line that we’ve 

added in the 

tutorial.

Quick
tip

 After the initial setup, the two factor authentication will 

work even if your system and Android device aren’t online.
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 Google Authenticator Tutorial
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Android phone which generates the OTP. Each code can only 

be used once.

The  google-authenticator  command will also generate a 

QR code that you can scan with your Android phone. Since 

we haven’t installed the app yet, for the time being just note 

down the 16-digit code.

Now repeat this process for each user account that uses 

your computer. Ask everyone you share the computer with to 

log into their account, run google-authenticator, and make a 

note of their respective emergency scratch codes along with 

the 16-digit code. 

After you’ve generated the authentication code for all 

users, it’s time to configure the login process to work with 

Google Authenticator. All you need to do is edit one file to add 

two-step authentication for all login attempts. Again, fire up 

the terminal and type:

$ sudo nano /etc/pam.d/common-auth  

Scroll to the end of the file and add the following line: 

auth required pam_google_authenticator.so nullok

Then save the file and exit. Here we’ve asked Ubuntu to 

use the Google Authenticator PAM module for all login 

attempts. The  nullok  bit at the end asks Ubuntu to let a user

log in even if they haven’t run the  google-authenticator  

command to set up two-factor authentication. So let’s 

assume you have two users, amber and megan, and have 

setup Google Authentication only for amber. Thanks to nullok,

while amber will have to enter the OTP, megan will be able to 

log in with just her password.

Note however that while this is a useful flexibility to have 

while you’re testing Google Authenticator, once everything 

works smoothly and you have no issues logging in with the 

two factor authentication, it’s advisable to force all users to 

log in through Google Authenticator only by removing the 

nullok bit for this command.

Go go gadget
Your Ubuntu installation is now all set up for two-factor 

authentication. To receive the OTPs, you will need to have

installed the Google Authenticator app on your Android

mobile phone from the Google Play Store. After installing the 

app, you will have to add an account for all of the users that 

you’ve run the  google-authenticator  command for on your 

Ubuntu installation. 

To do this, open the app and from the main window, tap 

the menu button (the three vertical dots in the upper right 

hand corner). Here tap ‘Set up account’ and then select the 

Enter key provided option. Now enter the 16-digit secret key 

that you have noted earlier after you had run through the 

google-authenticator tool. Give the account a name (a good 

idea is to use the username of the account this is for) and tap 

the ‘Add’ button.

 You’ve now set up two-factor authentication on your 

computer. The Android app will generate a new six-digit code 

for you every 30 seconds. When you log into your account or 

enter a  sudo  command, Ubuntu will prompt you for your 

password and you’ll then be asked to enter the authentication 

code. At this point, enter the digits currently on display in the 

Android app.

Once you’ve logged in successfully, make sure you edit the 

etc/pam.d/common-auth file and remove the  nullok  

option to force login through Google authenticator. Also 

remember to create an account in the Android app for all the 

users on your Ubuntu installation.

Going through the additional security prompt might

seem like a hassle at first, especially when you need to

switch to sudo to quickly edit a configuration file. However,

if you’re using the computer in a public place, you’ll quickly 

learn to appreciate the benefits of the two-factor 

authentication mechanism. LXF

Even if you don’t

have multiple users, 

it’s a good idea to 

create one to have 

a fallback in case 

there’s a problem 

with the set up 

of the two-factor 

authentication 

mechanism.

Quick
tip

Secure SSH with Google Authenticator
Instead of local logins, some people prefer to

enable two-factor authentication only for

remote SSH logins. For this, begin by making

sure you’ve generated a code for the user you

want to log in as the remote user. Next, make

sure you use Google Authenticator for SSH

logins by editing SSH’s PAM configuration file

with sudo nano /etc/pam.d/sshd . Scroll down to

the bottom and add the following line to the file:

auth required pam_google_authenticator.so

nullok

Just as in the main tutorial, the nullok word

at the end tells PAM that this authentication

method is optional. This allows users without a

Google authenticator key to still log in using 

their SSH key. Remember that this is just a

failsafe to prevent you from being locked out in

case something goes wrong with the setup

process. However, once you’ve tested it

successfully, generate a key for all SSH users

and delete nullok from the end of this line to

make logins via OTP mandatory.

After editing the SSH’s PAM file, it’s time to

configure SSH to support this kind of

authentication. Open the SSH configuration file

for editing with sudo nano /etc/ssh/sshd_config .

Look for the line that reads

ChallengeResponseAuthentication and set its

value to yes. If the line doesn’t exist, make sure

you add it manually. Save and close the file, then 

restart SSH to reload the config files with sudo

service ssh restart . You’ll now be prompted for

both your password and Google Authenticator

code whenever you attempt to log in via SSH.

 Google Play 

Store has a 

number of other 

OTP algorithm 

compatible apps 

that you can use 

instead of the 

official Google 

app to generate 

your OTPs.
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from obstruction, and from a country of your choice. While

most Linux VPNs only come with the insufficient PPTP pre-

installed, the gold standard of VPN protocols, the open source 

OpenVPN, is readily available for all Linux distributions as an 

additional package.

OpenVPN mimics regular encrypted internet traffic, such 

as TLS (The predecessor of SSL), making it hard to 

distinguish from normal web traffic. It is highly customisable 

and can fluidly adapt to new efforts to block it.

However, dealing with the OpenVPN configuration files is 

not always trivial and user-friendly. Providers routinely have to 

rotate servers, IP addresses, and even domain names to 

counter blockades.

The default command line on Linux, which you can install 

with sudo apt install . However, OpenVPN isn’t very 

convenient when using multiple servers and configurations. 

You will have to download a configuration file for each server 

or connection variation that you intend to use, which can add 

up to thousands or even millions of possible configurations.

Additionally, these server settings can change, and new 

servers are regularly added. Old servers can occasionally be 

dropped, or their IP address or URL will change, requiring a 

user to stay up to date by perpetually downloading new 

configuration files. Despite the inconvenient set up, OpenVPN 

remains an excellent protocol. ExpressVPN uses it by default 

across all its applications and has built a neat solution to 

make using a VPN on Linux simple.

Linux CLI
The ExpressVPN Linux CLI does away with the hassle by 

requesting a list of available servers and configurations from 

the server directly, invisible to the end user. All the user needs 

to do is select their preferred country, city, or even individual 

VPN: Get started
with Linux

VPN Get started with a virtual  
private network using the CLI

Arthur Baxter explains how to get started with a virtual private  
network service using the Linux command line.

T
he internet was supposed to be open and 

permissionless, transcend borders and make the 

world a smaller place. Some of that has been 

achieved, but there is also a creeping feeling that ISPs 

(Internet Service Providers), nation states, and web services 

are increasingly locking down their networks, imposing 

censorship and discriminating based on computer, browser, 

and IP address.

Many technologies aim to free information from 

censorship and geo-restrictions. Most restrictions are only 

placed on the internet artificially and superficially, and can 

easily be circumvented. Even poorly configured networks are 

something that often have to be bypassed using tools 

otherwise created to break censorship—as anybody 

knows who’s had trouble connecting to their server 

via SSH with airport Wi-Fi.

The most popular way to circumvent censorship 

is with a VPN (Virtual Private Network). As the name 

suggests, a virtual network allows you to connect to 

another server and establish an encrypted tunnel between 

it and your internet-capable device. Once connected to the 

VPN, you will hopefully be able to browse the internet free 

 The ExpressVPN supports a variety of distributions.

Here, the Ubuntu 64-bit distro version is being installed.

Arthur Baxter

is a Network
Operations
Analyst at
ExpressVPN, a
leading privacy
advocate whose
core mission is to
make it easy for
everyone to use
the internet with
security, privacy,
and freedom.
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use VPN to break 

through firewalls 

and enjoy the 

internet, it is 

compulsory 

to sing I Want 

to Break Free

by Queen.
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server. The application automatically chooses the fastest

server relative to the current location of the user.

The application is built on the OpenVPN protocol and

supports both TCP and UDP data communications. Using

simple commands, you can connect to the ExpressVPN

network, list all servers, and show your current connection

status and diagnostics. You can also define your preferred

protocol and chose whether you would like to auto-connect

through the preferences command.

The CLI version of ExpressVPN is available for a broad

range of Linux distributions (distros), such as Debian, Ubuntu,

CentOS, and Fedora. It very likely also works with distros built

from a fork of these platforms and results in a coherent and

smooth user experience requiring zero tweaking.

The Linux ecosystem is diverse and vibrant, with people

using a large variety of servers and home computers for

many reasons, which is why ExpressVPN works across this

ecosystem and brings big benefits for many use cases, from

watching movies to defending against rogue ISPs. Few

VPN providers support Linux using OpenVPN certificates like 

ExpressVPN does, and almost nobody has dedicated 

applications for a small but strong and savvy customer 

segment.

ExpressVPN is a fast and reliable VPN service that 

consistently breaks internet censorship and provides reliable 

protection from snooping and injection, even in adversarial 

conditions. RSA Certificates are signed with a 4,096-bit long 

key and identified with an SHA-512 hash, making sure that 

even a strong adversary is not able to intercept your 

connection in a Man-in-the-middle Attack or inject any 

malicious data.

Free and open
VPNs are the ultimate net neutrality tools and can be used to 

fight against surveillance, censorship, and geoblocking. While 

you may feel that you have limited choice in your ISPs, 

perhaps due to market manipulation, geography or politics, 

VPN providers compete among hundreds of global providers 

for reliable service and unrestricted access, which comes with

significant benefits to the end user.

VPN providers typically do not own an internet 

infrastructure, such as fibre cables. They only own servers, 

which are scattered around the world’s jurisdictions. Because

of the virtual nature of VPNs (unlike physical ISPs), they can 

choose to be based in jurisdictions that have no laws 

requiring them to turn over user data to the state or ISPs. 

They are also able to minimise their legal footprint to evade 

copyright notices and lawsuits and don’t have to pass

them on to their users to stay in business.

Keep in mind that It is technically possible for a

VPN provider to keep logs, although in the case of 

ExpressVPN it doesn’t, but it’s important to look

into the Terms of Service contract, marketing 

materials, and media coverage to see if the VPN is 

keeping records.

It’s fair to say that were a VPN provider to keep 

customer files and hand them over to courts of law 

enforcement, it would become known relatively quickly 

and would destroy the reputation of the vendor.

A VPN provider doesn’t need to know who its customers 

are. Usually, an email address for password recovery and 

occasional communication is enough, but technically not 

required. Payments can be settled anonymously with Bitcoin,

and there’s no need to hand over compromising material. 

While an ISP has to know exactly where you live, a VPN

doesn’t actually care.

Strong anonymity
Additionally, the encryption technique behind Virtual Private 

Networks, especially if applied as thoroughly and diligently as 

ExpressVPN does, allows a user to tunnel through the 

physical infrastructure of their local provider. Using the VPN 

deprives the ISP the ability to log the outgoing and incoming 

connections of their client.

ISPs already violate international net neutrality 

agreements by giving preference to some services, and 

throttling others. A VPN allows you access to an internet 

unfettered by harmful collusion and cartelisation, and will 

actually increase your internet speed in cases of intentional 

ISP throttling. When surfing the internet from your home or 

mobile phone, your IP address is exposed to every website 

you see, and every service you connect to makes it relatively 

easy to de-anonymize you.

While strong anonymity online requires more than just a 

VPN, protecting your IP addresses is a well-needed step, 

whether you need against harassment in chat forums or 

DDoS attacks on your gaming device.

VPNs are incredibly useful against surveillance and 

censorship and offer simple privacy protection. ExpressVPN 

shines with their well-applied encryption protocols, such as 

OpenVPN, and has a fast and reliable network of over 1,000 

servers in 136 countries. ExpressVPN sticks out with an easy 

to use command Line Interface that is available for most 

Linux distros. LXF

d 

 Use a VPN to 

prevent ISPs and 

third parties from 

monitoring your 

web traffic.

Censorship protection
An Internet Service 

Provider (ISP) might be 

required by their 

government to introduce 

censorship tools or limit 

access to certain 

platforms or sites. An ISP 

might also voluntarily add 

such restrictions, possibly 

in a poor understanding of 

information security, or to 

limit the services its users 

can enjoy for commercial 

or legal reasons. 

A Virtual Private 

Network (VPN) could also 

impose censorship, but 

they would not be able to 

get away with it for long. 

Switching your VPN 

provider is uncomplicated 

and fast, and as long as 

the user demands an open 

internet, even if only in 

principle, the VPN provider 

will be forced by market 

powers to provide it.

 With a VPN, you  

can freely and safely 

access the internet 

when you want.
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can help you understand whether you’ve captured the type of 

network traffic you wanted. In other words, if you want to 

examine the traffic from a web server but you have too much 

data, then you need to figure out what went wrong and start 

capturing again.

The bottom-right image is the Statistics menu as well as a 

window with statistics about the IPv6 protocol. As you can 

see there was not so much IPv6 traffic in the captured data.)

A Python module for tshark
This section will briefly illustrate the use of Python 3 module 

pyshark from the Python 3 shell. The following command will 

install pyshark:  $ sudo pip3 install pyshark . First, you will 

have to execute the Python 3 binary to enter the shell and 

then execute the following Python 3 code:

>>> import pyshark

>>> myData = pyshark.FileCapture('dhcpNormal.pcap’, only_

summaries=True)

>>> print(len([packet for packet in myData]))

131

>>> numberOfPackets = len([packet for packet in myData])

>>> for i in range(0, numberOfPackets):

 print(myData[i])

The first command imports the pyshark module and 

enables you to use it in your session. The second command 

reads an existing file with network data named dhcpNormal.

pcap and saves the output into a variable named  myData . 

Wireshark: 
Analyse traffic

Wireshark $QDO\VH�QHWZRUN�WUDIµF�
using Wireshark and tshark

Mihalis Tsoukalos teaches you how to get packet sniffing. Learn how to set 
up, process and inspect your network traffic using Wireshark and tshark.

W
ireshark, as well as tshark which is the command-

line version of Wireshark, are the best tools for 

analysing network traffic of almost any kind. 

This tutorial will show you how to use tshark, including using 

it with Perl and Python; cover its Flow Graph feature and 

traffic statistics. We’ll also present a real scenario that 

involves the DHCP protocol and how to solve it using 

Wireshark. If you don’t have Wireshark and tshark already 

installed, you can install both of them on Ubuntu as follows:

$ sudo apt-get install wireshark-dev wireshark-qt tshark

At the time of writing, the latest stable release of 

Wireshark is 2.2.0, which can be downloaded from  

https://www.wireshark.org/download.html (pictured, 

right, is the About window of Wireshark running on Ubuntu.)

Wireshark has a very handy feature called flow graph, 

which makes your life easier by visualising and commenting 

on the network traffic. To use this feature go to the Statistics 

menu and select the ‘Flow Graph’ option. See the flow graph 

in action (top right). As you can see it can be very handy for 

getting a high-level overview of your network traffic.

Wireshark can display various types of statistics about the

captured data, which can help you get a sense of your data 

without having to look at every single network packet. This 

 The ‘About Wireshark‘ window of a running Wireshark 

process where you can see, among other things, the exact 

version of Wireshark you are using.
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If you have created

some custom 

Display Filters on a 

Linux machine and 

you want to transfer 

them to another 

Unix machine, 
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add them in the 

~/.wireshark/

dfilters file using 

a plain text editor 

such as vi. Don’t 

forget to leave an 

empty line at the 

end of the file.
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The third command allows you to find out the number of 

packets in the file you read and the last part shows how to 

iterate over all the packets. The pyshark module can do many 

more things including capturing network data and applying 

filters—you can find more information about it at  

https://pypi.python.org/pypi/pyshark/0.1.

Solving a real network problem
This section will talk about a real-case scenario that took 

place on a company LAN and involves the DHCP protocol. 

Although the case is real, the presented network data is from 

another network, which was used for simulating the original 

scenario in order to protect the privacy of the company. 

Additionally, despite the fact that the original network data 

was examined using Wireshark, this section will mainly use 

tshark in order to be able to provide the text output.

Before continuing with the solution, it’s time to learn about 

the network problem: some computers on a LAN couldn’t 

connect to the LAN although other computers were able to 

without issue. As if this wasn’t strange enough, after a given 

time of the day, which was different each day, no computer 

could correctly connect to the LAN. Additionally, after that 

time, if a working computer was rebooted, it couldn’t connect 

to the LAN again! The problem somehow depended on the 

time of the day.

It’s easy to imagine that the problem might have been 

related to the network configuration of the machine and that 

it might have involved the DHCP protocol because each 

machine of this particular network gets its network 

configuration from the DHCP server of the company. As you 

will see in a while, the problem was indeed DHCP-related. 

However, sometimes the most improbable things might 

happen, which means that the root of the problem wasn’t 

clear. Generally speaking, the nasty problems are the ones 

that involve a combination of hardware malfunctions and 

software misconfigurations because hardware problems are 

usually nondeterministic. Luckily enough, this particular 

problem only involved a software misconfiguration but in 

quite a tricky way.

In order to continue you will need to learn more 

information about the DHCP protocol. DHCP stands for 

Dynamic Host Configuration Protocol and provides 

configuration information to both wired and wireless hosts on 

TCP/IP networks. The DHCP is based on the BOOTP protocol, 

which is useful to know because it will allow you to define a 

proper display filter. Both DHCP and BOOTP use the UDP 

protocol with port numbers 67 and 68. Usually, a DHCP 

server provides an IP address, a Subnet mask, one or more 

DNS servers and a Default gateway to its host although it is 

capable of giving many more configuration parameters. The 

initial communication happens with the help of various basic 

 The flow 

graph feature of 

Wireshark, which 

offers an easy 

way to watch 

and understand 

network traffic, 

find timeouts, 

re-transmitted 

frames and 

any dropped 

connections.

 Here we’re showing off the various options available in the Statistics menu of 

Wireshark as well as the window with the IPv6 related statistics.

You can learn more

about Wireshark at 

www.wireshark.org 

and by looking at its 

documentation site 

at www.wireshark.

org/docs. You can 

also read Mastering 

Wireshark by Packt 

Publishing and for 

extra resources visit 

www.wireshark 

training.com.
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You can use
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to capture the

data, extract the

desired information

and save it to a
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processing.This
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in real time.The

main advantage

of a database is

that you can easily

query your data

using SQLetc.
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 This screenshot shows the network packets of a valid interaction between a 

DHCP client and a DHCP server with an IP address of 192.168.1.1—you can also 

see the Display filter used (bootp).

messages that, for obvious reasons, don’t require an IP 

address. The four messages are DHCPDISCOVER, 

DHCPOFFER, DHCPREQUEST and DHCPACK. The 

DHCPDISCOVER message is used by the DHCP client that 

searches for a DHCP server and is a broadcast message, 

which means that it’s sent to a LAN only using the MAC 

address of the client, because the client doesn’t yet have an 

IP address. When a DHCP server receives a DHCPDISCOVER 

message, it replies with a DHCPOFFER message. The 

DHCPREQUEST message is sent by a DHCP client 

responding to a DHCPOFFER message from a DHCP server, 

from a client that wants to verify a previously allocated IP 

address or from a client that wishes to extend the lease on a 

network address. Last, the DHCPACK message contains the 

response of the DHCP server to the DHCPREQUEST message

and contains all the necessary configuration information. 

After a DHCP client receives and processes the DHCPACK 

message, it’s ready to configure its network interface and 

therefore validly connect to the network. All the gory DHCP 

details are at http://www.ietf.org/rfc/rfc2131.txt.

Two files with network data will be used in this section: the

first contains the network data from a normal and proper 

DHCP transaction and is called dhcpNormal.pcap whereas 

the file with the DHCP traffic that simulates the case with the 

problem is called dhcpProblem.pcap. Both files were 

captured using Wireshark—if you don’t remember how to 

capture and save network data see a previous Wireshark 

tutorial [Tutorials, p70, LXF191 – PDF in the LXF archive].

See the screenshot, pictured below, of the four messages of a 

valid DHCP interaction as well as some of the contents of the 

DHCPACK message using the data from dhcpNormal.pcap.

Troubleshoot like a network pro
It’s now time to start examining the problematic network 

traffic in more detail by looking at the traffic that’s related to 

DHCP. So, dhcpProblem.pcap contains the following network 

packets related to DHCP:

$ tshark -r dhcpProblem.pcap -Y ‘bootp’

  1   0.000000      0.0.0.0 -> 255.255.255.255 DHCP 342 DHCP 

Discover - Transaction ID 0x7cdcacad

  2   0.007067 192.168.1.254 -> 255.255.255.255 DHCP 321 

DHCP Offer    - Transaction ID 0x7cdcacad

  3   0.008310      0.0.0.0 -> 255.255.255.255 DHCP 353 DHCP 

Request  - Transaction ID 0x7cdcacad

  4   0.015050 192.168.1.254 -> 255.255.255.255 DHCP 321 

DHCP ACK      - Transaction ID 0x7cdcacad

  5   0.910851   10.0.10.10 -> 255.255.255.255 DHCP 348 

DHCP Offer    - Transaction ID 0x7cdcacad

  6   0.912131   10.0.10.10 -> 255.255.255.255 DHCP 348 

DHCP Offer    - Transaction ID 0x7cdcacad

As you can see, there are more network packets than 

expected. What’s stranger is the presence of two 

DHCPOFFER packets, which means that you might have two 

DHCP servers on the network instead of just one! The IP 

addresses of the two DHCP servers, according to the two 

DHCPOFFER messages, are 192.168.1.254 and 10.0.10.10.

As you already know that the IP address of the legitimate 

DHCP server is 10.0.10.10, the presence of a second DHCP 

server with an IP address of 192.168.1.254 might be the root 

of the problem. On the left-hand side of the  ->  sign of each 

packet is the IP address of the sender whereas on the right-

hand side is the IP address of the destination computer.

As the DHCP client doesn’t have an IP address when it sends 

the DHCPDISCOVER and DHCPREQUEST messages, the 

source IP address of packets with numbers 1 and 3 is 0.0.0.0. 

Similarly, both DHCP servers send a broadcast message to 

the 255.255.255.255 address, which is received by the 

DHCP client.

Wireshark vs tshark
Although Wireshark is a great and powerful 

application to use, there are times that you need

something lighter for your work, and something 

that can execute remotely without a graphical 

user interface. In such situations, you can use 

tshark. The following Perl script, for example, 

shows how to use tshark to automate things:

#!/usr/bin/perl -w

use strict;

my $TSHARK_BINARY = “/usr/local/bin/

tshark”;

my $filename = shift @ARGV || “filename”;

my $command = “$TSHARK_BINARY -r

$filename”;

my @netDATA = `$command`;

my $totalLines = 0;

foreach my $line (@netDATA) {

$totalLines++;

}

print “Number of lines read: $totalLines\n”;

exit 0;

If you attempted to do the same thing using 

the graphical interface of Wireshark, it would take 

more time and system resources and cannot be 

executed as a cron job.

Additionally, you can easily process the output 

of tshark using traditional Unix command line 

tools, such as grep, AWK and sed, etc. 

Nevertheless, when you want to look closely at 

the contents of lots of network packets, using 

Wireshark instead of tshark is almost mandatory 

because the graphical interface makes your life 

a lot easier.
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In order to look into a specific network packet from the 

previous interaction, you should use tshark as follows:

$ tshark -V -r dhcpProblem.pcap -Y frame.number==1

You know that your machine is using the non-legitimate 

DHCP server because you’ve received a DHCPACK packet 

from it! So you want to look into frame number 4 because the 

DHCPACK message contains the information for the network 

configuration of a DHCP client:

$ tshark -V -r dhcpProblem.pcap -Y frame.number==4

As the previous output, which is not shown on the screen, 

is relatively big, you can try the following two variations of

the command:

$ tshark -V -r dhcpProblem.pcap -Y frame.number==4 | grep 

“IP address”

    Client IP address: 0.0.0.0

    Your (client) IP address: 192.168.1.68

    Next server IP address: 0.0.0.0

    Relay agent IP address: 192.168.1.254

$ tshark -V -r dhcpProblem.pcap -Y frame.number==4 | grep 

“DHCP Server”

    Option: (54) DHCP Server Identifier

        DHCP Server Identifier: 192.168.1.254

The previous output verifies our suspicions: the DHCP 

client uses another DHCP server to configure its network 

interface, so instead of getting an IP address that belongs to 

the 10.0.10.x network, it gets the 192.168.1.68 IP address, 

which is the reason it can’t communicate with the internet 

and the other machines on the LAN.

Case study
Back to the real situation now: after finding out that there was 

a second DHCP server running, the execution of some 

commands on a Cisco switch revealed the switch port of the 

physical computer and therefore the machine itself. The 

actual root of the problem was that this particular machine 

was running a virtual machine with Linux, which was running 

its own DHCP server! As this machine was turned off during 

non-working hours, the problem was occuring when the user 

of the machine was turning on their computer, which explains

the fact that some computers were being configured from the

legitimate DHCP server! After that, an email was sent to all 

users advising them to avoid running unnecessary services 

on their Linux machines!

Please note that in case you want to use Wireshark instead

of tshark, you can use the same Display filter in Wireshark. 

You will just see the same output in a different format 

because of the graphical interface of Wireshark. In other 

words, nothing that you learn for tshark is wasted when used 

in Wireshark and vice versa! Although it wasn’t needed in this 

situation, MAC addresses are truly useful when you want to 

track a given machine that resides on your LAN, because the 

IP of a device can change but its MAC address will not

change so easily. In other words, use a Display filter that 

tracks the network traffic from and to the MAC address of the 

desired machine.

As you can appreciate, in order to solve a network related 

problem with Wireshark, you will need a pretty good 

knowledge of networking, which in this case covers the way 

DHCP works, but you will also need to know how to interpret 

the network data correctly because the theoretical isn’t 

enough to reveal the actual problem. LXF

More about tshark

We often say that using a command-line 

utility is generally the best tool for getting 

information about your Linux system and tshark

is no exception in that regard. The following 

tshark command lists the available network 

interfaces: $ tshark -D .

The -w parameter followed by a filename

will store the captured data into a file with the

given filename whereas if you use the -c

parameter it allows you to specify the number

of packets you want to capture. 

The  -r  parameter followed by an existing 

filename will allow you to replay a previously 

captured data file on your screen.

 You can also specify Display filters with the 

help of the  -Y  option followed by the actual 

filter you want to use in quotes, for example:

$ tshark -r dhcpProblem.pcap -Y ‘bootp’

Should you wish to display the contents of a 

specific network packet in ASCII format you can 

use the following command, which displays 

packet number 5:

$ tshark -V -r dhcpProblem.pcap -Y frame.

number==5

If you want to display more than one packet, 

you can use  tshark  with the  -c  option, which 

allows you to specify the maximum number of 

packets you will read:

$ tshark -r ~/nmap.pcap -x -c 5 -Y frame.

number\>=1

The previous example will read 5 packets and 

display them because it starts with packet

number 1. So, if dhcpProblem.pcap contains

6 packets only, you will need to execute the 

following command to display the last two 

network packets:

$ tshark -r dhcpProblem.pcap -x -c 6 -Y frame.

number\>=5

See the screenshot, above in the main  

tutorial, that shows the output from various 

executions of tshark based on the presented 

information.

 This is the 

output and the 

generated files 

from various 

executions of the  

tshark command.
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R & RStudio

cannot invent labels, data is usually categorised into different 

groups called clusters. So in unsupervised learning you try to 

find correlations between your data without any external help.

The most popular supervised statistical learning 

techniques are classification and numeric value prediction. 

Some of the unsupervised statistical learning techniques 

include clustering, anomaly detection and neural networks. 

Each approach has its advantages and disadvantages. For 

example, unsupervised learning might be more appropriate 

when you have a large amount of data because, due to its 

nature, unsupervised learning makes it possible to learn 

larger and more complex models.

Linear regression
A simple supervised learning technique, linear regression, 

assumes that the dependency of a variable Y on a set of 

values called X is linear. The reason that this is a supervised 

learning technique is that you already know the various 

values of the Y variable. Although in real life most 

dependencies are not linear, it turns out that linear regression 

is quite useful in practice. So, the idea behind linear 

regression is relatively simple: there is a linear dependency 

between two variables that you are trying to discover. 

The advantages of linear regression are its simplicity and the 

fact that you don’t need too many resources in order to use it. 

The data that will be processed, which is taken from the log 

files of an Apache web server, has the following format:

D  S1   S2

01 2567 3441

02 3053 2492

The first column is the day of the month – as the month 

will be August, you will have 31 days and therefore 31 rows. 

The second column is the number of connections on server 1 

(S1) and the third column is the number of connections on 

server 2 (S2). Note: You don’t have to use all columns on each 

computation. So, you have to find whether there is a linear 

relationship between the variables you want to test as well as 

how strong this relationship is. A good way to start is by 

visualising your data using R:

#!/usr/bin/env Rscript

library(ggplot2)

library(reshape2)

outputfile <- paste("visualLinear", ".png”, sep="")

png(filename=outputfile, width=1600, height=1200)

data <- read.table("./myData.txt", header=TRUE)

R: Statistical 
learning part 2
Mihalis Tsoukalos teaches you more Statistical Learning methods and 
techniques to extract information from your data.

T
his tutorial will continue from where we left off last 

month. You are going to learn more statistical learning 

techniques that can be applied to real data taken from 

the log files of a website served by Apache. We’ll present 

examples in two methods while briefly talking about some 

other handy techniques that you need to know. The two 

techniques that you’ll learn to use are Markov Chains – where 

a Python script will be presented – and Linear Regression. 

Both of these techniques are simple enough and can be 

easily used to process your own data. After all, it’s considered 

good practice to learn the basic techniques first before going 

into more advanced ones largely because most advanced 

techniques are based on the simple ones.

Supervised and unsupervised
There are two main categories in statistical learning: 

supervised and unsupervised statistical learning. In 

supervised statistical learning the idea is to infer a function 

from labelled training data. A learning algorithm analyses the 

input data and generates a function, which can be used for 

mapping new examples. In unsupervised statistical learning 

the input data comes without any labels. As an algorithm 

Should you wish to

learn more about 

statistical learning, 

you could read An 

Introduction to 

Statistical Learning 

with Applications 

in R (www-bcf.usc.

edu/~gareth/ISL) 

and The Elements 

of Statistical 

Learning (http://

statweb.stanford.

edu/~tibs/

ElemStatLearn), 

which are both 

available for free in 

PDF format.
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x  <- data$D

y1 <- data$S1

y2 <- data$S2

df <- data.frame(x,y1,y2)

p <- ggplot(df, aes(x)) + geom_point(aes(y=y1), colour="red", 

size=3)

p <- p + geom_point(aes(y=y2), colour="green", size=3)

print(p)

invisible(dev.off())

This output can give you a pretty good idea of the 

behaviour of your data. The following R code, saved as 

linearRegression.R, will be used for processing the data, 

which is read from a file called myData.txt:

#!/usr/bin/env Rscript

outputfile <- paste("linearRegression”, ".png”, sep="")

png(filename=outputfile, width=1600, height=1200)

data <- read.table(”./myData.txt”, header=TRUE)

x  <- data$D

y1 <- data$S1

y2 <- data$S2

lm.fit = lm(y2~y1)

print(lm.fit)

p <- plot(y1, y2)

print(p)

q <- abline(lm.fit, col="red”, lwd=2)

print(q)

invisible(dev.off())

(See pictured, right, the generated model in relation to the 

actual data as generated by linearRegression.R.) The R code 

uses the Least Squares method that you saw in the previous 

tutorial [Coding Academy, p88, LXF217]. However, you now 

calculate the Standard Error of your estimate, which allows 

you to find out how good your model is and therefore if it can 

be trusted or not—bearing in mind that linear relationships 

are very rare in nature. In other words, what you found based 

on your data might not be good and reliable enough. The 

following R commands calculate two types of standard error:

> summary(lm.fit)$coef[[4]] 

[1] 0.2962196

> summary(lm.fit)$sigma

[1] 1353.727

The first value is the slope standard error and the second 

value is the residual standard error. However, talking more 

about standard error is beyond the scope of this tutorial. 

Another useful property is called R-squared and checks 

the overall accuracy of your model. The following output from 

R shows how to find out R-squared given the lm.fit variable 

that you calculated in linearRegression.R:

> summary(lm.fit)$r.squared

[1] 0.000642732

The value of R-squared is always between 0 and 1 or 

between 0% and 100% if you prefer. A value close to 0% 

shows that the current model is not very useful. In our case,

it shows that the number of connections in the two web 

servers don’t share a common behaviour.

Hypothesis testing
Standard errors can also be used for hypothesis testing, 

which also offers a way of determining the accuracy of a 

model. This section will use the very common null hypothesis. 

 This is the output of the linearRegression.R R script that tries to 

create a model for some data using Linear Regression.

A good approach

to validating is to 

divide your data 

into two sets: A 

and B. First, run 

your algorithm on

A and test it on

B. If it works on

B then you might 

trust your model a 

little more.

Quick
tip

Did you miss the last issue? Head over to http://bit.ly/MFMissues now!

Useful definitions

Function This is a relation between a set of

inputs and a set of possible outputs where each

input generates a single output.

Probability an area of mathematics that is

related to statistics and deals with the

measurement of the likelihood that an event will

occur. The distribution of a variable is a

description of the relative numbers of times each

possible outcome will occur in a number of trials.

Algebra A very popular area of mathematics 

that deals with mathematical symbols and the 

rules that can manipulate these symbols.

Relational algebra is the foundation of database

theory because it deals with the modelling of the

data stored in relational databases. The other

important areas of mathematics are number

theory, geometry and analysis.

Statistics An area of mathematics that deals

with the collection, analysis, interpretation, 

organisation and presentation of data. The field 

of statistics is divided into two main areas: the 

area of descriptive statistics that tries to describe

an already existing group of ‘values’ and the area 

of inferential statistics that tries to predict 

‘forthcoming’ values based on the information 

found in the current set of ‘values’. Statistical 

learning is a branch of applied statistics that is

related to machine learning.

Machine learning An area of computer 

science that tries to learn from data and make 

predictions about it without being specifically 

programmed to do so. Machine learning is 

closely related to computational statistics.
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Remember that

the best way to 

minimise the 

sampling error – 

the possibility of 

your sample not 

being ‘good’ enough 

for getting reliable 

conclusions – is to 

increase the size of 

the sample.

Quick
tip

Never miss another issue Subscribe to the #1 source for Linux on page 30.

In order to test the null hypothesis, you will need to compute 

a t-statistic that is given by a formula. You don’t need to make

any computations yourself as R is here to help. Next, you find 

the probability of observing values that are equal to the 

absolute value of t or larger—this probability is called the 

p-value. The following output shows how to get the p-value 

from the lm.fit variable created in linearRegression.R:

> anova(lm.fit)$'Pr(>F)'[1]

[1] 0.8923148

A small p-value when used with the null hypothesis tells us

that you have a significant variable, which you should keep. 

However, in this particular example, the p-value is pretty close

to 1, which means that the model isn’t very accurate.

Anomaly detection
The simplest way to detect anomalies is in the form of 

outliers – these are observation points that are distant from 

other observations – on a sample by using a boxplot, which 

also gives you a general and handy overview of your data 

without displaying all elements. The following R code, saved 

as boxPlot.R, shows how to draw two box plots side by side:

#!/usr/bin/env Rscript

outputfile <- paste("boxPlot”, ".png”, sep="")

png(filename=outputfile, width=1600, height=1200)

data <- read.table(”./myData.txt”, header=TRUE)

boxplot(data[,2:3], border="red")

invisible(dev.off())

Each boxplot shows the median, the first and the third 

quartiles as well as the minimum and maximum values of the 

elements of the data set without including any of the outliers. As 

you can see (pictured above) only the S1 data set has outliers.

Classification is a method that tries to predict the 

category of an observation based on qualitative variables. You 

do that by calculating the probability of ‘Y belonging to a given 

category’ as defined by each qualitative variable. 

Clustering is an unsupervised method that tries to find 

subsets or clusters in big data sets. What you want to do is to 

define clusters in a way that observations that belong to the 

same cluster are pretty similar to each other whereas 

observations that belong to different clusters are pretty 

different from each other. The clustering technique is a very 

popular and includes the k-means, mixture models and 

hierarchical clustering approaches.

The Markov chain algorithm
This section will present a totally different example where the 

computer learns from an existing text and tries to create new 

text that makes some sense and follows the grammatical 

rules of the input data. What a Markov chain assumes is that 

Distributions

There are two main distribution categories: 

continuous distributions and discrete 

distributions, and they are based on the type of 

the variable they support. The most useful and 

famous distributions are normal, binomial, 

poisson, beta and chi-square.

The normal distribution can be described 

using only two parameters: the mean of the 

distribution and the standard deviation. It’s a 

continuous probability distribution because it 

can take a continuous range of values—there are

no gaps between values. 

Binomial is a discrete probability distribution 

that’s quite simple to understand. It can be 

described using two parameters and can be 

explained using an example. Imagine that you 

have a dice that you are going to roll 20 times 

and you want to find the probability of having the

number 6 appear exactly 4 times. You must 

know that the probability of getting the number 

6 after one roll is 1/6 (0.167). For this example, 

the first parameter of binomial distribution will 

be 20 and the second would be 0.167. The 

following R command calculates and prints the 

desired result:

> dbinom(4, 20, .167)

[1] 0.2025255

Strictly speaking, binomial distribution 

measures the probabilities of the number of 

successes over a given number of trials with a 

predefined probability of success in each try. 

The two distributions were plotted separately:

> x<-rnorm(10000,mean=25, sd=5)

> hist(x,breaks=150,xlim=c(0,50),freq=FALSE)

> x <- seq(0,20,by=1)

> y <- dbinom(x,50,0.167)

> plot(x,y)

As you can see from the graph (pictured, top, 

left) for the binomial distribution, the probability 

of rolling a dice 20 times and getting the same 

number more than 15 times is pretty close to 0!

If your data belongs to a distribution and you 

can prove that, then you will be able to identify 

the characteristics and the behaviour of your 

data and therefore know what to expect from it.

 This is output 

of the boxPlot.R 

R script that 

draws two 

boxplots side by 

side. Boxplots 

offer a quick 

and easy way to 

detect anomalies 

on your samples.
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 On the left side 

you see a Normal 

distribution 

plotted using a 

histogram. On 

the right side 

you see the plot 

of a Binomial 

distribution 

plotted using 

points.

the present depends on the past, which means that it uses its

input to predict the future. The Markov chain technique 

counts the frequency of appearance of existing phrases in 

order to generate new text that looks like valid English. You 

have to choose the number of the words that will be used for 

selecting the next word—the presented implementation uses

two words to select a third, which works pretty well.

The following Python code, saved as markovChain.py, 

implements the Markov chain method:

#!/usr/bin/env python3

import random;

import sys

# Read number of words to generate

if len(sys.argv) >= 2:

    MAXWORDS = int(sys.argv[1])

else:

    print('Not enough arguments!')

    sys.exit(0)

TERMINATEWORD = “\n”

first = TERMINATEWORD

second = TERMINATEWORD

DATA = {}

for line in sys.stdin:

    words = line.split()

    for word in words:

        DATA.setdefault((first, second), []).append(word)

        first, second = second, word

DATA.setdefault((first, second), []).

append(TERMINATEWORD)

first = TERMINATEWORD

second = TERMINATEWORD

for i in range(MAXWORDS):

    newword = random.choice(DATA[(first, second)])

    if newword == TERMINATEWORD:

        print()

        sys.exit()

    print(newword, ' ', end='’, sep='')

    first, second = second, newword

The use of dictionaries, which are natively supported by 

Python, simplifies the entire program. The key to the used 

dictionary is a tuple with two values, which are both words. 

The algorithm uses the first two words of the text in order to 

start working as it needs something to start with. Then, the 

first word is discarded and the second one along with the 

word that was just generated are used for creating a fourth 

word and so on. (Pictured below is the output for 

markovChain.py when applied to a plain text file.) 

You can also see a small part of the contents of the 

dictionary variable used in markovChain.py. Markov chains 

can be applied to a variety of data including numbers, which 

allows you to predict the future load of a web server or the 

number of connections of an application server. So, using a 

text file with numbers as input to markovChain.py, generates 

the following kind of output:

$ ./markovChain.py 25 < numbers.txt

1 2 3 5 9 0 10 20 1 2 4 30 3 4 5 1 2 3 4 5 1 2 3 0 20

1 2 3 4 5 1 2 3 5 9 0 10 20 1 2 3 4 5 1 2 3 5 9 0 10

1 2 3 4 7 7 4 6 7 8 8 1 2 3 0 20 40

As you can understand from the previous output, the use 

of the random.choice() function can terminate the script 

before generating the requested number of words. You are 

now able to apply the presented techniques using your own 

data and make useful conclusions about the behaviour of 

various components of your Linux machines. LXF

 Here we have the output of the markovChain.py script as well as the format of 

the data in the DATA dictionary variable.
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on the world wide web. This is really a tree that represents all 

parents and children. For example, the code that’s displayed 

on a website is located between a beginning <body> tag and 

ending </body> tag. Within the body tag, there are usually 

many sets of <div></div> tags that hold other child elements, 

such as text blocks and images.

JQuery can alter the DOM automatically or when an event 

occurs. For simplicity, let’s use a click event as an example, 

although there are many others, such as mouseover and 

submit. (A more detailed list can be found at https://api.

jquery.com/category/events). 

Let’s look at a simple click event in a little more detail. 

When a visitor to a page clicks on a link or button, it fires all 

the code for that event, e.g., this could be something simple 

like swapping an image, to updating a database using Ajax. 

With the next alternative Angular.js, its usage is a little 

more complicated because the HTML document needs 

additional tags.

Let’s start with jQuery. It can be downloaded at  

https://angular.io/docs/ts/latest/quickstart.html, or 

you can use a CDN to deliver the library. If you use a CDN, it’s 

simply a link to another server for which your web page will 

access the library. Once you are able to use the library, it’s 

typically used with code that’s shown between <script> 

</script> tags within the head of the document. To be more 

specific, it’s often shown as the two examples below.

$( document ).ready(function() { 

/* Custom code goes here */

}); 

$(function() { 

// Code will go here

});

Loading new pages 
To make our website load new pages, we can use the jQuery  

 .load()  method. The simplest way to explain this Ajax method 

is by example (below). Take a quick look at it, and if it doesn’t 

make sense at first glance, don’t tear out this page (WHAT!?–

Ed) quite yet, because the explanation is quite simple:

$(document).on('click', '#target1', function(){

                $("no-tag").fadeOut("slow");

                $("new-tag").load("pages/home.php", function () {

                }).fadeOut("slow").fadeIn("slow");

            });

As you can see, this little piece of code has the  .on()  

method accept three parameters: The first is a click event, 

JavaScript: Web 
page based apps
Kent Elchuk shows you how to build single-page applications, which have 
advantages over traditional web pages, using jQuery and Angular.js.

T
his tutorial will dive into the usage of the JavaScript 

library called jQuery and Angular.js, a JavaScript 

framework. Both tools are very popular for building 

anything from simple websites to elaborate website 

applications to mobile apps. Since SPA (Single Page 

Applications) are very popular these days, there will be an 

emphasis on how to create them with custom JavaScript.

By the end of the article, you’ll understand how to set up, 

build and test a basic web application using both of these 

JavaScript resources. In addition, you will have some insight 

as to when to use either of the two options.

Before we get into the usage and setup of jQuery and 

Angular.js separately, you’ll need an idea of the common 

situations where an individual chooses one over the other or 

needs to make a choice when both tools can do the same job. 

In some situations, you may even decide to use both.

However, keep in mind that when you make a choice, you 

need to include a link in the document head so the browser 

can interpret the JavaScript.

First, let’s look at jQuery; it’s often used to alter the DOM 

(Document Object Model). In simple terms, the DOM 

represents the HTML source code of a page that’s viewable 

Kent Elchuk

has worked for 
many years as a 
full-time web 
developer and 
technical writer. 
He is currently the 
owner of Fullstack 
Web Studio.

Our 
expert
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the second  '#target1'  is the id of the button and the third is 

an anonymous, callback function. If you open an editor, such 

as gedit, you can always click a round or curly bracket to see 

where it ends in case you don’t see the start and end points in

the code. With that said, we’ll break this down into plain 

English. When the button with the  '#target'  id is clicked, the 

function runs. The first line of the function looks for the 

custom element  "no-tag" . In the document, there was a set 

of tags <no-tag></no-tag>. JQuery uses branching, which 

means that the next method  .fadeOut()  runs. This  fadeout() 

makes an element more and more transparent until it 

becomes ‘display:none’. 

After that, the new-tag element does an Ajax request to 

load the file pages/home.php, which is essentially a file with 

HTML code. The content of this page are contained within 

<no-tag></no-tag> 

In its simplest form, the old <no-tag></no-tag> is 

removed and the new ones are added. Meanwhile, the original

header and footer stay intact since only a portion of the body 

is removed and replaced. Now, this may look clean and load 

with some nice effects, but, it all takes place under the same 

URL. If you’re not concerned with SEO and new pages then 

it’s fine. Otherwise, you may want to look into Angular.js.

Who mentioned Angular.js?
Built by Google, Angular.js is a MVC (Model-View-Controller) 

Framework that comes in two versions; AngularJS 1 and 

Angular 2. Both versions are maintained, at time of writing, 

and Angular 2 has only been released for a few months, which 

is why you’ll find more documentation and help for AngularJS 

1. AngularJS 1 is simpler to use, but Angular 2 has more 

features and is faster. To use Angular 2, you can clone it from 

GitHub, or use npm (node package management) to install it. 

Quickstart details can be found at https://angular.io/docs/

ts/latest/quickstart.html. AngularJS 1 on the other hand, 

only requires a link to one file. For the remainder of this 

tutorial, we’ll reference AngularJS 1 due to its simplicity, 

popularity and how much easier it is to follow. 

Angular.js has some pretty powerful features that make it 

a popular choice among web developers. We are also 

interested in creating single-page applications and Angular.js 

is considered, by many, to be the default standard. Although 

this section is tailored to Angular.js, keep in mind that single-

page applications can be created with jQuery, other 

Javascript libraries and frameworks too. Now, let’s get down 

to business with Angular.js. 

The first simple step is to include Angular.js and any other 

required scripts for an application. In our case, we need to 

include the following two lines to the <head></head> of the 

document in our new home page file we will call index.html. 

<script src="http://ajax.googleapis.com/ajax/libs/

angularjs/1.2.25/angular.min.js"></script>

 <script src="http://ajax.googleapis.com/ajax/libs/

angularjs/1.2.25/angular-route.js"></script>

Of the two lines above, the first is for the Angular 

Framework and the latter is for routing and linking services. 

As you can see, both are hosted by Google.

To make our simple SPA run we can create one more file 

called script.js. This can be placed after the other two 

angular script sources in the head. If you place it in the root 

folder where your index.html file resides, the line will look like 

 <script src="script.js"></script> . Now, we need to declare the 

ng-app directive. An easy place to add the tag is in the html 

tag, so it now looks like  <html ng-app="myApplication"> . 

One more tag that’s required in the file is the main controller. 

In our case, we can add it to the first body tag so it looks like  

 <body ng-controller="mainController"> . The only other tag 

that’s required is the ng-view directive that will load custom 

content for every single page. This tag will look like  <div 

ng-view></div> .

 The official site of Angular.js with detailed information for both AngularJS 1 

and Angular 2. A great reference for expanding your single-page applications.

Want even more coding? Grab a bookazine at http://bit.ly/LXFspecial

You may want your

website to have 

an SSL certificate 

which allows it to 

be accessed via 

HTTPS. To do so, 

you must change 

all links in the 

head to content 

delivery networks 

to use HTTPS. 

e.g. connecting to 

Google angularJS 

with https would 

look like this: 

<script 

src="https://

ajax.googleapis.

com/ajax/libs/

angularjs/1.2.25/

angular.min.js"> 

</script>

Quick
tip

Mobile experience with Bootstrap

Building single-page applications with the front-

end Bootstrap framework makes it easy to build

one site for all devices. To put a name to it, this is

called responsive design. 

The basics of responsive design involves the 

use of CSS classes and you build a page from the

top down in sets. From a coding point of view, 

when you create a <div> element with the class 

‘row’, you have made one set. You can have as 

many rows as you want and even place rows

within rows when necessary. Within the rows, you

will have columns. By default, you build the 

columns using class names too. Thus, you may 

have three columns with the same class ‘col-

md-4’. The key to using columns is that they 

must add up to 12, for example: 

<div class=”row”>

<div class=”col-md-4”></div>

<div class=”col-md-8”></div>

</div>

This example shows a simple two-column 

layout where the first column is only half as wide

as the second column. Again, note how the 4 and

8 numbers add up to 12.

When the page is loaded on smaller devices, 

the page will accommodate the viewport. If the 

screen is small like a smartphone, the second 

column will eventually be loaded underneath the 

first column. When using Bootstrap, the HTML 

can contain a viewport meta tag. 

Two simple examples are shown below; one 

with zoom and one without. You would only use 

one of them, however:

 <meta name="viewport” 

content="width=device-width, initial-scale=1">

And example 2:

<meta name="viewport” content="width=device-

width, initial-scale=1, maximum-scale=1, user-

scalable=0">
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 This is a page 

that swaps the 

main image and 

content using 

jQuery and Ajax. 

With jQuery, you 

can add some 

neat effects like 

fading in and out.

If you don’t have a document to start with, this simple file 

is included on the LXFDVD (and website archive) and is less 

than fifty lines of code.  Since the heart of the main file is to 

link to the other pages for the site, new links will need to be 

added. The line below shows a link to the About Us page:

<li><a href="#/about"><i class="fa fa-shield"></i> About 

Us</a></li>

At first glance, you may be thinking it is just another link. 

But, as you can see the link begins with  #/ . So, let’s just call 

that the kind of link required by Angular to open the ‘/about’ 

URL. With the basics set up, it’s time to open that blank 

script.js file and start adding code. After all, this file is the 

custom coding that makes the HTML file run the way we want

it to. The first line in the script declares a module.

var myApp = angular.module('myApplication’, ['ngRoute']);

With the code above, the  myApp  variable will be used to 

customise the application. Meanwhile, notice that the name 

of the ng-app from the index.html file is the first parameter 

and the second parameter  ngRoute  is added as a 

dependency so that the route module can be used. 

After that, the rest of the code will the enclosed in one 

config block, one run block and several controllers. By default,

Angular will execute the .config() block first, followed by the  

.run() block and then the controllers.

Let’s get a start on the config block. The config block will 

begin with the variable myApp that was created in the first 

line of the script.js file. Thus, all code within the configuration

will exist between my.config().

In our case, an anonymous function is placed between the

brackets and two providers:  $routeProvider  and  

 $locationProvider  are passed into the function. Thus, the 

empty block for the config now looks like below.

myApp.config(function ($routeProvider, $locationProvider) {

    /* All code goes here */

});

The  $routeProvider  configures routes, just like its name 

suggests, is used for making routes. The link in the head to 

angular-route.js that was created earlier provides the 

ngRoute module to enable the routing to take place. The 

other parameter,  $locationProvider  is used to determine the 

storage of deep linking paths. In this application, it’s used 

because we want to make pretty URLs that are SEO friendly.

 The first new line of code with the config block is a line 

with  $routeProvider . After that, there are a series of  .when()  

methods that are used to set URL paths, titles, descriptions 

and controllers. To make this clear, here’s an example:

.when('/about’, {

            templateUrl: ‘pages/about.html’,

            title: ‘About Us’,

            description: ‘My About Us Description Goes Here’

        })

Here’s an explanation to the above  .when()  method. If the 

URL in the browser is http://example.com/about, the 

content for this page will be the about.html file loaded from 

the pages folder.

Adding a controller
Meanwhile, the page title is ‘About Us’ and the description is 

shown in brackets. The title and description will show up in 

the page source code, which is vital for SEO since each page 

must have unique content, page title and description, while 

the shared parts are the header and footer.

Another property that could have been added is controller. 

The code sample for this article has other .when() methods 

for other URLs for which a controller is created. In the case of 

about.html shown above, it’s a  <div ng-controller="about 

Controller"></div>  element with its own controller.

Although the when() method will be used for each page 

on the site, the route page will need two entries: one for the 

root folder itself like ‘/’ and the other for the main file name 

like index.html. Thus, there will be a when() method for ‘/’, 

‘index.html’, ‘about’ and ‘contact’.

After the when() methods are over, the next line is  

 $locationProvider.html5Mode(true); . This line is important for 

the pretty URLs because by default, Angular.js would write 

the URL http://example.com/#/about and that hash tag 
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 This simple 

code block shows 

a parent child 

structure. As 

you can see, it 

starts with the 

body and child 

elements are 

nested within.

doesn’t look good or help out the SEO effort. But, there’s 

another important factor to the usage of pretty URLs. The 

head of the index.html page needs an additional line for the 

base tag, like  <base href="/angular/"> . 

In this example, all files are located at http://example.

com/angular. When you add the base tag, it must end with  

 /  because it won’t work with href="/angular”. If the files are in 

the root folder, <base href="/"> will do.

Just as a reminder, if you don’t care for pretty URLs or just 

want to test the default setup because you have time on your 

hands, you can delete or comment out the base tag and the 

line in script.js that has  $locationProvider.html5Mode(true) .

That takes cares of the config() block for this exercise. 

Now, let’s move on to the .run() block which fires next. The 

run block looks very much like the .config() block, meaning 

that it runs an anonymous function. 

However, this time, the block contains $rootScope.$on() 

inside its contents. This block of code is used to alter the head 

title and description when a new page is clicked from the 

menu or loaded from the browser.

For simplicity, I will point out the important parts. A few 

lines shown below:

if (current.hasOwnProperty('$$route')) {

            $rootScope.title = current.$$route.title;

            $rootScope.description = current.$$route.description;

        }

So the code basically checks if the route exists. If it does, 

the title and description are set. You should remember that 

these values for the title and description were set in the  

.when() method. Now, let’s go back to the main index.html 

file and look at the document head. The two lines for the title 

and description should look like the two lines shown below so

that the title and description will be what you want:

<title ng-bind="title +’ - MyAPP Home'"> - MyApp</title>

    <meta name="description” content="{{description}}">

Alternatively, the title tag could have been displayed like  

 <title>{{title}} – MyApp</title>  to yield the same results. 

Now, there are just a few more lines of code that are used 

to handle controllers. The code below will use the  

 ‘aboutController’ :

myApp.controller('aboutController’, function ($scope) {

    $scope.message = ‘This is about page scope.’;

});

Now, for the tedious explanation. In this case, the 

controller is already registered in the file about.html using 

ng-controller. The line with  $scope.message  can be accessed

in the view using the {{message}}. If you load this page in the 

browser, you can see the same text as it is created here.

That is one way to use a controller. But, here is another 

way you can create a controller and use it, too. You can keep

the first block of code the same. For example, copy the 

aboutController and change the name to contactController. 

Note that if you go about this method, you’ll need to add a 

line to the .when() method for the contact page. You would 

add controller: ‘contactController’ to the list that already has 

the templateUrl, title and description. In the file contact.html, 

you can access the $scope.message the same way with {{ 

message }}. 

Adding redirection
We’ll conclude by touching on redirection. If you run the 

application, as is and refresh a page, you will get the 404 error 

‘Not Found’ on an Apache server. The lines below will put an 

end to that if you add an .htaccess file into the folder where 

index.html resides.

RewriteEngine On

RewriteCond %{DOCUMENT_ROOT}%{REQUEST_URI} -f 

[OR]

RewriteCond %{DOCUMENT_ROOT}%{REQUEST_URI} -d

RewriteRule ^ - [L]

# use index.html if cannot find

RewriteRule ^ index.html

Well, that wraps up the custom coding for the single-page 

application. But there are a few more advantages of using an 

SPA. You can create a fast website where only parts of the 

page are inserted as they are requested. In addition, if you 

build an Android app and use a webview to load the URL, you 

can navigate and use the web application without having a

browser address bar, which looks very clean and stylish. LXF

GoogleWebmaster Tools & SEO

Search engine optimisation is an important

aspect of building a SPA (Single-Page

Application). In the modern era, Google does 

support JavaScript and you can render your 

pages using Google Webmaster Tools to see how 

your application fetches and renders the page. 

More details about this can be found from the 

horse’s mouth at the Google Webmaster Central 

blog (http://bit.ly/UnderstandingWebPages).

To see how well your website is rendered by 

Google, you’ll need to login to the Webmaster 

tools and select the domain. This will put you at 

the Dashboard and after that, you simply select 

Crawl > Fetch as Google > (Add the URL into the 

input box) > Click Fetch and Render. Now that 

you are in Webmaster tools, you may as well 

create an XML sitemap for the URLs and  

submit it. In addition, it doesn’t hurt to link to  

the sitemap from your footer as well.

Now, to go one step further you can decide to 

add Google Analytics tracking code into the 

header or footer so you can track traffic to each 

page and get some useful data. If you are keen, 

you can link your Google Webmaster Tools 

account to your analytics so you can view data 

like search traffic queries relating to visited 

pages to enable you to assess what searches are 

bring in your traffic.

On top of all that, you could create a Google 

Adwords account and send visitors to the 

desired pages. With Analytics, you can link up 

your Adwords account to do a deep analysis and 

now you’re an SEO expert.
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1 Migration questions
I have been dabbling with Linux for 

years, but there has always been a 

deal breaker with regards to using it 

full time. But as both a Mac and Windows

user I have become very unhappy with the

path that both companies seem to be taking

so it was time for me to try harder. I installed

Mint 18 (64-bit) on a 13-inch MacBook Pro

9.2 with very few problems.

One that causes some concern is how hot

it gets when playing AV content. Most

articles I have read about Linux on Macs

they always seem to use old hardware—

do you have any idea what the newest kit

would work? I’d really like to use a more

powerful Mac mini attached to a large

monitor or TV instead of using the MBP as

the lack of USB plugs and not being able to 

tuck it away along with AV kit is limiting.

I intend to retire my Windows box running 

XP. How stable is the NTFS driver, at the

moment? I have just plugged in the hard

drives via USB and FireWire and it works. Will 

this bite me in the bottom? The thought of 

having to format several terabytes of storage 

then move nearly 20 years of data from one 

to the other fills me with dread.

Robin Keenan

There are a lot of articles about

reusing any type of old hardware with 

Linux, but Linux isn’t just for cast-offs. 

In the case of the Mac mini, you can run Linux 

on them and the later versions are more

suitable. Whichever version you have, make

sure you update the firmware to the latest

revision, this is important, and then set it to

boot in compatibility mode. Without that, you 

will not have graphics acceleration. After that, 

installing a distro such as Debian is

straightforward well documented on the

Debian wiki (https://wiki.debian.org/

MacMiniIntel). However, unless you already 

have the Mac mini, there are cheaper and more 

straightforward alternatives that don’t involve 

paying for an expensive OS you’re not going to 

use, such as the Asus Vivo range. We’ve used 

one of these as a media centre for a couple of 

years now.

Modern hardware shouldn’t have to work 

hard to play AV. It may well be that the advice 

in the previous paragraph is a clue. If you don’t 

have acceleration enabled in your graphics

This month we
answer questions on:

 Kodi is a good home theatre package to run on a compact Linux box, even a Mac mini.
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S
ometimes youmay execute a shell

command and find its behaviour does

not quitematch that of theman page.

This is becausemost shells, likeBash and

ZShell, have duplicates of a number of core

commands built in.This is done for speed

and efficiency as the command doesn’t have

to be loaded from disk before it can be used,

it is already loaded as part of the shell.

You can find a list of built-in commands in the

man page for your shell (Warning: theBash

man page is very long but the information

is in there).

So what do you do if you want to run the

‘full’ version of the command rather than the

built in version?That’s easy, you just give the

full path, say /usr/bin/command and it will

be called from disk.

Aliases are also used tomake life easier

for shell users andmost distros have a

number predefined, you can see them all by

running alias with no arguments. In some

cases, an alias has the same name as the

command it’s calling, for example,many

distros alias ls to ls --color=auto to give

coloured output by default. Running the

original version is as simple as prefixing the

command namewith a backslash (\), which

tells the shell to ignore any alias of that name,

such as:

$ \ls somedir

Theman pages for the various shells are

pretty heavy going, but worth spending

some time on if you use the shell with any

regularity.The nuggets you find in there

could save youmore time than you spend

looking for them.

problem until recently when, after upgrading

to Mint 18, I found that one of my internal

disks on my desktop doesn’t mount on

startup anymore.

It has two internal disks: an SSD on which

I store the operating system and programs

and a HDD drive on which I store my data.

I also have a USB HDD, which I use for

backups. The system recognises this disk on

start up. This problem requires that I

manually mount the internal HDD on startup

so that programs can access data. Can you

advise how I can configure the system to

mount all disks on start up?

Richard Downer

Mounting of disks at startup is

controlled by the /etc/fstab

(filesystem table) file.This has a line

for each device or filesystem youwant to

mount.The problem could be caused by a

missing or incorrect entry in the file.The simple

way to tell is to run $ sudo mount -a .

This will try tomount every entry in fstab

and give an error if anything fails. If you get

such an error, you need to correct it for the

filesystem tomount. If you get no such error,

the filesystemwas not specified in the fstab

file. Either way, you should have a line

something like this dev/sdb1 /data ext4

defaults 0 0 .

This will mount the first partition on the

second disk at /data using the ext4 filesystem

with default settings. If any of these differ from

your configuration, change the line accordingly.

Themount point,/data in this example,must

be an existing directory.After editing /etc/

fstab, run mount -a again to check that it

mounts as you want. If it does, it should also

mount when you reboot.

The addition of a USB disk adds a further

potential problem.The device names,/dev/

sda,dev/sdb etc, aren’t guaranteed to remain

the same between reboots. In particular,

adding or removing USB devices can change

things. For this reason, it’s safer to identify a

filesystem by its UUID or label.Many distros

already use the UUIDmethod,which is easy to

automate during installation.AUUID is a

hexadecimal number, so while it works it’s not

exactly readable.You can read the UUIDwith

$ sudo blkid /dev/sdb1 and use it in /etc/

fstab like this:

UUID=xxxx-xxxx /data ext4 defaults 0 0

Filesystem labels are amore human

readable way of identifying them, but they

don’t exist by default, unlike UUIDs.You can

read or add a label for an ext4 filesystemwith

the e2label command:

$ sudo e2label /dev/sdb1

$ sudo e2label /dev/sdb1 data

The first command displays the label, if any,

the second sets it.Then you can have an fstab

entry that is both safe and readable like this:

LABEL=data /data ext4 defaults 0 0

If you are using labels, be aware that if you

transfer a disk to another computer that

already has a filesystemwith the same label,

things will getmessy in unpredictable ways.

3 Slowbuntu
I have a Toshiba Satellite C50 laptop

dual-booting with Ubuntu 16.04.

I haven’t installed any new

applications recently or set up anything

differently but it’s getting slower every day.

The Alt+Tab used to bring up open

applications instantly and now takes 10

seconds.All I have open are aNotepad file,

File Explorer, Opera and the default music

player which I think is called Videos. Closing

them down they now always say not

responding with the wait or force quit option.

InWindows, I’d defrag the hard drive and

also the Registry, run CCleaner as the first

options but I don’t have a clue what to do to

speed up Ubuntu. I really love it though, but

I’m considering switching to a more

lightweight distro but with 4GB of RAM I

shouldn’t need to.Windows 10 is running the

same as always so I don’t think it’s a

hardware problem.

Craig Price

hardware, your CPU has to do a lotmore work,

hence the heat. So go into the BIOS, set

compatibility booting.This enables the use of

the correct Xdrivers.

There are twoNTFS drivers for Linux.The

rather limited driver in the kernel and the ntfs-

3g driver that uses FUSE.The latter ismore

suitable, althoughmaybe slightly slower.You

can tell which one you are using by running the

mount command in a terminal and looking for

the line for your NTFS partition, like this

$ mount

/dev/sde1 on /media/sde1 type fuseblk (rw...

Here the type is fuseblk, whichmeans it’s

using the FUSE system and therefore the ntfs-

3g driver. If you are not using this driver, install

the ntfs-3g package for your distro and it

should use that at the next boot.This driver is

considered stable, although personally, I would

prefer tomigratemy data to a Linux filesystem.

This isn’t essential and doesn’t have to be done

all at once.

2 Disk not mounting
I have been a Linux user for seven

years but still consider myself a

‘newbie’ in regards to control of the

system via the command line. This wasn’t a

A quick reference to...

Shell built-ins

Terminals and
superusers

We often give a solution as commands to type in  

a terminal. While it is usually possible to do the same 

with a distro’s graphical tools, the differences between 

these mean that such solutions are very specific. 

The terminal commands are more flexible and, most 

importantly, can be used with all distributions.

System configuration commands often have to 

be run as the superuser, often called root. There are 

two main ways of doing this depending on your distro. 

Many, especially Ubuntu and its derivatives, prefix the 

command with  sudo  , which asks for the user password 

and sets up root privileges for the duration of the 

command only. Other distros use  su , which requires the 

root password and gives full root access until you type 

logout. If your distro uses  su , run this once and then run 

any given commands without the preceding  sudo .
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Star
Question

some text

<CTRL-Z>

What’s the Linux equivalent?

Bob

If all you want to do is copy whatever 

you type into a file, the syntax that 

you’ll want to use is:

$ cat >sample.txt <<EOF

Anything you type is copied to sample.txt 

and you stop the process by typing EOF .

At this point you may be asking what happens 

if the text you type includes EOF? The use of 

EOF as the ending string is only a convention, 

you can use any string you like:  $ cat >sample.

txt <<ThisIsTheEnd . This assumes you only 

want what you type to be included in the file, 

but you may be typing commands and want

their output captured too. For that there is the  

 script  command, if you run it with no 

arguments  $ script  nothing much appears to 

happen apart from a message to tell you it has 

started. So run some commands, then type

Ctrl-D to exit script. You will now have a file 

called typescript that contains everything you 

typed and the output it produced. You can 

change the name of the file produced by 

specifying it on the command line  $ script 

sample.txt . If the file already exists, its contents 

will be lost, replaced by the output from the 

script session. If you want to keep the previous 

content, maybe to keep the putout from 

several sessions, use the  -a  or  --append 

+ Windows with Mint
I have been using Mint 17.3 on a 

desktop PC for some time. I recently

bought a new Lenovo G50 laptop 

with Windows 10. I want to add Mint 18.

I tried to run the Live version straight from 

the LXF214 DVD but it wasn’t recognised at 

boot up, so I tried using a USB stick. I used 

the application on Mint 17.3 to load the 

linuxmint18-cinnamon-64bit.iso file from 

the DVD onto it. It didn’t work.

I changed the BIOS setting on the Lenovo 

to allow Legacy booting and this time I was 

able to run the Live Mint 18 boot. When I 

went to Install I got an error message about 

a Boot recovery partition. Checking the 

message on the web, I found an article 

saying that if the Windows OS was installed 

in UEFI mode and the Linux was installed in 

Legacy mode there would be a conflict when

booting up. Only one OS would be offered, 

This month’s winner is Roger King. Get in touch with us to claim your glittering prize!Winner!

so I cancelled the install at that point. I used 

 dd  to copy the ISO file to a USB stick and 

tried again. I returned to UEFI mode in the 

BIOS and tried to start using the USB stick. 

The light in the stick flashed, but Windows 

10 started, followed by a message that the 

USB stick needed formatting. 

Roger King

Because Secure Boot and UEFI were 

introduced at the same time, people 

often confuse the two. What you need 

to do is disable Secure Boot (the name may 

vary, depending on the firmware used) in the 

boot menu settings. This is what you refer to as

the BIOS settings, but if you have UEFI you 

don’t have BIOS (more terminology confusion).

Secure Boot means that only signed systems 

can be loaded, which rules out most Linux 

distros for now. So disable Secure Boot but do 

not enable legacy booting. Legacy booting 

enables a BIOS emulation mode so your UEFI 

Windows system will no longer be able to boot.

However, Mint, in common with almost all 

Linux distros, is quite happy with UEFI.

So, the process for dual-booting Linux and 

Windows 10 (or 8) is to disable Secure Boot 

but continue with UEFI, that will install the 

GRUB bootloader in UEFI mode, which will 

then let you choose between Linux and 

Windows at its boot menu. You can also

use the menu key (which key depends on 

your firmware but it’s often Esc or one of 

the F keys) to select the Windows

bootloader directly.

As for why the USB stick copied with  dd 

didn’t work, it’s difficult to say without 

knowing the error message (it always helps 

to give exact error messages when asking for 

assistance). It could be the same problem as 

above or it may be that you copied the ISO 

image to a partition on the stick rather than 

the stick itself. The destination when coping 

an ISO like this should always be something 

like /dev/sdb and never /dev/sdb1. 

 Whether you use top or one of the many graphical system monitors, you should be able to 

see what is slowing down your computer.

It sounds like something running in 

the background is using up valuable 

resources. There are three main 

resources: CPU, memory and I/O. The  top  

command will help identify the culprit. Run it in 

a terminal and it will show total CPU, memory 

and I/O usage. The I/O is shown as wa for wait, 

the kernel is waiting for disk access to 

complete. With nothing running the id (idle) 

reading should be over 90% on a desktop 

system. Below the system statistics is a list of 

running processes in order of CPU usage, so if 

your CPU is overloaded, the culprit should be 

obvious. If memory usage is a problem, press f, 

highlight the MEM options, press s to select it 

then q. The list will be sorted by memory usage.

The terminal program  top  is installed just 

about everywhere, so it’s a safe choice, but 

there are also graphical system monitors 

provided by most desktops that provide the 

same information. If the main problem is your 

system waiting for I/O, you can install  iotop  

and use that to see which processes are

accessing your disk. If I/O wait is a problem but 

there is no single culprit, you may have a 

filesystem issue. Fragmentation is not generally 

a problem with Linux filesystems, unless you 

let them fill right up when it can’t be avoided, 

but it would be worth booting from a live CD 

and running  fsck  over each of your 

filesystems, like this: $ fsck -f /dev/sda1 

4 Capturing text
Is there a way in Linux to create a 

file from standard input? In DOS, 

one would do:

copy con: sample.txt
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While installing Linux on a new

computer, I was given the option

to use LVM—what is that?

This is the Logical Volume

Manager, which uses logical

volumes to hold your filesystems

instead of disk partitions.

How does that work?

Each disk or partition you want to

use is set up as a Physical Volume

(PV). Then one or more PVs are

combined to create a Volume

Group (VG). A VG you can create

logical volumes on it that operate

just like traditional disk partitions.

 That sounds awfully complex 

and what’s the point?

Because you have more than one

PV in a volume group, it’s easy to

add disk space and almost as

easy to remove it, when you need

to do that.

 Fine, but I only have one disk,

is there still a point?

Yes, because of the flexibility of

managing the logical volumes?

 How do you mean?

With partitions, once they are

created you are constrained by

their physical locations on the disk,

If you subsequently realise you

gave too much space to / and not

enough to /home (or vice versa),

correcting things requires a

lengthy process and consequent

downtime as you have to use a live

CD to do it. Because LVs can be

anywhere on the disk(s),

rearranging them is a simple

matter of running lvresize and

the corresponding filesystem

resize command.

Are there other benefits with a

single disk system?

Indeed there are. For example, if

you wanted to replace your disk

with a larger one. You can

temporarily attach both disks,

create a PV on the new one and

run the pvmove command, which

moves all volumes and data from

one disk to another. It does this in

the background, so you can

continue to use the computer

while the process continues.

Using LVM with multiple disks

sounds a bit like RAID, are the

two comparable?

Not really, RAID operates at a

lower level and gives redundancy

by storing your data on more than

one disk. LVM lets you manage

the space on your disks more

conveniently. The two systems

work well together, you can create

a volume group from RAID

devices.

 Which filesystems does LVM

work with?

The LVs are standard block

devices, so you can use any

filesystem that you would normally

use on a disk. However, the so

called ‘next generation’ filesystems

such as btrfs and ZFS have built-in

volume management, so there

isn’t that much point in using LVM

with them.

completely different distro without ever 

touching your personal data. You can even 

have more than one distro installed at the 

same time and share a /home partition 

(although not necessarily the users’ home 

directories) between them.

If you are concerned about the security and

safety of your data, you should be backing up 

regularly. Having a separate /home makes it 

easy to keep separate backups of user and 

system files. System files don’t need such a 

rigorous backup regime when you have a 

separate /home, if the OS filesystem breaks 

you can simply re-install.

The only real drawback to this is deciding 

how to allocate the available space on your 

disk, once you have set up your partitions it is 

difficult to rearrange them (unless you use 

something like LVM). As disks are so large 

these days, that’s not usually an issue any 

more. 20GiB should be plenty for the root 

filesystem, but with multi-terabyte disks 

commonplace, you can afford to be generous.

The easiest way to repartition is to boot

from a live CD, copy your home directory to an

argument, with or without a file name.

$ script -a

$ script -a sample.txt

If you want to capture the output from a 

particular command, you can give it as an 

argument with  -c  or  --command .

$ script -c somecommand somecommand.txt

If the command contains spaces, you must 

include it in quotes (or escape the spaces). 

You can also remove the started and done 

messages by adding -q : $ script -c ‘ls -l’ -q .

5  Semi-detached home
 I often see mention of using a 

separate disk partition for my home 

directory in Linux Format —what is 

the point of that? After all, it’s still on the 

same disk so it’s no safer if the disk fails. 

What are the benefits of this and are there 

any drawbacks?

George Watson

 It’s not the individual user’s home 

directory that is on its own partition 

but the /home directory. This is 

where the home directories for all users are 

stored. That is an important distinction on a 

multi-user operating system, even if you are 

currently the only user. Security isn’t the main 

issue here, as you say a disk failure can take 

out the whole disk. Filesystem corruption 

would affect only one filesystem, but as your 

home directory is usually the most frequently 

used, that is at least as likely to suffer 

corruption as your separate root partition.

The idea is to keep data and the operating 

system separate, for a number of reasons. 

It makes updating or replacing the operating 

system much easier. You can re-install your OS,

install a new version or even replace it with a

Frequently asked questions…

external drive and then use something like

GParted to shrink the root partition and add a

new partition for /home. Once this is done you

can copy your /home directory back to the

new partition. You will have copied /home/

user from the old setup but as the new

partition will be mounted at /home, you will

copy it back as user. It’s important that your

external disk is formatted with a Linux

filesystem, eg ext4, otherwise you will lose all

ownerships and permissions on your files.

Finally, edit /etc/fstab to mount your

/home partition when the computer boots. If

you created an ext4 filesystem on /dev/sda2,

you would add something like: /dev/sda2 /

home ext4 noatime 0 0 . The noatime option

isn’t compulsory, but we’ve found that it does

slightly speed up disk access and reduce the

number of writes. LXF

LVM

 Setting up a separate home partition on an 

existing install is best done from a live disc.

Help us to help you
We receive several questions each month that we are

unable to answer, because they give insufficient detail

about the problem. In order to give the best answers to

your questions, we need to know as much as possible.

If you get an error message, please tell us the

exact message and precisely what you did to invoke it.

If you have a hardware problem, let us know about the

hardware. If Linux is already running, use the Hardinfo

program (https://github.com/lpereira/hardinfo) that

gives a full report on your hardware and system as an

HTML file you can send us.

Alternatively, the output from lshw is just as useful

(http://ezix.org/project/wiki/HardwareLiSter).

One or both of these should be in your distro’s

repositories. If you are unwilling, or unable, to install

these, run the following commands in a root terminal

and attach the system.txt file to your email. This will

still be a great help in diagnosing your problem.

uname -a >system.txt

lspci >>system.txt

lspci -vv >>system.txt

Answers
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Distros, apps, games, books, miscellany and more…

On the disc

BunsenLabs 2016.07.10W
e have 

two

distros

with distinct appearances on this

month’s DVD. Ubuntu and

BunsenLabs look and feel very

different to use, but they are both

Linux. More than that, they are

both based on Debian; they are

both first-gen respins if you like.

One is produced by a company

and the other by a community of

users, but both do what they are

intended to do very well. Try

explaining that to a Windows or

Apple user and they will probably

stare at you blankly. They are so

used to getting what they are

given that the idea of being able

to pick and choose core elements

of the OS is something they’ve

not even considered.

The open source nature of Linux

makes this activity not only

relatively easy but expected. The

modular nature of a distro also

makes this possible. You can swap

out a package manager, desktop

environment, window manager or

one of many other components

without affecting other aspects of

the whole distro. Even switching a

key component like SysVinit to

systemd, while it may have

generated more internet traffic

than cat videos for a

while, made little

noticeable

difference to the

vast majority

of users.

Smokin’ distro

These days it seems to be all about the desktop

environment (DE), be it Gnome, KDE, Xfce or one

of the newcomers such as LXDE, Cinnamon or

Mate. But what is a DE? It’s simply a collection of

integrated programs that are used to manage the

DE. In fact, KDE, at one point, renamed itself from a

desktop environment to a ‘software collection’.

Desktops are great, but they can be quite

resource intensive, so some people hark back to

the days of a simple window manager and a few

utility programs to provide the desktop experience.

This may not have the ultimate feature set of a full-

blown DE, but it’s a lot lighter and far more suitable

for older hardware. CrunchBang was a distro that

used the Openbox window manager to provide a

fast and light desktop running on a Debian base.

CrunchBang development ceased a little while ago

but it has now been resurrected as BunsenLabs, a

community driven project.

BunsenLabs boots to a minimal-looking, but fast

desktop. If the understated grey look is not your

thing, it’s easy enough to change the window

appearance using the Openbox GUI Config tool,

found in the preferences menu. If none of the

themes suit your taste, many more are waiting to

be downloaded and you can find most of them via

http://openbox.org/download-themes.php.

If you are wondering where the menu is, there’s no

Distros 32-bit

The best of the internet, crammed into a phantom-zone like 4GB DVD.

Missing or defective discs
For basic help on running the disc or in the 

unlikely event of your Linux Format 

coverdisc being in any way defective, 

please visit our support site at: 

www.linuxformat.com/dvdsupport 

Unfortunately, we are unable to offer 

advice on using the applications, your 

hardware or the operating system itself.

Important

NOTICE!

dock or taskbar button—all you have to do is right-

click on the desktop. Wallpapers can be changed 

just as easily, although you’ll have to provide your 

own if grey isn’t your thing, so you can have 

BunsenLabs looking as you want with little effort.

Another omission from the live desktop is the 

option to install Bunsenlabs. Unfortunately, 

because of the way it works, it’s not possible to run 

the installer when booting from the LXFDVD. Copy 

the ISO image from the BunsenLabs directory of 

the DVD to a CD or USB stick, using your CD 

burning tool or dd, boot from that and you’ll see 

two install options on the boot menu: one for a text 

installer and one for the full graphical experience. 

The login details are username user, password live.

 There’s a graphical installer for BunsenLabs but you’ll need to boot from the original ISO image.
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New to Linux?
Start here

Ubuntu 16.10

Are you reading 
this on a tablet?
Download your DVD from 
www.linuxformat.com

Yakkety Yak, Ubuntu’s back

Bye-bye 32-bit pie?

Everybody’s (well, almost) favourite 

distro has an update. We weren’t able to 

do one of our desktop remixes this 

month (maybe later) so this is a vanilla 

Ubuntu 16.10, just as those nice people 

at Canonical intended. This is the 64-bit 

version, suitable for all computers 

produced in the last few years. It should 

boot directly into the Unity desktop, so 

you shouldn’t need to login. If you do 

see a login screen, the username is 

ubuntu and the password is blank.

If the proposals flying around the intertubes are to

be believed, this could be the last full live desktop 

release of Ubuntu for 32-bit hardware. Hang onto 

your disc, it could become a collectors’ edition! 

Functionally, the 32-bit and 64-bit versions are 

all but identical, the only reasons to run this version 

are if you have a 32-bit CPU, in which case it’s 

compulsory, or because you have a netbook with 

restricted RAM, in which case the 32-bit option is 

advisable. In all other cases, the 64-bit choice is 

the right one as almost all of the development and 

a lot of the testing is done on 64-bit systems. If you 

aren’t sure which to use, boot from the LXFDVD 

and go into the Ubuntu 64-bit menu. This checks 

your CPU before presenting the menu and it’ll 

warn you if you’re not able to run this version. If 

that’s the case, hit Esc and go for the 32-bit option. 

Login details: username user, password is blank.

What is Linux? How do I install it?
Is there an equivalent of MS Office?
What’s this command line all about?
 How do I install software?

Open Index.html on the disc to find out

And more!

Ubuntu 16.10

64-bit

32-bit

System tools
Essentials
Checkinstall Install tarballs with your 

package manager.

Coreutils The basic utilities that should 

exist on every operating system.

HardInfo A system benchmarking tool.

Kernel Source code for the latest stable 

kernel release, should you need it.

Memtest86+ Check for faulty memory.

Plop A simple manager for booting 

OSes, from CD, DVD and USB.

RawWrite Create boot floppy disks 

under MS-DOS in Windows.

Smart Boot Manager An OS-agnostic 

manager with an easy-to-use interface.

WvDial Connect with a dial-up modem.

Reading matter
Bookshelf
Advanced Bash-Scripting Guide  

Go further with shell scripting.

Bash Guide for Beginners Get to grips 

with Bash scripting.

Bourne Shell Scripting Guide  

Get started with shell scripting.

The Cathedral and the Bazaar Eric S 

Raymond’s classic text explaining the 

advantages of open development.

The Debian Administrator’s Handbook  

An essential guide for sysadmins.

Introduction to Linux A handy guide 

full of pointers for new Linux users.

Linux Dictionary The A-Z of everything 

to do with Linux.

Linux Kernel in a Nutshell An 

introduction to the kernel written by 

master hacker Greg Kroah-Hartman.

The Linux System Administrator’s 

Guide Take control of your system.

Tools Summary A complete overview 

of GNU tools.
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